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Executive Summary
This deliverable, D7.3. 2nd dissemination & communication activities report & project
newsletter, details the project dissemination and communication activities for M10-M18, and
provides a review of the dissemination performance as well as an outlook for the future. It
contains information regarding scientific publications describing the project’s achievements,
project-related presentations at various events, keynote/invited talks and tutorials, the summer
school that will be organized, as well as other means of dissemination used by the project
such as the project website and social media channels. The second project newsletter is also
included in this deliverable. The project has held a wide range of dissemination activities
during this period, in important dissemination venues, such as high-quality journals and
conferences. Dissemination activities will continue and be strengthened in the months ahead,
until and beyond the official project end.
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1 Introduction
The MULTIDRONE project aims to develop an innovative, intelligent, multi-drone
platform for media production to cover outdoor events, typically held over wide areas.
Making MULTIDRONE results and activities known to various industry sectors, academia
and the general public through dissemination and communication actions is an important
element of the project. This Deliverable (D7.3) provides an overview of such activities that
took place in M10-M18.

1.1 Purpose of the Deliverable
Dissemination and communication activities constitute an important part of every
collaborative project, aiming at making the project objectives, achievements and results
known to relevant groups within the industry and research communities and to the general
public. The MULTIDRONE dissemination and communication plan has been laid out in
deliverable D7.1 “Dissemination Plan” (M3). The main aims of the activities described in
that plan were to:
● Maximize awareness of the project and its results among the target audiences. In more
detail, this is to be achieved by: a) sharing project-related foreground with the
scientific community, mainly through scientific publications but also through special
sessions, invited talks and tutorials; b) disseminating the project results to the
private/industrial sector and highlight the project’s potential impact to the industry; c)
communicating the project objectives and activities to the general public in order to
stimulate the interest of the general public in robotics, multi actor systems, media
analysis and computer vision;
● reach high levels of interaction with the robotics and drone research community as
well as the relevant industries;
● showcase effectiveness of the envisioned solution for multiple drone usage in media
production;
● publicize the EU support for state-of-the-art research in multi-actor systems and other
areas that will be tackled by the project;
● promote scientific potential as a positive force towards European integration that
caters for the well-being of its citizens.
In this Deliverable, the dissemination and public awareness activities held during months
M10-M18 of the MULTIDRONE project, in accordance to the above-mentioned
dissemination plan, are presented and metrics and observations regarding the performance of
the dissemination effort are provided. Future activities are also described in short. The 2nd
project newsletter is also provided.

1.2 Methodology and Structure of the Deliverable
The deliverable is structured under three main topics: a) actions performed in M10-M18 in
accordance to the dissemination plan, b) evaluation of the effectiveness of these actions, c)

MULTIDRONE

Grant Agreement No 731667

6

D7.3: 2nd Dissemination & Communication Activities Report & Project Newsletter
future dissemination plans. The list of Sections is as follows: Dissemination and
communication actions performed during the reporting period are described in Sections 2 to
16, which comprise the core of this deliverable. Such actions include continuous update and
usage of the project website and social media accounts, scientific publications in journals and
conferences, participation to events, organized keynote talks and tutorials, the workshop on
drone cinematography, the summer school that will be organized etc. A general outlook of
future (planned) dissemination actions is included in Section 17, along with a view of the
project’s performance regarding the Key Performance Indicators (KPIs) set out in D7.1.
Conclusions are drawn in Section 18. Finally, Appendices I and II contain the 2nd project
newsletter and the full text of the produced publications, respectively.

2 Summary of Performed Actions M10-M18
During M10-M18, the following dissemination and communication activities took place:
● Continuous update of the project website with regular postings (news, deliverables,
progress, presentations events, publications, short articles etc.).
● Maintenance of webpages regarding the project at partners’ websites and creation of a
website for the MULTIDRONE-related Special Interest Group and the Summer
School that will be organized.
● Usage of different social media accounts to promote the project and continue to build
the network.
● Publication (or acceptance) of 6 papers in important scientific journals and 12 papers
to high quality, well established international scientific conferences (including 2 joint
efforts).
● Dissemination of the project research and development aims and results to interested
groups through 2 keynote speeches, 8 invited lectures and participation into 4 events
and workshops.
● Organization of 2 tutorials (one of them being planned for October 2018), one
workshop, one short course and one summer school (planned for August 2018).
● Establishment of the ICARUS Special Interest Group on drone technologies and AI /
computer vision that organized lectures and fostered small research projects for
participating students.
● Informal launch of the IEEE SPS Autonomous Systems Initiative.
● Usage of project banners, posters and flyers to create awareness of the project at
dissemination events.
● Presentation of the project goals in two radio interviews.
● Establishment of a cooperation agreement with the RoBorder H2020 project.
● Organization of a number of public awareness activities.
● Preparation of the 2nd version of the MULTIDRONE newsletter, which provides
information about MULTIDRONE technical achievements, progress during this
period and dissemination activities.
MULTIDRONE
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These activities are detailed in the following Sections.

3 Project Website and Social Media Channels
3.1 Project Website
During the last 9 months (M10-M18), the project website has been used to
continuously publish updates on the project’s activities and progress. As described in the
dissemination strategy, the website is the central information hub for people interested in the
project’s work and progress. Hence the publications on the blog cover a wide range of things
from insights into the work of MULTIDRONE, to public appearances and public deliverables
and results.

Figure 1: The first page of the project website.

There were a total of 14 articles posted between M10 and M18, some of them on
MULTIDRONE events (such as the Drone Cinematography Workshop in Bristol or
consortium meetings), others covering MULTIDRONE research topics (such as the one about
the difficulties of drone design). Additionally the project added the most recent public
deliverables, amended the list of publications done by project partners and announced new
workshops it would offer in the coming months.
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Figure 2: Examples of articles and publications on the website.

Overall, these activities led to a total of some 3700 visits to the website and roughly 8000
page views (~6300 unique) between M10 and M18. In comparison to the previous 9 months,
this is an increase of 164% in terms of visits (M1-M9: 1400 visits) and 135% (152%) in
terms of page views ((M1-M9: ~3400 page views/~2500 unique)

M1 - M9

M10 - M18

changes

visits to the website

1400

3700

↗️ 164%

page views

3400

8000

↗️ 135%

unique page views

2500

6300

↗️ 152%

Table 1: Overview of visits to the website between M1 - M9 and M10 - M18

This is a promising development as it shows a growing interest in the project and the news
about the work MULTIDRONE is doing. It is now also in line with the KPIs we had set out
in the D7.1 Dissemination Plan, where the goal was to reach more than 200 visits per month.
While we didn’t quite reach that number during the first few months (M1 - M9: ~155
visitors/month), we are now reaching about twice as many visits (M10 - M18: ~411
visitors/month). The same is true for the actual page views, where we clearly missed the
target of more than 800 views per month in the first period (M1 - M9: ~378 views/month),
but have now made up for it (M10 - M18: 889 views/month).
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KPI

M1 - M9

M10 - M18

∅ visits to the website

> 200/month

∅ 155/month

∅ 411/month

∅ page views

> 800/month

∅ 378/month

∅ 889/month

Table 2: Comparison of current visits to website with KPIs

However, a look at the overall number of visits throughout the period, shows that
there is room for improvement, as the visits are very much bound to specific events or
publications that we have put on the website. While it is normal to start off with a small
readership and aiming for a constant increase, the goal for MULTIDRONE is clearly to have
a steadier readership through the whole project lifetime.

Figure 3: Visits to the MULTIDRONE Blog over the period of M10 - M18

Taking a look at what people were most interested in so far gives an indication of what
content should be published more often to satisfy existing readers and attract more. During
M10-M18, the most popular pages right after the general MULTIDRONE page were the
events (in particular the ICCV tutorial) with about 16% of all visits and the articles from 2017
with research insights (8.1%). These sections were closely followed by the pages with
general and specific information about the project itself as well as more articles from 2018.

Figure 4: Pages on the MULTIDRONE blog by popularity between M10 - M18
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This can be interpreted as a clear interest in hands-on experience and advice. Visitors want
the information coming from the project in a usable form, e.g. presentations (while
deliverables are usually too much information at once - hence the page is a bit further down
the list). Using this as an indicator, the goal for the next period should be to focus even more
on sharing tangible results from the different work packages, as done before with articles
from partners and through tutorials and workshops. It is to be expected that once the actual
testing of the drones kick-off, the interest in the reports and results will be even greater - as
these tests will probably deliver more concrete knowledge than the theoretical setups so far.

3.2 Social Media
The use of the social media accounts for MULTIDRONE is closely connected to the
MULTIDRONE Website. As described in the D7.1 Dissemination Strategy, the channels
both serve to compliment the website, by sharing the news posted on the site, but are also a
means to connect to an audience, keep in touch with other researchers and share and discuss
similar research and interesting articles or videos.
So far, the project has made use mainly of Twitter and LinkedIn during the first 18
months. Facebook and YouTube channels have been set up but came to use more in the first
months (M1-M9), less in the last months. In the following we will take a closer look at all
channels and describe the usage and give insights into the success of each individual channel.

3.2.1 Twitter
The twitter channel has been in constant use by the project since the beginning. Its
purpose is to alert people about new postings on the website but is also the hub to share
articles and other insights into the research field around MULTIDRONE.

MULTIDRONE
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Figure 5: MULTIDRONE Twitter Channel

After M9, the channel had a followership of around 70 people, which the project has
been able to grow to a current total of 113 followers, so an increase by about 61%. This
increase is in parts due to a higher frequency of tweets - with around 160 Tweets between
M10 - M18, the project doubled the number of tweets from the first 9 months (80 Tweets).
This is also reflected in a higher number of impressions for this second period (~36000), even
though the difference is not very big to the first 9 months (~35000).

Figure 6: Example of followers of the MULTIDRONE account

A closer look at the followers shows strong connections into the drone community
(research, journalism and industry). There are several journalists following MULTIDRONE,
drone companies and associations as well as several researchers (see Figure 6). What’s
lacking is a more general audience, interested in drones.
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KPIs

M1-M9

M10-M18

>10

~9

~18

>100 (in year 1)

~70 (of 68 per KPI)

~43 (of 58 per KPI)

50%/per year

not directly applicable

not directly applicable

>15%

95% (76 RTs)

23% (37 RTs)

Mentions/month

>5

10

3

Favorited Tweets

>10%

111% (89 RTs)

48% (76 RTs)

Tweets/month
Followers
Follower Growth
Retweets

Table 3: Comparison of KPI with twitter figures from M1 – M9 and M10 – M18

While the numbers are mostly in line with the KPIs set in the D7.1 (see Table 3 taking into account that these were set for 12-month reporting periods), they are not yet
convincing and could be a lot better and more consistent. While the percentages for
engagement (RTs and Likes) is high, it is mainly connected to a few people and interactions.
It should preferably be coming through more accounts.

3.2.2 LinkedIn
MULTIDRONE uses LinkedIn both as a digital business card as well as a way to
share articles and posts from its blog to a more scientific and industrial community (see
Figure 7). Based on the nature of LinkedIn, this makes a lot of sense as the network is seen as
a digital CV for people and projects.

Figure 7: Screenshot of the LinkedIn Account with a cross post from the website

At the time of the D7.2 report (M9), the LinkedIn channel had 11 connections. It is a
clear sign of its usefulness, that this number has risen to 60 connections already (an increase
MULTIDRONE
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of 445%). Among those contacts are a lot of members of the scientific community, mainly
coming through the scientific partners in the project. Another large part are members of the
drone industry, who are interested in the work of MULTIDRONE (see Figure 8). The
increase is both thanks to an active consortium (at conferences and workshops) as well as
through proactive connections directly through LinkedIn itself.

Figure 8: Example of LinkedIn Connections from the different communities

The shared articles, cross-posts from the weblog, do not create a lot of interaction on
LinkedIn, but they do attribute a bit to the visits on the blog as can be seen in Figure 9.

Figure 9: Overview of how social networks attribute to the visits of the blog

With a growing membership on LinkedIn, we also expect more traffic to the website and
more interest in the projects results.
MULTIDRONE
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3.2.3 YouTube
As already described in the introduction, MULTIDRONE has a YouTube channel
ready to use. However so far, the channel has only been used to upload simulation videos as
part of in-depth articles for the weblog. The user-numbers are hence not very telling.
The channel will play a much bigger role, once the project starts using its own drones
and start the evaluation of the envisioned setup. The videos produced there will then be made
available through the channel. In this regard it will also be able to fulfil the KPIs set out for
the YouTube channel described in D7.1, which was to publish at least two videos per year.

3.2.4 Facebook
As reported in D7.2, Deutsche Welle presented MULTIDRONE at its Global Media
Forum last year, showing of the capabilities of drone with a live demo. In order to reach out
to a larger audience, the project had hence setup a Facebook page, allowing the team to live
stream the drone demo to its audience and across DW channels (described in detail in D7.2).
However, the channel was not intended as an ongoing network and has hence not been
actively used. But it still contributes to the visits on the weblog, as it is operational with a few
followers.

4 Project Newsletter – Review and Outlook
At the time of the last reporting period in month 9, MULTIDRONE had sent out its first
project newsletter. The newsletter was produced by Deutsche Welle in MailChimp with the
support and input by all other partners. Through MailChimp the newsletter was distributed to
a small group of direct subscribers (the mailing list only has 12 members so far), as well as to
partners for redistribution.

Figure 10: Screenshots from the first MULTIDRONE Newsletter

Deutsche Welle picked up on the newsletter through its twitter channel, sending it out to its
around 4700 followers. Alerion posted the newsletter both to twitter and LinkedIn, getting
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around 2000 impressions and interactions on it. AUTH posted the newsletter to a list of more
than 8300 email addresses that it maintains (containing mostly people from the academia).
MULTIDRONE is getting ready to send out the second newsletter at the end of M18.
It is similar in structure to the first version but omitting the general introductory material. It
focuses on the achievements during the period M10 - M18 and describes the developments in
those last 9 months, giving details and examples of what the partners have worked on. The
newsletter closes with an outlook on what is yet to come in MULTIDRONE.

Figure 11 Screenshots from the second MULTIDRONE Newsletter

The newsletter will again be distributed directly through MailChimp and through all
MULTIDRONE partners as far as possible. This time the consortium will ensure that all
available channels will be used properly, and the results tracked in detail, in order to reach
out to as many people as possible. The full text of the second newsletter can be found in an
Appendix at the end of this Deliverable.

5 MULTIDRONE Webpages at Partners Websites
All partners are constantly involved in promoting the project through their own
networks. This happens through events, but also through separate digital promotions, such as
articles on partner’s websites or separate weblogs.
In the period from M10-M18, partner AUTH has set up a website for the ICARUS SIG
on drone technologies at AUTH, that is closely related to MULTIDRONE (see Section 13).
The webpage, that is constantly updated, includes information about the SIG and its
activities, presentations, news and events.

MULTIDRONE
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Figure 12: The homepage of the ICARUS SIG website

6 Materials (Banner, Poster, Flyer)
During the early phase of the project, a set of flyers, posters and banners was designed
for MULTIDRONE to be used at different events. These materials were made available for
all partners in a digital form to be printed per usage scenario. On of such scenarios was the
Deutsche Welle Global Media Forum 2017, where two banners and posters were put to use as
described in D7.2. The project flyer was also distributed in various events such as the ICCV
2017 tutorial.
The consortium plans to update these materials in the coming months with more
information and details on its progress. In particular a brochure is planned, that will give
audiences a detailed insight into what the Consortium has been doing so far and what
progress it has made. The brochure will be released at the end of M19 and will then be used
for all upcoming public events, such as workshops, conferences or other events like the
Thessaloniki Summer School.
For the summer school, an appropriate set of posters and flyers was created by the
organizers AUTH to promote the event that will take place in August 2018. The materials for
the summer school clearly show the involvement of MULTIDRONE in the summer school
through the logo and the link to the website.
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Figure 13: The poster created for the Summer School.

AUTH also created a poster/flyer (Figure 14) to advertise the ICARUS Special Interest
Group (see Section 13).

MULTIDRONE

Grant Agreement No 731667

18

D7.3: 2nd Dissemination & Communication Activities Report & Project Newsletter

Figure 14: The ICARUS SIG poster.

7 Publications
7.1 Journal Papers
During this period MULTIDRONE partners published 6 papers in international scientific
journals. The full text of all papers can be found in an Appendix at the end of the Deliverable.
In total, the project has so far (M1-18) published 10 journal papers, a figure that shows that
the high standards set in terms of excellence in research and dissemination were fully met.
Journal publications
Title: Self-Supervised Autoencoders for Clustering and
Classification

Authors: P. Nousi, A. Tefas

Journal: Evolving Systems

Details: 23 May 2018, pp 1-14, Springer

DOI: 10.1007/s12530-018-9235-y

Impact factor: 1.279

Description: Clustering techniques aim at finding meaningful groups of data samples which exhibit
similarity with regards to a set of characteristics, typically measured in terms of pairwise distances. Due to
the so-called curse of dimensionality, i.e., the observation that high-dimensional spaces are unsuited for
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measuring distances, distance-based clustering techniques such as the classic k-means algorithm fail to
uncover meaningful clusters in high-dimensional spaces. Thus, dimensionality reduction techniques can be
used to greatly improve the performance of such clustering methods. In this work, we study Autoencoders as
Deep Learning tools for dimensionality reduction, and combine them with k-means clustering to learn lowdimensional representations which improve the clustering performance by enhancing intra-cluster
relationships and suppressing inter-cluster ones, in a self-supervised manner. In the supervised paradigm,
distance-based classifiers may also greatly benefit from robust dimensionality reduction techniques. The
proposed method is evaluated via multiple experiments on datasets of handwritten digits, various objects and
faces, and is shown to improve external cluster quality measuring criteria. A fully supervised counterpart is
also evaluated on two face recognition datasets, and is shown to improve the performance of various
lightweight classifiers, allowing their use in real-time applications on devices with limited computational
resources, such as Unmanned Aerial Vehicles (UAVs).

Title: Applying Frontier Cells Based Exploration and
Lazy Theta* Path Planning over Single Grid-Based World
Representation for Autonomous Inspection of Large 3D
Structures with an UAS

Authors: Margarida Faria, Ivan Maza and
Antidio Viguria

Journal: Journal of Intelligent & Robotic Systems

Details: 24 March 2018, pp 1-21, Springer

DOI: https://doi.org/10.1007/s10846-018-0798-4

Impact factor: 1.512

Description: Aerial robots are a promising platform to perform autonomous inspection of infrastructures.
For this application, the world is a large and unknown space, requiring light data structures to store its
representation while performing autonomous exploration and path planning for obstacle avoidance. In this
paper, we combine frontier cells based exploration with the Lazy Theta* path planning algorithm over the
same light sparse grid—the octree implementation of octomap. Test-driven development has been adopted
for the software implementation and the subsequent automated testing process. These tests provided insight
into the amount of iterations needed to generate a path with different voxel configurations. The results for
synthetic and real datasets are analyzed having as baseline a regular grid with the same resolution as the
maximum resolution of the octree. The number of iterations needed to find frontier cells for exploration was
smaller in all cases by, at least, one order of magnitude. For the Lazy Theta* algorithm there was a
reduction in the number of iterations needed to find the solution in 75% of the cases. These reductions can be
explained both by the existent grouping of regions with the same status and by the ability to confine
inspection to the known voxels of the octree.

Title: Discriminative Optimization: Theory
Applications to Computer Vision Problems

and

Authors: J. Vongkulbhisal, F. De la Torre, and
J. P. Costeira

Journal: IEEE-Transactions on Pattern Analysis and
Machine Intelligence (PAMI)

Details: 16 April 2018, pp 1-26, IEEE,

DOI: https://doi.org/10.1109/TPAMI.2018.2826536

Impact factor: 8.329

Description: Many computer vision problems are formulated as the optimization of a cost function. This
approach faces two main challenges: designing a cost function with a local optimum at an acceptable
solution, and developing an efficient numerical method to search for this optimum. While designing such
functions is feasible in the noiseless case, the stability and location of local optima are mostly unknown
under noise, occlusion, or missing data. In practice, this can result in undesirable local optima or not having
a local optimum in the expected place. On the other hand, numerical optimization algorithms in highdimensional spaces are typically local and often rely on expensive first or second order information to guide
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the search. To overcome these limitations, we propose Discriminative Optimization (DO), a method that
learns search directions from data without the need of a cost function. DO explicitly learns a sequence of
updates in the search space that leads to stationary points that correspond to the desired solutions. We
provide a formal analysis of DO and illustrate its benefits in the problem of 3D registration, camera pose
estimation, and image denoising. We show that DO outperformed or matched state-of-the-art algorithms in
terms of accuracy, robustness, and computational efficiency.

Title: Integrated Visual Servoing Solution to Quadrotor
Stabilization and Attitude Estimation Using a Pan and Tilt
Camera.

Authors: D. Cabecinhas, S. Brás, R. Cunha, C.
Silvestre, P. Oliveira

Journal: IEEE Transactions on Control Systems
Technology

Details: 17 November 2017, pp 1-16, IEEE

DOI: https://doi.org/10.1109/TCST.2017.2768515

Impact factor: 3.882

Description: This paper presents an integrated visual servoing solution to the problem of quadrotor attitude
estimation and stabilization based solely on image feedback from a pan and tilt camera and biased rate
gyros. The solution comprises a control law for the quadrotor position and attitude, a control law for the pan
and tilt camera platform, and an estimator for the vehicle attitude, whose interconnection stabilizes the
quadrotor in hover above certain terrain landmarks. Lateral-longitudinal stabilization is achieved with a
nested saturation control law by feedback of the image measurements, estimated attitude, and corrected
angular velocity measurements and the vehicle is stabilized vertically by means of image feedback. Resorting
to the input-to-state stability properties of the controllers, the quadrotor's position and attitude are shown to
converge to the desired equilibrium point and, in the end, the interconnected system's closed loop is proven
robust to observer estimation errors. Additionally, the pan and tilt camera is actively actuated to keep the
relevant features visible in the image field of view for most operating conditions. The robustness and
performance of the proposed control and estimation architecture is illustrated through both simulation and
experimental results.

Title: Neurons With Paraboloid Decision Boundaries for
Improved Neural Network Classification Performance

Authors: N. Tsapanos, A. Tefas, N. Nikolaidis
and I. Pitas

Journal: IEEE Transactions on Neural Networks and
Learning Systems (TNNLS)

Details: 14 June 2018, pp 1-11, IEEE

DOI: https://doi.org/10.1109/TNNLS.2018.2839655

Impact factor: 6.108

Description: This paper proposes a novel type of neuron, whose decision boundary is a paraboloid instead of
a hyperplane. It achieves this by comparing the distance of its input from a hyperplane and its distance from
a point, as per the definition of a paraboloid as the locus of points that are equidistant from a directrix
hyperplane and a focal point. Thus, the number of parameters of this type of neuron is double that of a
hyperplane neuron, instead of growing quadratically like they would if the full second degree curve general
equation was used. This allows paraboloid neurons to more accurately approximate curved class
boundaries, that would otherwise require several hyperplane neurons, with relatively little increase in
number of parameters. This paper covers the definition of paraboloid neurons, the advantages over
hyperplane neurons, the formulas for the computation of the gradient of their parameters and a method to
initialize them out of an existing neural network. They are meant to be used in place of hyperplane neurons,
in order to improve the performance of a neural network. Experimental results indicate that this is indeed the
case for several image databases for classification, as they invariably improved the performance in every
network they were added to.
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Title: Unsupervised Knowledge Transfer using
Similarity Embeddings

Authors: N. Passalis, A. Tefas

Journal: IEEE Transactions on Neural Networks
and Learning Systems (TNNLS)

Details: 27 June 2018 (accepted)

DOI: not yet available

Impact factor: 6.108

Description: With the advent of deep neural networks there is a growing interest in transferring the
knowledge from a large and complex model to a smaller and faster one. In this work, a method for
unsupervised knowledge transfer between neural networks is proposed. To the best of our knowledge the
proposed method is the first method that utilizes similarity-induced embeddings to transfer the knowledge
between any two layers of neural networks regardless of the number of neurons in each of them. This way,
the knowledge is transferred without using any lossy dimensionality reduction transformations or requiring
any information about the complex model, except for the activations of the layer used for the knowledge
transfer. This is in contrast with most existing approaches that only generate soft-targets for training the
smaller neural network or directly use the weights of the larger model. The proposed method is evaluated
using six image datasets and it is demonstrated, through extensive experiments, that the knowledge of a
neural network can be successfully transferred using different kinds of (synthetic or not) data, ranging from
cross-domain data to just randomly generated data.

7.2 Conference Papers
During M10-18 MULTIDRONE partners published 12 papers (including two joint ones) in
international, well established scientific conferences. The full text of all papers can be found
in an Appendix at the end of the Deliverable. In total, the project has so far published 24
conference papers.
Conference Papers
Title: Convolutional Neural Networks for Visual Information
Analysis with Limited Computing Resources

Authors: P. Nousi, E. Patsiouras, A.
Tefas, I. Pitas

Conference: 2018 IEEE International Conference on Image
Processing (ICIP)

Details: Athens, Greece, October 7-10,
2018

Description: Over the past decade, Deep Convolutional Neural Networks with heavy architectures and large
numbers of parameters have achieved state-of-the-art results and eclipsed other methods in multiple visual
analysis tasks, including object detection. However, the real-time requirements of such tasks directly conflict
with the restricted computational capabilities of embedded systems, prohibiting the immediate deployment of
bulky models, and necessitating their optimization for inference. Among popular inference optimization
methods, parameter pruning techniques reduce the number of parameters leading by extension to fewer
computational operations. Furthermore, inference-targeted optimization schemes provided by Deep
Learning frameworks can yield significant speed ups, for example by allowing half-precision floating point
operations. We investigate the behavior of various model configurations in object detection tasks and
perform a comparative study on inference optimization methods which aim to reduce the computational cost
of Convolutional Neural Networks, while examining the effect of such methods on their performance.
Title: Overview of drone cinematography for sports filming
(short)
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Koch, T. Wagner, A. Messina, F. Negro,
S. Metta, I.Pitas
Conference: European Conference on Visual Media Production
(CVMP)

Details: London, UK, 2017

Description: This paper is an overview of the current state-of-the-art (SoA) in drone (UAV) cinematography.
A taxonomy of UAV shot types is developed. Limitations of single-UAV shooting are presented, advantages of
multiple-UAV shooting are discussed and a potential scenario is described. The overall focus is on
cinematographic coverage of sports events, but most of the contributions are relevant to all UAV
cinematography applications.
Title: Challenges in Autonomous UAV cinematography: An
overview

Authors: I. Mademlis, V. Mygdalis, N.
Nikolaidis, I. Pitas

Conference: IEEE International Conference on Multimedia and
Expo (ICME)

Details: San Diego, USA, 2018

Description: Autonomous UAV cinematography is an active research field with exciting potential for the
media industry. It bears the promise of greatly facilitating UAV shooting for various applications, while
significantly reducing the costs compared to manual shooting. However, the general problem has not been
clearly defined and the challenges arising from current legislation and technology restrictions have not been
fully charted. A complete overview of issues related to autonomous UAV cinematography is needed,
pertaining to the current situation in the field, so as to guide immediate-future research. The purpose of this
paper is to lay exactly this groundwork, with the expectation of providing a global perspective to multiple
domain-specific research communities. The outlined issues are partitioned into challenges deriving from
ethical/legal/safety considerations and from operational/production requirements. A brief survey of current
technological solutions, including their limitations, is also provided for each issue.
Title:
Learning
classification

Multi-graph

regularization

for

SVM

Conference: 2018 IEEE International Conference on Image
Processing (ICIP)

Authors: V. Mygdalis, A. Tefas, I. Pitas
Details: Athens, Greece, October 7-10,
2018

Description: A classification method that emphasizes on learning the hyperplane that separates the training
data with the maximum margin in a regularized space, is presented. In the proposed method, this regularized
space is derived by exploiting multiple graph structures, in the SVM optimization process. Each of the
employed graph structure carries some information concerning a geometric or semantic property about the
training data, e.g., local neighborhood area and global geometric data relationships. The proposed method
introduces information from each graph type to the standard SVM objective, as a projection of the SVM
hyperplane to such a direction, where a specific property of the training data is highlighted. We show that
each data property can be encoded in a regularized kernel matrix. Finally, response in the optimal
classification space can be obtained by exploiting a weighted combination of multiple regularized kernel
matrices. Experimental results in face recognition and object classification denote the effectiveness of the
proposed method.
Title: Recurrent Attention for Deep Neural Object Detection

Authors: G. Symeonidis, A. Tefas

Conference: Hellenic Conference on Artificial Intelligence
(SETN)

Details: Rio Patras, Greece, 2018

Description: Recent advances in deep learning have achieved state-of-the-art results for object detection by
replacing the traditional detection methodologies with deep convolutional neural network architectures.
A contemporary technique that is shown to further improve the performance of these models on tasks ranging
from optical character recognition and neural machine translation to object detection is based on
incorporating an attention mechanism within the models. The idea behind the attention mechanism and its
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variations was to improve the information quality extracted for any confronted task by focusing on the most
relevant parts of the input. In this paper we propose two novel deep neural architectures for object
recognition that incorporate the idea of the attention mechanism in the well-known faster-RCNN object
detector. The objective is to develop attention mechanisms that can be used for small objects detection as
they appear when using Drones for covering sport events like bicycle races, football matches and rowing
races. The proposed approaches include a class agnostic method that applies the same predetermined
context for every class, and a class specific method which learns to include context that maximizes the class’s
precision individually for each class. The proposed methods are evaluated in the VOC2007 dataset,
improving the performance of the baseline faster-RCNN architecture.
Title: UAV Cinematography Constraints Imposed by Visual
Target Trackers

Authors: I. Karakostas, I. Mademlis, N.
Nikolaidis, I. Pitas

Conference: 2018 IEEE International Conference on Image
Processing (ICIP)

Details: Athens, Greece, October 7-10,
2018

Description: Camera-equipped drones have recently revolutionized aerial cinematography, allowing easy
acquisition of impressive footage. Although they are currently manually operated, autonomous
functionalities based on machine learning and computer vision are becoming popular. However, the
emerging area of autonomous UAV filming has to face several challenges, especially when visually tracking
fast and unpredictably moving targets. In the latter case, an important issue is how to determine the shot
types that are achievable without risking failure of the 2D visual tracker. This paper studies the constraints
imposed to cinematography decision-making during autonomous UAV shooting. It focuses on formalizing
and geometrically modelling common target-following UAV motion types, in order to analytically determine
the maximum permissible camera focal length (therefore, the range of feasible shot types) for avoiding visual
target tracking failure.
Title: Neural Network Knowledge Transfer using Unsupervised
Similarity Matching

Authors: N. Passalis, A. Tefas

Conference: International Conference on Pattern Recognition
(ICPR)

Details: Beijing, China, 2018

Description: Transferring the knowledge from a large and complex neural network to a smaller and faster
one allows for deploying more lightweight and accurate networks. In this paper, we propose a novel method
that is capable of transferring the knowledge between any two layers of two neural networks by matching the
similarity between the extracted representations. The proposed method is model-agnostic overcoming several
limitations of existing knowledge transfer techniques, since the knowledge is transferred between layers that
can have different architecture and no information about the complex model is required, apart from the
output of the layers employed for the knowledge transfer. Three image datasets are used to demonstrate the
effectiveness of the proposed approach, including a largescale dataset for learning a light-weight model for
facial pose estimation that can be directly deployed on devices with limited computational resources, such as
embedded systems for drones
Title: Efficient camera control using 2d visual information for
unmanned aerial vehicle-based cinematography

Authors: N. Passalis, A. Tefas, I. Pitas

Conference: International Symposium on Circuits and Systems
(ISCAS)

Details: Florence, Italy, 2018

Description: Using Unmanned Aerial Vehicles (UAVs), also known as drones, for covering public sport
events, such as bicycle races, is becoming increasingly popular. Even though the problem of controlling the
flight path of a drone is well studied in the literature, little work has been done on controlling the shooting
camera for producing professional grade video footage. In this work we propose a fast and efficient
proportional-integral-derivative (PID) based control algorithm that rely solely on 2D visual information and
we demonstrate that it is possible to accurately control the camera without inferring the 3D position of the
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target. To ensure that the proposed method will not exhibit undesired behaviour, a genetic algorithm is used
to tune its parameters using a properly defined fitness function. The proposed method is evaluated using two
datasets that contain actual drone footage: a dataset that contains videos of a single cyclist, and a dataset
that contains actually footage from a bicycle race event, the Giro D’Italia bicycle race.
Title: Deep reinforcement learning for frontal view person
shooting using drones

Authors: N. Passalis, A. Tefas

Conference: IEEE Conference on Evolving and Adaptive
Intelligent Systems (EAIS)

Details: Rhodes, Greece, 2018

Description: Unmanned Aerial Vehicles (UAVs), also known as drones, are increasingly used for a wide
variety of novel tasks, including drone-based cinematography. However, flying drones in such setting
requires the coordination of several people, increasing the cost of using drones for aerial cinematography
and
limiting the shooting flexibility by putting a significant cognitive load on the director and drone/camera
operators. To overcome some of these limitation, this paper proposes a deep reinforcement learning (RL)
method for performing autonomous frontal view shooting. To this end, a realistic simulation environment is
developed, which ensures that the learned agent can be directly deployed on a drone. Then, a deep RL
algorithm, tailored to the needs of the specific application, is derived building upon the well known deep Qlearning approach. The effectiveness of the proposed technique is experimentally demonstrated using several
quantitative and qualitative experiments.
Title: UAL: An Abstraction Layer for Unmanned Aerial
Vehicles

Authors: F. Real, A. Torres-González, P.
Ramón-Soria, J. Capitán and A. Ollero

Conference: International Symposium on Aerial Robotics
(ISAR2018)

Details: Philadelphia, PA, USA, June 1112, 2018

Description: This paper presents a software layer to abstract users of UAVs (Unmanned Aerial Vehicles)
from the specific hardware of the platform and the autopilot interfaces. The main objective of our UAV
Abstraction Layer (UAL) is to simplify the development and testing of higher-level algorithms in aerial
robotics by trying to standardize and simplify the interfaces with the UAVs. Our UAL can work seamlessly
with simulated or real platforms and provides calls to issue standard commands such as taking-off, landing
or pose and velocity controls. Even though UAL is under continuous development, a stable version is
available for public use, and it is currently being used in several European research projects by different
academic and industrial entities.
Title: Inverse Composition Discriminative Optimization for
Point Cloud Registration.

Authors: J. Vongkulbhisal, B. I. Ugalde
, F. De la Torre , J. P. Costeira

Conference: IEEE Conference on Computer Vision and Pattern
Recognition, CVPR 2018

Details: Salt Lake City, USA, 2018

Description: Rigid Point Cloud Registration (PCReg) refers to the problem of finding the rigid
transformation between two sets of point clouds. This problem is particularly important due to the advances
in new 3D sensing hardware, and it is challenging because neither the correspondence nor the
transformation parameters are known. Traditional local PCReg methods (e.g., ICP) rely on local
optimization algorithms, which can get trapped in bad local minima in the presence of noise, outliers, bad
initializations, etc. To alleviate these issues, this paper proposes Inverse Composition Discriminative
Optimization (ICDO), an extension of Discriminative Optimization (DO), which learns a sequence of update
steps from synthetic training data that search the parameter space for an improved solution. Unlike DO,
ICDO is object-independent and generalizes even to unseen shapes. We evaluated ICDO on both synthetic
and real data, and show that ICDO can match the speed and outperform the accuracy of state-of-the-art
PCReg algorithms.
Title: The future of media production through multi-drones’
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eyes

Montagnuolo, F. Negro, V. Mygdalis, I.
Pitas, J. Capitán, A. Torres, S. Boyle, D.
Bull, F. Zhang

Conference: International Broadcasting Convention, IBC 2018

Details:
Amsterdam,
September 2018

Netherlands,

Description: The paper presents the ongoing results within the H2020 European project MULTIDRONE
(2017-2019), aimed at developing an innovative and intelligent multi-drone platform for media production.
First, the paper highlights editorial requirements for a smart media production making use of multi-drone
audio-visual capture systems. Then, it describes the modular end-to-end platform, consisting of a flying
multi-drone team and a ground station in which advanced algorithms for automated multi-vehicle path
planning, crowd avoidance and computer vision are integrated.
Particular emphasis is given to the Director’s dashboard, i.e. the production tool that allows a director and
her staff to plan, manage and execute multi-drone shooting missions from the editorial point of view.
Finally, the paper details preliminary findings about novel visual effects and enhanced forms of viewer
engagement and interactivity that the concurrent usage of multiple drones can bring to future media
production.

7.3 Other Publications
On September 2017, Anne-Sophie Didelot (Alerion) gave an interview in the weekly
economic and regional journal Tablettes Lorraines, where, among other things, she described
MULTIDRONE and Alerion’s involvement in it.

8 Networking Activities and Presentations
8.1 Tutorials and Short Courses
● MULTIDRONE organized a half-day tutorial on “Drone Vision for Cinematography”
at the prestigious International Conference on Computer Vision (ICCV) 2017, Venice,
Italy, October 22-29. The tutorial took place on October 22nd 2017 from 8:30AM to
12:45PM. The tutorial provided an in-depth overview on the use of computer vision
and related technologies in single and multi-drone cinematography. It consisted of 7
presentations, 6 of them delivered by MULTIDRONE members:
○ Drone Vision and Cinematography: An Overview (Prof. I. Pitas, AUTH)
○ Real-time Visual SLAM
(Prof. Jose M. M. Montiel, Universidad de
Zaragoza, Spain)
○ Multisensor Fusion for Target Tracking (Prof. J. R. Martínez-de Dios, USE)
○ Drone Formation and Flight Control (Prof. Rita Cunha, IST)
○ Deep Learning for Drone Vision in Cinematography (Prof. A. Tefas, AUTH)
○ Drone Cinematography (Prof. N. Nikolaidis, AUTH)
○ Privacy Protection Technologies in Drones (Prof. I. Pitas, AUTH)
The tutorial was a first-class opportunity to attract the interest of the computer vision
research community to the project and showcase its results and goals. The event was
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attended by approximately 70 people who actively participated through numerous
questions after the end of each presentation. Subsequent discussions between the
participants and the presenters showed great interest to the project and Drone
Cinematography in general and a number of collaboration and other opportunities
were raised. All participants were handed a project flyer with basic information and
contact details. The full tutorial description, schedule, topics outline and slides are
available in the project website here. Video of the full tutorial duration was made
available by the Computer Vision Foundation (CVF) in YouTube . As of June 2018
the video had more than 720 views.
● Prof I. Pitas (AUTH) delivered a short course entitled ‘Special topics in computer
vision and deep learning for multiple drone imaging” on May 26 - 27 2018 at
National Taipei University of Technology, Taipei, Taiwan. The course was delivered
in the framework of the prestigious IEEE International Elite School and provided an
in depth description of MULTIDRONE-related research. The course was attended by
more than 100 persons.
● MULTIDRONE will organize a tutorial on “Drone Vision for Cinematography and
Media Production” at the IEEE International Conference on Image Processing (ICIP)
2018, to be held in Athens, Greece, October 7-10, 2018. ICIP is the biggest
conference on Image Processing, attracting more than 1000 participants. The half-day
tutorial will be presented on Sunday October 7, 2018 by MULTIDRONE Team
members I Pitas, A. Tefas (both from Aristotle University of Thessaloniki, Greece)
and J. R. Martínez-de Dios (University of Seville, Spain). The tutorial will cover a
number of topics related to drone cinematography and media production and
applications of computer vision therein, such as: a) drone localization, b) drone visual
analysis for target/obstacle/crowd/point of interest detection, c) 2D/3D target tracking,
d) privacy protection technologies in drones (e.g. face de-identification), e) current
state of the art on the use of drones in cinematography, advertisement, news coverage,
sports and media production in general, f) multiple drone mission planning and flight
control, g) communication issues in drones (e.g. video streaming), h) security and
ethics issues in drones.

8.2 Invited / Keynote Talks
● Prof. I. Pitas (AUTH) delivered a series of invited lectures on MULTIDRONE topics.
In these lectures I. Pitas presented research results obtained within the project and
disseminated the aims and progress of the project:
○ Invited lecture ‘Multiple drone imaging’, Tampere University of Technology,
Finland, 13/3/2018
○ Invited lecture ‘Multiple drone imaging’, Workshop on ‘Aerial robotics for
industrial inspection, maintenance and transportation, European Robotics
Forum, Tampere Finland, 13/3/2018
○ Invited lecture, ‘Multiple drone vision for cinematography’, Polytechnic
University of Hong Kong, 12/12/2017.

MULTIDRONE

Grant Agreement No 731667

27

D7.3: 2nd Dissemination & Communication Activities Report & Project Newsletter
○ Invited lecture, ‘Multiple drone vision for cinematography’, Chung Yuan
Christian University, Taoyuan City, Taiwan 11/12/2017.
○ Invited lecture, ‘Multiple drone vision for cinematography’, Academia Sinica,
Taiwan, 8/12/2017.
○ Invited lecture, ‘Drone vision and cinematography’, University of
Connecticut, USA 13/11/2017.
● Prof A. Tefas (AUTH) delivered a keynote speech entitled ‘Deep Learning and
Robotics: perception, control and innovations” on May 25 2018 at the joint 14th
International Conference on Artificial Intelligence Applications and Innovations
(AIAI2018) and the IEEE Conference on Evolving and Adaptive Intelligent Systems
(EAIS 2018), Rhodes, Greece. The talk presented recent advances and
MULTIDRONE-related research on deep learning for drones. The talk was attended
by 70 participants.

Figure 15: Prof. Tefas keynote speech at AIAI2018 / EAIS 2018.

● Prof A. Tefas (AUTH) delivered a keynote speech entitled ‘Deep Learning for Drone
Vision” on May 3 2018 at the 26th IEEE Signal Processing and Communications
Applications Conference (SIU2018), Ismir, Turkey as the main keynote speech of the
Computer Vision Application with Unmanned Air Vehicles workshop. The talk
presented MULTIDRONE-related research on deep learning for drones’ vision. The
talk was attended by 100 participants.

Figure 16: Prof. Tefas keynote speech at SIU2018.
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● Prof. Rita Cunha delivered invited talks on Aerial Robotics in the scope of IST's
DEEC JD Lecture Series, IST's Aerospace Week and the LARSyS Annual Meeting
held in January, February, and June 2018, respectively, disseminating the work
conducted in the MULTIDRONE project, to an audience of more than 100
participants including students, researchers, faculty, and representatives from the
drone industry.

9 Drone School and Workshops
MULTIDRONE, the Artificial Intelligence and Information Analysis Lab (AUTH) and
the ICARUS.auth Special Interest Group will organize a summer school and workshops on
August 29-31, 2018, entitled "Drone School & Workshops: Deep learning and Computer
vision for drone imaging and cinematography". The summer school, that will be held in
Aristotle University of Thessaloniki will provide an overview of the various computer vision
and deep learning problems encountered in drone imaging and cinematography, which is one
of the main application areas of drone technologies but also occur in many other drone
applications as well, e.g., in land/marine surveillance, search & rescue, building and machine
inspection.
The first two days (29-30 August 2018) will be devoted to lectures by prominent
researchers. The current list of presenters includes Bruno Guerreiro (IST), N. Heise, T. Koch
(DW), J. R. Martínez-de Dios (USE), I. Pitas, A. Tefas, N. Nikolaidis (AUTH), P. van
Blijenburgh (UVS International). Topics will include:
Day 1
●
●
●
●
●
●
●
●
●

Introduction to multiple drone imaging
Introduction in computer vision
Image acquisition, camera geometry
Stereo and Multiview imaging
Motion estimation
Introduction to neural networks. Perceptron, backpropagation
Deep neural networks. Convolutional NNs.
Multiple drone architecture and communications
Localization and mapping

Day 2
●
●
●
●

Drone cinematography
Drone mission planning and control
Drone HCI issues
Civil Drone Operations (Current & Future): Regulatory Matters – Challenges &
Opportunities
● Deep learning for target detection
● Target tracking and 3D localization
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●
●
●
●

Imaging for drone safety
Drone cinematography mission simulations
Privacy protection, ethics, safety and regulatory issues
Civil Drone Operations (Current & Future): Regulatory Matters – Challenges &
Opportunities

The third day (31 August 2018) will include the following activities:
a) A hands-on programming workshop on drones. The workshop will include the following
topics:
● Programming in ROS (face detection ROS node, C++/Python, OpenCV)
● Video streaming programming (Python/C++, Gstreamer, RTP/RTSP, H.264)
● Deep Learning applications development (KERAS, CAFFE).
b) A public awareness workshop. The workshop will deal with issues related to drone-related
privacy protection, ethics, safety and regulations. It will include the following presentations:
● GDPR and private data protection policies (Lecturer: A. Papanastasiou, municipal
councillor of Thessaloniki)
● Privacy protection, ethics, safety and regulatory issues (Prof. N. Heise, Deutsche
Welle).
● Civil Drone Operations (Current & Future): Regulatory Matters – Challenges &
Opportunities (Peter van Blijenburgh, President, UVS International).
The workshop will be concluded with an open discussion with the audience and privacy-bydesign exercises by the Drone School students.
c) An audio-visual shooting workshop using drones, possibly with the participation of
Deutsche Welle.
On the day before the School (28 August 2018), participants will optionally participate in an
experimental drone media production focusing on rock climbing at Meteora rocks in Central
Greece. The experimental production will be organized by Deutsche Welle in cooperation
with AUTH (pending permissions).

10 Bristol Drone Cinematography Workshop
The MULTIDRONE Consortium organized the first Drone Cinematography Workshop at
the University of Bristol on December 6th 2017. The aim of the workshop was to bring
together experts in drone cinematography – users, producers, and technologists - to explore
the future potential for this exciting and growing area. The workshop included invited talks
from specialist operators and producers, alongside research presentations on the rules,
requirements, tools, potential and constraints of shooting with drones.
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Figure 17: Impressions from the Bristol Drone Cinematography Workshop.

The workshop commenced with an overview of the EU MULTIDRONE project by
Professor David Bull of the University of Bristol and Professor Ioannis Pitas of the
University of Thessaloniki, who presented the aims, challenges and preliminary results of
the project, focusing on cinematography aspects. This was followed by an illuminating talk
by Colin Jackson from the BBC Natural History Unit in Bristol presented ‘Natural Highs –
the use of drones in wildlife filmmaking’. The third talk was given by Ioannis Mademlis
and Ioannis Pitas from the University of Thessaloniki. entitled ‘UAV shot type taxonomy’,
showing the importance of a taxonomy for shot types and for appropriate mathematical
representations of these. A lively discussion chaired by Nicolaus Heise of Deutsche Welle
ended the morning session. This further explored the potential of drone and multi-dronebased cinematography.
After lunch Dr Andrew Calway of the University of Bristol introduced the audience to
his work on ‘Model based drone odometry for object centric filming’, which shows parallels
between drones being used for visual inspection of wind turbines and drone cinematography.
This was followed by a talk by Ben Keene, Chief Development Officer of Consortiq, who
spoke on ‘Visual Innovation in the air: from Kitkat to Transformers 5’. The third talk in the
afternoon was given by Fan Zhang, Stephen Boyle and David Bull of the University of
Bristol, on ‘Simulation engines and subjective quality testing in MULTIDRONE’. They
explained the need for defining an operating envelope for drone shots and explained how
simulation tools such as Unreal Engine can provide a powerful platform for rapid simulation
and testing of shot types.
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The final talk in the afternoon was given by Professor Iain Gilchrist and Dr Stephen
Hinde of the University of Bristol, who described their methodology for ‘Measuring visual
immersion’ using a dual task approach. They presented results of recent work with BBC
R&D comparing viewer immersion for Planet Earth 2 in High and Standard Dynamic Range
Formats – demonstrating the discriminative power of their approach. The workshop closed
with a second extended discussion, chaired by David Bull exploring how we can assess the
quality and immersive properties of drone video content.
This highly successful workshop was attended by 46 people, many of whom expressed
their appreciation for the event that they found interesting, insightful and informative. It was
agreed that this would form the basis for a series of similar future events, culminating with an
open call workshop in 2019.

11 Participation
Workshops

to

Exhibitions,

Events

and

● MULTIDRONE participated in the EBU Metadata Developers Network (MDN)
Workshop that took place in the EBU premises in Geneva, on June 5-7, 2018. During the
workshop’s hands-on AI demonstrations day on Tuesday, June 5, 2018, I. Karakostas
(AUTH) presented to the participants tools that can be used for live broadcasting with
autonomous drones. The demonstration was focused on tools for target detection and
tracking, human crowd detection and semantic map annotation and on how these tools
can be used in a live production. The demonstration was very well attended and attracted
the interest of the participants. On Thursday, June 7, 2018, A. Messina (RAI) presented a
speech entitled “Multiple Drone Cinematography”, giving the audience an overview of
the MULTIDRONE objectives, challenges and opportunities. Great emphasis was put on
the way in which MULTIDRONE enhances state-of-the-art drone-based media
production developing innovative multiple-drone AI-based autonomous drone flying, as
well as multi-view audio/video (AV) shootings.
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Figure 18: Impressions from the MULTIDRONE participation in EBU MDN Workshop 2018.

● Deutsche Welle organized a panel on drone usage in journalism at its flagship conference
the DW Global Media Forum (GMF) 2018. The discussion titled “Drones in journalism:
Uncovering new perspectives?” took place on Wednesday, June 13th with members and
partners of the MULTIDRONE from Deutsche Welle as well as Johnny Miller, a South
African drone cinematographer. The discussion lasted for an hour and was well received
by GMF participants. The event was followed by a small internal workshop on drone
cinematography with MULTIDRONE members, DW colleagues and Johnny Miller,
which led to an insightful discussion into the possibilities and advantages of drone usages
in media production.

Figure 19: Panel discussion at GMF 2018 on drones in journalism with members of MULTIDRONE

● In the framework of MULTIDRONE, the AIIA Laboratory (AUTH) and the ICARUS
research team successfully organized on Sunday, May 13, 2018 the event “Acquaintance
with drones – Privacy & security awareness for drones”. The event, which took place in
the framework of “AUTH on Sunday” (a series of events on three consecutive Sundays,
open to the public and targeting mainly –but not only- school children), was repeated
twice (11:00, 13:00) and was attended by more than 120 children and parents. The
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purpose of this event was to stimulate the interest of the general public in robotics and
drones as well as to showcase the effectiveness of drones in media production. It
included an introductory presentation, followed by a demonstration flight outdoors.
Participants were briefed on what drones are, their parts, how to remotely control a drone,
what are their applications, on issues related to flight safety legislation and the protection
of personal data and about MULTIDRONE. The presentation was followed by a Q&A
session.

Figure 20: Acquaintance with drones – Privacy & security awareness for drones event within AUTH on Sunday

Moreover, the AIIA Laboratory (AUTH) provided drone video coverage of two open to
the public events that took place in the framework of “AUTH on Sunday” on Sunday,
May 20, 2018.

Figure 21: AUTH on Sunday event

The first event was the construction, by kids, of a large-scale Periodic Table in an open
space within the University. The second event was a rocket contest where school kids
competed on who will have his/her rocket (propelled by a chemical reaction) fly at the
highest altitude. Participants in these two events were briefed regarding MULTIDRONE.
The events provided also an opportunity to AUTH to capture crowd videos, for use in its
research.
● The AIIA Laboratory (AUTH) participated in the Research Day of the Department of
Informatics that took place on Thursday, May 31, 2018. The progress of the MSc thesis of
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N. Floropoulos supervised by Prof. A. Tefas on compressing deep neural networks for
deployment on embedded systems which is related to the MULTIDRONE objectives has
been presented.

12 Collaboration Efforts with Other Projects
The project has recently established a cooperation agreement with the H2020 RoBorder
Project that aims at developing and demonstrating a fully-functional autonomous border
surveillance system with unmanned mobile robots including aerial, water surface, underwater
and ground vehicles which will incorporate multimodal sensors as part of an interoperable
network. As a first step, RoBorder will most probably co-sponsor (without financial
contribution) the summer school that will be organized by MULTIDRONE in August 2018.
Members of the consortium will also attend the summer school.

13 ICARUS Special Interest Group (SIG)
In order to promote research and education in drone technologies, drone cinematography
and media production as well as in applications of computer vision and machine learning on
data acquired by drones, AUTH founded in winter 2017 the ICARUS ‘Special Interest
Group’ (SIG). The SIG consists of undergraduate and postgraduate students of the Aristotle
University of Thessaloniki but is open to all persons with an interest in its topics.
The group operated very well with weekly meetings that consisted of a) presentations/lectures
on drone imaging, drone perception and drone cinematography b) discussions regarding
research projects within the interests of the SIG as well as organizational matters. The
following lectures were given by MULTIDRONE researchers:
1. Object tracking in videos using correlation filters, Karakostas Iason, AUTH
(3/11/2017)
2. Object detection using deep convolutional neural networks, Triantafyllidou Danai,
AUTH (10/11/2017)
3. Introduction to Robot Operating System (ROS) & development of a ROS node on
object detection, Passalis Nikolaos, AUTH (24/11/2017)
4. Deep convolutional Neural Networks with Tensorflow and Keras, Gidiotis Alexis,
AUTH (1/12/2017)
5. CNN-based Object Detection, Nousi Paraskevi, AUTH (8/12/2017)
6. Deep learning for computer vision, Kaplanoglou Pantelis, AUTH (15/12/2017)
7. Potential Landing sites for drones, Kakaletsis Stratos, AUTH (02/16/2018)
8. Tensor Abstraction Layer Objects – TALOS: A new Deep Neural Network platform,
Kaplanoglou Pantelis, AUTH
9. Problems in Video streaming for drones, Nousi Paraskevi, AUTH (9/03/2018)
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10. Drone Cinematography, Prof N. Nikolaidis, AUTH (16/3/2018)
11. Drone flight and formation control, Dr Rita Cunha, IST (invited, 22/3/2018)
12. Drone Mission Planning, Mademlis Ioannis, AUTH (20/04/2018)
13. Reinforcement learning for drone control, Prof. Anastasios Tefas, AUTH
(11/05/2018)
14. Parallel object detection and tracking in ROS, Triantafyllidou Danai, AUTH
(18/05/2018)
15. GPU and multicore CPU architectures, Algorithm mapping. Dr. Nikos Tsapanos,
AUTH (15/6/2018)
The lectures were based on material from the research work conducted by MULTIDRONE
researchers and were attended by both students of AUTH (20-40 persons) and students of
USE (through videoconferencing).
ICARUS team members collaborated with the AUTH researchers of MULTIDRONE
and had the opportunity of getting involved in research by becoming actively engaged to
numerous projects and tasks such as data collection/annotation, training deep neural networks
for object detection, benchmarking tracking algorithms, etc.
Moreover, ICARUS was actively involved in the organization of the “Acquaintance
with drones – Privacy & security awareness for drones” event (see Section 11). It is also
involved in the organization of the Summer School & Workshops “Deep learning and
Computer vision for drone imaging and cinematography” (see Section 9).
A webpage has been set up for the SIG (see Section 5). The webpage includes
information about the SIG and its activities, presentations, news and events.
Through the SIG activities, the MULTIDRONE objectives and scientific results were
made known to students, academia and the general public, thus maximizing its impact and
awareness. The SIG will continue its operation.
Finally, a competition titled “Video streaming for drones” was organized by AUTH.
Overall, 10 people participated in the competition and there was one finalist that provided a
promising SW that address some of the issues of competition (not all). It was a very
interesting academic exercise that partially succeeded due to the difficulty of the task and the
limited competition time duration.

14 IEEE SPS Autonomous Systems Initiative (ASI)
During ICASSP 2018 (Calgary, Alberta, May 2018), Prof. I. Pitas organized an ad hoc
meeting on drone imaging and perception. As the IEEE Signal Processing Society puts
emphasis on Megatrends and Autonomous Systems is one of them (the other one being Data
Science), this meeting led to the informal launch of the IEEE SPS Autonomous Systems
Initiative. ASI will organize a series of events on MULTIDRONE related topics in ICIP 2018
(Athens, Greece, October 2018), collectively called ASI@ICIP2018 events. When IEEE ASI
is formally launched, it will provide an excellent platform in disseminating MULTIDRONE
results, together with other IEEE channels (e.g., IEEE RAS TC). ASI has already created a
website: http://asi.politecnica.unige.it/
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15 Other Events and Activities
● Professor I. Pitas gave two interviews at Thessaloniki radio stations:
1. Interview at the "FM 100" radio station in the "The Words of the City" broadcast,
on Wednesday, May 23, 2018.
2. Interview at the "FM 104.9" radio station in the "Panorama" broadcast, on
Wednesday, May 24, 2018.
In these interviews, Prof. Pitas described the project aims and activities, privacy and
ethics issues and promoted the Summer School "Drone School & Workshops: Deep
learning and Computer vision for drone imaging and cinematography" that will be
organized on 29-31 August 2018 (see Section 9)
●

The Summer School on 29-31 August 2018 was advertised through a press release.
The press release appeared in 12 news websites (seleo thessaloniki, thessnews,
wepost, parallaxi magazine, palo, ka-business, voria, thesstoday, thestival, typosthes,
karfitsa, typologos) on May 22 and 23, 2018.

Figure 22: A post in a Greek news website regarding the Drone Summer School, following a press release by AUTH.
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16 Public Awareness Activities
MULTIDRONE organized special-target group and public discussions and dialogues on
ethics issues, as suggested by the ethics review in WP8, on the balance of social harms and
benefits in the widespread adoption of sophisticated drone technology. This has been
achieved through a series of very successful events, some of which had also a dissemination
dimension and are thus also mentioned in the previous Sections:
1. In the framework of MULTIDRONE, the AIIA Laboratory (AUTH) and the ICARUS
SIG organized on Sunday, May 13, 2018 the event “Acquaintance with drones – Privacy
& security awareness for drones”, attended by more than 120 children and their parents.
2. Interview by Prof. I. Pitas on privacy, security and other drone issues at the "FM 100"
radio station in the "The Words of the City" broadcast, on Wednesday, May 23, 2018.
3. Interview by Prof. I. Pitas on privacy, security and other drone issue at the "FM
104.9" radio station in the "Panorama" broadcast, on Wednesday, May 24, 2018.
4. Lecture on ‘Privacy Protection Technologies in Drones’ (Prof. I. Pitas, AUTH) in the
MULTIDRONE-organized a half-day tutorial on “Drone Vision for Cinematography”
at the prestigious ICCV2017, Venice, Italy, October 22-29 (audience 70 people).
5. Lecture on ‘Privacy protection, ethics and regulatory issues’ by Prof I. Pitas (AUTH)
in the short course ‘Special topics in computer vision and deep learning for multiple
drone imaging” 26-27/5/2018, National Taipei University of Technology, Taipei,
Taiwan (the audience was more than 100 people).
More such events have been planned:
1. Two lectures on ethics and regulatory issues in the MULTIDRONE-organized "Drone
School & Workshops: Deep learning and Computer vision for drone imaging and
cinematography", 29-31/8/2018, Thessaloniki:
a. Privacy protection, ethics, safety and regulatory issues (Lecturer: Prof. N.
Heise, Deutsche Welle).
b. Civil Drone Operations (Current & Future): Regulatory Matters – Challenges
& Opportunities (Lecturer: Peter van Blijenburgh, President, UVS
International).
2. Several events on ethics and regulatory issues are planned for the MULTIDRONEorganized ‘Public awareness workshop on drones’ 31/8/2018, Thessaloniki in the
framework of the MULTIDRONE-organized "Drone School & Workshops: Deep
learning and Computer vision for drone imaging and cinematography":
a. Address by I. Boutaris, Mayor of Thessaloniki.
b. GDPR and private data protection policies (Lecturer: A. Papanastasiou,
municipal councillor of Thessaloniki)
c. Privacy and ethics issues for drone technologies and AI (Lecturer: Prof. N.
Heise, Deutsche Welle).
d. Civil Drone Regulations (Lecturer: Peter van Blijenburgh, President, UVS
International).
e. Public discussion on the above issues.
f. Privacy-by design exercises to the Drone School students.
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3. Lecture on ‘Security and ethics issues in drones’ in the MULTIDRONE-organized
tutorial on “Drone Vision for Cinematography and Media Production” at the IEEE
International Conference on Image Processing (ICIP) 2018, to be held in Athens,
Greece, October 7-10, 2018.

17 Review and Outlook
17.1 Measuring the Dissemination Performance M10-M18
Section 3 has already considered the success of our dissemination activities. In the following
we will take a brief look at the numbers again before giving a concise overview of what’s to
come in the next months in order to fulfil the dissemination strategy in full.

17.1.1

Website Measurements

As already described in Section 3.1, the website has performed quite well within the range of
the set KPIs (see Table 1 and Table 2 in Section 3.1). The number of visitors and page views
has increased over the months, showing that more and more people were interested in
MULTIDRONE.
This is in alignment with the strategy set out in D7.1 to first raise awareness about the project
and gain a reputation before then engaging with the community. The raising numbers in the
last period underline the interest of people in the project and also their continuing interest the difference between page views and unique page views makes that clear.
Taking a look at the download figures also gives us an indication of the engagement of
people. M10 - M18 brought a total of 749 downloads from the website, with the slides from
the ICCV workshop in Venice clearly leading the field (see Figure 23). The participation in
and organisation of these kind of events is clearly a good way to reach out to the community.
Giving back insights to them is clearly rewarded.

Figure 23: Overview of downloads from the MULTIDRONE website

17.1.2

Twitter Measurements

Comparing the numbers for Twitter with the set KPIs clearly shows that we’re on the
right way (see Table 3 in Section 3.2.1). However, as already said in Section 3.2.1, there is
still room for improvement. While we have been able to build a community and gain a first
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group of followers from relevant areas, the expectations around the topic where a lot higher
from the consortium. Both the numbers of followers as well as the engagement could be
higher.
This can also be seen in the fact that not all KPIs are fully met, for example the mentions in
the period M10-M18. While there is a little error-margin, due to the different periods used for
the KPIs and the current figures (the KPIs were set for 12-month periods), even after the
corrections, there are still some areas that could be better.
The project has identified several reasons for these shortcomings. One of these relates
to the hashtags used on the channel, another is the content MULTIDRONE shares, the third is
the combination of both. So far, the project has mainly tried to get the attention of the wider
drone community (using for example #drones, #UAV or #cinematography, as these are the
main topics of the project from a journalistic perspective). These keywords are very general,
hence reach out to a very wide audience, which seems not to be interested in the specific
content MULTIDRONE has to offer (the difference can be seen with the LinkedIn channel,
that connects to a very specific audiences and works a lot better). Secondly most drone tweets
offer a link to the typical kind of videos of drone flights - content that doesn’t always fit to
the MULTIDRONE topics (hence it’s not worth sharing) and content that MULTIDRONE
has not yet produced itself, hence the account might seem not interesting enough yet for the
average audience.
All three issues will be addressed in the coming months through a range of measures. Firstly,
the project plans to engage users more through connecting popular drone content to its work
through more analytic articles. It will also try to find more specific hashtags, to better connect
to the people interested in the MULTIDRONE research. Finally, once MULTIDRONE is
ready to start its test flights with its own drones, it will produce more video material, that will
also be more interesting and descriptive for a wider audience, which should spark more
interest among twitter users, and also address the lack of more general followers.

17.1.3

LinkedIn Measurements

Overall the performance of the LinkedIn account was better than expected and the
increase in connections from the first to the second period quite good. This is, as said before,
mostly related to the good personal contacts the project members had at different public
events. This clearly helps building a network as well as an interest in the project especially
among the scientific and the industrial communities, which are among the biggest on
LinkedIn.
The consortium hence aims to continue its efforts in growing its network on LinkedIn,
as this is a good way to stay connected to the aforementioned communities. In order to make
better use of its connections, MULTIDRONE will also more actively share invitations on the
platform and engage more with its connections in discussions and shares of interesting
articles. Eventually we hope that this will not only lead to digital connections, but also to
promising collaborations and further use of the MULTIDRONE technology and results.
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17.1.4

YouTube Measurements

Since the YouTube channel hasn’t been put to use as planned yet, there are no figures
to compare. This will be different in the last dissemination report, as we hope to be able to
post a lot more videos from test flights, once the drones are ready for deployment.

17.1.5

Publications & Events

The project has done a remarkable job in presenting its work and participating in
different relevant events, such as conferences or workshops.
Overall during M10-M18, a total 6 scientific events were visited for presenting
MULTIDRONE papers whereas another 5 events will be attended by MULTIDRONE
members in the near future to present accepted work. Apart from these, consortium members
participated to 3 scientific events to provide a tutorial and two keynote speeches and one
more tutorial is planned in 2018. The number of published scientific papers in journal and
conferences for this period (M10-18) was 6 and 12 respectively while from the start of the
project the consortium has published 10 journal and 24 conference papers. These numbers
show that the consortium strives to excel both in the research and the dissemination
dimension.
Consortium members have also organized industry-related events (Bristol Workshop
on Drone Cinematograph) participated into industry-related events and fairs (MDN 2018,
ERF 2018) or organized sessions/panels in such events (GMF 2018). Again the numbers
show that the project did a good job in reaching the industry sector (including journalists and
broadcasters). The consortium will continue to work towards this direction. Examples
include the next edition of the Bristol Workshop and the participation in IBC 2018.

17.2 Evaluation-Overview of the Performance
Summarizing the previous analysis on the KPIs for the different channels and activities,
the project has already done quite well in disseminating its work. Especially the number of
events MULTIDRONE has participated in and the number of publications published by the
consortium are quite remarkable and have led to a significant outreach and publicity of
MULTIDRONE especially in the scientific community. But also, the social media activities
and the website performance can be regarded as successful so far. We’ve managed to build a
community on most of the platforms, as envisioned, and we’ve started to engage them.
Looking at the numbers of people coming to the MULTIDRONE events or downloading our
materials, it becomes clear that there is a big interest and that we have served it well so far.
Key for the upcoming months will be to keep up and, in some cases, even increase the pace to
bring it to a successful third year and make the project well known.
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17.3 Outlook and Measures for M19-36
The consortium will do its best to uphold the accelerated pace experienced in M10-18
in the coming months. With the results becoming more tangible, this should not pose a
problem, as there will be more to show and discuss. There are already a number of significant
dissemination and outreach activities planned for the last 18 months of the project. Some of
them being already in an advanced planning/execution phase, such as:






the Drone Summer School and Workshops that will be organized in Thessaloniki, Greece
at the end of August 2018;
the half-day tutorial on “Drone Vision for Cinematography and Media Production” at the
IEEE International Conference on Image Processing (ICIP) in October 2018;
the participation at the 2018 International Broadcasting Convention (IBC) in September
2018;
the formal launch of the IEEE SPS Autonomous Systems Initiative (October 2018);
the second Bristol Drone Cinematography Workshop in late 2019.

In terms of website performance and social media activities, as said before, the project
has done a good job as well. But there is room for improvement, both in growth of numbers
(followers, visitors, postings) as well as in interaction with the audiences.
For the website, we particularly foresee more regular articles, covering the work done
in the respective areas, since this content seems to work well with the audience. In addition
we will experiment with more content covering a broader spectrum of drone usage to see if
it’s possible to widen the audience a bit more and get other groups engaged.
As for the social media accounts, attractive content and more targeted communication
will be key. We are hoping that with the more tangible results scheduled for the next months,
the interest will rise among all audience groups. But we will make an extra effort to include a
more general audience, particularly through Twitter and YouTube, by formatting the content
in a fitting way. This includes more open questions and room for discussions with followers
on the platforms, when presenting results and drone test videos. But it will also focus on
hitting the popular nerve of drone videos, without straying too far from MULTIDRONE’s
core message.
Overall, we’re hoping to continue the successful dissemination and soon go from
building and engaging our communities to convincing as phase 3 of the communication plan.

18 Conclusions
This deliverable has summarized the dissemination and communication activities
performed within M10-M18 and provided an outlook of the future activities and targets. The
consortium believes that, the project has fulfilled its Year 1 (plus 6 months) target, set out in
D7.1, namely to raise awareness and gain reputation. Moreover, it has, also already reached
some of its year 2 targets of engaging with relevant communities more actively. This has
been achieved by a large volume of high-quality publications (10 journal papers and 24
MULTIDRONE

Grant Agreement No 731667

42

D7.3: 2nd Dissemination & Communication Activities Report & Project Newsletter
conference papers since the project launch), creation and continuous update of the project
website (which has attracted a good number of visits), set up and successful usage of
different social media accounts for the project (with emphasis on Twitter and LinkedIn),
organization of one short course and a workshop, participation in a number of events (e.g.
European Robotics Forum in 2017 and 2018, Global Media Forum 2017 and 2018, EBU
MDN Workshop 2018), delivery (from the start of the project) of 3 keynote speeches and 8
invited lectures on project topics, organization of 1 tutorial in a high-calibre computer vision
conference, creation of project banners and flyers, collaboration with 3 projects, participation
in 1 challenge and preparation (and distribution) of the 1st and 2nd versions of the
MULTIDRONE newsletter.
In the coming next 18 months of the project duration, the consortium will continue and
strengthen its efforts towards a) fully achieving its Year 2 goals
and b) reaching its Year 3 targets with the focus on having a significant impact in the
community. The aim to achieve this is through the presentation of additional substantial
results at conferences/journals, the creation and showcasing of the system prototype, the
organization of (or the participation in) workshops, schools and other dissemination or
educational activities. The number of papers that are already in the making, the Summer
School that will be organized in Thessaloniki, Greece in August 2018, the Tutorial that is to
be delivered at ICIP 2018 in October 2018 as well as the formal launch of the IEEE SPS
Autonomous Systems Initiative (October 2018) will clearly contribute to this direction. The
project website and the social media activities around all these events will most certainly help
in reaching this goal as well.
Deliverable D7.4, scheduled for the end of the project (M36), will report on the final and
hopefully most impact-significant set of dissemination and communication activities as well
as their appeal to the target audiences.
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Abstract Clustering techniques aim at finding meaningful groups of data
samples which exhibit similarity with regards to a set of characteristics, typically measured in terms of pairwise distances. Due to the so-called curse of
dimensionality, i.e., the observation that high-dimensional spaces are unsuited
for measuring distances, distance-based clustering techniques such as the classic k-means algorithm fail to uncover meaningful clusters in high-dimensional
spaces. Thus, dimensionality reduction techniques can be used to greatly improve the performance of such clustering methods. In this work, we study
Autoencoders as Deep Learning tools for dimensionality reduction, and combine them with k-means clustering to learn low-dimensional representations
which improve the clustering performance by enhancing intra-cluster relationships and suppressing inter-cluster ones, in a self-supervised manner. In the
supervised paradigm, distance-based classifiers may also greatly benefit from
robust dimensionality reduction techniques. The proposed method is evaluated via multiple experiments on datasets of handwritten digits, various objects and faces, and is shown to improve external cluster quality measuring
criteria. A fully supervised counterpart is also evaluated on two face recognition datasets, and is shown to improve the performance of various lightweight
classifiers, allowing their use in real-time applications on devices with limited
computational resources, such as Unmanned Aerial Vehicles (UAVs).
Keywords Autoencoders, Clustering, Classification, Dimensionality Reduction, Deep Learning
1 Introduction
Clustering refers to the process of identifying groups of samples from a data
set, which exhibit similarity with regards to a set of features [10, 38]. Clustering
Aristotle University of Thessaloniki, Department of Informatics, Thessaloniki, 54124, Greece
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techniques are typically fully unsupervised, in the sense that they don’t make
use of any prior knowledge on the data, such as labels which might accompany the data points. This distinguishes the clustering task from classification,
where the prior knowledge of class labels of known data points is exploited for
the purpose of generalizing and making predictions for unfamiliar samples.
Amongst the most widely used clustering techniques, k-means [32] is perhaps the most popular one, although many different clustering algorithms have
been proposed since its first introduction, many of which are summarized in
[22]. Despite the plethora of algorithms that have been proposed for the purpose of clustering, the popularity of k-means lies in its simplicity as well as
its versatility and extensibility. Many variants of the algorithm have also been
proposed, including a fuzzy variant named fuzzy c-means [5, 17], extensions
that facilitate large datasets which may contain categorical values [21, 50], and
variants that exploit the kernel trick [13, 48] among others. As k-means begins
by randomly choosing k data points as the initial cluster centers, some studies focused on improving this random initialization [9, 24], such as the global
k-means method [31], or k-means++ [2].
Clustering techniques based on measuring distances between data points,
including the k-means algorithm, are plagued by the dimensionality curse [4].
It has been shown that in high-dimensional spaces the distances between data
points may become indistinguishable and thus incapable of providing a valid
measure of closeness between the data samples [1]. For this purpose, Principal
Component Analysis (PCA) [23], was used in [14] to first reduce the dimensionality of the data points thus transforming the points into uncorrelated,
low-dimensional data samples on which k-means clustering is performed. Linear Discriminant Analysis (LDA) [16, 33], has also been used in conjunction
with k-means clustering to simultaneously reduce the dimensionality of the
data points and partition the low-dimensional points into meaningful clusters
[15]. More recently, a feature selection approach was studied and presented in
[7], as well as two feature extractions methods, for the purpose of dimensionality reduction to facilitate the k-means clustering task.
In this paper, we study Autoencoders (AEs) [28, 49] as dimensionality reduction tools while simultaneously performing clustering on the data points,
for the purpose of extracting robust features and meaningful clusters in a selfsupervised framework. We exploit the low-dimensional subspace produced by
an AE to perform clustering and in turn use the clustering result to finetune the
learned representations in a self-supervised fashion. The reconstruction space
of the AE is shifted to increase intra-cluster compactness and inter-cluster
separability, and multiple shifting methods are proposed. Furthermore, we
show that when label information is available, it can be exploited in a similar
fashion as the cluster indices produced by clustering the data, to manipulate
the input space and force the AE to learn better separated low-dimensional
representations. Finally, we investigate the effect of multiple gradual shifts of
the reconstruction space to the learned space. The proposed supervised and
self-supervised autoencoders are evaluated on various datasets for classification and clustering purposes and are shown to improve the quality of clusters
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formed in the low-dimensional space in both cases, in terms of their correspondence to the actual classes present in the datasets.
The rest of this paper is organized as follows. Section 2 contains a discussion on previous related work and summarizes the advantages of the proposed
methodology. An introduction and analysis of the methods used in the proposed framework is given in Section 3, while Section 4 describes the proposed
method in detail. The results of the experiments conducted to showcase the
performance of the proposed methods are discussed and analyzed in Section
5, and, finally, conclusions are drawn in Section 6.

2 Related Work
The effect of the curse of dimensionality on proximity-based algorithms, such
as k-means clustering or k-NN classification, has been extensively studied in
the past [1, 4]. The observation that distances become increasingly meaningless
as the dimensionality of data increases has lead researchers to the development
of more robust proximity measures, such as metric-learning approaches [52],
as well as towards dimensionality reduction methods [8, 35, 39].
More specifically, in [14], the relationship between the k-means clustering
objective and the principal components extracted via PCA is studied, and it is
shown that the principal components comprise relaxed solutions of the cluster
membership indicators of k-means clustering. Moreover, the effectiveness of
using PCA for dimensionality reduction and k-means clustering is experimentally validated. Similarly, in [15], LDA is combined with PCA and k-means
on a low-dimensional subspace to further reduce dimensionality and select the
subspace most suitable for clustering. Finally, a provably accurate feature selection method was presented in [7], along with two feature extraction methods
based on Singular Value Decomposition (SVD) and random projections.
With the advent of Deep Learning, Autoencoders were naturally studied
as tools for unsupervised, non-linear feature extraction and dimensionality
reduction for the tasks of clustering and classification. In [44], a clustering
constraint was integrated into the standard autoencoder objective to extract
feature representations which encoded cluster compactness as well as reconstruction information. Similarly, in [51], a Kullback-Leibler divergence method
is integrated into the standard autoencoder’s objective function to optimize
clustering performance on the latent low-dimensional subspace that is learned.
In [20], an Autoencoder was trained with a locality-preserving criterion and
a group sparsity constraint to learn block diagonal feature representations
where nonzero groups of elements correspond to clusters. In [47], a non-linear
graph embedding is performed using stacked Autoencoder networks, before
the k-means clustering procedure, exploiting the similarity between spectral
clustering methods and autoencoders in terms of their objectives.
As Autoencoders are trained in an unsupervised fashion, research interest has also steered towards incorporating supervised information into their
training process, to extract hidden representations better suited to classifica-
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tion tasks. In [40], the label information is incorporated into an AE’s training
process by augmenting the loss function so as to include the classification error.
In [43], discriminative criteria are employed by forcing pairs of representations
corresponding to the same face to be closer together in the latent Euclidean
subspace than to other representations corresponding to different faces. This is
achieved by using a triplet loss method, although, heuristically selecting such
triplets is very computationally expensive. Similarly, in [12], gated Autoencoders, which require pairs of samples as inputs, were deployed for the task
of measuring similarity between parents and children. The aforementioned
methods focus on either incorporating the classification error into the AE’s
objective, or by utilizing carefully selected tuples of samples. In contrast, the
method proposed in this work does not require any complex loss functions,
which may disrupt the convergence of the reconstruction error of the AE, or
the selection of any specialized tuples, which imposes heavy computational
costs during the training process of the AE.
In this paper, we expand upon the findings of a previous work [36, 37],
extending the basic notion of the target shifting process to the more challenging unsupervised case. We exploit the low-dimensional subspace produced
by an AE to perform clustering and use the clustering result to finetune the
learned representations in a self-supervised fashion, to extract better-formed
clusters. We use the geometrical relationships in the low-dimensional space
to manipulate the high-dimensional input space. This manipulation is in turn
reflected onto the learned low-dimensional subspace, where external clustering
measures are improved. We also propose the use of multiple, gradual shifts in
the reconstruction space and investigate their effect on the low-dimensional
space.

3 Background
3.1 Autoencoders
Autoencoders are Artificial Neural Networks which map their input to a latent
representation typically of lower dimension, through non-linear transformations, and reconstruct their input through this intermediate representation. In
its simplest form, an AE may be comprised of only one hidden layer of neurons, an input layer corresponding to its input data samples and an output
layer, containing the same number of neurons as the input layer.
Generally, an autoencoder consists of an encoding part and a decoding part,
both of which may contain multiple layers for deeper AEs, and the decoding
part has a layout that is symmetric to its encoding counterpart. Each layer
of neurons l = 1, . . . , L is accompanied by a weight matrix, a bias vector and
a non-linear activation function, which transform the input to produce the
output of the neuron. The output of the encoding part of the network, which
we denote by y, may be regarded as a compressed version of the network’s
input, when the number d of neurons it contains is less than the dimension D
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Fig. 1 Typical Deep Autoencoder architecture. The input and output layer consist of the
same number of neurons, equal to the dimensionality of the data. Multiple non-linear layers of neurons lead to the final layer of the encoding part (enclosed in a rectangle), which
produces low-dimensional representations of the AE’s input. After the low-dimensional representation has been fed forward through the decoding part, the network is trained so that
its output resembles its input.

of the input, or d  D. The encoded samples then lie on the low-dimensional
space Y = [y1 , . . . , yN ]T ∈ RN ×d . The typical architecture of an AE as it was
described is illustrated in Figure 1.
Formally, if x(l−1) denotes the output of the (l − 1)-th layer, which is the
input of the l-th layer of the network, and x(l) is the output the l-th layer
produces for this input, given by:
x(l) = f (A(l) x(l−1) + b(l) )

(1)

where A(l) is the weight matrix and b(l) is a bias vector which accompany the
l-th layer, and x(1) is the network’s input, x(1) ≡ x.
The weight matrices of the encoding and decoding parts may be tied by
certain rules, e.g., the decoding weight matrix may be the transpose of the
encoding weight matrix as the respective layer share a symmetric architecture.
This constraint significantly reduces the number of free parameters that the
network must learn but it is optional.
The goal of an AE is to optimize its parameters ϑ, which include the weights
and biases of all layers, i.e., ϑ = {A(l) , b(l) }L
l=1 , so that the reconstruction error
is minimized. For example, using the Mean Square Error (MSE) to measure
this error, the network’s objective:

argmin
ϑ

N
X
i=1

(L)

kxi

− xi k22

(2)
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over all training samples, where xi denotes the output of the final layer of
the AE for the i-th input sample and can be regarded as a reconstruction of
that input.
A network such as the one described above can be trained effectively using a
variation of the backpropagation algorithm [41], in combination with a gradient
descent optimization method, such as Stochastic Gradient Descent (SGD) [54],
or an adaptive optimizer, such as Adam [25], so that it reconstructs its input
with a small error.
A variation of the simple Autoencoder, the Denoising Autoencoder [49]
corrupts its input with some kind of noise and then attempts to reconstruct
the original input without the noise. This approach helps the network discover
more robust features instead of simply learning the identity of its input. A
popular corruption method choice is dropout noise, which forces a value of
zero to a number of features, although other methods may be used, such as
adding Gaussian noise to the input. Dropout may also be used to drop features
in intermediate layers during the training process, as this has been shown to
improve the generalization ability of Neural Networks [45].

3.2 Clustering
Clustering techniques aim at discovering groups of data points which exhibit
likeness, indicated by a similarity measure. Samples assigned to the same cluster are regarded as similar to one another, whereas samples assigned to different clusters must differ significantly with regards to said measure.
The simplicity of k-means in combination with its effectiveness and efficiency contribute to its unyielding popularity. The algorithm begins by choosing K samples from the data set X = [x1 , x2 , . . . , xN ]T ∈ RN ×D , either at
random or through an initialization algorithm such as k-means++ [2], as the
(0)
initial cluster centers vk , k = 1, . . . , K. Every sample xi ∈ RD is then assigned to the cluster whose center lies the closest to it. Various metrics can
be used for this step, the most popular being the `2 norm of their difference,
corresponding to the Euclidean distance between two points. The metric used
in this step highly affects the formation of the clusters and the final clustering
produced, and some studies have focused on learning a suitable metric for this
task [11].
After all data samples have been assigned to one of the k clusters, the
cluster centers are recomputed as the mean vector of the data points assigned
to each of them. The process is repeated iteratively, with the cluster centers
at the t-th iteration given by:
(t)

vk =

1

X

(t)
|Vk |
(t)
xi ∈Vk

xi ,

k = 1, . . . , K

(3)
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(t)

where Vk is the set of samples assigned to the k-th cluster on the t-th iteration
of the algorithm. The algorithm stops when the cluster centers converge, that
(t)
(t−1)
is vk = vk
, ∀k, or after a predefined number of iterations.

3.3 Classification
In this Section we provide an introduction to the classifiers used to evaluate
the performance of the features extracted by the supervised proposed AEs.
Although more complex and more accurate algorithms have emerged in recent
years and excelled at classification tasks, especially those based on deep Convolutional Neural Networks (CNNs) [26], for visual information classification,
we focus on more simplistic classifiers which are more lightweight and better
suited for deployment on devices of limited capabilities. Furthermore, simpler
classifiers rely more on the feature extraction step of the classification pipeline,
thus better reflecting the quality of the features used.
Multilayer Perceptron A Multilayer Perceptron (MLP) [6], without hidden
layers, maps its input to output neurons which correspond to the various
classes describing the data. Thus the input layer has as many neurons as
is the dimensionality of the input data, and the output layer has as many
neurons as is the number of classes. The softmax function is typically used as
the activation function in the output layer of neurons, in order to produce a
probability distribution over the possible classes:
exi,j
σj (xi ) = PC
xi,k
k=1 e

(4)

where C is the total number of classes and xi,j indicates the j-th element of
vector xi . This allows for the optimization of the network’s parameters via the
minimization of the categorical cross-entropy loss function:
argmin = −
ϕ

C
N X
X

yi,j log σj (xi )

(5)

i=1 j=1

with respect to the network’s parameters ϕ over all training samples, via a
variation of gradient descent optimization.
Nearest Centroid The Nearest Centroid (NC) classifier assigns samples to the
class whose centroid (i.e., mean of samples belonging to that class) lies the
closest to them in space. The dimensionality of the data heavily affects the
performance of this classifier, as the distances between very high-dimensional
data have been shown to be inefficient for determining neighboring samples
[1].
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k-Nearest Neighbors Similarly to the NC classifier, the k-Nearest Neighbors
(kNN) [3] classifier assigns samples to the class to which the majority of its
k nearest neighbors belongs to. The dimensionality of the data affects the
performance of this classifier as well, as it requires the computation of distances
between all data samples.
Support Vector Machine A Support Vector Machine (SVM) [18] aims to find
the optimal hyperplane to separate samples belonging to different classes. The
kernel method can be utilized by SVMs to map the input data into a higherdimensional space which is more easily separable by linear hyperplanes (e.g.,
Radial Basis Function (RBF) kernel).

4 Proposed Methodology
The latent representation produced by an AE is learned via minimizing the
network’s reconstruction error. Intuitively, if the target to be learned for each
sample is a modified version of itself, such that it is closer to other samples of the same class, the network will learn to reconstruct samples that
belong to classes which are more easily separable. This modification should
be reflected by the intermediate representation, thus producing well-separated
low-dimensional representations of the network’s input data.
(t)
Let x̃i be the target reconstruction of sample xi , i = {1, . . . , N }, then
(0)
for t = 0, x̃i ≡ xi corresponds to the standard AE targets. The target
shifting process may be repeated multiple times, each time building on top
of the previous iteration. The exponent t denotes the current iteration. The
objective to be minimized for the proposed autoencoders becomes:
argmin
ϑ

N
X

(L)

kxi

(t)

− x̃i k22

(6)

i=1

summed over all data samples. Using this objective and given a sample x
from the original dataset, the autoencoder is trained to learn to reconstruct
its shifted version. This is reflected in the low-dimensional representation,
which is then used for clustering and classification purposes. Furthermore,
the AE learns to generalize this transformation, and applies it to unseen test
samples, thus moving them towards same-class or same-cluster samples. This
is corroborated by the experimental results analyzed in Section 5.

4.1 Improving Cluster Separability
Cluster separability may be improved by increasing either intra-cluster compactness or inter-cluster separability. In the following paragraphs, we propose
various sample shifting methods for both cases of cluster separability enhancement.
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Intra-cluster compactness We adopt a general sample shifting procedure of
the form:
(t+1)

x̃i

(t)

(t)

(t)

= x̃i + α(mi − x̃i )
(t)

(t)

= (1 − α)x̃i + αmi

(7)

(t)

where mi is chosen to be a linear combination of the shifted versions of all
samples in the dataset for the current iteration, i.e.:
(t)

mi =

N
X

(t)

Wij x̃j

(8)

j=1

Thus, Equation (7) is equivalent to a linear combination of the sample itself
and all other samples in the dataset with weights W. The hyperparameter α
controls the sharpness of the shift in space, i.e., larger values correspond to
larger displacements.
For the task of forming well separated clusters, the weight matrix can be
defined to dictate that intra-cluster relationships should be strengthened while
inter-cluster ones should be weakened.
Let Vk be the k-th cluster obtained by performing k-means clustering on
a set of data samples Y, which are low-dimensional representations of X extracted by a standard autoencoder, and vk ∈ Rd , k = 1, . . . , K be the center
of this cluster. The center of a cluster, i.e., the mean vector of all samples
belonging to that cluster, is an obvious choice to shift samples towards, so as
to increase the cluster’s compactness. In this case, the weight matrix elements
Wij for a given sample xi have a value of 1/|Vk | for all samples xj belonging
to the same cluster as xi , or, formally:
(
1/|Vk |
if {xi , xj } ∈ Vk
Wij =
(9)
0
otherwise
For each sample, the weights that affect its optimal target reconstruction
sum upPto one, as there are |Vk | such samples, each affecting xi with 1/|Vk |,
where j Wij x̃j is equivalent to xi ’s cluster center. This observation allows for
the direct use of the cluster centers to find the optimal target reconstructions,
instead of fully defining the matrix W, which can become prohibitively large
for datasets consisting of many samples.
Another intuitive definition for the relationship matrix W is for only neighboring samples to affect each sample xi , instead of the entirety of samples
belonging to the same cluster. This entails searching for each sample’s closest
neighbors within their cluster. Let Ni define the set of xi ’s n closest neighbors
within their cluster Vk , then W can be defined as:
(
1/|Ni |
if xj ∈ Ni
Wij =
(10)
0
otherwise

10

Paraskevi Nousi, Anastasios Tefas

Then, the optimal target reconstruction can be given by
weights given by Equation (10), as they once again sum
sample. The full definition of the weight matrix can be
the neighbors of each samples and computing each target
arately.

Equation (7), with
up to one for each
avoided by finding
reconstruction sep-

Inter-cluster separability Simultaneously with the cluster-contracting methods
described above, penalty weights can be defined to better separate the various
clusters from each other. For this task, we adopt the following general shifting
transformation:
(t+1)

x̃i

(t)

(t)

(t)

= x̃i − β(mi − x̃i )
(t)

(t)

= (1 + β)x̃i − βmi

(11)

where β is a hyperparameter which controls the weight of the shifting process.
(t)
Once again, the vector mi is chosen to be a linear combination of all data
samples with weights given by a matrix W.
Let V−k denote the union of all clusters but the k-th, e.g, V−3 = V1 ∪ V2 ∪
V4 ∪ · · · ∪ VK . We can then formally define the shift of a sample xi away from
all rivaling samples by defining W as:
(
− 1/|V−k |
if xj ∈ V−k
(12)
Wij =
0
otherwise
Another option would be to only shift samples away from their closest rivalcluster samples instead of the entirety of their rivals. Let Ri define the set of
samples which belong to clusters different than the cluster that xi belongs to
and constitute its r such closest rivals. In this case, the penalty weights can
be defined as:
(
− 1/|Ri |
if xj ∈ Ri
Wij =
.
(13)
0
otherwise
4.2 Improving Class Separability
In the supervised case, the new targets may be shifted so that the samples are
moved towards their class centroids with weights given by:
(
1/|Ck |
if {xi , xj } ∈ Ck
Wij =
(14)
0
otherwise
applied to Equation (7), where Ck is set of samples belonging to the k-th class.
Respectively, the distances between samples and centroids of rival classes
could be enlarged by moving each sample away from the mean of all samples
belonging to other classes by defining weights:
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(
Wij =

− 1/|Qi |

0

if xj ∈ Qi
otherwise
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(15)

where Qi is the set of samples belonging to a class different than the class xi
belongs to. In practice, Equation (15) could be modified to only include the
neighbors of rival classes within a given range of each sample, or only the top
k nearest rivaling neighbors to the i-th sample, instead of the mean of all rival
class samples.

4.3 Cluster Contracting & Class Separating Autoencoders
To perform k-means clustering on the low-dimensional representations of the
data, first a standard autoencoder is trained to convergence to extract Y.
Then k-means can be run on the entirety of the dataset. New targets can then
be derived using Equation (7) with weights given by Equations (9) or (10)
to increase intra-class compactness, in combination with Equation (11) with
weights given by Equations (12) or (13) to increase inter-class separability.
The Autoencoder is trained to optimize Equation (6) over all training samples, starting from its previous point of convergence. Then, k-means can be
run on the dataset using the previously found cluster centers as the initial centers. The shifting process can be repeated multiple times, followed by training
the Autoencoder with the new targets and performing k-means on the obtained low-dimensional representations. The entire procedure is summarized
in Algorithm 1. After each convergence of the AE to the new targets, k-means
is performed again starting from the previously found centers to adjust the
clusters to the new positions of the samples.
In the fully-supervised case where class labels are available, the new target reconstructions may be obtained before training the AE, and thus begin
training with the shifted versions. This variation is summarized in Algorithm
2.
It should be noted that in the clustering scenario, due to its unsupervised
nature and the risk of extracting entangled clusters, large values for the hyperparameters α and β will further deteriorate the performance of clustering by
debilitating the representation learning capability of the AE. Thus, the final
clusters will be well-formed, in terms of cluster separability and compactness,
but their homogeneity in terms of the natural classes present in them will have
been compromised.
In contrast, in the classification scenario, where groundtruth labels are
available, larger values can be used safely. This is especially the case for α,
which controls the intra-class compactness. The inter-class separability procedure controlled by β however, is not as informative: shifting a sample away
from its rivals, no matter the certainty of their dissimilarity, may lead the
sample to a new position where it is still falsely. This is because the rivals of
a sample may lie in adversarial positions.
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Finally, one should note that computing a full shifting matrix W, can
quickly become inefficient as its size is N × N , where N is the number of
samples in a dataset. However, the full computation of these matrices can
be avoided in all cases, by updating each sample online. This entails first
computing all cluster/class centers or every samples nearest neighbors and
rivals and secondly shifting each sample towards the mean of its center or
neighbors and away from the mean of rival centers or neighbors, as discussed.
Algorithm 1 Cluster Separating Autoencoder Training Procedure
Input Dataset X ∈ RN ×D
Output Low-dimensional representations Y ∈ RN ×d , Clusters {Vk }K
k=1
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:

function SampleShift(X̃, Wintra , Winter , α, β)
X̃ ← (1 − α)X̃ + αWintra X̃
X̃ ← (1 + β)X̃ − βWinter X̃
end function
Obtain Y by optimizing Equation (2)
{Vk }K
k=1 ← k-means(Y, random)
for t = 0, . . . , T − 1 do
Wintra ← Equation (9) or (10)
Winter ← Equation (12) or (13)
X̃(t+1) ← SampleShift(X̃(t) , Wintra , Winter , α, β)
Retrain by optimizing Equation (6)
K
{Vk }K
k=1 ← k-means(Y, {vk }k=1 )
end for

Algorithm 2 Class Separating Autoencoder Training Procedure
Input Dataset X ∈ RN ×D
Output Low-dimensional representations Y ∈ RN ×d
function SampleShift(X̃, Wintra , Winter , α, β)
X̃ ← (1 − α)X̃ + αWintra X̃
X̃ ← (1 + β)X̃ − βWinter X̃
end function

1:
2:
3:
4:
5:
6: for t = 0, . . . , T − 1 do
7:
Wintra ← Equation (14)
8:
Winter ← Equation (15)
9:
X̃(t+1) ← SampleShift(X̃(t) )
10:
Obtain Y by optimizing Equation (6)
11: end for

5 Experimental Results
Our experiments were made using an NVIDIA GTX 1080 GPU and an Intel
Core i7-4930K CPU at 3.40GHz. The training time is no different from that
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of a standard AE, although the sample shifting process causes delays between
successive training processes. Moving data from GPU to CPU and vice versa
is quite time consuming and inefficient, but can be avoided by running the
shifting methods and k-means directly on GPU.

5.1 Datasets
We evaluate the proposed method on the MNIST [29] test set, for hand-written
digit recognition, which consists of 10000 grayscale images of size 28 × 28
making the original dimension equal to 784. We also evaluate the method on
the COIL-20 dataset [34], containing 1440 grayscale 32 × 32 sized images of
various objects belonging to 20 categories. Finally, the ORL [42] and Yale B
[30] datasets are used. ORL consists of 400 grayscale images of 40 subjects
while Yale B consists of 165 grayscale images of 15 subjects. The images are
resized to 32 × 32 making the original dimension equal to 1024.
For the MNIST dataset, we set the dimensionality of the hidden representation equal to d = 10, equal to the number of naturally occurring classes in
these datasets. For the other datasets, we set the dimensionality of the hidden
representation to be d = 32. The number of clusters for k-means clustering
is set equal to the number of classes K for each dataset. This information is
summarized in Table 1 for all the datasets used.
Dataset
MNIST
COIL-20
ORL
Yale

N
70000
1440
400
2452

K
10
20
40
38

D
784
1024
1024
1024

d
10
32
32
32

Table 1 Summary of the datasets used in the conducted clustering experiments, with N
being the number of samples present, K being the number of classes and number of clusters
extracted by k-means, D being the original dimension corresponding to the number of pixels
and d being the dimension of the representation learned by the proposed autoencoders.

In the supervised scenario, the proposed method is evaluated on the ORL
faces dataset as well as the Extended Yale B dataset [30]. For both datasets,
the grayscale images depicting the faces to be recognized are resized to 32×32,
meaning the original data dimension is 1024. The dimension is downscaled by
a factor of 4, down to 256, by the AEs.
For the ORL dataset, five-fold cross-validation is commonly used for the
conduction of experiments with this dataset, where five experiments are conducted using 80% of the images per person as training data and selecting a
different portion of the dataset for each fold such that all images serve as
training and testing data at different runs.
The cropped version of the Yale dataset is used in our experiments, which
contains images depicting 38 individuals under severe lighting variations and
slight pose variations. Typically, half of the images per person are selected
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as training data and evaluation is performed on the remaining half images.
We follow the same dataset splitting methodology performed five times and
average the results over all folds.
5.2 Metrics
To evaluate the performance of the proposed method we use two standard
external clustering metrics, accuracy and normalized mutual information. The
clustering accuracy measure requires the computation of the best one-to-one
mapping of cluster assignments to class labels for each labels, which can be
found efficiently by using the Hungarian algorithm [27]. Formally, it is defined
as:
ACC =

N
1 X
δ[li − m(ci )]
N i=1

(16)

where m denotes the best one-to-one mapping of cluster assignments ci for all
samples to real labels li , and δ[·] denotes the Dirac delta function.
The normalized mutual information score [46], is defined as the mutual
information between the cluster assignments and real class labels over the
square root of the product of the entropies of the two assignments:
NMI = p

I(c, l)
H(c)H(l)

(17)

where c denotes the final clustering assignment (i.e., an integer 1, . . . , K for
each sample) and l denotes the real class assignment.
For the classification experiments we report the mean classification accuracy and standard deviation over five runs for both datasets, as aforementioned.
5.3 Results
In both the supervised and self-supervised scenario, the same architecture,
number of epochs and initialization was used for the standard AE and the
proposed AEs for fair comparison between the obtained results. In total, the
target shifting process is applied five times over the training process of the
AE. The results for both cases are discussed below.
5.3.1 Clustering
For all datasets we use a D-512-d encoder architecture with sigmoid nonlinearities and a symmetrical decoder with a linear final layer. We perform
five iterations of the proposed algorithm, thus splitting the training process
into five parts: in the first iteration, a standard AE is trained to convergence.
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Then, new targets are computed using combinations of the shifting methods
described in Section 4.1, and the training process picks up with these targets
from its last point of convergence, and this is repeated four times to gradually
form more compact clusters. We use the same initialization method for all
experiments, which is k-means++ with the same random seed, ensuring the
reported results are fair.
The accuracy and normalized mutual information scores for all datasets
are summarized in Table 2. The results indicate that the proposed method improves the performance of k-means clustering for all of the evaluated datasets
and shifting methods. We evaluate the following settings:
1. the original D-dimensional feature vectors, corresponding to pixel intensities (No AE)
2. the d-dimensional latent representations achieved by a standard AE (AE)
3. the d-dimensional latent representations achieved by the proposed AEs
where the targets were shifted:
(a) towards their cluster centers, using Equation (9) (CCAE-1)
(b) towards their cluster center as well as away from the nearest rival-cluster
center, using Equations (9) and (12) (CCAE-2)
(c) towards their same-cluster neighbors, using Equation (10) (CCAE-3)
(d) towards their same-cluster neighbors as well as away from their nearest
rival-cluster neighbors, using Equations (10) and (13) (CCAE-4)
For all datasets, the clustering performance is improved even when using a
standard AE to produce low-dimensional representations over the performance
achieved when using the high-dimensional pixel intensity representations. Furthermore, the proposed CCAEs improve upon the standard AEs in all cases.
It is also worth noting that different types of shifts work better for different datasets, as well as for different metrics. The type of method that works
best in each case depends on the form of the low-dimensional representations
learned by the AE, e.g., how tangled the formed clusters are, how spread out
each cluster is etc. As the AE procedure is unsupervised, there is no way of
knowing this information beforehand. However, from the reported results we
conclude that CCAE-1 and CCAE-3 are the safest choices, always leading to
improved clustering measures. CCAE-2 and CCAE-4 may yield even better
results for the MNIST and ORL datasets than their safe counterparts, but are
more heavily influenced by the quality of the formation of the clusters in the
low-dimensional space.
Figure 2 shows 2-dimensional PCA projections of the hidden representations obtained for two clusters of the MNIST dataset with a standard Autoencoder (a), and the proposed CCAE-2 (b), over the five iterations of the
algorithm. The samples belonging to each of the two clusters are denoted by
circles and triangles and the variation in color corresponds to different classes.
Although both clusters consist mostly of one class of digits, the representations obtained by a standard Autoencoder lead to larger overlap between the
two clusters, both spatial and semantic. In contrast, using the proposed Autoencoders and gradually shifting samples towards their cluster centers and
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Method
No AE
AE
CCAE-1
CCAE-2
CCAE-3
CCAE-4
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MNIST
ACC
NMI
0.5385
0.5050
0.7571
0.6555
0.7653
0.6642
0.7700
0.6737
0.7597
0.6568
0.7654
0.6651

COIL-20
ACC
NMI
0.7069
0.8002
0.7333
0.8060
0.7361
0.8132
0.7312
0.8089
0.7381
0.8113
0.7326
0.8067

ORL
ACC
NMI
0.5925
0.7765
0.6700
0.8259
0.6775
0.8303
0.6775
0.8359
0.6800
0.8324
0.6825
0.8413

Yale
ACC
NMI
0.3757
0.4731
0.4303
0.4754
0.4545
0.5106
0.4606
0.5016
0.4484
0.4961
0.4667
0.5050

Table 2 Accuracy and normalized mutual information scores for all evaluated datasets and
methods.

away from rival cluster centers, the two clusters seem to be better spatially
separated as well as more homogeneous in terms of the class they represent.

(a)

(b)
Fig. 2 Hidden representations obtained by a standard AE (top) and the proposed CCAE-2
(bottom) for two clusters of the MNIST dataset over five iterations of the proposed method,
projected in a two-dimensional subspace via PCA for visualization.

We furthermore perform a set of experiments using a custom dataset consisting of images of cyclists, football players and rowers, for the purpose of investigating the use of the proposed CCAEs for semi-automated annotation of
the cropped images, when only the bounding boxes are provided and the class
of the cropped object isn’t. The images are gathered from an aerial source, and
serve to facilitate the process of training models whose purpose is to detect and
classify targets belonging to the aforementioned classes. The dataset used consists of 30645 images in total, with about ten thousand instances for each class.
All images were resized to 224 × 224 and fed to a MobileNet [19] pretrained on
the ImageNet dataset to extract 1280-dimensional feature vectors. This architecture was chosen due to its lightweight structure, which uses depthwise separable convolutions, reducing the number of operations required for a forward
pass. Then, the proposed CCAEs were used to extract 12-dimensional features
and perform clustering. The results are presented in Table 3. The proposed
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CCAEs, and especially CCAE-1, offer improved clustering and could aid in the
annotation process of the cropped boxes.The silhouette score is also provided
in this case for the compared methods, as an internal clustering measure, to
provide insight into the geometrical relationships between the formed clusters.
The silhouette score is defined as:
SIL =

b−a
max(a, b)

where b is the distance between a sample and the nearest cluster that the
sample is not a part of, and a is the mean intra-cluster distance for each
sample. The best silhouette score is achieved by CCAE-1, which contracts
intra-cluster relationships using the cluster centroids as attraction points. This
is unsurprising, as the clusters are explicitly contracted by the CCAE-1. The
two neighbor-based CCAEs however (CCAE-3 and CCAE-4), only marginally
improve all metrics. This may attributed to the fact that in these cases each
sample is shifted towards different points in space, defined by its set of nearest
neighbors. In contrast, in the case of shifting samples towards their cluster
centers, all samples belonging to the same cluster are shifted towards the
same single point. This produces monomodal clusters, whereas shifting samples
towards their neighbors produces multimodal clusters, where each mode may
be compact but the cluster as a whole may be widespread.
Method
No AE
AE
CCAE-1
CCAE-2
CCAE-3
CCAE-4

ACC
0.6248
0.6786
0.6959
0.6945
0.6877
0.6788

NMI
0.3564
0.3621
0.3736
0.3737
0.3684
0.3629

SIL
0.6746
0.7803
0.8628
0.8602
0.7865
0.7852

Table 3 Accuracy, normalized mutual information and silhouette scores for the cyclists,
rowers and football players dataset.

Although the proposed method relies on the quality of the low-dimensional
representations learned by Autoencoders in terms of cluster formation, we
argue that in a very complex problem where a deep network will be unable to
produce discriminative representations, any unsupervised method will fail to
uncover meaningful clusters. Shifting the samples towards the cluster centers
in such a scenario will severely affect the learned representations to the point
where the network might not be able to recover and produce well-formed
clusters. However, shifting samples towards their nearest neighbors is a much
less severe transformation which affects samples locally and may be better
suited in such situations. Furthermore, even when a clustering criterion is
optimized in addition to the representation, as in [53], the clustering derived
heavily depends on the representations learned by the network especially in
the early stages. This is a natural and implication of the unsupervised nature
of the task at hand.
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5.3.2 Classification
The accuracy achieved by the above classifiers is evaluated and compared for
six types of inputs:
1. the original 1024-dimensional feature vectors, corresponding to pixel intensities (No AE)
2. the 256-dimensional latent representations achieved by a standard AE (AE)
3. the 256-dimensional latent representations achieved by the proposed AEs
where the targets were shifted:
(a) towards their class centers, using Equation (14) (dAE-1)
(b) towards their class center as well as away from the nearest rival-class
center, using Equations (14) and (15) (dAE-2)
The performance achieved by the evaluated classifiers for all input representations for the ORL dataset is summarized in Table 4. The dAE-2 method
yields the best improvement for all classifiers, even though using the dAE-1
method the results still surpass those achieved by using the pixel intensities
and the low-dimensional representations obtained by the standard AE.
Although the performance achieved by the MLP using the pixel intensities
representation is quite high, the high dimensionality of the data imposes higher
computational costs both in training and deployment. More importantly, the
performance achieved by the less computationally intensive NC classifier is
very close to the performance achieved by the MLP, and yields 10% and 15%
improved accuracy results over the accuracy achieved when using the pixel
intensities representation and the representation obtained by the standard AE
respectively.

No AE
AE
dAE-1
dAE-2

MLP
96.25 ± 1.58
92.75 ± 2.42
96.00 ± 2.29
97.00 ± 1.50

NC
85.25 ± 1.22
79.50 ± 1.87
94.75 ± 2.29
95.50 ± 1.87

kNN
88.25 ± 5.51
82.25 ± 4.35
95.25 ± 2.42
96.25 ± 2.09

SVM
90.75 ± 1.69
88.75 ± 2.50
95.50 ± 1.69
96.50 ± 1.87

Table 4 ORL dataset accuracy results.

Table 5 summarizes the accuracy achieved by all classifiers and input representations for the ExtYale dataset. The proposed methods outperform the
baselines by a large margin. The disadvantage of the NC and kNN classifiers
when data dimensionality is high becomes very clear in this dataset when
the pixel intensities are used as the data representation, indicated by their
extremely inaccurate predictions and low accuracy results.
The progress of the results over progressive training and shifting steps
can be seen in Figure 3 and Figure 4 for the ORL and ExtYale dataset for
all classifiers. This analysis indicates the importance of multiple shifts as the
accuracy increases with each iteration of the proposed training method. Although the accuracy converges to a low point when using a standard AE, in
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MLP
93.52 ± 1.07
88.25 ± 1.48
94.40 ± 0.78
94.30 ± 0.79

No AE
AE
dAE-1
dAE-2

NC
10.94 ± 1.61
63.24 ± 2.06
89.93 ± 0.68
89.64 ± 0.91
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kNN
54.91 ± 1.54
73.70 ± 1.10
91.12 ± 1.33
91.43 ± 0.88

SVM
71.19 ± 1.40
85.07 ± 1.48
94.51 ± 0.63
94.61 ± 0.74

Table 5 YALE dataset accuracy results.

the case of our proposed dAEs the accuracy improves with each iteration of
the algorithm before reaching its point of convergence, which lies much higher
than the baseline for all classifiers and both datasets.
MLP
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AE
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0.96

AE
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Fig. 3 Measured accuracy progress over five iterations of the proposed training method for
the ORL dataset. The mean accuracy over five-fold cross validation is shown for (a) the
MLP classifier, (b) Nearest Centroid, (c) k-Nearest Neighbors and (d) RBF-kernel SVM.

Overall, the results indicate that the proposed AEs are capable of generalizing well and implicitly applying the shifting process to unknown test samples.
Figures 5 and 6 illustrate and ascertain this hypothesis. The left plot in both
Figures is a 3-dimensional projection of the hidden representation learned by
the standard AE, obtained via PCA. The middle plot is a 3-dimensional PCA
projection of the representation learned by the dAE where the targets of the
AE have been shifted five times in total towards their class centers. Finally,
the plot on the right in both Figures is the 3-dimensional PCA projections of
the hidden representation of the test samples, obtained by the same dAE as
the middle projection. For both datasets, the 3D projections of the AE representation are difficult to unfold into separable formations. Through iterative
repetitions of the target shifting process however, well-formed and separated
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classes become obvious. Furthermore, the test samples appear at positions
close to their counterparts used in the training process in the 3D projection,
meaning that the AE learns to map those samples closer to their manifold.
The projections indicate that the distribution shift that occurs to the training samples also affects the test samples belonging to the same classes. This
can be attributed to the fact that the testing samples follow more or less the
distribution of the training samples in the input space as well as on the generalization ability of the AEs. However, in the original input space as well as the
subspace produced by the standard AE, the various class distributions are not
well separated at all, which makes classification by lightweight classifiers very
difficult. This is also reflected by the extremely low accuracy results achieved
by the NC and kNN classifiers especially in the Yale dataset.
For the MLP classifier, although the improvement in accuracy is quite
small, it is worth noting that the reduction in dimensionality leads to faster
computation times but also reduces the capability of the classifier: the learned
weights matrix will only be of size d × K in the AE cases, whereas it is of size
D × K in the No AE case, where d is the dimension of the learned representation, i.e. 256, D is the original dimension, i.e. 1024, and K is the number of
classes. This means that in the No AE case, the MLP has four times as many
trainable parameters as in the AE cases. Thus, the improvement, although
small, is still significant.
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Fig. 4 Measured accuracy progress over five iterations of the proposed training method
for the ExtYAle dataset. The mean accuracy over five runs each with a different 50-50
split of the dataset is shown for (a) the MLP classifier, (b) Nearest Centroid, (c) k-Nearest
Neighbors and (d) RBF-kernel SVM.
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(c)

Fig. 5 ORL hidden representation 3-dimensional projection by PCA: (a) hidden representation of the training data obtained by standard AE, (b) hidden representation of the training
data obtained by dAE-1, and (c) hidden representation of the test data also obtained by
dAE-1.

(a)

(b)

(c)

Fig. 6 YALE hidden representation 3-dimensional projection by PCA: (a) hidden representation of the training data obtained by standard AE, (b) hidden representation of the
training data obtained by dAE-1, and (c) hidden representation of the test data also obtained
by dAE-1.

In conclusion, the proposed dAEs significantly improve the performance
of the more lightweight classifiers, allowing their use in real-time applications
from devices with limited computational resources, such as Unmanned Aerial
Vehicles (UAVs). Thus, they may, for example, be used in conjunction with a
lightweight classifier to identify persons of interest and facilitate the tracking
procedure.

6 Conclusions
We have presented several methods of manipulating the reconstruction space of
an AE to guide the low-dimensional representation to form more compact and
meaningful clusters. By exploiting the meaningfulness of proximity between
samples in the low-dimensional space, the Autoencoder’s objective is altered
so that it learns to reconstruct samples shifted in space so as to lie closer to
samples belonging to the same cluster and away from samples of other clusters.
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This results in clusters which are more compact and well separated in space,
as well as more homogeneous and complete in terms of the natural classes of
the samples they contain.
The unsupervised nature of the proposed methodology renders it subject
to the quality of the extracted low-dimensional representations, in terms of
the compactness, separability and correspondence to meaningful classes of the
clusters that form in the latent space. When the clusters are tangled and
ill-formed, perhaps as the result of suboptimal convergence of the AE, improving their quality with unsupervised methods remains an open and very
challenging problem. However, when the produced representations are fairly
well-separated, the proposed methods can yield significantly improved clusters.
Autoencoders, as Deep Learning tools, have the capability to produce such a
space, where the naturally occurring clusters in a dataset are well-formed and
well-separated. Thus, although the proposed method relies on the quality of the
low-dimensional representations learned by Autoencoders in terms of cluster
formation, the low-dimensionality of the representation in combination with
its non-linear nature and the Autoencoder’s ability to extract robust features
in an unsupervised manner aid in the extraction of well separated clusters,
which can be further polished by the proposed methodology.
In the supervised scenario, directly using the class labels leads to lowdimensional representations which better separate the classes allowing simple
classifiers to achieve great classification performances. Experiments on multiple domains demonstrate the effectiveness of the proposed method and serve
to show that the proposed Cluster Compacting Autoencoders extract features
biased towards forming well-defined clusters.
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Abstract Aerial robots are a promising platform to perform autonomous inspection of infrastructures. For this application, the world is a large and unknown space, requiring light
data structures to store its representation while performing autonomous exploration and path
planning for obstacle avoidance. In this paper, we combine frontier cells based exploration
with the Lazy Theta* path planning algorithm over the same light sparse grid - the octree
implementation of octomap. Test-driven development has been adopted for the software implementation and the subsequent automated testing process. These tests provided insight
into the amount of iterations needed to generate a path with different voxel configurations.
The results for synthetic and real datasets are analyzed having as baseline a regular grid
with the same resolution as the maximum resolution of the octree. The number of iterations
needed to find frontier cells for exploration was smaller in all cases by, at least, one order of
magnitude. For the Lazy Theta* algorithm there was a reduction in the number of iterations
needed to find the solution in 75% of the cases. These reductions can be explained both by
the existent grouping of regions with the same status and by the ability to confine inspection
to the known voxels of the octree.
Keywords Structure Inspection · UAS Applications · Path Planning · Autonomous
Exploration

1 Introduction
The increasing need of UAS usage for remote off-shore monitoring activities has raised different challenges. The European Strategy for Marine and Maritime Research states the need
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to protect the vulnerable natural environment and marine resources sustainably. The use of
UAS provides increased endurance and flexibility while reducing environmental impact, the
risk for human operators and the total cost of operations. The work in this paper has been developed in the framework of the MarineUAS 1 initiative, a European Union funded doctoral
program which strategically strengthens research training on Unmanned Aerial Systems for
Marine and Coastal Monitoring.
Several constraints come with this type of scenario. One such limitation is the large size
of the volume to be explored, as it can be seen in Fig. 1. The facilities that need inspection
are several orders of magnitude larger than the size of the UAS. In some cases, there is no
“a priori” 3D available map usable by the UAS for navigation purposes. Petro-stations and
windmill farms are examples of offshore facilities that would benefit from regular systematic
and autonomous inspection. Both have several structural features that need to be examined
vertically, calling for a full 3D exploration. Another constraint is time. The operation must
be done as fast as possible since it may require the activity of the facility to be suspended.
Any operation done offshore is extremely expensive and has inherently rougher conditions. Enabling systematic and autonomous inspection will shift to machines the work
at which they excel: repetition without deviation taking into account many factors and parameters. Additionally, by simplifying inspections they will get done more often. Safety
increases, as humans need to do less hands-on work and they became less exposed to risky
situations.

Fig. 1 Inspecting under this offshore petro-station offers an example of inspection that cannot rely on any
global positioning system localization.

As it has been previously mentioned, this work is focused on the autonomous exploration
and path planning levels of the UAS. Lower levels such as the trajectory generator and the
controller will handle with temporal constraints of the mission and kinematic and dynamic
limitations of the vehicle.
The orientation of the multirotor is not considered in either the exploration or the path
planning algorithm. The reason why this important parameter can be disregarded is twofold.
At motion level, the multirotor can move in all directions. At the sensor level, there are
available sensors with a 360 range, as is the case of rotating LIDARs.
The first step to achieve efficient autonomous exploration is to choose the proper data
structure for world representation. The characteristics of real-world scenarios need to be
taken into account as they will strain the memory capacity of the system. In real-world
1
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environments, the free space is usually grouped. Particularly in offshore structures, it is also
likely to occupy most of the area. Also, the occupied space is often clustered, like the pillars
in an offshore platform, the windmill’s tower or its blades.
The characteristics of the features used for autonomous navigation should also be taken
into account. The driving goal of the UAS is to explore a given volume. Many options are
available, but this work is focused on the classical and widely used frontier exploration
approach.
This exploration has the advantage of simplicity. By first integrating a simple algorithm
we create the possibility of checking its limitations for the particular application experimentally. Another advantage is that allows to keep down the computational load. A frontier cell
is a location in the world representation map that is explored and unoccupied but has unexplored space in its vicinity. These places are of particular interest as they yield the highest
information gain.
Due both to the focus on low memory requirements and information organization, the
data structure selected will be the octree implementation done in the octomap [1] framework.
Techniques from software development will be adopted in the implementation to enable
reproducibility. Namely test-driven development, supported by automated unit tests. In this
methodology, a unit test is first designed to assert the implementation of a feature. Then
the feature is developed until the test is passed, at which point another unit test is designed
for another feature. This process continues iteratively until the full desired functionality is
achieved. To verify the result of the algorithm under different initial conditions this form
of testing will be used whenever possible. Furthermore, both algorithms will be applied to
simulated and experimental data.
This paper extends previous work presented in [2]. The novelty of this work relies on
the implementation of both the frontier cells exploration algorithm and the Lazy Theta*
path planning algorithm over the same data structure for the representation of the 3D environment. This data structure can scale to large scenarios. No local reduction to a regular
grid will be used at any point. The frontier cell algorithm was chosen for its simplicity. The
group of suitable path planning algorithms is reduced as this is a single query problem. By
choosing an Any-angle path planning algorithm the need of post-processing is significantly
decreased, and in particular, Lazy Theta* is further optimized to reduce the number of line
of sight checks. In addition, this algorithm has been applied successfully in competitions
with autonomous multirotors [3].
The paper is organized as follows. Section 2 reviews related work in data structures for
environment representation, exploration algorithms and path planning techniques. Section 3
reports relevant aspects for finding frontier cells on the different data structures under analysis. Section 4 describes the challenges and solutions adopted for the implementation, a
modification of the baseline algorithm as well as the methods chosen to develop the code.
In Sect. 5, the results obtained both with simulated and experimental data with each of the
algorithms are detailed. Finally, section 6 closes the paper with the conclusions and future
work.

2 Related Work
This section presents the data structures considered for storing the representation of the
world, state of the art algorithms for autonomous exploration and path planning techniques
with particular attention to the supporting data structures.
still call it grid based after adding visibility graphs and kd trees?
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2.1 Efficient data structures for world representation
In this paper, several data structures have been analyzed, with a greater focus on those which
are readily available as off the shelf libraries. The amount of data translated into point clouds
from most sensors is exceptionally high. Thus, it is crucial to identify data structures that
more than just compress data, also arrange information in an useful and efficient manner.
One technique to organize the information is to create meshes. A popular algorithm is the
Delaunay triangulation. Both PCL and CGAL [4] libraries provide implementations that
construct meshes from the points clouds. This technique has the drawback of being dependent on the order the points are analyzed, introducing one additional source of variability.
[5] overcomes this issue by creating a mesh for the visibility graph, around found obstacles,
showing the computational time advantages of constructing visibility graphs for multiple
query cases. Visibility graphs simplify the task of searching for neighbors by quantifying
the relationship between samples according to the adopted metric. In [6], a software package for their generation is presented. This package brings into Matlab a tool to compute
obstacle avoiding paths in a known world.
Another option is to discretize the world into spaces of the same dimension. Creating a
regular grid can be done even without a dedicated library, in less elaborated cases. In these
simple cases, random access can have a complexity of O(1). Any information can be stored
per cell, although with more information comes increased memory usage.
To make the search more efficient, trees (with all their multitude of implementations
and variations) are another option. The kd-trees are one option for the representation of the
world [7]. In this representation, the separation of space is a reflexion of the topology of
the existing objects resulting in a tree that precisely matches it. The PCL library offers one
implementation integrating the FLANN library, where the kd-tree is used [8].
The octree is a flatter tree compared to the binary kd-tree due to its eight children. The
topology is less closely reflected but has the advantage of a smaller hierarchical traversal
of nodes when finding nodes in the neighborhood. Two notable implementations of this
structure are available: the octomap library [9] and the PCL library. The latter offers several
structures; this paper is focused on OctreePointCloudOccupancy [10]. Both offer random
access with O(1) complexity and multiresolution queries. However, they differ in important
details. The PCL library has a significant focus on the compression needed for streaming,
while the octomap library targets navigation and exploration. In the PCL library, new measurements are added by summing points whereas the octomap library integrates them in a
probabilistic manner. The concept of unknown space is also slightly different in each implementation. In the PCL library, space is either occupied or free. In the octomap library, only
locations with information are created thus implicitly encoding unknown space. Both PCL
and octomap libraries concern themselves with efficiency: the former focuses on read/write
efficiency and for this reason, goes so far as to include a double buffered version of the structure. In the latter, the focus lies on memory efficiency with (almost) lossless compression
regarding occupancy. For this reason, each node stores only the occupancy probability and
one child pointer - forfeiting voxel size, coordinates, and the full children array.

2.2 Exploration
The concept of a frontier and a frontier cell repeatedly appears in the literature with the same
basic idea. Frontier locations or cells are points in the world representations that satisfy two
conditions: they are in free space and are connected to unexplored space. Due to the focus
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on the underlying data structures and world representation, each work will be analyzed with
these aspects in mind, keeping in sight how to identify the locations that yield the higher
information gain.
Unmanned Ground Vehicles (UGVs) are particularly well suited to reduce the search
space to 2D, due to their motion constraints. Many applications use probabilistic occupancy
grids to tackle the task of exploring unknown (or partially unknown) spaces in a 2D search
space. Reference [11] explains the concept of frontier cells over a regular grid in the context
of probabilistic occupancy. This concept is not new, it was presented in [12], but due to
its simplicity, it is still in use nowadays. In [13] an UGV is directed to the nearest frontier
region, leaving the task of path planning to a lower level of the architecture with purely
reactive obstacle avoidance. In [14], an UGV also travels to the nearest unexplored cell but
creates roadmaps, i.e., Voronoi diagrams generated from the occupancy grid.
Many approaches [13,15–17] encode the status of the cells as free, unknown and occupied either explicitly or by probability thresholds. Here each cell encodes a somewhat
different approach to status: free, warning, travel and far. In [18] this approach is extended
to multiple vehicles. Each frontier cell is scored according to a heuristic combination of
occupancy probability and distance traveled. With this combination, the path planning problem is solved with the steepest descent of the heuristic function. In [19] the concept of a
frontier is combined with a topological map: these edges are calculated as equidistant points
to obstacles, the robot then travels this edges marking them as explored. The process continues for as long as there are unexplored edges. Reference [13] is an example of applying
this approach to UAS by setting a safe altitude. The frontier cells found at this altitude are
then clustered into labeled regions, disregarding the small and inaccessible frontiers. The
remaining ones are considered as goals for the UAS, finding the next goal by applying a
vector field histogram.
In 3D space, there are some applications of probabilistic occupancy grids to solve the
next best view problem for robotic arms. In [17], to distinguish between unknown and unoccupied cells a ray casting algorithm is used to extrapolate free regions from the sensor
location and occupied points. Holes in sensor measurements are extrapolated with Markov
Random Fields. The frontier cells are scored integrating all this information into the gain to
be later selected as best view. One example where the mission objectives are heavily taken
into account is [16]. From the probabilistic grid, a mesh is created as a tool to find void
regions. Unknown cells are set at the center of ellipsoids, which expand while maintaining a
minimum fitting quality. The ellipsoids are then combined with frontiers and scored according to neighboring voids. The heuristic function maximizes the information gain taking into
account the priority each region has for the mission. Knowledge about the area critical for
obstacle avoidance has the highest priority, followed by the regions affected by the robot’s
tools.
Another structure used for 3D space is the octree, being its multi-resolution quality one
of its defining characteristics. In [15] the list of frontier cells is compressed as clusters with
an union-finding algorithm. The unknown spaces are handled as macro-regions through ellipsoid expansion. Finally, the clusters are combined with the ellipsoids to score frontiers
according to unknown region dimension. Another paper using the octree as its underlying
structure is [20]. However, the configuration space is searched employing a Rapidly Exploring Random Tree, grown iteratively through safe configurations in the direction of the
frontier. In [21] the information of the known space is stored in a map structure similar to an
elevation map, although for other purposes the associated point cloud is stored in different
data structures. The search for areas with higher information gain is done through sample
generation, to address the issue of search space explosion in 3D. From a sample of known
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points of the environment, other points are generated and added to the pool. The model dynamics of the expansion of the molecules of a perfect gas is used to generate these points.
Then, change rate between particle expansions is evaluated to find frontiers in regions.

2.3 Path Planning
In the field of motion planning, the problem of path planning has been extensively studied.
Reference [7] presents different techniques within sampling-based motion planning, updating the motion planning algorithms presented in classical references such as [22, 23].
To plan paths in 3D environments is complex and different methods have been proposed
for online and offline planning. After considering the resource limitations (both regarding
time and of computation) of an aerial robot, two approaches stand out as most frequently
used: deterministic and non-deterministic, each one encompassing several methods. When
generating paths with the deterministic approach is common to use probability as well as
sampling. With the non-deterministic approach, both heuristic and graph-based methods are
frequent.
The cost of building a fully connected graph is a good trade-off when solving a multiquery problem. One option when in a single query problem is to update the connectivity of
the graphs taking into account the changes in the environment. In [24] this implementation
is made dramatically reducing the cost of rebuilding the visibility graph. Another generalization of the visibility graphs from 2D to 3D is found in [25]. In this implementation, the
visibility graph is composed of one obstacle graph and two supporting graphs. This approach
relies on a world that is previously known.
Sampling-based algorithms like Rapidly-Exploring Random Trees (RRT) [26], [27]
and Probabilistic Rad Maps (PRM) [28], are specifically designed to handle non-holonomic
constraints (e.g., wheeled robots), high degrees of freedom and large spaces that require being rapidly and uniformly explored. A typical use case is a big manufacturing plant. Several
variations of the RRT have been proposed. RRT* [29] produces very optimal paths at the
expense of real-time rates. RRT-Connect [30] resolves the time issue, achieving faster solutions but generating longer paths. In [31], different probabilistic methods are used to solve
the motion planning problem with UAVs. A continuous-time trajectory optimization method
is used for real-time collision avoidance on multirotor UAVs.
The heuristic algorithms are specially designed to obtain the shortest path, exploring
directly from the initial state to the target state. Examples are A* [32], Theta* [33] and
D* [34]. These restrict the explored areas and get a runtime that is highly configurable and
dependent on the number of variables and their resolution. The usual drawback imposed
by discrete search techniques is that paths are formed by grid edges, so they are often not
the shortest path in the continuous space. Fortunately, this issue was solved by the anyangle path planning Theta* and its Lazy Theta* variation [35], which also optimizes the
computational load of the algorithm. One example of the application of a graph algorithm
to a 3D search space is [36]. Here a simulated micro-UAS vehicle goes from start to goal
using an AD* search algorithm for replanning. The underlying world representation is a
3D occupancy grid that is sampled where the samples are arranged as a multi-dimensional
lattice.
Other solutions to generate 3D paths for aerial vehicles have been presented taking completely different approaches [37]. There are some examples of bio-inspired algorithms using
neural networks [38], evolutionary algorithms [39] [40]. Others combine several algorithms in one architecture to benefit from the strengths of each one [41], [42], [43].
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This work analysis a solution that needs a minimum amount of world representations
and processing power compatible with online planning on-board a multirotor. The adopted
world representation must have a memory footprint small enough to store the representation
of large structures. For exploration, frontier cells will be used, whereas for path planning
Lazy Theta* is applied as it can be implemented directly over octrees and has a smaller need
for post-processing. The octomap implements octrees with little memory footprint while
organizing location information with states suitable for exploration.

3 Exploration Algorithm based on Frontier Cells
In this section, the focus will be on the implementation details of the exploration algorithm.
Its purpose is to identify points in the search space that will enable the collection of information. The frontier cell algorithm is used and relies heavily on knowing the neighbors of each
cell. It will be implemented over two different data structures: a regular grid and a sparse
grid.
A framework was created to assess the impact of the search space explosion in 3D in
the different combinations of data structures under the same exact conditions. Each data
structure needs to provide a function that returns its neighbors (getNeighbors) and a set of
functions to implement iteration (initIteration and endIteration). In Algorithm 1 we can see
when these generic functions are called to abstract from the world representation. The algorithm searches for frontier cells from the initial iteration condition until the end condition.
The evaluation made for each cell selects locations that meet the following requirements:
are in known space, are unoccupied and have at least one neighbor that is unexplored. The
dimension flexibility (2D or 3D) is given by the bounding box set at the beginning of the
iteration and by adjusting the directions considered for the neighbors. In all cases, the neighbors are in adjacent cells. The diagonal neighbors were disregarded after some preliminary
tests since all the frontier regions were identified with and without them.
The algorithms have been implemented in C++ using the Robot Operating System
(ROS) [44] as middleware. The open source implementation is freely available in the form
of a self-contained Robot Operating System (ROS) unit tests. It was released under the MITlicense and can be obtained from the project dataStructureAnalysis2 . More data structures
can be integrated straightforwardly, being the only requirement to have the four generic
functions: neighbor generation, iteration initialization, identification of the end condition
and provide the next cell. They will be then called in the manner shown in Algorithm 1.

3.1 Regular Grid
The regular grid makes a discretization of the continuous space into cells that always have
the same dimensions. This classical approach is frequently still used due to its simplicity.
The full analysis of such a grid will always require a number of iterations given by multiplying the length, width and height of the 3D space considered. This implementation is
based on a simple regular increment of the coordinates. The neighbors are always at the
same distance.
2
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Algorithm 1 Generic procedure to find frontier cells, highlighting how to make the abstraction among data structures with functions initIteration, isExplored, isOccupied, getNeighbors, and getNextCell. For each cell first, it is determined if the cell is explored and in free
space. When these requirements are met, its neighbors are evaluated. If there is at least one
neighbor that is in unknown space, the cell will be classified as a frontier.
Input: dimensions, variation spec
Output: f rontier cells
1: cell = variation spec.initIteration(min, max)
2: while cell != variation spec.endIteration() do
3:
if isExplored(cell) && !isOccupied(cell) then
4:
f rontier = false
5:
neighbors = variation spec.getNeighbors(dimensions)
6:
for all neighbors : n do
7:
if !isExplored(n) then
8:
f rontier = isExplored(n) k f rontier
9:
end if
10:
end for
11:
if f rontier then
12:
f rontier cells.add(cell)
13:
end if
14:
end if
15:
cell = variation spec.getNextCell()
16: end while
17: return f rontier cells

3.2 Sparse Grid
The sparse grid extends the concept of the regular grid by grouping same value regions. Its
tree-like approach divides the space in different sizes, creating a high-resolution cell only to
accommodate known points extracted from the point cloud.
In the octomap implementation, information is added not only for detected occupied
locations but also for the free space. The free space is extrapolated from the locations of
the sensor and of the obstacle. Another useful feature is the ability to transverse the grid
passing only through known leafs, skipping all unexplored cells. This is quite convenient as
by definition any unknown cell can never be a frontier cell.
The state of each location is stored in log-odds notation to enable probabilistic fusion of
each new point cloud gathered by the on-board sensor. The compression is nearly lossless
and there is only a trimming of the maximum and minimum values. Additionally, macroregions with the same state will be analyzed only once. This will also reduce the number of
cells that need to be examined to find frontiers, as the maximum size of each cell is always
lower than the sensor limit. It is the regular grid equivalent of analyzing several cells at the
same time.
The algorithm to advance to the next leaf location is detailed in [9]. To calculate the
neighbors, a similar algorithm to regular grids is applied, with one main difference: the
coordinates of each cell refer to the center of the location.

4 Lazy Theta* Implementation Details
The world representation will be constructed as the exploration develops. For this reason,
the path planning problem is considered as a single query one. Within the several methods
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identified as best performing in single query problems, the Lazy Theta* algorithm was chosen both because of the reduced need for post-processing smoothing and the reduced amount
of line of sight checks needed. In particular, a variation of the Lazy Theta* algorithm has
been implemented and tested with multirotors at the EUROC [45] competition showing its
usability under real-time conditions and realistic constraints. The algorithm is described in
[3] as a weighted heuristics to optimize the search space with an asymmetric volume, due
to sensor restrictions. One relevant aspect of the implementation is the different approaches
in the global planner and the local planner. The first applies the concept of a regular grid
to access neighbors over an octree. The second also employs the idea of a regular grid but
over a point cloud. Here the incoming point cloud was refined by removing the outliers and
integrating the sensor error only after multiple confirmations. The local map was further updated by eliminating occupied points if no information of them was continuously received.
Additionally, replanning is used throughout the mission for optimization purposes. However
one of the identified bottlenecks is replanning to overcome large obstacles. This work acts
as a follow-up to the promising results presented in [3] for the real-time generation of paths
with obstacle avoidance.
Our implementation of the Lazy Theta* algorithm takes a different approach by directly
implementing the algorithm over a 3D sparse grid representation of the world. Again, the
data structure used is the octree implementation of the octomap framework. Aiming for an
important reduction of the memory requirements, this will allow sharing the same world
representation for exploration and path planning.
In this work, one of the challenges is to abandon the regular grid mindset entirely to
take full advantage of the spacial clustering with sparse grids. The algorithm has been implemented in C++ under the Robot Operating System (ROS) [44] as middleware. The open
source implementation is freely available including the unit tests. It is released under the
MIT-license and can be obtained from the github project FlyingOctomap3 . In the following the implementation methodology adopted and the adaptation of the algorithm to use
Octomap are described.

4.1 Software Implementation Details
One recurring issue in robotics research is the difficulty of gathering the same conditions
over time to reproduce the same experiment. The setup is not straightforward, software
versions change and the hardware becomes unavailable. Some of these issues have been
dealt with in the area of software development and can be mitigated with tools from that
field. The adoption of software development methodologies, practices and techniques is
starting to spread among the robotics field.
One example is the European project RobMoSys. Some of its key focus is on simplifying the setup and configuration software, predictable and traceable properties, certifiable
systems, and better comparability through appropriate metrics (benchmarking) [46]. For the
flexible general-purpose modeling of systems, the Unified Modeling Language was taken as
reference [47].
Another example is the use of a tool that appeared in the last years as a response to
the continuous integration of software developments, especially in the web development
area. This tool is docker. It enables a precise account of all the software packages necessary
3
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to recreate the setup and it is being adopted in robotics: in the ROS build farms, robotics
companies [48] and even the ROS-Industrial Consortia [49].
An additional example of a technique borrowed from software development is automated testing. To verify that the implementation achieves the intended results under all conditions is a non-trivial task. Nowadays frameworks exist to assist in this examination and are
commonly used in software development. It is such a pivotal aspect of development that one
methodology consists of creating tests that show a case where the implementation fails and
then proceeding to improve the implementation until that test no longer fails. This methodology is called test-driven development. Due to the great number of such tests needed to
achieve a complex program they can be automatedly run. Using automated verification, verifying the impact of new development on existing functions becomes trivial. In this context,
an edge case is a set of extreme inputs that make a test fail and a scenario is the set of values
that compose the pre and post conditions.
The instruments used in our implementation are described in the following.
4.1.1 Variables that compose a scenario
The Lazy Theta* algorithm has as input variables the starting position, the goal position,
the world representation, and the number of maximum iterations before declaring a path
unsolvable. The output will be the sequence of waypoints selected to arrive from starting to
goal positions.
Some restrictions are enforced over the pre and post conditions. As a precondition to
applying Lazy Theta*, all considered positions must be within the space contemplated in
the world representation. A requirement for the postcondition is that all waypoints must be
in free known space.
The starting and goal positions are straightforward to recreate as they are sets of x, y
and z coordinates. However, the world representation poses some problems. The variability
involved in generating an octree is tremendous. Each composition of voxel size and quantity
has the potential to be a surprising edge case. Another issue is that it is challenging to set
up a well-identified edge case. It would entail manipulating precisely the right sequence of
sensed point clouds to produce the desired octree. Variability was removed by generating the
octree once and then working over a saved, fixed representation. As an additional benefit, it
also reduced the time needed to execute a test.
4.1.2 Automate the discovery of edge cases
Another aspect to consider is the verification of edge cases for the different modules of the
code.
To enable the analysis of significant amounts of scenarios, the verification of input and
output conditions must be automated. Leaping from accessing the specific values for illustrative scenarios to accessing the whole range of values in a scenario type.
One such type of scenarios is finding a path between two points with a line of sight,
which are both in the known space and for which the interval space is also known. The range
of the input values can be logically asserted as well as the characteristics of the resulting
path, as it can be seen in 4.1.2.
Equipped with these conditions, the whole octree can be searched to find eligible scenarios. Any case where the preconditions did not generate the expected postconditions is
considered an error. In the developing phase, this provided the means to search for edge
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cases. After their discovery and in accordance with the test-driven development methodology, they were documented into individual tests. Always in the list of tests used to verify
correctness. Unfortunately, a similar set of pre and post conditions could not be identified to
assess the quality of the generated path while avoiding obstacles.
The ROS integration of Google’s C++ unit testing framework gtest [50] is the tool used
for automated unit testing.
Algorithm 2 Pre and post conditions for a solution to be considered correct for the simple
use case.
Start is the starting position.
Goal is the final position.
World is set of all voxels contained in the octree.
v represents an analyzed voxel.
k StartGoal k is fixed for each test set.
resultingPath set of all waypoints that compose the solution
Require:
Start ∈ WorldFree
Goal ∈ WorldFree
StartGoal ∈ WorldFreeAndKnown
∀v, vneighbors ∈ WorldKnown
Ensure:
resultingPath.size == 2
k resultingPath[2]toVoxelCenter(goal) k< resultingPath[2].size
k resultingPath[1]toVoxelCenter(start) k< resultingPath[1].size

4.1.3 Automated assertion of correctness
The amount of test cases and operations involved in the algorithm rapidly generated a huge
amount of tests. This is the main reason that motivated the adoption of test-driven programming as the development process of the implementation, hence automating the tests.
For each foreseeable use case, there is a suite of unit tests. Each test considers start
conditions in a homogenous way supported by the well-defined input elements that define a
scenario.
While testing the code in simulation, inputting commands to the UAS quickly proved
inefficient. With scripted starting conditions and a manual input of the commands, there was
too much variability. An option was to use scripted commands however it still required too
much time to complete the tests. Instead, all the components of the scenario are numerically
defined for each test case.
4.1.4 Direct pseudo-code to code translation
Frugality is a recognized challenge as it can be seen in the implementation related in [3]
where both locally implemented regular grids and the raw point cloud as supplied in the
PCL library were needed.
The code was developed as a direct, unmodified (except in heuristics as seen in the
section 4.2.4) implementation of Lazy Theta* as found on [35]. To efficiently verify this
claim, each line of the pseudocode is included as a comment above its implementation. The
implementation is done to encapsulate technical details and highlight the logic. The precise
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correlation between code and pseudo code proved crucial in the later stages of implementation to verify its correctness.
4.1.5 Statistical analysis of results
The same automation used to look for edge cases can be used later to analyze the performance of the implementation statistically. This feature was identified in [3] as bringing
substantial insight.
As a follow-up of an implementation that relies on regular grids, it is interesting to
understand how the sparse grid correlates to a regular grid regarding number of iterations.
The results are detailed in section 5.2.3.

4.2 Adapting Lazy Theta* to Octomap
As it was identified in [7], the primitives on which the algorithms are based have a determinant role in the performance of the final solution. This primitives are the direct connection between the algorithm and the environment representation. Critical primitives in Lazy
Theta* related in [35] are: uniquely identifying a voxel, finding a voxel’s size and finding a
voxel’s neighbors.
Even though one of the goals pursued in this research is to lighten the memory footprint,
one challenge to apply this algorithm to the octree was precisely its lightness. Each node has
very little information: only a pointer to an array of higher resolution voxels that form the
same volume and an identifier for within a tree level. In the octomap implementation, a node
has the highest resolution for its location when its pointer to children is NULL.
The tree depth of an octree is fixed from its creation. As the authors of the octomap note
at [9], a maximum depth of 16 is sufficient to cover a cube with a volume of 655.36 m3 at
one centimeter resolution. For this implementation, a resolution of 20 cm was considered,
making a maximum depth of 16 sufficient for a volume of 1310720 m3 .
4.2.1 Voxel Identification
Coordinates keys cannot uniquely identify each voxel of the octree since coordinates overlap. Each voxel is contained by a bigger one, except for the root node. The identifier with a
level is not globally unique either. Apart from the node state, there is no other information
associated with each node.
The solution was to use the coordinates of the center of the voxel associated with the
voxel size. This creates a composite key4 that is unique accross the tree.
4.2.2 Voxel Size
Both associated to the voxel identification and finding neighbors, voxel size is crucial to
deduct the size of the highest resolution voxel containing a given random point.
Given a coordinate point, finding the size of the associated leaf node has a complexity of
O(tree depth). Starting from the root of the tree (which is the node of minimum resolution
4 A concept borrowed from relational databases. A composite key is a combination of two or more characteristics of an instance that can be used to uniquely identify it. However, when they are taken individually
do not guarantee uniqueness.
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/ maximum volume), each tree level must be transversed analyzing the subsequently smaller
size voxels that contain the target point until a leaf node is found.

4.2.3 Voxel Neighbours
The sparseness of the tree makes finding a voxel’s neighbors nontrivial. In [3] the approach
was to create a local regular grid and discard the size of the analyzed voxel. In practice, it as
if a local potential field was created with the goal as an attractor and the voxel dimensions as
boundaries. Only while analyzing positions within the same voxel, the result obtained was
the same as by finding the neighboring voxel of the octomap through steepest descent (of
the distance to the goal).
To take advantage of the organization in the octree and jump directly to the next neighbors, all possible combinations between the voxels’ size and its neighbor’s size must be
contemplated. Voxels with large neighbors will have a smaller set of neighbors. Voxels surrounded by voxels of maximum resolution will have more neighbors.
As in frontier cells exploration, diagonal neighbors are not contemplated. A voxel of
maximum resolution has six neighbors. While a voxel twice the maximum resolution has a
maximum of twenty-four neighbors.
To compile the list of neighbors of a random point the following steps are followed:
1.
2.
3.
4.

Find unique identifier within tree level
Find node level in octree
Find voxel size
Calculate the coordinates of the center of each neighbor assuming all neighbors have
the maximum resolution. The center coordinates of a neighbor will only be added once.
This verification has complexity of O((node size/resolution)2 ).

4.2.4 Heuristic adaptation to the sparse grid
In [35], the voxel’s vertices are the intended candidates for waypoints. However, for the
reasons mentioned before, the voxel center’s are the coordinates being used as waypoint
candidates in this implementation.
The heuristics to manage the list of candidate waypoints (or the open list) is ordered by
g(s) + h(s) with the following definitions:
For every vertex s the g-value g(s) is the length of the shortest path from sstart to s
found so far. [35, p. 3]
We use the straight line distances c(s, sgoal ) as h-values in our experiments. [35, p. 5]
On one hand, the original assumption of a regular grid in [35] no longer holds. On
the other hand, instead of having many points as waypoint candidates for each voxel (each
vertex), now there is only one (the center). From here follows that the distance between the
goal point and its voxel center can be significant. This offset will impact the efficiency of
the heuristics if left unmodified.
In order to illustrate this case the scenario depicted in Fig. 2 will be considered 5 . The
start point is to the left and the goal is to the right, both at the same level. The path should be
5 octree offShoreOil 1m.bt (available at https://github.com/margaridaCF/dataStructureAnalysis), with
start point (-11.3m, -4.9m, 0.5m) and goal point (-1.3m, -4.9m, 0.5m)
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Width (m)
Length (m)

Room
24
8

Corridor
24
14

Z shape
22
13.8

2 pillars
77.8
77.2

4 pillars
180.4
90

Pillars
13
10

Table 1 Size of the scenarios in Fig. 4 used in the simulations.

along the x-axis. This edge case can arise in situations where the goal position is contained
by a voxel that has large voxels in its neighborhood. Observing the distance between the
goal (highlighted in a) and the center of the voxel that will be the last neighbor explored
before reaching the goal (highlighted in b), it is clear that distance between these two points
is larger than the resolution of the octree. This throws off the heuristic because many smaller
neighbors will be found that have a smaller distance to the goal but are not in the direction
of the goal. What happens in this run is the following. At iteration 220, the final voxel is
found. However, as it is a large voxel, it will be left near the bottom of the priority queue
of nodes to evaluate (at position 173) and it will take many iterations before the algorithm
studies this particular option. This is as noticeable as the offset between the goal point and
its voxel center.
In order to address this issue, the heuristic function was changed from the continuous
function exposed before to a piecewise function with 0 as the result for the voxel that contains the goal point. While this might lead to slightly suboptimal paths, it was considered a
fair trade-off.

5 Results and analysis
The results and their analysis for frontier cells exploration and path planning with Lazy
Theta* are described in the following.

5.1 Frontier Cells Exploration
The exploration algorithm of frontier cells was first tested in a simulated environment and
later with octrees constructed by an UAS in an experimental setting.
5.1.1 Simulation Environment
Five datasets were used to run the tests in simulation. They were all generated using ROS
nodes on a Gazebo simulator. The sensor used emulates a VLP-16 LIDAR: it is omnidirectional, dividing the 360 degrees into 1500 samples and stacking it 16 times. The sensor was
mounted on the front of the 3D model of a quadrotor (see Fig. 3).
Five simulated worlds have been considered. They are shown in Fig. 4, where the images
represent a 2D cut of the world by fixing the z-axis value. Three of them are the same as
the ones used in [51]: an enclosed space with only one opening6 (room), a circular corridor
with one opening to the inner area and a Z shaped corridor with openings at both ends. In
these scenarios the UAS fully explores the enclosed area, never crossing an opening. Each
of the openings is 0.8 meters long. The dimensions of the simulated worlds are detailed in
Table 5.1.1. For a scale closer to the targeted application, there is a scenario that emulates
6

Opening is used in the sense of a break in a continuous wall.
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Fig. 2 Illustration of finding a path along the x-axis. All axis are in meters. The start point is to the left and
the goal is to the right, both at the same level. The path should be along the x-axis. Observing the distance
between the goal (highlighted in a) and the center of the voxel that will be the last neighbor explored before
reaching the goal (highlighted in b) it is clear that this distance is more considerable than the resolution of the
octree. The figure also depicts the centers of the voxels involved in evaluating each neighbor. And again it is
clear the different amount of neighbors in a neighborhood with large voxels and with maximum resolution
cells. (a) Highlighting the goal point. (b) Highlighting the voxel center of the voxel that includes the goal
point.

16

Margarida Faria, Ivan Maza and Antidio Viguria

Fig. 3 The UAS model used in simulation with its VLP-16 LIDAR in front.

the lower part of an offshore petro-station. In this scenario, the ground is representing the sea
level and the floor of the station is above the UAS - too far to be sensed. From these worlds
two datasets were extracted, one where the UAS inspects two pillars and the second one
where the UAS inspects three pillars. The comparison of two information states in the same
world will bring insight into the effect of unknown space in the identification of frontier
cells.
5.1.2 Analysis of the Results in the Simulation Environment
In all the scenarios, both in 2D and 3D, the frontier regions are roughly the same. This result
is illustrated in Fig. 5. In zoom A, with the regular grid, all the voxels qualifying for frontier
voxels are identifies in black, generating lines around the free space. In zoom B this line
becomes dotted. The same positions are classified as frontier voxels, but they are now of
variable size. When the image is analyzed taking into consideration both the voxel center
and its corresponding volume it is possible to see that the identified regions are the same.
The same regions are detected, however the number of cells needed to represent them is
smaller. This difference tends to be small using a LIDAR as the edge of the sensor is often
times irregular due to the increased angular interval between rays. However, when in large
scenarios (as two pillars or three pillars), it starts to gain more relevance. In addition, the
geometrical disposition of the voxels and how neighbors are computed explains this result.
When a larger explored voxel is adjacent to the same unknown voxel, its whole volume is
considered a frontier. However, in a regular grid, the added volume is always the size of the
grid resolution. Computed results are shown in Fig. 2.
For each scenario four combinations are run: a regular grid in 2D, a regular grid in 3D,
a sparse grid in 2D and a sparse grid in 3D. Only the portion of the world above the ground
was considered, more accurately between zero and one meter altitude. This interval was
chosen for study to make the comparisons with the 2D space within the same magnitude.
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Fig. 4 The different used scenarios in a 2D projection of the octree. The images present a 2D cut of the
world by fixing the z-axis value. The projection is generated by extracting the state of the voxel at a constant
altitude. It is shown the complete area that the octree could map (in the x and y axes). The worlds (and
respective abbreviations) are the following: (A) Z corridor, Z. (B) Offshore petro-oil structure, two pillars
sensed. 2 (C) Circular corridor, C. (D) Room, R. (E) Same structure one additional pillar sensed, 3.
Table 2 Frontier representation each simulation dataset: room, R; circular corridor, C; Z corridor, Z; offshore
petro-oil structure, two pillars sensed, 2; same structure one additional pillar sensed, 3. The units of space are
m2 and m3 for two and three dimensions respectively.

R
C
Z
2
3

Structure
Frontier cells
Space
Frontier cells
Space
Frontier cells
Space
Frontier cells
Space
Frontier cells
Space

Regular
236.0
9.4
137.0
5.5
67.0
2.7
9,000.0
360.0
28,627.0
1,145.0

2D
Sparse
221.0
9.7
110.0
5.8
61.0
2.9
6,809.0
386.2
21,724.0
1,165.6

Difference
15.0
-0.2
27.0
-0.4
6.0
-0.2
2,191.0
-26.2
6,903.0
-20.7

Regular
50,903.0
407.1
5,729.0
45.8
24,210.0
193.7
845,091.0
6,718.9
1,273,737.0
10,067.7

3D
Sparse
47,460.0
407.0
1,951.0
22.8
20,873.0
185.1
790,015.0
7,028.2
1,156,968.0
11,047.3

Difference
3,443.0
0.1
3,778.0
23.1
3,337.0
8.5
55,076.0
-309.3
116,769.0
-979.6
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(a)
Fig. 5 The frontier cells found in the two pillar scenario using the sparse grid data structure. (a) Shows the
results using the regular grid. (b) Shows the results using the sparse grid.

By comparing the execution time of each run depicted in Fig. 6, it is clear that the sparse
grid needs less time to find the frontier cells.
To analyze the computational load for compiling the list of frontiers positions let us look
into the iteration count and the amount of space analyzed by the frontier algorithm. In an
online architecture, these calculations would be performed every time significant alterations
are done to the world representation. The number of iterations needed to process the whole
structure is always lower in a sparse grid. More specifically, the number of iterations is one
order of magnitude higher for regular grids in the 2D case and two orders of magnitude
higher in the 3D case, as it can be seen in Fig. 7. The linear growth on a logarithmic scale
shows the exponential progression of the iterations amount. The granularity afforded by the
hierarchical nature of the structure indeed predisposes this sequence since the worst case
scenario of the sparse grid is a regular grid. However, the disparity of the results can not be
explained only by its hierarchical nature.
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Fig. 6 Analysis of the influence of the search space explosion on the execution time. Each scenario appears
first as 2D and then as 3D, using a logarithmic scale for both axis. The units of space are m2 and m3 for two
and three dimensions respectively.

Fig. 7 A comparison of the iterations amount needed to transverse the world representation for each of the
data structures, both in two dimensions and three dimensions using a logarithmic scale for the space axis. The
state of the grid representing the world is drawn from the datasets used for testing.

Another factor to be taken into account is the number of unknown cells. As it can be
seen in Fig. 8, the unknown space is what composes the vast majority of the surveyed area
at that moment, opening the possibility of restricting the analyzed cells to the known cells.
The size of the space represented affects the number of iterations and therefore the execution time. The results of the scenarios with two and four pillars reflect it. Here the world is
exactly the same - only the amount of information changes. However, in the scenarios Room,
Corridor and Z, the increase in space does not correlate to the iterations amount or execution
time. As the world configuration in each scenario changes drastically, the distribution of the
sizes of the voxels generation for its representation changes with it.
5.1.3 Experimental Data
The algorithms have been applied to a dataset captured in a flight done by the UAS shown in
Fig. 9, although in a more confined space. The used autopillot was a Pixhawk (first version).
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Fig. 8 The amount of space between unknown space during exploration is very large, in any scenario, in
any dimension. This graph is using a logarithmic scale for the space axis. The state of the grid representing
the world is drawn from the datasets used for testing. The units of space are m2 and m3 for two and three
dimensions respectively.

Fig. 9 UAS platform used for data acquisition. It was equipped with two RGB-D cameras Asus Xtion Pro
Live, one facing forwards and another facing backwards.

Lazy Theta* was run on an Intel NUC with ROS indigo installed. Positioning was supplied
by a Vicon system installed in the testbed. It was equipped with two RGB-D cameras Asus
Xtion Pro Live, one facing forwards and another facing backwards. The images captured
by the camera were then combined and analyzed to generate the point cloud. This data was
recorded in an indoor testbed with dimensions 15x15x5 meters at the Center for Advanced
Aerospace Technologies (CATEC) located in Seville (Spain). Fig. 10 shows the point cloud
captured in the testbed.
5.1.4 Analysis of the Results with Experimental Data
The dataset captured in the real scenario was analyzed using the same source code (both
2D and 3D in each data structure). Again only the portion of the world above the ground
between zero and one meter altitude was considered. The results are consistent with the
ones observed with datasets captured in simulation. Concerning the execution time, the octree keeps performing significantly better as it can be seen in Fig. 11. Another measure of
computational load brought in by frontier search is the number of voxels inspected at each
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Fig. 10 Point cloud captured in an indoor testbed with the UAS shown in Fig. 9 at the Center for Advanced
Aerospace Technologies (CATEC) located in Seville (Spain).

Fig. 11 Visual comparison of execution time between data structures and dimensions for the experimental
dataset. This graphical portray of the data illustrates the magnitude of difference in execution times between
the regular grid and the sparse grid. In the graph a logarithmic scale is used for the time axis.

sweep of the world representation. In Fig. 12 again it can be seen the high proportion of
unknown cells which corroborates the explanation of the efficiency gain by the amount of
skipped cells.
Another interesting result refers to the frontier space and the amount of cells needed to
represent it. In Table 3, although the frontier space represented by the octree deviates by
around 1.3 (square and cubic meters respectively), it is reduced the number of cells that
represent it.
It is hypothesized that this is not a variation that will greatly impact the further processing of the frontier cells for selecting a goal, but it is a reduction nonetheless.
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Fig. 12 Relation between the total amount of cells, the cells iterated through with the sparse data structure
and a number of frontier cells found. The number of unknown cells can be extrapolated as the blue area since
the values are not stacked. In the graph a logarithmic scale is used for the vertical axis.

Table 3 Frontier representation for the experimental dataset. The units of space are m2 and m3 for two and
three dimensions respectively.

Cells
Space

Regular
1341
13.4

2D
Sparse
1067
12.0

Change
274
1.4

Regular
10394
10.4

3D
Sparse
8652
11.7

Change
1742
-1.3

5.2 Lazy Theta* Results
This section describes the datasets used for the tests, the common points between both algorithms, a statistical data from the simple use case and the results for obstacle avoidance path
planning.

5.2.1 Datasets
In the interest of standardization, the datasets used for testing this implementation of Lazy
Theta* were collected from the same worlds as the ones used for testing the frontier cells
algorithm. Two datasets are here analyzed: one collected from a simulated world and one
collected in an experiment.
In fact, the dataset generated from simulation is one of the five used with the frontier
cells algorithms. For a greater volume of explored space, the inspection of 3 pillars in a world
that emulates the lower part of an offshore petro-station was selected. For more details, refer
to subsection 5.1.1 where the dimensions of the world are included in Table 5.1.1.
Regarding the experimental data, a new dataset is used. It was generated in the same
testbed as the previous experimental dataset and with the same platform and sensors (see
Fig. 9). There is one difference however, the dataset was collected after a longer flight and
a larger amount of known space. This flight was one of the three in the evaluation of phase
two of the EUROC competition [45].
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Fig. 13 Spacial representation of the center of the neighboring voxels generated at an iteration of the Lazy
Theta*. This amount varies according to the size of the voxel analyzed. (a) Preliminary generation assumes
all neighbors have the minimum size. (b) This is then updated to the actual size of the neighbor. (c) Both sets
of neighbors juxtaposed.

5.2.2 Neighbors
In Lazy Theta*, for each analyzed point, its neighbors are needed twice: first to generate
waypoint candidates and then for the final validity update before adding to the group of
inspected points. The process of generating these neighbors is identical to the one used in
the frontier cells algorithm. The diagonal neighbors are also discarded and now the voxel
grouping is exploited.
Fig. 13 shows the reduction of neighbors by comparing the naive generation of a regular
grid and having just one point per voxel. In this case, the number of neighbors is reduced.
This is especially obvious on the left and front sides of the voxel. In each case, the number of
neighbors is reduced from 64 to 1. This reduction is naturally dependent on the composition
of the octree: the upper side changes from 64 to 4 and the bottom from 64 to 61.
An intuition emerges: the type of the terrain present in the scenario will dictate how
much this situation will occur. If solid large obstacles are present (like a wall for example) it
will happen more. In settings with small, detailed objects or confined spaces it will happen
less.
5.2.3 Statistical data from free paths
The simple use case of finding the path between two points in free known space is used to
gather information about the number of iterations needed to find a path. It is possible to do
this in an automated way using the pre and post conditions described in Algorithm 4.1.2.
After finding and correcting all the cases that did not pass this test, it can be used for performance analysis. It is possible to assess the performance change between the regular grid
and the octree by comparing how many iterations are used to find a solution with the octree
and with the regular grid.
The baseline is defined as the number of iterations needed using a regular grid with
perfect heuristics. In other words, the number of cells evaluated if all the world required
maximum resolution voxels and the heuristic always surfaces the next waypoint of the correct solution.
First the results are presented in Fig. 14. For all the runs, each amount of iterations
used in a run is signaled below as a dash. The bars above show the probability of each one
happening. This view presents both the clustering among the result events and the repetition
of each result. In both cases the most frequent amount is a little over one-fifth of the baseline.
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Fig. 14 The probability that a particular amount of iterations is needed to find a path in free space, for each
of the amounts. These results were collected while searching the same octree, for two different path lengths.
The whole space is scanned for suitable points. Each start and end point tuple is given to Lazy Theta* to find
the straight line path between the two points. Each case consists of a variation of start and/or goal. A - For
one-meter lines. B - For ten-meter lines.

However, there is a much higher probability of that being exactly the number of iterations
in paths 1 meter long.
A more practical insight is the probability of the new implementation outperforming the
baseline, with any number of iterations. This observation is what is portrayed in Fig. 15. For
a more detailed overview, the runs were grouped into the following groups:
–
–
–
–
–

Use half the iterations of the baseline or less;
Use between half the iterations of the baseline, up to the same amount;
Use exactly the same amount of iterations as the baseline;
Use over same iterations as the baseline up to double that amount;
Use more than double the number of iterations as the baseline.

Although for a path of 10 meters the probability of using precisely 13 iterations (the most
frequent amount) is as low as 24%, by combining close occurrences it gets much closer to
the values found for the 1-meter paths. In both situations, in around 75% of the cases, less
than half the iterations are needed.
5.2.4 Obstacle avoidance
To test the ability to generate paths that avoid obstacles, the experimental dataset used is
described in Sect. 5.2.1.
Fig. 16 shows an example of a path calculated by the implementation of the Lazy Theta*
over the octree data structure. As it can be seen, the resulting path avoids the many obstacles.
The scenario is composed by the aforementioned dataset, a start point and a goal that are 10
meters apart but have several obstacles between them.
The resulting path (in green) does not cross any obstacles. On the other hand, the start
and end points are not the same in the input points (in blue) and in the resulting path. A less
obvious feature of the resulting path is that the distance kept from the obstacles is variable.
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(b)

Fig. 15 Amount of iterations used in the same octree, for two different path lengths for different compositions
of voxel space. Each case consists on a variation of start and/or goal. (a) For one meter lines. (b) For ten meter
lines.

The offset between the start and end of each line reflects that each point is identified
by the center of the voxel it is contained by. Another consequence is the irregular distance
the path maintains from the obstacles. At the first obstacle, the waypoint is very close while
at the second obstacle the chosen waypoint is much further away, creating a steep dive. At
the first obstacle, the free voxel is small while in the second obstacle it is much larger. As
both are part of the free space, this is not directly observable in the figure but is verified
numerically. The effect is observable in the voxels representing the occupied space. As each
cube represents the center of the voxels, it often creates the illusion of holes in this type of
visualization. Examples are the holes in the ground to the left of the path and the floating
blocks in the middle of the solid shape in line with the first obstacle.

6 Conclusions and Future Work
In this paper, the impact of the underlying data structure on processing the world representation has been analyzed both to find frontier cells for exploration and to generate paths that
avoid obstacles. The focused data structure is the implementation of an octree done by the
octomap framework.
In the context of the frontier cells, some characteristics emerge as beneficial for efficiency. The baseline used was a regular grid with the same resolution as the octree. The
number of iterations needed to find frontier cells was smaller in all cases by, at least, one
order of magnitude. Grouping regions with the same status and skipping the unknown cells
explain these results. The number of frontier cells is smaller for the sparse grid in all of the
datasets while covering a similar amount of space. This fact indicates that these cells better
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Fig. 16 Example of a path avoiding obstacles generated using the Lazy Theta* implementation. The octree
used was collected by a multirotor during the evaluation of the second stage of the EUROC competition.

summarize the frontier regions, providing some degree of clustering. Although it will be
beneficial for any cell processing, the difference is not large enough to allow to conclude it
will create a sizable impact.
A possibility emerged from the combination of the results of both algorithms: the type
of terrain dictates the level of sparseness of the grid. Although this empirically seems apparent, a structured classification of the terrain type would provide software developers with
a valuable tool when designing a system. Should the intuition be proven, it would formally
validate the choice of sparse grids for large unknown and concentrated environments. In
other words, settings where the obstacles are large and uninterrupted, like a pillar as opposed to a tree. Offshore environments especially fit this description as they seldom contain
vegetation. On land, the ground is more uniform than on land (no plants) although it is in
constant movement. The structures that compose the initially targeted use case are also exceptionally well suited to this description due to the frequent occurrence of walls, pillars,
and other solid objects.
Due to the choice of using the center of the cell as a waypoint, the sparse grid has the
fringe benefit of acting as a Voronoi map up to some degree. The path is always at least half
the resolution of the octree away from the obstacles.
The combination of test-driven development and automated proof of correctness provided a valuable tool towards stable and reliable code. The automated tests provided means
to gather statistical data about the generated path, which is a feature mentioned in [3] as
relevant for parameter finding. In this study, it is provided an overview of the improvements achieved as opposed to the baseline. There was a reduction in the number of iterations needed to find the solution in 75% of the cases. This decrease reflects a substantial
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amount of different configurations of the underlying octree that leads to a reduction of the
necessary computational power. Here the baseline is equivalent to how many voxels would
be evaluated if all the space required maximum resolution voxels and the heuristic always
surfaced the next waypoint of the correct solution. These results are explained by the ability
to evaluate several (maximum resolution and same state) voxels at a time. This capability
avoids the evaluation of each one individually.
The effort to encapsulate technical details in higher level structures made possible a
semantic level of inspection of the code. This insight allowed to identify some initial misinterpretations and enabled the certification that the algorithm was indeed implemented as
intended.
Several different future directions of research are of interest. On one hand, it would be
of great benefit to integrate more data structures and to add more implementations of the
octree such as the PCL cloud. On the other hand, it would be valuable to compare entirely
different data structures. One type of data structure of particular interest is a triangle mesh
extracted with Delaunay triangulation. Again several implementations exist (CGAL, PCL),
and comparing them would bring greater insight into their application. Another research
direction is to evaluate the performance of the search algorithm throughout a mission. Such
survey would permit a thorough comparison between increasing amounts of information in
the same scenario while using each different data structure. Finally, our mid-term objective
is to apply these results to UAS exploring extensive areas in real-time. With the combination
of exploration and path planning, the UAS would be able to detect when all reachable point
cloud information had been sampled and autonomously deliberate to stop.
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Abstract—Many computer vision problems are formulated as the optimization of a cost function. This approach faces two main
challenges: (i) designing a cost function with a local optimum at an acceptable solution, and (ii) developing an efficient numerical
method to search for one (or multiple) of these local optima. While designing such functions is feasible in the noiseless case, the
stability and location of local optima are mostly unknown under noise, occlusion, or missing data. In practice, this can result in
undesirable local optima or not having a local optimum in the expected place. On the other hand, numerical optimization algorithms in
high-dimensional spaces are typically local and often rely on expensive first or second order information to guide the search. To
overcome these limitations, this paper proposes Discriminative Optimization (DO), a method that learns search directions from data
without the need of a cost function. Specifically, DO explicitly learns a sequence of updates in the search space that leads to stationary
points that correspond to desired solutions. We provide a formal analysis of DO and illustrate its benefits in the problem of 3D point
cloud registration, camera pose estimation, and image denoising. We show that DO performed comparably or outperformed
state-of-the-art algorithms in terms of accuracy, robustness to perturbations, and computational efficiency.
Index Terms—Optimization, gradient methods, iterative methods, computer vision, supervised learning.
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1

I NTRODUCTION

Mathematical optimization plays an important role for
solving many computer vision problems. For instance,
optical flow, camera calibration, homography estimation,
and structure from motion are computer vision problems
solved as optimization. Formulating computer vision problems as optimization problems faces two main challenges:
(i) Designing a cost function that has a local optimum
that corresponds to a suitable solution. (ii) Selecting an
efficient and accurate algorithm for searching the parameter
space. Conventionally, these two steps have been treated
independently, leading to different cost functions and search
algorithms. However, in the presence of noise, missing data,
or inaccuracies of the model, this conventional approach
can lead to undesirable local optima or even not having an
optimum in the correct solution.
Consider Fig. 1a-top which illustrates a 2D alignment
problem in a case of noiseless data. A good cost function
for this problem should have a global optimum when the
two shapes overlap. Fig. 1b-top illustrates the level sets
of the cost function for the Iterative Closest Point (ICP)
algorithm [1] in the case of complete and noiseless data.
Observe that there is a well-defined optimum and that it
coincides with the ground truth. Given a cost function,
the next step is to find a suitable algorithm that, given an
initial configuration (green square), finds a local optimum.
For this particular initialization, the ICP algorithm will
converge to the ground truth (red diamond in Fig. 1b-top),
•
•
•
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and Fig. 1d-top shows the convergence region for ICP in
green. However, in realistic scenarios with the presence of
perturbations in the data, there is no guarantee that there
will be a good local optimum in the expected solution,
while the number of local optima can be large. and Fig. 1bbottom show the level set representation for the ICP cost
function in the case of corrupted data. We can see that the
shape of cost function has changed dramatically: there are
more local optima, and they do not necessarily correspond
to the ground truth (red diamond). In this case, the ICP
algorithm with an initialization in the green square will
converge to a wrong optimum. It is important to observe
that the cost function is only designed to have an optimum
at the correct solution in the ideal case, but little is known
about the behavior of this cost function in the surroundings
of the optimum and how it will change with noise.
To address the aforementioned problems, this paper
proposes Discriminative Optimization (DO). DO exploits
the fact that we often know from the training data where
the solutions should be, whereas traditional approaches
formulate optimization problems based on an ideal model.
Rather than following a descent direction of a cost function,
DO directly learns a sequence of update directions leading
to a stationary point. These points are placed “by design"
in the desired solutions from training data. This approach
has three main advantages. First, since DO’s directions are
learned from training data, they take into account the perturbations in the neighborhood of the ground truth, resulting
in more robustness and a larger convergence region, as can
be seen in Fig. 1d. Second, because DO does not optimize
any explicit function (e.g., `2 registration error), it is less
sensitive to model misfit and more robust to different types
of perturbations. Fig. 1c illustrates the contour level inferred
from the update directions learned by DO. It can be seen that
the curve levels have a local optimum on the ground truth
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Figure 1. 2D point alignment using ICP and DO. (a) Data. (b) Level sets of the cost function for ICP. We used the optimal matching at each
parameter value to compute the `2 cost. (c) Inferred level sets for the proposed DO. The level sets is approximately reconstructed using the surface
reconstruction algorithm [2] from the update directions of DO. (d) The update direction of DO. (e) Regions of convergence for ICP and DO. See text
for detailed description (best seen in color).

and fewer local optima than ICP in Fig. 1b. Fig. 1e shows
that the convergence regions of DO change little despite
the perturbations, and always include the regions of ICP.
Third, to compute update directions, traditional approaches
require the cost function to be differentiable or continuous,
whereas DO’s directions can always be computed. We also
provide a proof of DO’s convergence in the training set. We
named our approach DO to reflect the idea of learning to
find a stationary point directly rather than that of optimizing
a “generative” cost function.
In this work, we study the properties of DO and its
relationship to mathematical programming. Based on this
relationship, we propose a framework for designing features
where the update directions can be interpreted as the gradient direction of an unknown cost function. We show that
our approach can handle both ordered (e.g., image pixels)
and unordered (e.g., set of feature matches) data types.
We provide a synthetic experiment which confirms our
interpretation. We apply DO to the problems of point cloud
registration, camera pose estimation, and image denoising,
and show that DO can obtain state-of-the-art results.

hand, many computer vision problems are ill-posed [9], and
require some forms of regularization. This further leads to
a combination of different penalty functions and requires
setting the value of hyperparameters, which make the issue
even more complicated.
Due to a large variety of design choices, it is not trivial
to identify a suitable cost function for solving a problem.
Instead of manually design a cost function, several works
proposed to use machine learning techniques to learn a cost
function from available training data. For example, kernel
SVM [10], boosting [11], metric learning [12], and nonlinear
regressors [13] have been used to learn a cost function
for image-based tracking, alignment, and pose estimation.
Once a cost function is learned, the optimal parameters are
solved using search algorithms such as descent methods or
particle swarm optimization. However, a downside of these
approaches is that they require the form of the cost function
to be imposed, e.g., [12] requires to cost to be quadratic,
thereby restricting the class of problems that they can solve.
2.2

2
2.1

R ELATED W ORKS
Optimization in computer vision

Many problems in computer vision involve solving inverse
problems, that is to estimate a set of parameters x ∈ Rp that
satisfies gj (x) = 0d , j = 1, . . . , J , where gj : Rp → Rd
models the phenomena of interest. For example, in camera
resection problem [3], x can represent the camera parameters and gj the geometric projective error. Optimizationbased framework tackles these problems by searching for
the parameters x∗ that optimize a certain cost function,
which is typically designed to penalize the deviation of gj
from 0d . Since selecting a cost function is a vital step for
solving problems, there exists a large amount of research on
the robustness properties of different penalty functions [4],
[5], [6]. Instead of using a fixed cost function, many approaches use continuation methods to deform the cost function as the optimization is solved [7], [8]. On the other

Learning search direction

Instead of using search directions from a cost function,
recent works proposed to use learning techniques to directly compute such directions. This is done by learning
a sequence of regressors that maps a feature vector to an
update vector that points to the desired parameters. We refer
to these algorithms as supervised sequential update (SSU).
The concept of SSUs is similar to gradient boosting (GB) [14],
[15], which uses weak learners to iteratively update parameter estimates. However, they differ in that GB performs
update using a fixed feature vector, while SSUs also update
the feature vector, which allows more information to be
incorporated as the parameter is updated. Here, we provide
a brief review of SSUs.
Cascade pose regression [16] trains a sequence of random ferns for image-based object pose estimation. The
paper also shows that the training error decreases exponentially under weak learner assumptions. [17] learns a
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sequence of boosted regressors that minimizes error in parameter space. Supervised descent method (SDM) [18], [19]
learns a sequence of linear maps as the averaged Jacobian
matrices for minimizing nonlinear least-squares functions
in the feature space. They also provided conditions for the
error to strictly decrease in each iteration. More recent works
include learning both Jacobian and Hessian matrices [20];
running Gauss-Newton algorithm after SSU [21]; using different maps in different regions of the parameter space [22];
and using recurrent neural network as the sequence of maps
while also learns the feature [23]. While the mentioned
works learn the regressors in a sequential manner, Sequence
of Learned Linear Predictor [24] first learns a set of linear
maps then selects a subset to form a sequence of maps.
We observe that most SSUs focus on image-based tracking and pose estimation. This is because the feature for these
problems is rather obvious: they use intensity-based features
such as intensity difference, SIFT, HOG, etc. Extending
SSUs to other problems require designing new features. Our
previous work [25] proposes a new feature and extends SSU
to the problem of point cloud registration. Still, it is not
straightforward to design features for other applications. In
this work, we propose DO as a simple extension of previous SSUs. We study the its properties, propose a general
framework for designing features, and apply DO to other
computer vision problems, such as point cloud registration,
camera pose estimation, and image denoising.
Recently, deep learning has received tremendous interest
for its success in various tasks in computer vision and
natural language processing [26]. Notably, some works use
deep learning to solve optimization [27], [28], but they
differ from DO since they still need a cost function to be
defined. On the other hand, deep learning has been used
for some applications similar to those in this paper, e.g.,
camera pose estimation [29], homography estimation [30],
and image denoising [31]. However, DO differs from these
works in that DO can combine the mathematical model of
each problem with the available training data, while deep
learning approaches are purely data-driven. The modeldriven side of DO allows it to be interpreted and analyzed
more easily, and significantly reduces the amount of data
and computational power required for training.

3

D ISCRIMINATIVE O PTIMIZATION (DO)

In this section, we provide the motivation and describe the
Discriminative Optimization (DO) framework.
3.1

Motivation from fixed point iteration

DO aims to learn a sequence of update maps (SUM) to
update an initial parameter vector to a stationary point. The
idea of DO is based on the fixed point iteration of the form

xt+1 = xt − ∆xt ,

function. The gradient descent algorithm for minimizing J
is expressed as

xt+1 = xt − µt

where xt ∈ Rp is the parameter at step t, and ∆xt ∈ Rp is
the update vector. Eq. (1) is iterated until ∆xt vanishes, i.e.,
until a stationary point is reached. An example of fixed point
iteration for solving optimization is the gradient descent
algorithm [32]. Let J : Rp → R be a differentiable cost

,

(2)

x=xt

where µt is a step size. One can see that the scaled gradient
is used as ∆xt in (1), and it is known that the gradient
vanishes when a stationary point is reached.
In contrast to gradient descent where the updates are derived from a cost function, DO learns the updates from the
training data. The major advantages are that no cost function is explicitly designed and the neighborhoods around
the solutions of the perturbed data are taken into account
when the maps are learned.
3.2

DO framework

DO uses an update rule in the form of (1). The update vector
∆xt is computed by mapping the output of a function h :
Rp → Rf with a sequence of matrices1 Dt ∈ Rp×f . Here,
h is a function that encodes a representation of the data
(e.g., h(x) extracts features from an image at position x).
Given an initial parameter x0 ∈ Rp , DO iteratively updates
xt , t = 0, 1, . . . , using:

xt+1 = xt − Dt+1 h(xt ),

(3)

until convergence to a stationary point. The sequence of
matrices Dt+1 , t = 0, 1, . . . learned from training data forms
a sequence of update maps (SUM).
3.2.1 Learning a SUM
Suppose we are given a training set as a set of triplets
(i)
(i)
(i)
∈ Rp is the initial pa{(x0 , x∗ , h(i) )}N
i=1 , where x0
th
rameter for the i problem instance (e.g., the ith image),
(i)
x∗ ∈ Rp is the ground truth parameter (e.g., position of the
object on the image), and h(i) : Rp → Rf extract features
from the ith problem instance. The goal of DO is to learn a
(i)
(i)
sequence of update maps {Dt }t that updates x0 to x∗ . To
learn the maps, we minimize the least-square error:

Dt+1 = arg min
D̃

N
1 X (i)
(i)
(i)
kx − xt + D̃h(i) (xt )k22 ,
N i=1 ∗

(4)

where k · k2 is the `2 norm. After we learn a map Dt+1 ,
(i)
we update each xt using (3), then proceed to learn the
next map. This process is repeated until some terminating
conditions, such as until the error does not decrease much or
a maximum number of iterations is reached. To see why (4)
(i)
learns stationary points, we can see that for i with xt ≈
(i)
(i)
x∗ , (4) will force Dt+1 h(i) (xt ) to be close to zero, thereby
(i)
inducing a stationary point around x∗ . In practice, we use
ridge regression to learn the maps to prevent overfitting:

minimize
(1)

∂
J(x)
∂x

D̃

N
1 X (i)
(i)
(i)
kx − xt + D̃h(i) (xt )k22 + λkD̃k2F , (5)
N i=1 ∗

where k · kF is the Frobenius norm, and λ is a hyperparameter. The pseudocode for training a SUM is shown in Alg. 1.
1. Here, we used linear maps due to their simplicity and computational efficiency. However, other non-linear regression functions can be
used in a straightforward manner.
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Algorithm 1 Training a sequence of update maps (SUM)

for all x ∈ Rp ,
(ii) strictly monotone at x∗ ∈ Rp if

(i)
(i)
Input: {(x0 , x∗ , h(i) )}N
i=1 , T, λ
T
Output: {Dt }t=1

(x − x∗ )> f (x) ≥ 0

1: for t = 0 to T − 1 do
2:
Compute Dt+1 with (5).
3:
for i = 1 to N do
(i)
(i)
(i)
4:
Update xt+1 := xt − Dt+1 h(i) (xt ).
5:
end for
6: end for

for all x ∈ Rp and the equality holds only at x = x∗ ,
(iii) strongly monotone at x∗ ∈ Rp if

(x − x∗ )> f (x) ≥ mkx − x∗ k22

It can be seen that if f is strongly monotone at x then f is
strictly monotone at x, and if f is strictly monotone at x then
f is monotone at x. With the above definition, we obtain the
following result:

Input: x0 , h, {Dt }Tt=1 , maxIter, 
Output: x
1: Set x := x0
2: for t = 1 to T do
3:
Update x := x − Dt h(x)
4: end for
5: Set iter := T + 1.
6: while kDT h(x)k ≥  and iter ≤ maxIter do
7:
Update x := x − DT h(x)
8:
Update iter := iter + 1
9: end while

Theorem 1. (Convergence of SUM’s training error) Given
(i)
(i)
a training set {(x0 , x∗ , h(i) )}N
i=1 , if there exists a linear map
(i)
D̂ ∈ Rp×f where D̂h(i) is strictly monotone at x∗ for all i, and
(i)
(i)
if there exists an i where xt 6= x∗ , then the update rule:
(i)

(i)

(9)

with Dt+1 ⊂ Rp×f obtained from (4), guarantees that the
training error strictly decreases in each iteration:

T HEORETICAL A NALYSIS OF DO

In this section, we analyze the theoretical properties of DO.
Specifically, we discuss the conditions for the convergence
of the training error, and the relation between DO and
mathematical optimization.
Convergence of training error

Here, we show that under a weak assumption on h(i) , we
(i)
(i)
can learn a SUM that updates x0 to x∗ , i.e., the training
error converges to zero. First, we define the monotonicity at a
point condition:
Definition 1. (Monotonicity at a point) A function f : Rp → Rp
is
(i) monotone at x∗ ∈ Rp if

(x − x∗ )> f (x) ≥ 0

(i)

xt+1 = xt − Dt+1 h(i) (xt ),

3.2.2 Solving a new problem instance
To solve a new problem instance with an unseen function h
and an initialization x0 , we update xt , t = 0, 1, . . . with the
obtained SUM using (3) until a stationary point is reached.
However, in practice, the number of maps is finite, say T
maps. We observed in many cases that the update at the
T th iteration is still large, which means the stationary point
is still not reached, and that xT is far from the true solution.
For example, in the registration task, the rotation between
initial orientation and the solution might be so large that we
cannot obtain the solution within a fixed number of update
iterations. To overcome this problem, we keep updating x
using the T th map until the update is small or the maximum
number of iterations is reached. This approach makes DO
different from previous works in Sec. 2.2, where the updates
are only performed up to the number of maps. Alg. 2 shows
the pseudocode for updating the parameters.

4.1

(8)

for some m > 0 and all x ∈ Rp .

Algorithm 2 Searching for a stationary point

4

(7)

(6)

N
X
i=1

(i)

2
kx(i)
∗ − xt+1 k2 <

N
X

(i)

2
kx(i)
∗ − xt k2 .

(10)

i=1
(i)

Moreover, if D̂h(i) is strongly monotone at x∗ , and if there exist
(i)
M > 0, H ≥ 0 such that kD̂h(i) (x(i) )k22 ≤ H + M kx∗ −
(i) 2
x k2 for all i, then the training error converges to zero. If H = 0
then the error converges to zero linearly.
The proof of Thm. 1 is provided in the appendix. In
words, Thm. 1 says that if each instance i is similar in
(i)
the sense that each D̂h(i) is strictly monotone at x∗ , then
sequentially learning the optimal maps with (4) guarantees
that the training error strictly reduces in each iteration. If
(i)
D̂h(i) is strongly monotone at x∗ and upperbounded then
the error converges to zero. Note that h(i) is not required to
be differentiable or continuous. Xiong and De la Torre [19]
also presents a convergence result for a similar update rule,
but it shows the strict reduction of error of a single function
under a single ideal map. It also requires an additional
condition called ‘Lipschitz at a point,’ This condition is
necessary for bounding the norm of the map, otherwise the
update can be too large, preventing the reduction in error.
In contrast, Thm. 1 explains the convergence of multiple
functions under the same SUM learned from the data, where
the each learned map Dt can be different from the ideal
map D̂. To ensure reduction of error, Thm. 1 also does not
require the ‘Lipschitz at a point’ the norms of the maps are
adjusted based on the training data. Meanwhile, to ensure
convergence to zero, Thm. 1 requires an upperbound which
can be thought of as a relaxed version of ‘Lipschitz at a
(i)
point’ (note that D̂h(i) (x∗ ) does not need to be 0p ). These
weaker assumptions have an important implication as it
allows robust discontinuous features, such as HOG in [19],
to be used as h(i) . Finally, we wish to point out that Thm. 1
guarantees the reduction in the average error, not the error
of each instance i.
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5

Relation to mathematical programming

In this section, we explore the relation between DO and
mathematical programming. Specifically, we show that
monotonicity-at-a-point is a generalization of monotonicity and pseudomonotonocity, which are the properties of
the gradient of convex and pseudoconvex functions [33],
[34]. Understanding this relation leads to a framework for
designing h in Sec. 5. We begin this section by providing
definitions and propositions relating generalized convexity
and monotonicity, then we provide our result in the end.
A pseudoconvex function is defined as follows.
Definition 2. (Pseudoconvexity [34]) A differentiable function
f : Rp → R is
(i) pseudoconvex if for any distinct points x, x0 ∈ Rp ,

(x − x0 )> ∇f (x0 ) ≥ 0 =⇒ f (x) ≥ f (x0 ),

(11)

(ii) strictly pseudoconvex if for any distinct points x, x0 ∈
p

R ,

(x − x0 )> ∇f (x0 ) ≥ 0 =⇒ f (x) > f (x0 ),

(12)

(iii) strongly pseudoconvex if there exists m > 0 such that
for any distinct points x, x0 ∈ Rp ,

strictly, strongly) and f (x∗ ) = 0p , then f is monotone (resp.,
strictly, strongly) at x∗ .
The converse of the proposition is not true. For example,
f (x) = [x1 x22 +x1 , x2 x21 +x2 ]> is strictly monotone at 02 , but
not strictly pseudomonotone (counterexample at x = (1, 2)
and y = (2, 1)). Prop. 2 shows that monotonicity-at-a-point
is a generalization of pseudomonotonicity, implying that the
conditions in Thm. 1 are weaker than the conditions for the
gradient maps of pseudoconvex and convex functions.

5

The function h which provides information about each
problem instance is crucial for solving a problem. In this section, we describe a framework to design h for solving a class
of problem based on our analysis in Sec. 4. We are motivated
by the observation that many problems in computer vision
aim to find x such that gj (x) = 0d , j = 1, . . . , J , where
gj : Rp → Rd models the problem of interest (see Sec. 2.1).
To solve such problem, one may formulate an optimization
problem of the form

(x−x0 )> ∇f (x0 ) ≥ 0 =⇒ f (x) ≥ f (x0 )+mkx−x0 k22 . (13)
Fig. 2d shows examples of pseudoconvex functions. In
essence, pseudoconvex functions are differentiable functions where the sublevel sets are convex and all stationary
points are global minima. Pseudoconvex functions generalize convex functions: all differentiable convex functions are
pseudoconvex. Pseudoconvex functions are used as penalty
functions for their stronger robustness than convex ones [6],
[8], [35]. Next, we introduce pseudomonotonicity.
Definition 3. (Pseudomonotonicity [34]) A function f : Rp →
Rp is
(i) pseudomonotone if for any distinct points x, x0 ∈ Rp ,

(x − x0 )> f (x0 ) ≥ 0 =⇒ (x − x0 )> f (x) ≥ 0,

(14)

(ii) strictly pseudomonotone if for any distinct points
x, x0 ∈ Rp ,

(x − x0 )> f (x0 ) ≥ 0 =⇒ (x − x0 )> f (x) > 0,

(15)

(iii) strongly pseudomonotone if there exists m > 0 such
that for any distinct points x, x0 ∈ Rp ,

(x−x0 )> f (x0 ) ≥ 0 =⇒ (x−x0 )> f (x) ≥ mkx−x0 k22 . (16)
It can also be shown that monotone (resp., strictly,
strongly) functions are pseudomonotone (resp., strictly,
strongly) [34]. The following propositions provides a relation between the gradients of pseudoconvex functions and
pseudomonotonicity.
Proposition 1. (Convexity and monotonicity [34]) A differentiable function f : Rp → R is pseudoconvex (resp., strictly,
strongly) if and only if its gradient is pseudomonotone (resp.,
strictly, strongly).
Next, we provide our result on the relation between
monotonicity-at-a-point and pseudomonotonicity.
Proposition 2. (Pseudomonotonicity and monotonicity at a
point) If a function f : Rp → Rp is pseudomonotone (resp.,

D ESIGNING h

minimize Φ(x) =
x

J
1X
ϕ(gj (x)),
J j=1

(17)

where ϕ : Rd → R is a penalty function, e.g., sum of
squares, `1 norm, etc. If Φ(x) is differentiable, then we can
use gradient descent to find a minimum and returns it as
the solution. The choice of ϕ has a strong impact on the
solution in terms of robustness to different perturbations,
and it is not straightforward to select ϕ that will account
for perturbations in real data. The following framework
is based on the concept of using training data to learn
the update directions that mimic gradient descent of an
unknown ϕ, thereby bypassing the manual selection of ϕ.
5.1

h from the gradient of an unknown penalty function

For simplicity, we assume Φ(x) is differentiable, but the
following approach also applies when it does not. Let us
observe its derivative:

J
J 
1 ∂ X
1 X ∂gj > ∂ϕ(gj )
∂Φ(x)
=
ϕ(gj ) =
, (18)
∂x
J ∂x j=1
J j=1 ∂x
∂gj
where we express gj (x) as gj to reduce notation clutter. We
can see that the form of ϕ affects only the last term in the
∂g
RHS of (18), while the Jacobian ∂xj does not depend on it.
Since different ϕ’s are robust to different perturbations, this
last term determines the robustness of the solution. Here, we
will use DO to learn this term from a set of training data.
In order to do so, we need to express (18) as Dh. First,
we rewrite (18) as the update vector ∆x, where we replace
the derivative of ϕ with a generic function φ : Rd → Rd :

J 
1 X ∂gj >
∆x =
φ(gj )
J j=1 ∂x

J
d 
1 X X ∂gj >
=
[φ(gj )]k ,
J j=1 k=1 ∂x k,:

(19)

(20)
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where [Y]k,: is row k of Y , and [y]k is element k of y. We
then rewrite (20) as the following convolution:
∆x =

> Z
J
d 
1 X X ∂gj
[φ(v)]k δ(v − gj )dv,
J j=1
∂x k,: Rd

(21)

k=1

where δ(v) is the Dirac delta function. It can be seen that (21)
is equivalent to (18), while being linear in φ. This allows
us to learn φ using linear least squares. To do so, we will
express (21) in the form of Dh. For simplicity, we will look
at the element l of ∆x:
 Z
J
d 
1 X X ∂gj
[∆x]l =
[φ(v)]k δ(v − gj )dv,
(22)
J j=1
∂x k,l Rd
k=1
!

d Z
J 
X
1X
∂gj
=
[φ(v)]k
δ(v − gj ) dv, (23)
J
∂x k,l
Rd
j=1
k=1

=

d Z
X
k=1

D(v, k)h(v, k, l; x)dv.

vec(δ̄j ) = eγ([gj ]1 ) ⊗· · ·⊗eγ([gj ]d ) =

D(v, k) = [φ(v)]k ,

J 
1 X ∂gj
δ(v − gj ).
h(v, k, l; x) =
J j=1 ∂x k,l

(26)

The following results discusses the convergence of training
data when h in (26) is used.
Proposition 3. (Convergence of the training error with
an unknown penalty function) Given a training set
(i)
(i) i
(i)
(i)
(i)
(i)
p
:
)}N
{(x0 , x∗ , {gj }Jj=1
i=1 , where x0 , x∗ ∈ R and gj
Rp → Rd differentiable, if there exists a function ϕ : Rd → R
PJi
(i)
such that for each i, j=1
ϕ(gj (x(i) )) is differentiable strictly
(i)

pseudoconvex with the minimum at x∗ , then the training error
of DO with h from (26) strictly decreases in each iteration.
PJi
(i) (i)
Alternatively, if
j=1 ϕ(gj (x )) is differentiable strongly
pseudoconvex with Lipschitz continuous gradient, then the training error of DO converges to zero.
Under similar conditions,
also show the same
PJi we can
(i) (i)
convergence results for
ϕ(g
(x
)) that is nondifj
j=1
ferentiable strictly and strongly convex functions. Roughly
speaking, Prop. 3 says that if there exists a penalty function
ϕ such that for each i the global minimum of (17) is at
(i)
x∗ with no other local minima, then using (26) allows
us to learn {Dt } for DO. Note that we do not need to
explicitly know what such penalty function is. Thus, we can
say that using (26) is equivalent to learning a surrogate of
the gradient of an unknown cost function. This illustrates
the potential of DO as a tool for solving a broad class of
problems where the penalty function ϕ is unknown.
Computing h

Eq. (26) expresses h as a function. To compute h in practice,
we need to express it as a vector. To do so, we will convert
h in (26) into a discrete grid, then vectorize it. Specifically,
we first discretize δ(v − gj ) into a d-dimensional grid with
r bins in each dimension, where a bin evaluates to 1 if gj
is discretized to that bin, and 0 for all other bins. Let us
denote this grid as δ̄j , and let γ : R → {1, . . . , r} be a

d

eγ([gj ]α ) ∈ {0, 1}r .

(27)
With this discretization, we can express h in (26) in a discrete
form as
 O
J 
d
1 X ∂gj
h(k, l; x) =
eγ([gj ]α ) .
J j=1 ∂x k,l α=1

(28)

By concatenating h(k, l; x) over k and l, we obtain the final
form of h as

(24)

(25)

d
O
α=1

h(x) =

Rd

Eq. 24 expresses [∆x]l as an inner product between D and
h over v and k , where

5.2

function where γ(y) returns the index that y discretizes to.
We can express the vectorized δ̄j as the following Kronecker
product of standard bases:

 O
p
J
d 
d
1 X M M ∂gj
eγ([gj ]α ) ,
J j=1 l=1 k=1 ∂x k,l α=1

(29)

L
denotes vector concatenation. The dimension of h
where
is pdrd . We show how to apply (29) to applications in Sec. 6.
Note that the above approach is one way of designing h to
use with SUM. It is possible to use different form of h (e.g.,
see Sec. 6.2), or replace D with a nonlinear map.

6

E XPERIMENTS

In this section, we first provide an intuition into DO with
an analytical example, then we apply DO to three computer
vision problems: 3D point cloud registration, camera pose
estimation, and image denoising. All experiments were performed in MATLAB on a single thread on an Intel i7-4790
3.60GHz computer with 16GB memory.

6.1

Optimization with unknown 1D cost functions

In this experiment, we demonstrate DO’s potential in solving 1D problems without an explicit cost function. Specifically, given a set of number X = {x1 , x2 , . . . , xJ }, we are
interested in finding the solution x̂ of the problem

gj (x̂) = 0 = x̂ − xj , j = 1, . . . , J.

(30)

A typical approach to solve this problem is to solve the
optimization

P : minimize
x̂:x̂=xj +j

J
X
j=1

ϕ (j ) ≡ minimize
x̂

n
X

ϕ (x̂ − xj ) ,

(31)

j=1

for some function ϕ. The form of ϕ depends on the assumption on the distribution of i , e.g., the maximum likelihood
estimation for i.i.d. Gaussian j would use ϕ(x) = x2 . If the
an explicit form of ϕ is known, then one can compute x̂∗
in closed form (e.g., ϕ is squared value or absolute value)
or with an iterative algorithm. However, using a ϕ that
mismatches with the underlying distribution of j could
lead to an optimal, but incorrect, solution x̂∗ . Here, we will
use DO to solve for x̂∗ from a set of training data.
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Figure 2. Learning to solve unknown cost functions. (a-c) show three
convex functions, their gradients, and the learned DT for each function.
(d-f) show similar figures for pseudoconvex functions. (g) shows training
error in each step t. (h) shows the squared norm of the maps Dt . (i)
shows the first map of each function.

For this problem, we defined 6 ϕβ ’s as follows:

ϕ1 (x) =|x|,
ϕ2 (x) =0.35|x|

(32)
4.32

1.23

+ 0.15|x|

,

(33)

ϕ3 (x) =(3 + sgn(x))x2 /4,

(34)

ϕ4 (x) =|x|0.7 ,

(35)
2

ϕ5 (x) =1 − exp(−2x ),

(36)

ϕ6 (x) =1 − exp(−8x2 ).

(37)

The first 3 ϕi ’s are convex, where ϕ1 is a nonsmooth
function; ϕ2 is a combination of different powers; ϕ3 is an
asymmetric function (i.e., ϕ3 (x) 6= ϕ3 (−x)). The latter 3 ϕi ’s
are pseudoconvex, where ϕ4 has exponents smaller than 1;
while ϕ5 and ϕ6 are inverted Gaussian function with different widths. Pseudoconvex functions are typically used as
robust penalty functions [35] because they penalize outliers
less than convex functions. Recall that sum of pseudoconvex
functions may not be pseudoconvex, and can have multiple
local minima. The graphs of the functions and the gradient2
are shown in Fig. 2a,b,d,e. We call the problem in (31) that
uses ϕ = ϕβ as Pβ .
We generate the training data for Pβ as Xβ =
(i)
(i)
(i)
(i)
(i)
(i)
where Xβ = {x1,β , . . . , xJi ,β } ⊂
{(Xβ , x̂0,β , x̂∗,β )}10000
i=1
(i)

the SUMs using the h in Sec. 5, which in this case is simply

1

-1

(x)

2

0
-2

=(3+sgn(x))x 2 /4
2

1

1

0

3

2

2

10

=0.35|x| 4.32 +0.15|x|1.23

7

(i)

[−1, 1]; x̂0,β = 0 is the initial estimate; and x̂∗,β is the global
(i)
minimizer of Pβ with the data Xβ . To find the minimizers,
we use fminunc for convex functions, and grid search with
the step size of 0.0001 for nonconvex functions. We trained
2. Here, we abuse the word gradient to include subdifferential for
nonsmooth convex functions and generalized subdifferential for nonconvex functions [36].

J
1X
eγ(x̂−xj ) .
J j=1

(38)

We use [−2, 2] as the range of x̂ − xj , and discretize it into
r = 40 bins. Let us denote the maps that learn from Xβ
as SU M β . To illustrate the training error, we train up to 15
maps for each β , but for test we set the number of maps T
to the last map that reduce the training RMSE more than
0.005. During test, we set  = 10−3 and maxIter = 100.
Fig. 2c,f show the scaled maps DT for each β . We can see
that the maps resemble the gradient of their respective functions, suggesting that DO can learn the gradients from training data without explicit access to the cost functions. The
reason that SU M β learns the gradient is because
stationary
P
points need to satisfy DT h(x̂) ≈ 0 =
∇ϕ(x̂
− xj ).
j
It should be noted that the first maps for all β in Fig. 2i
are different from their T th maps. This is because the first
(i)
(i)
maps try to move x̂0 as close to x̂∗ as possible and thus
disregard the placement of the stationary point. The training
errors in Fig. 2g show that convex functions are easier
to learn than nonconvex ones. This is because nonconvex
functions may have multiple local minima, which means
there may not exist an ideal map where all training data
(i)
are monotone at their solutions, thus x̂t may get stuck at
a wrong stationary point. Fig. 2h shows that the map have
decreasing norms, which represents reducing step sizes as
the estimates approach the solutions.
We also perform an experiment on unseen sets of data,
where we compare the global minimizer of Pβ of each test
data X against the solution from fminunc (quasi-Newton)
of all Pω , ω = 1, . . . , 6 and the solution of SU M β . Table 1
show the MAE over 1000 test sets. We can see that DO can
approximate the solution better than using incorrect cost
functions. An interesting point to note is that DO seems to
be able to solve nonconvex problems better than fminunc,
suggesting DO can avoid some local minima and more often
terminate closer to the global minimum.
We summarize this section in 4 points. (i) We show
that DO can learn to mimic gradient of unknown penalty
functions. (ii) A very important point to note is that a single
training data can have multiple ground truths, and DO
will learn to find the solution based on the ground truths
provided during the training. Thus, it is unreasonable to
use DO that, say, trained with the mean as ground truth
and hope to get the median as a result. (iii) A practical
implication of this demonstration is that if we optimize a
wrong cost function then we may obtain a bad optimum as
solution, and it can be more beneficial to obtain training data
and learn to solve for the solution directly. (iv) We show that
for nonconvex problems, DO has the potential to skip local
minima and arrive at a better solution than that of fminunc.
6.2

3D point cloud registration

In this section, we perform experiments on the task of
3D point cloud registration. The problem can be stated
as follows: Let M ∈ R3×NM be a matrix containing 3D
coordinates of one shape (‘model’) and S ∈ R3×NS for the
second shape (‘scene’), find the rotation and translation that
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Table 1
MAE for solving unknown cost functions. Best results in underline bold,
and second best in bold.
Pβ
P1
P2
P3
P4
P5
P6

P1
.0000
.0675
.1535
.0493
.0707
.2098

P2
.0675
.0000
.1445
.1009
.1078
.2515

fmincon
P3
P4
.1535 .0419
.1445 .1080
.0000 .1743
.1682 .0457
.1657 .0823
.2791 .1905

P5
.0707
.1078
.1657
.0929
.0000
.2022

P6
.2044
.2628
.2900
.1977
.1736
.1161

SU Mβ

.0137
.0145
.0086
.0325
.0117
.0698

registers S to M. Here, we briefly describe our parametrization and experiments. For more details, please see [25].

6.2.2

We compared DO with two point-based approaches (ICP [1]
and IRLS [5]) and two density-based approaches (CPD [38]
and GMMReg [39]). The codes for all methods were downloaded from the authors’ websites, except for ICP where we
used MATLAB’s implementation. For IRLS, the Huber cost
function was used.
We used the registration success rate and the computation time as performance metrics. We considered a registration to be successful when the mean `2 error between
the registered model points and the corresponding model
points at the ground truth orientation was less than 0.05 of
the model’s largest dimension.
6.2.3

6.2.1

DO parametrization and training

We use Lie Algebra [37] to parametrize x, which represents
rotation and translation, because it provides a linear space
with the same dimensions as the degrees of freedom of our
parameters. For h, we design it as a histogram that indicates
the weights of scene points on the ‘front’ and the ‘back’ sides
of each model point based on its normal vector. Let na ∈
R3 be a normal vector of the model point ma computed
from its neighbors; T (y; x) be a function that applies rigid
transformation with parameter x to vector y; Sa+ = {sb :
n>
a (T (sb ; x) − ma ) > 0} be the set of scene points on the
‘front’ of ma ; and Sa− contains the remaining scene points.
We define h : R6 × R3×NS → R2NM as:


1 X
1
2
[h(x; S)]a =
exp
kT (sb ; x) − ma k ,
z
σ2
+

(39)

sb ∈Sa

[h(x; S)]a+NM



1 X
1
2
=
exp
kT (sb ; x) − ma k ,
z
σ2
−

(40)

sb ∈Sa

where z normalizes h to sum to 1, and σ controls the width
of the exp function. h can be precomputed (see [25]).
Given a model shape M, we first normalized the data
to lie in [−1, 1], and generated the scene models as training
data by uniformly sampling with replacement 400 to 700
points from M. Then, we applied the following perturbations: (i) Rotation and translation: We randomly rotated the
model within 85 degrees, and added a random translation in
[−0.3, 0.3]3 . These transformations were used as the ground
truth x∗ , with x0 = 06 as the initialization. (ii) Noise and
outliers: Gaussian noise with standard deviation 0.05 was
added to the sample. Then we added two types of outliers:
sparse outliers (random 0 to 300 points within [−1, 1]3 ); and
structured outliers (a Gaussian ball of 0 to 200 points with
the standard deviation of 0.1 to 0.25). Structured outliers is
used to mimic other dense object in the scene. (iii) Incomplete
shape: We used this perturbation to simulate self occlusion
and occlusion by other objects. This was done by uniformly
sampling a 3D unit vector u, then projecting all sample
points to u, and removed the points with the top 40% to 80%
of the projected values. For all experiments, we generated
30000 training samples, and trained a total of K = 30 maps
for SUM with λ = 3 × 10−4 in (5) and σ 2 = 0.03 in (39)
and (40), and set the maximum number of iterations to 1000.

Baselines and evaluation metrics

Synthetic data

We performed synthetic experiments using the Stanford
Bunny model [40] (see Fig. 3). We used MATLAB’s
pcdownsample to select 472 points from 36k points as the
model M. We evaluated the performance of the algorithms
by varying five types of perturbations: (i) the number of
scene points ranges from 100~4000 [default = 200~600]; (ii)
the standard deviation of the noise ranges between 0~0.1
[default = 0]; (iii) the initial angle from 0 to 180 degrees [default = 0~60]; (iv) the number of outliers from 0~600 [default
= 0]; and (v) the ratio of incomplete scene shape from 0~0.7
[default = 0]. While we perturbed one variable, the values
of the other variables were set to the default values. Note
that the scene points were sampled from the original 36k
points, not from M. All generated scenes included random
translation within [−0.3, 0.3]3 . A total of 50 rounds were
run for each variable setting. Training time for DO was 236
seconds (incl. training data generation and precomputing
features).
Examples of test data and the results are shown in Fig. 3.
ICP required low computation time for all cases, but it had
low success rates because it tends to get trapped in the
local minimum closest to its initialization. CPD generally
performed well except when number of outliers was high,
and it required a high computation time. IRLS was faster
than CPD, but it did not perform well with incomplete
targets. GMMReg had the widest basin of convergence
but did not perform well with incomplete targets, and it
required long computation time for the annealing steps. For
DO, its computation time was much lower than those of the
baselines. Notice that DO required higher computation time
for larger initial angles since more iterations were required
to reach a stationary point. In terms of the success rate, we
can see that DO outperformed the baselines in almost all
test scenarios. This result was achievable because DO does
not rely on any specific cost functions, which generally are
modelled to handle a few types of perturbations. On the
other hand, DO learns to cope with the perturbations from
training data, allowing it to be significantly more robust
than other approaches.
6.2.4

Range-scan data

In this section, we performed 3D registration experiment
on the UWA dataset [41]. This dataset contains 50 cluttered
scenes with 5 objects taken with the Minolta Vivid 910
scanner in various configurations. All objects are heavily
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Figure 3. Results of 3D registration with synthetic data under different perturbations. (Left) Examples of scene points with different perturbations.
(Middle) Success rate. (Right) Computation time.

occluded (60% to 90%). We used this dataset to test our algorithm under unseen test samples and structured outliers,
as opposed to sparse outliers in the previous section. The
dataset includes 188 ground truth poses for four objects.
We performed the test using all the four objects on all 50
scenes. From the original model, ∼300 points were sampled
by pcdownsample to use as M (Fig. 4a). We also downsampled each scene to ∼1000 points (Fig. 4b). We initialized
the model from 0 to 75 degrees from the ground truth
orientation with random translation within [−0.4, 0.4]3 . We
ran 50 initializations for each parameter setting, resulting
in a total of 50 × 188 rounds for each data point. Here, we
set the inlier ratio of ICP to 50% as an estimate for selfocclusion. Average training time for DO was 260 seconds
for each object model.
The results and examples for the registration with DO
are shown in Fig. 4c and Fig. 4d, respectively. IRLS, CPR,
and GMMReg has very low success in almost every scene.
This was because structured outliers caused many regions
to have high density, creating false optima for CPD and
GMMReg which are density-based approaches, and also
for IRLS which is less sensitive to local minima than ICP.
When initialized close to the solution, ICP could register
fast and provided some correct results because it typically
terminated at the nearest–and correct–local minimum. On
the other hand, DO provided a significant improvement
over ICP, while maintaining low computation time. We
emphasize that DO was trained with synthetic examples
of a single object and it had never seen other objects from
the scenes. This experiment shows that we can train DO
with synthetic data, and apply it to register objects in real
challenging scenes.

6.2.5 Application to 3D object tracking
In this section, we explore the use of DO for 3D object
tracking in 3D point clouds. We used Microsoft Kinect to
capture RGBD videos at 20fps, then reconstruct 3D scenes
from the depth images. We used two reconstructed shapes,
a kettle and a hat, as the target objects. These two shapes
present several challenges besides self occlusion : the kettle
has a smooth surface with few features, while the hat is flat,
making it hard to capture from some views. We recorded the
objects moving through different orientations, occlusions,
etc. The depth images were subsampled to reduce computation load. To perform tracking, we manually initialized the
first frame, while subsequent frames were initialized using
the pose in the previous frames. Here, we only compared
DO against ICP because IRLS gave similar results to those
of ICP but could not track rotation well, while CPD and
GMMReg failed to handle structured outliers in the scene
(similar to Sec. 6.2.4). Fig. 5b shows examples of the results.
It can be seen that DO can robustly track and estimate the
pose of the objects accurately even under heavy occlusion
and structured outliers, while ICP tended to get stuck with
other objects. The average computation time for DO was
40ms per frame. This shows that DO can be used as a robust
real-time object tracker in 3D point cloud.
Failure case: We found DO failed to track the target object
when the object was occluded at an extremely high rate, and
when the object moved too fast. When this happened, DO
would either track another nearby object or simply stay at
the same position as in the previous frame.
6.3

Camera Pose Estimation

The goal of camera pose estimation is to estimate the relative
pose between a given 3D and 2D correspondence set. Given
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where tilde denotes homogeneous coordinate, K ∈ R3×3 is
a known intrinsic matrix, and ≡ denotes equivalence up
to scale. General approaches for camera pose estimation
involve solving nonlinear problems [42], [43], [44], [45].
Most of existing approaches assume that there are no outlier matches in the correspondence set. When outliers are
present, they rely on RANSAC [46] to select the inliers. One
approach that does not rely on RANSAC is REPPnP [47]. It
finds the camera pose by solving for the robust nullspace
of a matrix which represents algebraic projection error. In
this section, we will use DO to find a set of inliers, then
postprocess the inliers to obtain the camera pose. We show
that our algorithm is more robust than REPPnP while being
faster than RANSAC-based approaches.
6.3.1 DO parametrization and training
To obtain the set of inliers, we solve for a matrix X =
[x1 , x2 , x3 ]> ∈ R3×4 such that the geometric error [3] is
zero (assuming pj is calibrated):
 >

x1 s̃j /x>
3 s̃j
= 0, j = 1, . . . , J.
(41)
gj (X) = pj −
>
x>
2 s̃j /x3 s̃j
The optimization for solving X is formulated by summing
the error over the correspondences:

minimize
X

Figure 4. Results of 3D registration with range scan data. (a) example
3D model (‘chef’). (b) Example of a 3D scene. We include surface
rendering for visualization purpose. (c) Results of the experiment. (d)
shows an example of registration steps of DO. The model was initialized
60 degrees from the ground truth orientation with parts of the model
intersecting other objects. In addition, the target object is under 70%
occlusion, making this a very challenging case. However, as iteration
progresses, DO is able to successfully register the model.

Figure 5. Result for object tracking in 3D point cloud. (a) shows the 3D
models of the kettle and the hat. (b) shows tracking results of DO and
ICP in (top) 3D point clouds with the scene points in blue, and (bottom)
as reprojection on RGB image. Each column shows the same frame.

{(pj , sj )}Jj=1 ⊂ R2 × R3 where pj is 2D image coordinate
and sj is the corresponding 3D coordinate of feature j , we
are interested in estimating the rotation matrix R ∈ SO(3)
and translation vector t ∈ R3 , such that
p̃j ≡ K



R

t



s̃j , j = 1, . . . , J,

J
1X
ϕ(gj (X)),
J j=1

(42)

where ϕ is a penalty function. Following the derivation in
Sec. 5, the h function can be derived as:
 O
J 12 2 
2
1 X M M ∂gj (X)
h(X) =
eδ([gj (X)]α ) . (43)
J j=1 l=1 k=1 ∂vec(X) lk α=1
After computing 43, we normalize it to a unit vector and use
it our feature. Note that, although the Jacobian matrix of gj
is a 12 × 2 matrix, it has only 12 degrees of freedom. Thus,
we need to consider only its 12 values instead of all 24.
We generated DO’s training data as follows. Each image
was assumed to be 640 by 480 pixels. Generating 3D shapes:
A 3D shape, composing of 100 to 500 points, was generated
as random points in one of the following shapes: (i) in a
box; (ii) on a spherical surface; and (iii) on multiple planes.
For (iii), we randomly generated normal and shift vectors
for 2 to 4 planes, then added points to them. All shapes
were randomly rotated, then normalized to fit in [−1, 1]3 .
Generating camera matrix: We randomized the focal length
in [600, 1000] with the principal point at the center of the
image. We sampled the rotation matrix from SO(3), while
the translation was generated such that the projected 3D
points lie in the image boundary. Generating image points:
We first projected the 3D shape using the generated camera
parameters, then randomly selected 0% to 80% of the image
points as outliers by changing their coordinates to random
locations. All random numbers were uniformly sampled.
No noise is added for the training samples. To reduce the
effect of varying sizes of images and 3D points, we normalized the inputs to lie in [−0.5, 0.5].3 Since the camera matrix
is homogeneous, we normalize it to have a unit Frobenius
norm. We use [−1, 1] as the range for each dimension of
3. Camera matrix needs to be transformed accordingly, similar to [48].
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Figure 6. Results for PnP with synthetic data. Varying parameters are (a) outlier ratio, (b) noise SD, and (c) number of points.

performance are measured in terms of (i) mean computation
time, (ii) mean rotation angle error, and (iii) mean inlier
reprojection error.
6.3.3

Figure 7. Results for camera pose estimation on real image. (a) Feature
matches. Left and right images contain 2D points and projection of 3D
points, resp. (b-d) Projected shape with average time over 100 trials.

gj , and discretize it to 10 bins. We generated 50000 training
samples, and trained 30 maps with λ = 10−4 . The training
time was 252 seconds.
We compared 3 DO-based approaches: DO,
DO+P3P+RANSAC, and DO+RPnP. When DO returned
x as result, we transformed it back to a 3 × 4 matrix M,
then projected the first three columns to obtain the rotation
matrix. For DO+P3P+RANSAC and DO+RPnP, we used
M from DO to select matches with small projection errord
as inliers, then calculated the camera parameters using
P3P+RANSAC [44] and RPnP [45] (without RANSAC).
6.3.2

Baselines and evaluation metrics

We compared our approach against 5 baselines. EPnP [42]
and REPPnP [47] are deterministic approaches. The other
three baselines, P3P+RANSAC [44], RPnP+RANSAC [45],
and EPnP+RANSAC [42] rely on RANSAC to select inliers
and use the respective PnP algorithms to find the camera
parameters. The minimum number of matches for each
algorithm is 3, 4, and 6, resp. We use the code from [47]
as implementation of the PnP algorithms. The RANSAC
routine automatically determines the number of iterations
to guarantee 99% chance of obtaining the inlier set. The

Experiments and results

We first performed experiments using synthetic data. We
generated the test data using the same approach as training
samples. We vary 3 parameters: (i) the number of points
from 200~2000 [default = 400]; (ii) the ratio of outliers from
0%~90% [default = 30%]; and (iii) the noise standard deviation from 0~10 pixels [default = 2]. When one parameter
is varied, the other two parameters were set to the default
values. We performed a total of 500 trials for each setting.
Fig. 6 shows the results of the experiments. In Fig. 6a, we
can see that RANSAC-based approaches could obtain accurate results, but their computation time grows exponentially
with the outlier ratio. On the other hand, EPnP and REPPnP
which are deterministic performed very fast, but they are
not robust against outliers even at 10%. For our approaches,
it can be seen that DO alone did not obtain good rotations
since it did not enforce any geometric constraints. However,
DO could accurately align the 3D inlier points to their image
points as can be seen by its low inlier reprojection errors.
This is a good indication that DO can be used for identifying inliers. By using this strategy, DO+P3P+RANSAC
could obtain accurate rotation up to 80% of outliers while
maintaining low computation time. In contrast, DO+RPnP
could obtain very accurate rotation when there were small
outliers, but the error increases as it was easier to mistakenly
include outliers in the post-DO step. For the noise case
(Fig. 6b), DO+RPnP has constant time for all noise levels
and could comparatively obtain good rotations under all
noise levels, while DO+P3P+RANSAC required exponentially increasing time as points with very high noise may
be considered as outliers. Finally, in Fig. 6c, we can see that
computation times of all approaches grow linearly with the
number of points, but those of DO approaches grow with
faster rate, which is a downside of our approach.
Next, we performed experiments on real images. We
used an image provided with the code in [43]. Fig. 7a shows
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6.4

Image Denoising

In this final experiment, we demonstrate the potential of DO
for image denoising. This experiments serves to illustrate
the potential of DO in multiple ways. First, we illustrate
that an SUM trained in a simple fashion can compare favorably against state-of-the-art total variation (TV) denoising
algorithms for impulse noises. Second, we show that a SUM
can be used to estimate a large and variable number of
parameters (number of pixels in this case). This differs from
previous experiments that used DO to estimate a small,
fixed number of parameters. Third, we show that it is
simple for DO to incorporate additional information, such
as intensity mask, during both training and testing. Finally,
we demonstrate the effect of training data on the results.
6.4.1

DO parametrization and training

We based our design of h on the TV denoising model [49],
where we replace the penalty functions on both the data
fidelity term and the regularization term with unknown
functions ϕ1 and ϕ2 :


X
X
mi ϕ1 (xi − ui ) +
minimize
ϕ2 (xi − xj ) ,
{xi }

i∈Ω

j∈N (i)

(44)
where Ω is the image support, ui ∈ [0, 1] is the intensity at
pixel i of the noisy input image, mi ∈ {0, 1} is a given mask,
and N (i) is the set of neighboring pixels of i. The goal is to
estimate the clean image {xi }.
In order to allow the learned SUM to work with images
of different size, we will treat each pixel i independently:
Each pixel will have its own estimate xi .4 Since we have two
4. The idea is similar to parameter sharing in deep neural network.

l 0 TV

l 1 TV

DO-RV

DO-SPRV

35
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5

DO-SP

(b)

35

PSNR (dB)

(a)
PSNR (dB)

the input matches. Notice that the matches are not one-toone. Although DO is a deterministic algorithm, different
configurations of the same 3D shape can affect the result.
For example, we might consider either a 3D shape or its 90◦
rotated shape as the initial configuration with the identity
transformation. To measure this effect, we performed 100
trials for DO-based algorithms, where we randomly rotate
the 3D shape as the initial configuration. Similarly, we
performed 100 trials for P3P+RANSAC. 7b-e show the
results. It can be seen that DO can gives a rough estimate of
the camera pose, then DO+P3P+RANSAC and DO+RPnP
can postprocess to obtain accurate pose. P3P+RANSAC
also obtained the correct pose, but it required 8 times the
computation time of DO-based approaches. (More results
provided in the appendex.)
Since DO is a learning-based approach, the main limitation of DO is that it may not work well with data that
are not represented in training, e.g., when the depths and
perturbations of training data and test data are different. It
is not simple to generate training data to cover all possible
cases. On the other hand, PnP solvers of RANSAC-based
approaches can reliably obtain the correct pose since they
directly solve the geometric problem.
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Figure 8. Results for image denoising for (a) salt-pepper impulse noise,
and (b) random-value impulse noise.

error terms, we follow Sec. 5 and concatenate the indicator
of the two errors to form h as
>

X
 .
h(xi ) = mi e>
e>
(45)
γ(xi −ui ) ,
γ(xi −xj )
j∈N (i)

The first part of h accounts for the data fidelity term, while
the second part accounts for the regularization term.
In order to train DO, we randomly sample 1000 patches
of size 40 × 40 to 80 × 80 from the training image, then
randomly replace 0% to 80% of the pixels with impulse
noise to create noisy images. We trained 3 SUMs: (i) DO-SP,
where we used salt-pepper (SP) impulse noise in {0, 1}; (ii)
DO-RV, where we used random-value (RV) impulse noise in
[0, 1]; and (iii) DO-SPRV, where 50% of the images has RV
noise, while the rest have SP noise. This is to study the effect
of training data on learned SUMs. Following [50], for images
with SP noise, we set the mask mi = 0 for pixels with
intensity 0 and 1 and mi = 1 for others. For images with RV
noise, we set mi = 1 for all pixels as we cannot determine
whether a pixel is an impulse noise or not. The intensity of
each pixel in the noisy image is treated as initial estimate
x0 , and x∗ is its noise-free counterpart. We use [−2, 2] as the
ranges for both xi − ui and xi − xj , and discretize them to
100 bins. We train a total of 30 maps for DO with λ = 10−2 .
The training time took on average 367 seconds. During test,
we use maxIter = 200 as the stopping criteria.
6.4.2 Baseline and evaluation metrics
We compared our approach with two total variation (TV)
denoising algorithms which are suitable for impulse noise.
The first baseline is the convex `1 T V [51], which uses `1 for
the data fidelity term and isotropic TV as the regularization
term. The optimization is solved by the ADMM algorithm.
The second baseline is `0 T V [50], which uses the nonconvex
`0 for the data term and isotropic TV for the regularization
term. The optimization is solved by the Proximal ADMM
algorithm. The codes of both algorithms are provided in the
toolbox of [50]. We used the same mask mi as in the DO
algorithms. We compare the results in terms of Peak Signalto-Noise Ratio (PSNR).
6.4.3 Experiments and results
We downloaded 96 grayscale images of size 512 × 512
pixels from the Image Database5 of University of Granada’s
5. http://decsai.ugr.es/cvg/dbimagenes/g512.php
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Figure 9. Examples of images denoising results for (top) salt-pepper impulse noise, and (bottom) random-value impulse noise. The PSNR for each
image is shown on the top-right. (Best viewed electronically).

Computer Vision Group. The first 30 images were used for
training DO and selecting the best hyperparameters for the
baselines and noise types, while the remaining 66 images
were used for evaluation. For each image, we add impulse
noise of 10% to 90% to measure the algorithm robustness.
Fig. 8 show the result PNSR over different noise ratios.
It can be seen that DO trained with the correct noise type
can match or outperform state-of-the-art algorithms, while
using a wrong DO give a very bad result. Interestingly,
DO-SPRV which was trained with both noise performed
well for both cases. Fig. 9 shows examples of denoising
results of each algorithm (`1 T V omitted for clarity of other
approaches). For SP noise, `0 T V , DO-SP, and DO-SPRV can
recover small details, while `1 T V oversmoothed the image
and DO-SP returned an image with smudges. For RV noise,
DO-RV returned the best result. DO-SPRV also returned an
acceptable image but still contain intensity clumps, while
DO-SP cannot recover the image at all. On the other hand,
both baselines oversmoothed the image (notice the persons’
heads) and still have intensity clumps over the images. This
experiment shows that DO can robustly handle different
types of impulse noises, and that the training data have a
strong effect on types and amount of noise that it can handle.
The best approach for solving the problem is to select the
correctly trained model. Still, training DO with both noise
can return a good result, illustrating the potential of DO in
solving a hard problem.

the gradients. In terms of applications, we show that DO can
provide favorable results against state-of-the-art algorithms
in the problems of 3D point cloud registration and tracking,
camera pose estimation, and image denoising. This also
shows that DO can deal with both ordered and unordered
data.
Although algorithms similar to DO have been proposed
previously, this paper opens the connection between DO
and optimization. Future work may import ideas and intuition from optimization to DO, such as the incorporation of constraints and momentum methods. Also, our
theoretical result provides only sufficient conditions, and
monotonicity-at-a-point conditions suggest relationship to
the variation inequality problems [52], which can be considered as a generalization of optimization and which might
explain the robustness of DO. We also observe that DO’s
update rule can be compared with the layer in deep residual
network [53], since they both iteratively perform update
of the form x + T x for some transformation T . This can
provide some connection to some deep learning algorithms.
Future research may also address convergence in the test
data or other approaches for designing feature function h.
With a strong theoretical foundation and practical potential,
we believe DO opens a new exciting research area which
would have strong impact to computer vision.
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where D̂h is strictly monotone at x∗ for all i, and
(i)
(i)
if there exists an i where xt 6= x∗ , then the update rule:
(i)

(i)

xt+1 = xt − Dt+1 h(i) (xt ),

(i)

2
kx(i)
∗ − xt+1 k2 <

N
X

(i)

2
kx(i)
∗ − xt k2 .

(54)

kαD̂h(i) (x(i) )k22 +

i=1

{z

}

α2 γ

+ 2α

N
X

(i) >
(i) (i)
(x(i)
∗ − x ) D̂h (x )

i=1

(46)

|

=
=

(47)

i=1

i=1

N
X

|

with Dt+1 ⊂ Rp×f obtained from (3) in the main paper, guarantees that the training error strictly decreases in each iteration:
N
X

(i) 2
kx(i)
∗ − x k2 +

i=1

Proof of the Thm. 1

(i)

(i)

(i)
kx(i)
+ D̄h(i) (xt )k22 (53)
∗ −x

(i)

=

Moreover, if D̂h(i) is strongly monotone at x∗ , and if there exist
(i)
M > 0, H ≥ 0 such that kD̂h(i) (x(i) )k22 ≤ H + M kx∗ −
x(i) k22 for all i, then the training error converges to zero. If H = 0
then the error converges to zero linearly.

N
X
i=1
N
X
i=1
N
X

{z

}

=−β

(i) 2
2
kx(i)
∗ − x k2 + α γ − 2αβ

(i) 2
kx(i)
∗ − x k2 +

(i) 2
kx(i)
∗ − x k2 −

i=1

(55)

β2
β2
−2
γ
γ

(56)

β2
γ
|{z}

(57)

>0

<

N
X

(i) 2
kx(i)
∗ − x k2 .

(58)

i=1

Proof. First, we show the case of strictly monotone at a point.
(i)
(i)
(i)
For simplicity, we denote xt+1 and xt as x+ and x(i) ,
(i)
respectively. We assume that not all x∗ = x(i) , otherwise
(i)
all x∗ are already at their stationary points. Thus, there
(i)
exists an i such that (x(i) − x∗ )> D̂h(i) (x(i) ) > 0. We need
to show that
N
X

(i)

2
kx(i)
∗ − x+ k2 <

i=1

N
X

(i) 2
kx(i)
∗ − x k2 .

(48)

i=1

Eq. 53 is due to Dt+1 being the optimal matrix that minimizes the squared error. Note that Thm. 1 does not guarantee that the error of each sample i reduces in each iteration,
but guarantees the reduction in the average error.
For the case of strongly monotone at a point, we make
additional assumption that there exist H ≥ 0, M > 0 such
(i)
that kD̂h(i) (x(i) )k22 ≤ H + M kx∗ − x(i) k22 for all x and i.
Thus, we have

β=

β
,
γ

>
(i) (i)
(x(i) − x(i)
∗ ) D̂h (x ) ≥ m

i=1

This can be shown by letting D̄ = αD̂ where:

α=

N
X

(49)

γ=

N
X

N
X

2
kx(i) − x(i)
∗ k2 ,

i=1

kD̂h(i) (x(i) )k22 ≤ N H + M

i=1

N
X

(59)

kx∗(i) − x(i) k22 . (60)

i=1

Also, let us denote the training error in iteration k as Et :

β=

N
X

>
(i) (i)
(x(i) − x(i)
∗ ) D̂h (x ),

(50)

i=1

γ=

Et =

N
X

(i)

2
kx(i)
∗ − xt k2 .

(61)

β2
γ

(62)

i=1
N
X

From Eq. 57, we have
(i)

(i)

kD̂h (x

)k22 .

(51)

i=1
(i)

Since there exists an i such that (x(i) − x∗ )> D̂h(x(i) ) > 0,
both β and γ are both positive, and thus α is also positive.
Now, we show that the training error decreases in each
iteration as follows:

Et+1 = Et −

m2 Et2
≤ Et −
N H + M Et


m2 Et
= 1−
Et .
N H + M Et

(63)
(64)

JOURNAL OF LATEX CLASS FILES, VOL. 14, NO. 8, AUGUST 2015

16

A.3

Recursively applying the above inequality, we have

Et+1 ≤ E0

t+1
Y

1−

l=1

m 2 El
N H + M El



.

(65)

Next, we will show the following result:

lim Et+1 = 0

(66)

t→∞

This can be shown by contradiction. Suppose Et converges
to some positive number µ > 0. Since {Et }t is a nonincreasing sequence (58), we have that E0 > Et ≥ µ for all t > 0.
This means

0≤1−

m2 Et
m2 µ
<1−
< 1.
N H + M Et
N H + M E0

(67)

By recursively multiplying (67), we have

lim

t+1
Y

t→∞

l=1

1−

m2 El
N H + M El





≤ lim

t→∞

1−

m2 µ
N H + M E0

t+1
(68)

= 0.

(69)

Combining (69) and (65), we have

lim Et+1 ≤ E0 lim

t→∞

t→∞

t+1
Y
l=1

m2 El
1−
N H + M El



= 0.

(70)

This contradicts our assumption that {Et }t converges to
µ > 0. Thus, the training error converges to zero.
Next, we consider the case where H = 0. In this case,
in (63), we will have

Et+1

m2 Et2
≤ Et −
M Et


m2
Et .
= 1−
M

Recursively applying the above inequality, we have

t+1
m2
Et+1 ≤ 1 −
E0 .
M

(71)

(73)

Proposition 2. (Pseudomonotonicity and monotonicity at a
point) If a function f : Rp → Rp is pseudomonotone (resp.,
strictly, strongly) and f (x∗ ) = 0p , then f is monotone (resp.,
strictly, strongly) at x∗ .
0

Proof. We will show the case of pseudomonotone f . Let x =
x∗ , then we have
(74)

which, by the definition of pseudomonotonicity, implies

(x − x∗ )> f (x) ≥ 0,

(i)

pseudoconvex with the minimum at x∗ , then the training error
of DO with h from Sec. 5.1 strictly decreases in each iteration.
PJi
(i) (i)
Alternatively, if
j=1 ϕ(gj (x )) is differentiable strongly
pseudoconvex with Lipschitz continuous gradient, then the training error of DO converges to zero.
PJi
ϕ(g(i) (x)). We divide the proof
Proof. Let Φ(i) = J1 j=1
into two cases:
Case 1: Differentiable strictly pseudoconvex Φ(i) .
Since Φ(i) is differentiable strictly pseudoconvex, by
Prop. 1, its gradient ∇Φ(i) is strictly pseudomonotone. Also,
(i)
(i)
since Φ(i) has a minimum at x∗ , ∇Φ(i) (x∗ ) = 0p . By
(i)
Prop. 2, this means that ∇Φ(i) is monotone at x∗ . If we
use h from Sec. 5.1 and set D̂(v, k) to [φ(v)]k , then we have
that D̂h(i) = ∇Φ(i) , meaning D̂h(i) is strictly monotone at
(i)
x∗ . Thus, by Thm. 1, we have that the training error of DO
strictly decreases in each iteration.
Case 2: Differentiable strongly pseudoconvex Φ(i) .
The proof is similar to case 1, but differentiable strongly
pseudoconvex Φ(i) will have D̂h(i) = ∇Φ(i) which is
(i)
strongly pseudomonotone at x∗ . Since ∇Φ(i) = D̂h(i) is
(i) (i)
Lipschitz continuous and ∇Φ (x∗ ) = 0p , this means

kD̂h(i) (x(i) )k2 ≤ Lkx(i) − x(i)
∗ k2 ,

(76)

where L is the Lipschitz constant. Thus, by Thm. 1, we have
that the training error of DO converges to zero.

A.4

Proof of the Prop. 2

(x − x∗ )> f (x∗ ) = 0,

Proposition 3. (Convergence of the training error with
an unknown penalty function) Given a training set
(i)
(i)
(i) i
(i)
(i)
(i)
p
{(x0 , x∗ , {gj }Jj=1
)}N
:
i=1 , where x0 , x∗ ∈ R and gj
p
d
d
R → R differentiable, if there exists a function ϕ : R → R
PJi
(i)
such that for each i, j=1
ϕ(gj (x(i) )) is differentiable strictly

(72)

This proves that the training error converges linearly to zero.

A.2

Proof of Prop. 3

(75)

for all x ∈ Rp . That means f is monotone at x∗ . The proofs
for strict and strong cases follow similar steps.

Convergence result for nondifferentiable convex ϕ

Here, we provide the convergence result in the case of
nondifferentiable convex cost function. Since we will need
to refer to subdifferential which is a multivalued map rather
than a function, we will need to generalize Prop. 2 to the
case of multivalued maps. First, we define pseudomontone
multivalued maps.
Definition 4. (Pseudomonotone multivalued map [54]) A multivalued map f is
(1) pseudomonotone if for any distinct points x, x0 ∈ Rp
and any u ∈ f (x), u0 ∈ f (x0 ),

(x − x0 )> u0 ≥ 0 =⇒ (x − x0 )> u ≥ 0,

(77)

(2) strictly pseudomonotone if for any distinct points
x, x0 ∈ Rp and any u ∈ f (x), u0 ∈ f (x0 ),

(x − x0 )> u0 ≥ 0 =⇒ (x − x0 )> u > 0,

(78)

(3) strongly pseudomonotone if there exists m > 0 such
that for any distinct points x, x0 ∈ Rp and any u ∈ f (x), u0 ∈
f (x0 ),

(x − x0 )> u0 ≥ 0 =⇒ (x − x0 )> u ≥ mkx − x0 k22 .

(79)

Next, we show the following results which generalize
Prop. 2 to the case of multivalued maps.
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Proposition 4. (Pseudomonotone multivalued map and monotonicity at a point) If a multivalued map f is pseudomonotone
(resp., strictly, strongly) and 0p ∈ f (x∗ ), then f is monotone
(resp., strictly, strongly) at x∗ .
Proof. We will show the case of pseudomonotonicity. Let
x0 = x∗ . Since 0p ∈ f (x∗ ), we have

(x − x∗ )> 0p = 0,

(80)

which, by the definition of pseudomonotonicity, implies for
all u ∈ f (x)
(x − x∗ )> u ≥ 0,
(81)
for all x ∈ Rp . That means f is monotone at x∗ . The proofs
for strict and strong cases follow similar steps.
It is known [36] that monotone (resp., strictly, strongly)
multivalued maps are pseudomonotone (resp., strictly,
strongly) multivalued maps.
With these results, we can show the convergence result
for learning DO under unknown nondifferentiable convex
cost functions.
Proposition 5. (Convergence of the training error with
an unknown convex penalty function) Given a training set
(i)
(i) i
(i)
(i)
(i)
(i)
p
:
)}N
{(x0 , x∗ , {gj }Jj=1
i=1 , where x0 , x∗ ∈ R and gj
Rp → Rd differentiable, if there exists a function ϕ : Rd → R
PJi
(i)
such that for each i, j=1
ϕ(gj (x(i) )) is strictly convex with
(i)

the minimum at x∗ , then the training error of DO with h
from Sec. 5.1 strictly decreases in each iteration. Alternatively,
PJi
(i)
if j=1
ϕ(gj (x(i) )) is strongly convex with the minimum at

by Thm. 1, we have that the training error of DO converges
to zero.
Note that many useful convex functions have subgradients that follow (82). Examples of such functions include differentiable functions with Lipschitz gradient, e.g., squared
`2 norm, and functions which are point-wise maximum of
a finite number of affine functions, e.g., `1 norm. Note that,
however, a function which is a point-wise maximum of a
finite number of affine functions is not strongly monotone
at its minimum since its subgradients are bounded by a
constant.

A PPENDIX B
A DDITIONAL R ESULTS FOR P OINT C LOUD R EGIS TRATION

In this section, we provide an additional experiment for 2D
point cloud registration.
B.1

2D point cloud registration

We performed experiments on 2D registration using 4
shapes in Fig. 10 from [56], [57]6 . The shapes were normalized by removing the mean and scaling so that the largest
dimension fitted [−1, 1]. We used the same baselines and
performance metrics as in the main paper. Since MATLAB
does not provide ICP for 2D case, we used the code of IRLS
and set the cost function to least-squared error as ICP. In
this 2D experiment, we set the error threshold for successful
registration to 0.05 of the model’s largest dimension.

(i)

x∗ and if there exist M > 0, H ≥ 0 such that
k(1/J)

Ji
X

(i)

(i) 2
ϕ̄(gj (x(i) ))k22 ≤ H + M kx(i)
∗ − x k2

(82)

j=1
(i)

(i)

for all i, x(i) , and ϕ̄(gj (x(i) )) ∈ ∂ϕ(gj (x(i) )), then the
training error of DO converges to zero.
PJi
Proof. Let Φ(i) = J1 j=1
ϕ(g(i) (x)). We divide the proof
into two cases:
Case 1: Strictly convex Φ(i) .
The subdifferential of Φ(i) is a multivalued map [55]:
(i)
J
J
1 X
1 X ∂gj (x)
(i)
(i)
∂
ϕ(gj (x)) =
∂ϕ(gj (x)),
J j=1
J j=1 ∂x
(83)
where ∂ denotes subdifferential. Let φ̂ be a function where
φ̂(x) = y for any y ∈ ∂ϕ(x). If we use h from Sec. 5.1 and
set D̂(v, k) to [φ(v)]k , we have that D̂h(i) (x) ∈ ∂Φ(i) (x).
From [33], we know that ∂Φ(i) is a strictly monotone
map, which means it is also strictly pseudomonotone. Since
(i)
Φ(i) has a global minimum at x∗ , then we know that ∂Φ(i)
(i)
has zero only at x∗ . Then, by Prop. 4, D̂h(i) is strictly
(i)
monotone at x∗ . Thus, by Thm. 1, we have that the training
error of DO strictly decreases in each iteration.
Case 2: Strongly convex Φ(i) .
The proof is similar to case 1, but strongly convex Φ(i)
will have D̂h(i) (x) ∈ ∂Φ(i) (x) which is strongly mono(i)
tone at x∗ . By assumption in (82), we also have that
(i)
(i)
kD̂h(i) (x(i) )k22 ≤ H + M kx∗ − xt k22 for all i, x(i) . Thus,

∂Φ(i) =

(a)

(b)

(c)

(d)

Figure 10. Point clouds for 2D registration experiment.

B.1.1 DO parametrization and training
We used the same feature as that in the 3D point cloud
registration experiment. For each shape, we generated N =
10000 samples to train 30 maps as its SUM. Each sample
is generated by adding the following perturbations: (1)
Rotation and translation: We added a random rotation within
85 degrees and translation within [−0.4, 0.4]2 . (2) Noise and
outliers: We added Gaussian noise of variance of 0.03 to each
point, and added outliers of 0 to NM 7 points in [1.5, 1.5]2 .
(3) Incomplete model: We randomly sampled a point and
removed from 0% to 60% of its closest points. For 2D case,
we found that the shape in Fig. 10d had very different
densities in different parts, which causes the denser area
to dominate the values in h. To alleviate this problem, in
each training iteration, we preprocessed the features h(i)
by normalizing each element to lie in [0, 1] before learning
an update map. We trained a total of K = 30 maps, and
6. Available from http://www.cs.cmu.edu/∼ytsin/KCReg/KCReg.zip
and http://cise.ufl.edu/∼anand/students/chui/rpm/TPS-RPM.zip
7. Recall that NM is the number of points in the model point cloud.
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set σ 2 = 0.5 and λ = 2 × 10−2 . During test, we set the
maximum number of iterations to 100. Training time for DO
for all shapes was less than 45 seconds, except for the shape
in Fig. 10d which took 147 seconds due to its large number
of points.
B.1.2

Baselines and evaluation metrics

We used the same baselines and evaluation metrics as those
in the 3D point cloud registration experiment.
B.1.3

Experiments and results

We evaluated the performance of the alignment method
by varying four types of perturbations: (1) the standard
deviation of the noise ranging from 0 to 0.1, (2) the initial
angle from 0 to 180 degrees, (3) the ratio of outliers from 0
to 2, and (4) the ratio of incomplete scene shape from 0 to 0.7.
While we perturbed one parameter, the values of the other
parameters were set as follows: noise SD = 0, initial angle
uniformly sampled from 0 to 60 degrees, ratio of outliers =
0, and ratio of incompleteness = 0. For the 2D case, we did
not vary the number of scene points (as in 3D case) because
each point cloud was already a sparse outline of its shape.
The ratio of outliers is the fraction of the number of points
NM of each shape. All generated scenes included random
initial translation within [−0.4, 0.4]2 . A total of 50 rounds
were run for each variable setting for each shape.
Fig. 11 shows the results for the 2D registration. In terms
of speed, DO performed faster than CPD and GMMReg,
while being slower than ICP and IRLS. In terms of successful
registration, ICP and IRLS had good success rates only when
the perturbations and initial angles were small. GMMReg
performed well in almost all cases, while CPD did not do
well when there were a large number of outliers. DO, which
learns the update steps from training data, obtained high
success rates in almost all cases, but it did not perform as
well as CPD and GMMReg when the noise was extremely
high. This is because the noise we generated was Gaussian
noise, which is the noise model assumed by both CPD
and GMMReg. This shows that when the problem is accurately modelled as an optimization problem, the optimum is
generally the correct solution. GMMReg also outperformed
DO when the outliers were high which may be due to its
annealing steps. On the other hand, DO obtained the best
success rate in terms of initial angles and incomplete scenes.
These perturbations cannot be easily modelled, and this
result shows that it is beneficial to use learning to obtain
a good solution, as done by DO.

A PPENDIX C
A DDITIONAL R ESULTS FOR C AMERA P OSE E STI MATION

In this section, we provide addition results for camera pose
estimation experiments.
C.1

Experiments on the code of [47]

Here, we performed additional synthetic experiments using
the code of [47]. The experiment varied the percentage of
outliers from 0% 90% while fixing number of inliers at
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100 matches. For more details on the experiments and the
baselines, please refer to [47].
The result is measured in terms of the means of four
metrics: (i) rotation error (in degrees), defined as erot =
max3k=1 acos(r>
k,true rk ) × 180/π , where rk,true and r are the
k th column of the ground truth and estimated rotation
matrix8 ; (ii) translation error (in percentage), defined as
etrans = kttrue − tk/ktk × 100, where ttrue and t are the
ground truth and estimated translation vectors, respectively;
(iii) L2 error, defined as the mean `2 distance between the 3D
points in the ground truth orientation and the corresponding 3D points transformed by the estimated rotation and
translation; and (iv) cost, i.e., computation time.
Fig. 12 shows the result. This result confirms the results in the main DO paper that DO-based approaches
could be robust upto 80% outliers while maintaining lower
computation time than RANSAC-based approaches. On the
other hand, REPPnP [47] required the lowest time of all
approaches while being robust upto 50% outliers. Since DO
main paper and [47] use different data generation methods,
this result shows that there can be many types of outliers,
and different algorithms may be robust to one but not the
others. Thus, it may not be trivial to concretely measure
robustness of camera pose estimation algorithms using synthetic data, especially for non-RANSAC-based algorithms.
C.2

Real results

Here, we provide additional results with real images. First,
we show the result on the other image from [43] where the
object is planar in fig. 13.
Next, we use the dataset from University of Oxford’s Visual Geometry Group9 [58], [59] for real image experiments.
The dataset contains several images with 2D points and
their reconstructed 3D points, camera matrix of each image,
and also reconstructed lines. Specifically, we used ’Corridor’
(11 images), ’Merton College I’ (3 images), ’Merton College
II’ (3 images), ’Merton College III’ (3 images), ’University
Library’ (3 images), and ’Wadham College’ (5 images). To
perform this experiment, we selected one image from each
group as a reference image (for extracting feature for the
3D point), and selected another image as the target for
estimating camera pose. This results in a total of 182 pairs of
images. Similar to real image experiment in the main paper,
we performed 100 trials for each pair, where in each trial we
transformed the 3D points with a random rotation.
Fig. 14 shows the result in terms of accumulated rotation
error and computation time. P3P+RANSAC obtained the
best rotation accuracy since RANSAC can reliably selected
the set of inliers, but it could require a long computation
time to achieve this result (note that P3P+RANSAC is the
fastest RANSAC-based approaches). On the other hand,
DO-based approaches roughly require the same amount of
time for all cases. However, DO and DO+RPnP did not
obtain good rotation results. We believe this is due to the
8. Note that, in the main DO paper, we measure the distance between
rotation matrices using rotation angle, while erot in the code of [47] does
not actually measure the angle. One can check this by computing erot
between I3 and a randomly generated a 180◦ rotation matrix. If the
rotation axis is not x, y, or z -axis, then erot will not be 180◦ .
9. http://www.robots.ox.ac.uk/∼vgg/data/data-mview.html

JOURNAL OF LATEX CLASS FILES, VOL. 14, NO. 8, AUGUST 2015

(a) Noise SD

19

(b) Initial Angle

(c) Ratio of Outliers

(d) Incomplete Scene
Removed part

Angle = 30° , 90°

Noise SD = 0.04 , 0.1

CPD

GMMReg

DO

0.75

0.75

0.75

0.75

10

1

10

0

0

0.04

Noise SD

0

0.08

10

10 -1
10

0.25

-2

0

0.04

Noise SD

0

50

100

10 0
10 -1
10 -2

0.08

0

50

100

0.25
0

150

Initial Angle (Degrees)

1

0.5

0

10 1

0.8

Ratio of Outliers

10

10 -1
10 -2

150

0.25
0

10 0

0

Initial Angle (Degrees)

0.5

1.6

Computation Time (s)

0.25

0.5

Computation Time (s)

0.5

Success Rate

1

Success Rate

1

Success Rate

1

0

Computation Time (s)

IRLS

1

Computation Time (s)

Success Rate

ICP

Ratio Incomplete = 0.2 , 0.7

Ratio = 0.2, 1

0.8

1

0

0.2

0.4

0.6

0

0.2

0.4

0.6

Ratio of Incompleteness

10 0
10 -1
10 -2

1.6

Ratio of Outliers

Ratio of Incompleteness

Figure 11. Results for 2D registration experiment. (Top) Examples of scene points with different perturbations. (Middle) Success rate. (Bottom)
Computation time.
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Figure 12. Additional results for camera pose estimation under varying percentage of outliers.

fact that the training data of DO may not well-represent
the real distribution of outliers in the real-world. However,
DO+P3P+RANSAC can still obtain good rotation results as
the RANSAC in postprocessing step could further select a
subset of good matches. To sum up, we see P3P+RANSAC
obtained best rotation but it could take a long and varying
computation to do so, while DO+P3P+RANSAC required
roughly the same amount of time but is a little less reliable
than P3P+RANSAC. This poses a trade-off between the two
approaches. Future research should try to improve further
on DO+P3P+RANSAC in order to improve its accuracy
while maintaining low computation time.

We further provide visualization in Figs. 15 to 2010 . The
ground truth images were generated by projecting the 3D
reconstruction of lines to the images. The results in subfigures c to f of Figs. 15 to 20 show the projection using the
estimated camera parameters over 20 trials. We can see that
most of the time DO could roughly estimate the projection,
then the postprocessed results of DO+P3P+RANSAC and
DO+RPnP tend to be more stable. It should be noted that
even when DO did not return good result, e.g., Figs. 17
and 18, DO+P3P+RANSAC may be able to obtain a much
better postprocessed results since DO may return a sufficient
number of inliers for RANSAC to obtain good parameter
10. We previously did not include ’Model House’ as it contains pairs
that do not have intersecting view of the object.
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Figure 13. Results for camera pose estimation on real image. (a) Feature
matches. Left and right images contain 2D points and projection of 3D
points, resp. (b-d) Projected shape with average time over 100 trials.
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Figure 14. Results on the Oxford dataset in terms of (a) rotation error
and (b) computation time.

estimate. Meanwhile, DO+RPnP cannot fix DO’s result because it did not further perform sampling, and some outliers may be considered inliers, leaadting to bad estimates.
There are also some cases, e.g., Fig. 19, where all DO-based
approaches failed. We believe this is due to (i) a significant
large ratio of outliers, and (ii) the distribution of outliers was
not well-represented in the training set. On the other hand,
P3P+RANSAC obtained good estimates in all cases. In terms
of time, most results of DO-based approaches terminated
within 20ms, while RANSAC may use up to 200ms.

A PPENDIX D
A DDITIONAL R ESULTS FOR I MAGE D ENOISING
Here, we provide additional visuals for image denoising
experiments in Figs. 21 to 28. PSNR is shown on the topright of each image.
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Figure 15. Results for camera pose estimation on real image. (a) Feature matches. Left and right images contain 2D points and projection of 3D
points, resp. (b) Ground truth. (c-e) Projected shape with average time over 20 trials.

Figure 16. Results for camera pose estimation on real image. (a) Feature matches. Left and right images contain 2D points and projection of 3D
points, resp. (b) Ground truth. (c-e) Projected shape with average time over 20 trials.

Figure 17. Results for camera pose estimation on real image. (a) Feature matches. Left and right images contain 2D points and projection of 3D
points, resp. (b) Ground truth. (c-e) Projected shape with average time over 20 trials.

JOURNAL OF LATEX CLASS FILES, VOL. 14, NO. 8, AUGUST 2015

22

Figure 18. Results for camera pose estimation on real image. (a) Feature matches. Left and right images contain 2D points and projection of 3D
points, resp. (b) Ground truth. (c-e) Projected shape with average time over 20 trials.

Figure 19. Results for camera pose estimation on real image. (a) Feature matches. Left and right images contain 2D points and projection of 3D
points, resp. (b) Ground truth. (c-e) Projected shape with average time over 20 trials.

Figure 20. Results for camera pose estimation on real image. (a) Feature matches. Left and right images contain 2D points and projection of 3D
points, resp. (b) Ground truth. (c-e) Projected shape with average time over 20 trials.
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Figure 21. Additional results for denoising with RV noise. (Best viewed electronically)

Figure 22. Additional results for denoising with SP noise. (Best viewed electronically)
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Figure 23. Additional results for denoising with RV noise. (Best viewed electronically)

Figure 24. Additional results for denoising with SP noise. (Best viewed electronically)
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Figure 25. Additional results for denoising with RV noise. (Best viewed electronically)

Figure 26. Additional results for denoising with SP noise. (Best viewed electronically)
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Figure 27. Additional results for denoising with RV noise. (Best viewed electronically)

Figure 28. Additional results for denoising with SP noise. (Best viewed electronically)
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Integrated Visual Servoing Solution to Quadrotor Stabilization and
Attitude Estimation Using a Pan and Tilt Camera
David Cabecinhas, Sérgio Brás, Rita Cunha, Carlos Silvestre and Paulo Oliveira.

Abstract—This paper presents an integrated visual servoing
solution to the problem of quadrotor attitude estimation and
stabilization based solely on image feedback from a pan and tilt
camera and biased rate gyros. The solution comprises a control
law for the quadrotor position and attitude, a control law for
the pan and tilt camera platform, and an estimator for the
vehicle attitude, whose interconnection stabilizes the quadrotor
in hover above certain terrain landmarks. Lateral-longitudinal
stabilization is achieved with a nested saturation control law
by feedback of the image measurements, estimated attitude,
and corrected angular velocity measurements and the vehicle
is stabilized vertically by means of image feedback. Resorting
to the input-to-state stability properties of the controllers, the
quadrotor’s position and attitude are shown to converge to the
desired equilibrium point and, in the end, the interconnected
system’s closed loop is proven robust to observer estimation
errors. Additionally, the pan and tilt camera is actively actuated
to keep the relevant features visible in the image field of view
for most operating conditions. The robustness and performance
of the proposed control and estimation architecture is illustrated
through both simulation and experimental results.

I. I NTRODUCTION
Over the last decades, the development of Unmanned Aerial
Vehicles (UAVs) has witnessed a remarkable growth. Currently, UAVs have applications that range from inspection
and maintenance of critical structures to surveillance and
coastal patrol. The increasing operation of autonomous vehicles in indoor environments and occluded locations (e.g.
in the vicinity of tall structures and buildings), where GPS
signals are degraded or simply unavailable, calls for alternative
solutions to the positioning problem. Under such constraints,
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local sensor measurements such as captured images [1], [2]
can be exploited to provide reliable position information. Typical attitude and heading reference systems (AHRS) provide
attitude estimates based on a triad of gyros, accelerometers
and magnetometers. The estimates are, for the most part,
accurate but degrade when the vehicle is submitted to large
accelerations or when the sensors are located near strong
magnetic fields, such as the ones experienced near the fastrotating motors that equip aerial vehicles. In these particularly
adverse settings, visual servoing solutions can be a suitable
alternative to full state measurement via GPS and AHRS.
Measurements from the cameras are not subject to electromagnetic interferences and do not rely on very feeble radio
signals as is the case of GPS.
Computer vision has long been recognized as an extremely
flexible technique for sensing the environment and acquiring
valuable information for pose estimation and control. Awareness of this potential has brought about a widespread interest
in the field of vision-based control and localization. The literature on vision-based rigid-body stabilization and estimation
highlights important questions and indicates possible solutions
to i) keep feature visibility along the system’s trajectories
for a large region of attraction [3], [4], ii) minimize the
required knowledge about the 3-D model of the observed
object [5], iii) guarantee convergence in the presence of camera
parametric uncertainty and image measurement noise [5], iv)
establish observability conditions for attitude estimation [6]. A
variety of algebraic and iterative estimation methods based on
point and line correspondences have been proposed (see for
example [7]). In [8], an inertial navigation system aided by
computer vision is used to estimate the relative position, attitude, and velocity. Algorithms for attitude estimation greatly
benefit from the integration with inertial sensors, namely rate
gyros and accelerometers as well as from the use of dynamic
filtering and observer techniques [8], [9], [10].
Apart from rigid-body stabilization, vision-based control
has been used to accomplish other tasks relying on different
image features, such as straight line and curve representations [11], [12], and image centroids or higher order image
moments [13]. For example, in [11], the authors propose an
image-based controller to track parallel linear features for
an underactuated vehicle. A controller for point stabilization
based on backstepping and optical flow is presented in [14].
A follow-the-leader problem for mobile robots equipped with
panoramic cameras is addressed in [15]. In [12], the authors
consider the problem of steering a mobile robot to track a
ground curve by controlling the shape of the curve in the
image plane. In both [12] and [15], the two-dimensional nature
of the problem removes depth ambiguity from the image
measurements, which indicates that an extension to 3-D space

may not be straightforward. In [16] the authors proposed a
visual servoing approach where the depth is observed and
made available for servoing. The depth observer converges
exponentially but the stability region of the closed-loop with
the IBVS controller is not analytically characterized.
The quadrotor is a typical example of an underactuated
vehicle ideally suited for the development and application of
new control strategies due to its mechanical simplicity and
maneuverability. The simplified model commonly employed
for quadrotors is a 6-DoF rigid body actuated in force and
torque with four inputs given by a scalar thrust and three
torque inputs. These rotorcraft have drawn the attention of
the control community in recent years and several approaches
use nonlinear techniques, such as backstepping [17], [18], and
feedforward control [19], [20], to solve the trajectory tracking
problem of single vehicles.
The main contribution of this paper is an integrated visual servoing solution to position stabilization and attitude
estimation for an aerial vehicle with a closed-loop stability
guarantees. The attitude observer is based on rate gyro measurements and visual information about a set of landmarks
placed on the terrain, which is retrieved by a camera mounted
on a pan and tilt platform. The vehicle controller then uses
the attitude estimate, the camera pan and tilt angles and the
image coordinates of the landmarks for stabilization over the
desired location.
The proposed nonlinear observer estimates the quadrotor
attitude and the rate gyros bias, driving the estimation error
exponentially fast to the origin. The pan and tilt camera
controller compensates body rotations and has a proportional
feedback term to center the features in the image. It differs
from other solutions present in the literature (see e.g. [2])
as it does not require explicit estimation of the camera’s
position and velocity. The controller for quadrotor position
follows the approach proposed in [19] and [20] and imposes
a two-time scale dynamics, decoupling the vertical from the
lateral-longitudinal subsystem. The vertical controller can be
viewed as a time-varying proportional-derivative (PD) controller. A nested saturations control scheme is used to stabilize
the lateral-longitudinal subsystem, which has a feedforward
structure. In the proposed controller, only measurements from
the available sensors (3-axis rate gyros and image features) and
estimates from the attitude observer are used for feedback,
instead of classical full-state feedback. Notwithstanding, the
overall stability of the interconnected system is established
based on the robustness and input-to-state stability (ISS)
properties of each individual controller and the convergence
rates guaranteed by the proposed observer.
A preliminary version of these results has been presented
at the IEEE Conference on Decision and Control [21]. In
comparison with the conference version, the present paper
incorporates a more thorough literature review and revised
design for the controller and observer, wherein some results
have been elaborated upon and are presented more clearly. The
vertical controller dependency on an external altitude sensor
has been eliminated. The results section has been expanded
to include experimental results and an in-depth analysis of
more realistic simulation results, compared to those of the

conference version.
The remainder of this paper is organized as follows. The
problem formulation is presented in Section II, together with
the quadrotor and the pan and tilt camera models. The attitude observer is discussed in Section III and the nonlinear
controller for the pan and tilt camera platform is described in
Section IV. The quadrotor vehicle controller based on image
measurements is introduced in Section V, where the stability properties of the proposed feedback control architecture
that includes the quadrotor and the camera controllers are
shown. Simulation and experimental results are presented in
Sections VI and VII, respectively, attesting the robustness and
feasibility of the proposed estimation and control architecture.
Finally, concluding remarks are given in Section VIII.
N OMENCLATURE
The following summarizes the notation used throughout the
remainder of the paper. Bold letters (e.g. a, ω) denote column
vectors in Rn and bold digits are used to represent column
vectors of the appropriate dimensions such as 0 = [0 . . . 0]T
and 1 = [1 . .. 1]T . The Special Orthogonal group is denoted
by SO(3) = R ∈ R3×3 : RT R = I3 , det(R) = 1 , where I3
denotes the 3 × 3 identity matrix. The Lie algebra associated
with SO(3) is denoted by so(3) and
 is composed by the 3 × 3
skew-symmetric matrices so(3) = K ∈ R3×3 : K T = −K .
The Special Euclidean group SE(3) = SO(3) × R3 is used
to express rigid body motions. The skew-symmetric operator
is denoted as S(x) : R3 → so(3) such that S(x)y = x × y,
where x, y ∈ R3 , whereas the inverse map S −1 (.) : so(3) →
R3 is defined such that S −1 (S(x)) = x, where x ∈ R3 .
The notation diag(a) describes a diagonal matrix formed by
placing the elements of a ∈ Rn in the main diagonal. The
Frobenius p
norm of matrices is denoted as kM kF such that
kM kF = tr (M T M ), where M ∈ Rm×n , m, n 6= 1, and
the Euclidean norm of vectors denoted as kxk, x ∈ Rn . We
introduce σ : R → R as a saturation function that satisfies
|σ 0 (x)| = | dσ(x)
dx | ≤ 2 for all x, xσ(x) > 0 for all x 6=
0, σ(0) = 0, σ(x) = sign(x) for |x| > 1 , and |x| <
|σ(x)| < 1 for |x| < 1. The definition corresponds to an odd
sigmoid function ranging in the interval [−1, 1]. Throughout
this work, the time dependence of variables is omitted unless
when required for the sake of clarity.
II. P ROBLEM FORMULATION
In this paper, we design a control law for the quadrotor
position and attitude, a control law for the pan and tilt camera
platform and an estimator for the vehicle’s attitude, whose
interconnection stabilizes the quadrotor in hover above certain
terrain landmarks.
The problem setup is illustrated in Fig. 1, where the
reference frames used to derive the quadrotor and camera
models are depicted. We consider a fixed inertial frame {I}
and a body frame {B} attached to the vehicle’s center of mass.
The pose of {B} with respect to {I} is given by the pair
(R, p) = ( IB R , I pB ). Attached to the aerial vehicle is a pan
and tilt camera with reference frame denoted by {C}. Its origin
coincides with the camera’s center of projection, and the z-axis

{I}

x
y

F2

z

F3
F1
F4

{B}

y
x
z

Fig. 1. Diagram of the quadrotor (frame {B}), camera (frame {C}), and
landmarks setup (x1 to x4 ).

is aligned with the camera optical axis. The observed scene
consists of four points, whose coordinates in {I} are denoted
by I xi ∈ R3 , i ∈ {1, . . . , 4}.
Special attention must be payed when defining the landmark
feature’s positions so as to ensure that all the rotational degrees
of freedom are observable. This property is lost, for instance,
when all the landmarks are collinear. The following assumption is a necessary condition to ensure that we can obtain a
correct attitude estimation based on image measurements, as
discussed in [22] and references therein.
Assumption 1: There are at least four landmarks of which
no three are collinear.
An additional assumption is made regarding the planarity of
the landmarks, necessary for the position controller.
Assumption 2: The landmarks are all coplanar and they
define a plane parallel to x − y plane.
Without loss of generality, the origin of {I} is assumed
to
with the centroid of the feature points so that
P4coincide
I
x
=
0.
i
i=1
We develop our control architecture taking into account
that an external state measurement solution, such as a motion
capture system, is not available to the vehicle, modeling
realistic conditions in GPS-denied environments. As such, the
control laws are required to make use solely of the camera
images and onboard sensor measurements. We consider that
a triad of rate gyros is installed onboard the vehicle and that
it is aligned with {B}, providing measurements of the body
angular velocity ω B corrupted by a constant unknown bias
term b, such that
ω r = ω B + b,

ḃ = 0.

In summary, the available measurements are the landmarks’
positions in the camera images, the pan and tilt camera angles,
and the angular rate measurements corrupted by bias.
A. Camera model
As shown in Fig. 1, the camera can perform pan and tilt
motions corresponding to the angles α and β, respectively. As
such, the rotation matrix from {C} to {B} is given by
B
C

R = Rpan Rtilt ,

Rpan = Rx (α),

Rtilt = Ry (β),

(1)

Fig. 2.
Quadrotor vehicle setup showing the body frame {B} and the
individual motor rotations and forces.

where Rx (·) and Ry (·) denote rotation matrices about the
camera x-axis and y-axis, respectively. We denote the pose of
{C} with respect to {I} by ( IC R , I pC ) ∈ SE(3), where IC R is
the rotation matrix from {C} to {I} and I pC the position of the
origin of {C} with respect to {I}. Then, the 3-D coordinates
of the feature points expressed in {C} can be written as
ri =

I
C

R T I xi + C pI ,

for i ∈ 1, . . . , 4 and where C pI = − CI R I pC . Using the
perspective camera model [9], the 2-D image coordinates
yi ∈ R2 of the landmark points are expressed as
 
yi
= di Ari ,
(2)
1
where A ∈ R3×3 is the camera calibration matrix, assumed to
be known, and di is an unknown scalar encoding depth information and given by di = (uT3 Ari )−1 , where u3 = [0 0 1]T .
B. Quadrotor Model
The quadrotor vehicle is modeled as a rigid body actuated
in force and torque. The kinematic and dynamic equations of
motion for the rigid body can be written as
Ṙ = RS(ω B )

(3)

ṗ = Rv
ω̇ B = −J

−1

(4)
−1

S(ω B )Jω B + J
1
v̇ = −S(ω B )v + f ,
m

n

(5)
(6)

where the position p is expressed in the inertial frame {I},
R is the rotation matrix from {B} to {I}, and the angular
velocity ω B ∈ R3 and the linear velocity v ∈ R3 are expressed
in the body frame {B}. The scalar m and the matrix J ∈
R3×3 represent the quadrotor’s mass and moment of inertia,
respectively. Vectors f ∈ R3 and n ∈ R3 denote respectively
the external force and torque expressed in the body frame.
Aerodynamic drag forces due to the fuselage are neglected
in light of the low speeds at which the quadrotor typically
operates.
Given the geometry of the quadrotor and assuming that the
forces and moments generated by each of the four rotors are

approximately given by the thrust and torque components perpendicular to the rotor disk plane, we can consider a quadrotor
model such that torques can be generated in any direction
and the actuation force is always aligned with the body zaxis. Figure 2 shows a sketch of the quadrotor setup, together
with the force generated by each motor Fi and the direction
of rotation for each propeller. The bijective correspondence
between the motor forces and the total thrust T and torque
n = [n1 n2 n3 ]T is given by (7)-(10), where kni are constants
intrinsic to the vehicle.
T = F1 + F2 + F3 + F4 ,

(7)

n1 = kn1 (F4 − F2 ),

(8)

n2 = kn2 (F1 − F3 ),

(9)

n3 = kn3 (F1 + F3 − F2 − F4 ).

(10)

The external force in body coordinates is given by
f = −T u3 + mgRT u3

(11)

where g is the gravitational acceleration. The quadrotor is
thus an underactuated vehicle, as evidenced by (6) and (11),
making the control problem much more difficult to address
when compared with the control problem for a fully-actuated
vehicle. In this particular case, the force actuation only has
one degree of freedom in the body frame and we are required
to control the position of the vehicle p ∈ R3 .
III. ATTITUDE OBSERVER
In this section, we present a nonlinear observer for the
vehicle attitude and angular velocity based on the image coordinates of the landmarks and angular velocity measurements
corrupted with constant bias. The nonlinear attitude observer
follows [22] and is designed to match the rigid body attitude
kinematics (3) by taking the form
˙
R̂ = R̂S(ω̂ s ),

(12)

where ω̂ s is the feedback term designed to compensate for the
estimation errors. The attitude and bias estimation errors are
defined as R̃ = R̂RT and b̃ = b̂ − b, respectively. Using (3)
and (12), the rotation error dynamics are given by
R̃˙ = R̃S(R(ω̂ s − ω B )).

(13)

The feedback law is a function of the angular rate measurements and the image coordinates of the landmarks. To derive
it, we start by defining the following matrices




y · · · y4
X = I x1 · · · I x4 , Y = 1
,
1 ··· 1
where I xi are the 3-D coordinates of the feature points
expressed in {I} and yi are the corresponding 2-D image
coordinates. Recall that, as discussed in Section II, without
loss of generality, the origin of {I} coincides with the centroid
of the feature points so that X1 = 0 and the landmarks belong
to the x − y plane. The following result allows us to establish
a relationship between the image coordinates and the camera
attitude.

Lemma 3: Let σ = [σ1 σ2 σ3 σ4 ]T ∈ R4 \ {0} and ρ =
[ρ1 ρ2 ρ3 ρ4 ]T ∈ R4 \{0} be such that Y σ = 0, Xρ = 0, and
1T ρ = 0, where 1 = [1 1 1 1]T . Consider that the landmarks
satisfy Assumption 1 and the camera pose is such that the
image is not degenerate (neither a point nor a line). Then, the
depth variables di can be written as
ρi
di = µ ,
σi
where µ ∈ R, ρi 6= 0, and σi 6= 0 for i ∈ {1, . . . , 4}.
Proof: See proof of [22, Lemma 1]
Writing (2) in matrix form and using Lemma 3, we have
Y = A(IC RT X − C pI 1T )µDσ−1 Dρ ,
where Dρ = diag(ρ). From the feature centroid constraint
X1 = 0, it follows that
1
µIC RT X = A−1 Y Dρ−1 Dσ (I4 − 11T ),
4
which encodes information about the attitude of the camera up
to the scale factor µ. We can use the properties of the rotation
matrix and the positive depth constraint di > 0 to obtain the
normalized vector readings
C

x̄i = IC RT I x̄i = sign(µ)

µIC RT I xi
,
kµIC RT I xi k

(14)

where sign(µ) = sign (ρi /σi ) and I x̄i = I xi /||I xi ||, i =
{1, . . . , 4}. Note that no discontinuity is introduced by the
use of the sign(.) function.
We now proceed with the observer design where (14) and
previous definitions are instrumental in allowing to write the
observer dynamics in terms of the image location of the
landmarks.
A. Observer Design
Recall that the bias in angular velocity measurements is
assumed to be constant, i.e. ḃ = 0, and consider the proposed
Lyapunov function
VR =

kR̃ − I3 k2F
1
1
+
kb̃k2 = tr(I3 − R̃) +
kb̃k2 ,
2
2kb
2kb

where kb > 0. From the attitude error dynamics (13) and
noting that, by the properties of skew matrices,
tr(N S(a)) = −S −1 (N − N T )T a, for N ∈ R3×3 , a ∈ R3 ,
we obtain the time derivative
V̇R = sTω (ω̂ s − ω B ) +

1 ˙T
b̃ b̃,
kb

(15)

where
sω = RT S −1 (R̃ − R̃T ).
Consider now the attitude feedback law
ω̂ s = ω r − b̂ − kω sω
= ω B − b̃ − kω sω ,

(16)

where kω > 0. Substituting the estimator (16) in (15) and
defining the bias estimator update law
˙
b̂ := kb sω ,

(17)

the Lyapunov function derivative becomes V̇R = −kω ||sω ||2 .
Taking into account the feedback law (16) and the update law
(17), the closed loop attitude error dynamics can be written as

where ω C ∈ R3 denotes the camera angular velocity. Taking
the time derivative of (1), and noting that IC R = IB RB
C R,
straightforward computations show that ω C can be written as

R̃˙ = −kω R̃(R̃ − R̃T ) − R̃S(Rb̃),
˙
b̃ = kb RT S −1 (R̃ − R̃T ).

T
ω C = CB Rω B + Rtilt
[α̇ β̇ 0]T ,

(18)

Exploiting results derived for linear time-varying (LTV) systems in [23], it can be shown that the trajectories of the system
(18) converge exponentially fast to the desired equilibrium
point. Global asymptotic stability is however precluded by
topological limitations associated with the points that satisfy
||R̃ − I3 ||2F = 8 (for further information see e.g. [24]). The
stabilization result for the proposed controller is formally
stated in the sequel.
Theorem 4: Assume that ω B is bounded and ḃ = 0. Then,
for any initial condition satisfying
kb̃(t0 )k2
< kb ,
8 − kR̃(t0 ) − I3 k2F

(19)

the estimation error x̃ = (R̃, b̃) is bounded and kR̃(t) −
I3 k2F < 8 for all t ≥ t0 . Moreover, the attitude and bias estimation errors converge exponentially fast to the equilibrium
point (R̃, b̃) = (I3 , 0) for any initial condition satisfying (19).
The proof of this theorem follows a similar reasoning to the
one used in the proof of [22, Theorem 1] and is therefore not
presented.
Remark 5: Note that the conditions of Theorem 4 are not
restrictive, since ω B is intrinsically bounded due to the practical limitation on the energy of the system and the condition
(19) can always be satisfied inside the almost global domain
of attraction by tuning the gains.
We now detail how to express the estimation laws (18)
solely as a function of the image measurements and the biased
gyro measurements. Consider the identity
QS −1 (N − N T ) = S −1 (QN QT − QN T QT ),
where N ∈ R3×3 , Q ∈ SO(3), and the relation
I
C

I C †
R = RB
C R = X̄ X̄ ,

C
where B
X̄ = [C x̄1 , . . . , C x̄4 , C x̄i × C x̄j ],
C R is given by (1),
I
I
I
X̄ = [ x̄1 , . . . , x̄4 , x̄i × I x̄j ], for any linearly independent
I
x̄i and I x̄j , and where C X̄ † = C X̄ T (C X̄ C X̄ T )−1 is the
Moore-Penrose inverse of C X̄. Using the following derivation,
the feedback term sω can be expressed as an explicit function
of the sensor readings and known quantities
I

sω = RT S −1 (R̃ − R̃T )
=S

(R R̃R − RR̃ R )

=S

−1

(RT R̂ − R̂T R)

=S

−1

T

B
C

T

C

†

TI

T

T

TI

C

( R( X̄ ) X̄ R̂ − R̂ X̄ X̄

†B
C

T

R ).

IV. PAN AND TILT CONTROLLER
The camera frame attitude kinematics can be described by
I
C

I
C

where α̇ and β̇ are the time derivatives of the camera pan and
tilt angles, respectively.
In summary, to develop an active vision system using the
camera pan and tilt degrees of freedom, we let ȳ be the image
of the landmarks’ centroid given by [ȳT 1]T = δ̄Ar̄, where
r̄ = − IC R T I pC denotes the position of {I} expressed in {C}
and δ̄ = (uT3 r̄)−1 . The control objective is then to design a
control law for inputs α̇ and β̇ based on the measurements of
ω B and yi , i ∈ {1, . . . , 4}, such that ȳ approaches the center
of the image plane.
A. Camera Pan and Tilt Controller
We resort to Lyapunov theory and consider the following
candidate Lyapunov function
1
1
(21)
W = r̄T Πu3 r̄ = (rx2 + ry2 ),
2
2
where r̄ = [rx ry rz ]T and Πu3 = I−u3 uT3 denotes the matrix
representing the projection operator into the plane orthogonal
to u3 . Using the expression for ω C given in (20), the camera
pose kinematics can be written as
r̄˙ = S(r̄)ω C − vC
T
T
T
= S(r̄)(Rtilt
Rpan
ω B + Rtilt
[α̇ β̇ 0]T ) − vC ,

Ṙ = RS(ω C ),

(22)

where vC is the camera linear velocity. Recall that by definition r̄ coincides with the position of the landmarks’ centroid
and its image is given by r̄. Therefore, by guaranteeing that the
Lyapunov function W is decreasing, or equivalently [rx ry ] is
approaching the origin, we can ensure that ȳ is approaching
the center of the image plane. To simplify the computations
and without loss of generality, assume from now
 on that
T the
camera calibration matrix A = I so that ȳ = rx ry /rz .
Lemma 6: Let the camera pose kinematics be described by
(22) and assume that the rigid body and camera motions are
such that rz > 0 and cos β 6= 0. Consider the control law for
the camera pan and tilt angular velocities given by
 




0 − cos1 β
α̇
1 0 − tan β
T
= kc
ȳ −
Rpan
ω̂ B , (23)
0 1
0
β̇
1
0
where kc > 0 and ω̂ B = ω r − b̂. Then, the time derivative
of the Lyapunov function W along the system trajectories
satisfies
Ẇ ≤ −(kc −)W,

−1

(20)

∀ kΠu3 r̄k ≥

1
kΠu3 (rz S(u3 )C
B R(−b̃)+vC )k,

(24)

and 0 <  < kc .
Proof: By taking the time derivative of (21) and using
the expressions for r̄˙ given in (22), we obtain
Ẇ = r̄T Πu3 (rz S(u3 )ω C − vC )

(25)

Let ω̂ C denote the estimate of ω C obtained using ω̂ B in (20).
Choosing α̇ and β̇ω C such that
S(u3 )ω̂ C = −kc Πu3 ȳ

(26)

yields Ẇ = −kc W − r̄T Πu3 (rz S(u3 )CB R(−b̃) + vC ) and
consequently (24) holds. Substituting (20) in (26) and solving
for α̇ and β̇ we obtain the control law (23).
Remark 7: If we apply the control law (23) to the system
with state Πu3 r̄ = [rx ry ]T and interpret vC , ω̃ B and rz as
inputs, it follows from (24) that the system is exponentially
input-to-state stable (ISS). As such, the distance between the
image of the centroid ȳ and the origin is ultimately bounded
by kΠu3 (rz S(u3 )CB R(−b̃)+vC )/rz k and converges exponentially fast to that bound. Moreover, if Πu3 (rz S(u3 )CB R(−b̃) +
vC )/rz converges to zero so does ȳ.
The proposed control law (23) has a significant advantage
over classical eye-in-hand system controllers, which are based
on the inversion of the error Jacobian matrix to achieve an
exponential decrease of the error. The inverse of the error
Jacobian matrix for the present pan and tilt camera system
is
#
"
1
0
rz cos β−rx sin β
−1
,
Je =
ry sin β
− r1z r2 cos β−r
x rz sin β

their position up to a scale factor with respect to the body,
expressed in the inertial frame. To simplify the necessary
notation, let us introduce a new reference frame {L}, with the
same origin as {B} but with the orientation of {I}. This new
frame can be thought as of a virtual camera that moves along
with the vehicle but keeps a steady attitude, always pointing
vertically towards the ground. Recall also that, without loss
of generality, we assume the camera calibration matrix A = I
in order to simplify the computations. This avoids cluttering
the math derivations with offsets (and offset compensations)
of [cx cy ]T and gains of f and 1/f , which are known intrinsic
camera calibration parameters.
T
Let xi yi z
= IC R ri be the coordinates of the
landmarks’ centroid expressed in {L}. Choosing 1/z as the
scale factor, the direction of the landmarks in frame {L} can
be obtained from



T
 
xi /z
L
R yiT 1
si
 yi /z  = C
,
.
 T
T
T L
1
u3 C R yi 1
1

where the Jacobian is computed from the equality
 
∂r̄
α̇
ė = r̄˙ = Je
+
,
β̇
∂t

T
with the error given by e = r̄ − 0 and r̄ = rx ry . Clearly,
the error Jacobian matrix has singularities not present in the
proposed control law. By exploiting the structure of Ẇ in (25),
we obtain a controller that still achieves exponential decay of
the error for the zero-disturbance case vC = b̃ = 0, and whose
only singularity does not depend on the vehicle’s position but
is intrinsic to the camera’s geometry. Moreover, the control law
given in (23) is effectively image-based in the sense that it uses
solely the image coordinates ȳ and rate gyros measurements,
whereas using the inverse of the Jacobian matrix would require
reconstruction of the depth coordinate rz .

The 2D points si can be thought of as the image coordinates
of the landmarks in the virtual camera. Due to the landmarks
positioning and orientation of the virtual camera the centroid
of the landmark’s virtual image points are the virtual image
of the landmarks’ centroid, that is,


x̄/z
s̄ =
.
(27)
ȳ/z

z

V. Q UADROTOR CONTROLLER
The quadrotor control objective consists of designing a
control law for the quadrotor actuations T and n, which
ensures the convergence of the horizontal position in frame
{I} to zero with the largest possible basin of attraction, while
maintaining the landmarks visible in the image field of view
and the vehicle’s vertical position stable.
As sensor measurements, the image coordinates of the landmarks are available for feedback in addition to the vehicle’s
attitude and angular velocity estimates from the proposed
observer and the pan and tilt angles of the camera. Recall also
that for the attitude observer it is assumed that the relative
locations of the landmarks are known.
In order to achieve the stabilization goal, the proposed
controller makes use of partial information on the position
and body linear velocity, which are not directly measured.
The 2-D image coordinates of the landmarks’ yi together with
C
the rotation matrices B
I R and B R provide us with means of
obtaining, up to a scale factor (the altitude z), the position
p and the body linear velocity I v = [I vx I vy I vz ]T , both
expressed in the inertial frame. For that purpose, we first
determine the direction of the landmarks, or more precisely

Taking the time derivative of (27), the following relation is
obtained for the vehicle velocities, expressed either in {L} or
{I},
"I
#
vx
x̄ I vz
−
2
z
z
˙
= s̄,
(28)
I
vy
ȳ I vz
−
2
z
z
where the right-hand-side time derivative is a function of variables for which measurements or estimators exist LC R = IC R ,
ω C , yi , and ẏi .
For the vertical distance we rely on the distance between
any two of the features in the virtual camera image. Let
sij = ksi − sj k, for i, j ∈ {1, 2, 3, 4} with i 6= j, be
the virtual image distance between two feature points. The
distance between image features is related to the height z by
Xij
.
z
Differentiating both sides and rearranging one gets
sij =

ż = −Xij
leading to

(29)

ṡij
,
s2ij

ż
ṡij
=− .
z
sij

(30)

Using these relations of image features with altitude and
their derivatives one can recover the scaled lateral velocities
from (28) through only image feature feedback as
I

ṡij
vx /z
= ṡi − si ,
(31)
I
vy /z
sij
for any of the image features si .

The proposed controller makes use of the unit quaternions
to represent the attitude, in contrast with the rotation matrix
4
parametrization used previously.
Unit

 quaternions q ∈ S , are
T T
written in the form q = qs qν , where the scalar part
qs ∈ R is related to the rotation angle θ ∈ [0, π) and the
vector part qν = [qν1 qν2 qν3 ]T ∈ R3 to the axis of rotation
ν ∈ S3 through
  

qs
cos(θ/2)
q(θ, ν) =
=
.
qν
ν sin(θ/2)
In general, there is an ambiguity in the unit quaternion
parametrization as q and −q represent the same attitude. However, in the present case, as the attitude controller guarantees
qs (t) >  > 0 for all time. Then, for all system trajectories,
there is a bijective correspondence of the quaternion representation and the rotation matrix representation
The methodology adopted to address the quadrotor vehicle
control problem is in line with the state feedback controller
proposed in [19]. However, as the full system state is not
directly available for feedback, the controller is modified to
exploit the image measurements and attitude estimates to
stabilize the quadrotor position at the desired location. The
controller comprises a vertical stabilization law together with
a lateral-longitudinal-attitude stabilization law. The latter law
enforces two-time scale dynamics and decouples the laterallongitudinal dynamics from the attitude dynamics.

The control objective of the vertical stabilization law is to
exponentially stabilize the vehicle at some arbitrary altitude.
Since the specific altitude is not relevant for the application,
and given the relation (29), the reference altitude can be
specified through a desired distance between image features
s?ij in the virtual camera.
The dynamic equation for the altitude,
(32)

is derived from the altitude definition and the linear dynamics
of the vehicle system represented in (4) and (6). We propose
a control law for the thrust T that drives the vehicle to a fixed
altitude z ? through
T =

mg − k1 (z − z ? ) − k2 żz
,
2 + 2q 2 )
1 − (2qν1
ν2

(33)

where k1 and k2 are positive parameters. Most importantly,
the law can be expressed in the form of an image feedback
law as
ṡ
mg − k10 (1/sij − 1/s?ij ) + k20 sij
ij
T =
,
2 + 2q 2 )
1 − (2qν1
ν2
for some k10 > 0, k20 > 0. The resulting closed-loop altitude
dynamics are
k2
ż,
(34)
z
which amount to a double integrator system driven by a
PD controller with a time-varying derivative gain due to the
nature of z(t). As proved in the sequel, the closed-loop is
m z̈ = −k1 (z − z ? ) −

and notice that, with the imposed closed-loop dynamics (34),
it has a constant value as ξ˙ = 0. Since ξ(t) = ξ(0) is positive
and the exponential of a number is always positive, it results
that z(t) > 0 for all time and thus collisions with the ground
are always avoided.
Asymptotic stability of (z, ż) = (z ? , 0) is established from
LaSalle’s invariance principle and the Lyapunov function
1
1
k1 (z − z ? )2 + mż 2 ,
2
2
which has negative semi-definite time derivative
Vz =

A. Stabilization of the vertical error dynamics

2
2
mz̈ = (1 − 2qν1
− 2qν2
)T − mg,

asymptotically stable for initial conditions z(t0 ) > 0 and
it is ensured that the quadrotor altitude is always positive,
preventing crashes against the ground. A subsequent choice
of the attitude control law guarantees that the quadrotor never
2
2
overturns, and thus 2qν1
+ 2qν2
< 1 for all time, precluding
the loss of altitude control through thrust actuation. For now,
we take that fact as assumption and state the following lemma,
regarding the altitude control.
Lemma 8: Consider the quadrotor altitude dynamic system
described by the closed-loop system comprising (32) and (33)
with k1 , k2 > 0. If the initial conditions fulfill z(0) > 0, then
the control law is well defined and z(t) > 0 for all time, even
in the presence of errors in the attitude estimates provided by
the observer. Additionally, the cascade of the attitude observer
and the altitude controller is exponentially stable.
Proof: Let us define the auxiliary state

 
Z t
1
?
mż +
k1 (z(τ ) − z )dτ
ξ = z exp
k2
0

ż 2
≤ 0.
z
An additional consequence of the convergence of (z, ż) to
(z ? , 0) and the constancy of the auxiliary state ξ is that the
altitude is lower and upper bounded for all time and z(t) > 
for some  > 0.
Furthermore, LTV system theory asserts that the converT
gence is indeed exponential. Let the state x = ż z − z ?
and compute


 k2

− z(t) −k1
A(t) B
ẋ =
x=
x.
(35)
−C 0
1
0
V̇z = −k2

to obtain an LTV system equivalent to the altitude dynamics
(34). Let P = k11 and notice that
AT (t)P + P A(t) = −2

k2
= −Q(t),
k1 z(t)

with Q(t) bounded as 0 < qm < Q(t) < qM . Under these
conditions, the LTV system (35) is uniformly exponentially
stable [23].
The interconnection of the attitude observer and the altitude
subsystem can be regarded as a cascade of two exponentially
k2
stable systems with A(t) = − z(t)
bounded for all trajectories.
In these circumstances, the cascade is also exponentially
stable [25, Proposition 2.1]. Finally, impact with the ground is
also avoided when the altitude subsystem is perturbed by the
orientation errors. This can be established by letting ∆1 (t) be

the perturbations due to the estimation errors and considering
that the state

 
Rt
(36)
ξ = z exp k12 mż + 0 k1 (z(τ ) − z ? ) − ∆1 (τ )dτ
is constant for the perturbed vertical dynamics
k2
m z̈ = −k1 (z − z ? ) − ż + ∆1 (t).
z
To complete the proof it must be determined that the pathological cases of the finite time escape and convergence to
zero or divergence to infinity are impossible for the altitude.
This is established by taking into account that the state ξ in
(36) is constant and z ? is strictly positive. The case of finite
time escape is impossible since it implies that z(t), ż(t), and
consequently ξ all diverge to infinity, which is in contradiction
to the previously established result that the state ξ is constant.
Likewise, were z(t) to converge to zero, it would result on ξ
converging to zero. Recalling that the
R t attitude error converges
exponentially we can conclude that 0 ∆1 (τ )dτ converges and
is bounded. In that situation, the argumentR of the exponential
t
would be dominated by the integral term 0 k1 (z(τ ) − z ? )dτ ,
whose argument is a strictly negative number in the event z(t)
tends to zero. Divergence of the altitude to infinity with time
is also impossible since, if we take it as a premise, it results
in a ξ state that diverges to infinity. Since ξ is proven to be
constant all the aforementioned situations are impossible for
the dynamic system at hand and thus, even in the presence of
attitude disturbances, z(t) has a lower and upper bound and
converges to the desired z ? .
B. Stabilization of the lateral and longitudinal dynamics
To stabilize the quadrotor in hover, the proposed vertical
stabilizer (33) needs to be combined with a controller for
the torque actuation n, which stabilizes both the attitude and
the lateral-longitudinal dynamics. In order to achieve these
goals, we interpret the attitude as a virtual control input for
the lateral-longitudinal dynamics. In this setting, the attitude
follows the virtual control law with fast dynamics and a slower
outer control loop generates the virtual control for the attitude
so as to stabilize the lateral-longitudinal dynamics. The proposed attitude-lateral-longitudinal closed-loop simultaneously
stabilizes the lateral and longitudinal dynamics and ensures
the quadrotor does not overturn, that is, qs (t) >  for all time.
The lateral-longitudinal-attitude subsystem dynamics for a
quadrotor vehicle, with equations of motion (4)-(5) and the
thrust defined by (33), are described by the following system of
equations, where quaternions are used to represent the vehicle
attitude,
ẏ = vy ,
mv̇y = d(q)qν1 + m(q)qν2 qν3 + δy ,
ẋ = vx ,
mv̇x = −d(q)qν2 + m(q)qν1 qν3 + δx ,
1
q̇s = − q T ω B ,
2
1
q̇ν = (qs I4 + S(qν ))ω B ,
2
Jω̇ B = −S(ω B )Jω B + n.

(37)

The components x, y, vx and vy are written in frame {I}, the
attitude functions d(q) and m(q) are given by
2 m g qs
2 + 2q 2 ) ,
1 − (2qν1
ν2
2mg
m(q) = −
2 + 2q 2 ) ,
1 − (2qν1
ν2
d(q) =

(38)

and δx , δy are asymptotically vanishing signals (see Lemma 8)
defined as
ż
2qν1 qν3 + 2qs qν2
?
δx =
2 + 2q 2 ) (−k1 (z − z ) − k2 z ),
1 − (2qν1
ν2
2qν2 qν3 − 2qs qν1
ż
?
δy =
2 + 2q 2 ) (−k1 (z − z ) − k2 z )).
1 − (2qν1
ν2
The control law for the attitude subsystem is chosen as the
proportional-derivative law
n = KP (η − KD ω̂ B )

(39)

where KP > 0 and KD > 0 are design parameters and
η = q?ν − q̂ν
is the attitude error with q?ν defined as the virtual control input
for the x−y system and q̂ν the vectorial part of the quaternion
estimate obtained with proposed observer system (18). The
quadrotor attitude estimation subsystem in closed-loop with
the control feedback (39) results in the following dynamics,
written in quaternion representation
1
q̇0 = − q T ω B
(40)
2
1
q̇ = (q0 I4 + S(q))ω̂ B
(41)
2
?
Jω̇ B = −S(ω B )Jω B + KP ((qν − q) − KD ω B ) + ∆2 (t),
(42)
where the external input
∆2 (t) = KP q̃ν − KD b̃
includes the errors resulting from the observer measurements
q̃ν = qν − q̂ν
and vanishes exponentially fast. According to Proposition 5.7.1
in [19], which we restate for the sake of completeness, proper
tuning of the torque control law (39) ensures boundedness of
the attitude subsystem trajectories and consequent stabilization
of the vertical error dynamics, even in the presence of attitude
and bias estimation errors.
Proposition 9: ([19, Proposition 5.7.1]) For some 0 <  <
1, fix compact sets of initial conditions Q, Ω for the observer
estimates q̂ν (t) and ω̂ B (t), respectively, such that
p
Q ⊂ {q̂ν ∈ R3 : kq̂ν k < 1 − 2 }.
Then there exist KD? (k∆(t)k∞ ) > 0 and positive numbers KP? (KD? ), λ? (KD? ) such that, for any initial conditions
(q̂ν (0), ω̂ B (0)) ∈ Q × Ω and kq̂?ν (t)k < λ? , the trajectories
of the attitude subsystem (40)-(42) are bounded and satisfy
q̂s (t) >  for all time.
Remark 10: A corollary of this Proposition is that the
quadrotor does not overturn
q for initial attitude and bias estimation errors satisfying 12 q̃s (0)2 + 21 b̃(0)T b̃(0) < .

To achieve convergence of the overall system, the virtual
control input q?ν is generated from the quadrotor position and
velocities by a nested saturation control law. Consider the new
state variables
 
1 y
ζ1 =
,
z x
 


vz
1 vy
K1
ζ1 − ζ1,
ζ2 =
+ λ1 σ
z vx
λ1
z
where σ(x) = (σ(x1 ), . . . , σ(xn )) is a saturation function and
vz = ż. Notice that the states ζ 1 and ζ 2 are readily obtained
from x/z, y/z and I v/z, whose estimates can be derived from
the camera sensor and attitude estimate through (27), (30) and
(31).
Fix for q?ν the nested saturation structure


K2
ζ̂ 2 ,
(43)
q?ν = −P2 λ2 σ
λ2
where

1
P2 = 0
0


0
−1
0

and ζ̂ 2 is the estimate for ζ 2 obtained by applying (27)
with the virtual image centroid s̄ obtained using the attitude
estimate R̂. The time derivatives of the states are then
K1
ζ ),
ζ̇ 1 = ζ 2 − λ1 σ(
λ1 1


D
K2
K1
mζ̇ 2 =
−P2 λ2 σ(
ζ 2 ) + η + mK1 σ 0 (
ζ )ζ̇
z
λ2
λ1 1 1
+ δ1 + δ2 + ∆ 3 ,
where


d(q)
D=
m(q)qν3

m(q)qν3
−d(q)


0
,
0

the exogenous inputs δ1 and δ2 are given by
 
δ
δ1 = x /z,
δy
δ2 =

k1 (z − z ? ) + k2 żz )
v2
vz
ζ 1 + m z2 ζ 1 − m ζ̇ 1 ,
z
z
z

and the errors due to the attitude estimator are encapsulated
in



D
K2
2
−P2 λ2 σ( K
ζ̂
)
+
q̃
.
∆3 =
ζ
)
−
σ(
ν
2
2
λ2
λ2
z
?

From the exponential convergence of the altitude (z − z )
and the attitude estimation error q̃ to the origin and by noting
that the growth of kζ 1 k, kζ 2 k is, at most, quadratic, we can
establish that the exogenous inputs and estimation induced
errors are asymptotically vanishing and converge exponentially
fast to zero. From definition (38) and the attitude and vertical
controllers, we have the bounds 0 < dL ≤ d(q, t) ≤ dU and
0 < z L < z(t) < z U . The following result is an adaptation
of Proposition 5.7.2 and Theorem 5.7.5 in [19] and gives
guarantees for the proposed quadrotor stabilization law.

Theorem 11: Let KD be fixed according to Proposition
5.7.1 in [19] and let Ki? and λ?i , i = 1, 2, be such that the
following inequalities are satisfied
λ?2
λ?1
<
,
K2?
4

1 dL z L
K1?
<
.
K2?
6 dU z U
(44)
Then, there exist positive numbers KP? and ? such that, taking
4λ?1 K1? <

1 dL λ?2
,
m zU 8

24

λi = i λ?i and Ki = Ki? , i = 1, 2,

(45)

for all KP > KP? and 0 <  ≤ ? , the state trajectories of the
system (37) in closed-loop with the controller defined by (33),
(39) and (43) converge asymptotically to the origin for any
initial condition such that z(0) > 0, (x(t), vx (t), y(t), vy (t)) ∈
R4 , (q̂(0), ω̂ B (0)) ∈ Q × Ω and |q̃s (0)| < qs (0).
Proof: The proof follows from the arguments in
[19] where the statement is proven for constant z(t) =
Z and exogenous disturbances δ2 (t) = 0, ∆(t) =
[∆1 (t) ∆2 (t) ∆3 (t)]T = 0. The statement of Theorem 11 is
shown by noting that the additional disturbances δ2 (t) and
∆(t) are asymptotically vanishing. The lateral-longitudinal
subsystem does not have finite escape time and the trajectory
(ζ 1 (t), ζ 2 (t)) exists and is bounded for any t > 0. Since the
disturbance δ2 (t) is asymptotically vanishing, there exists a
finite time T ? such that for t > T ? the disturbances are
within the bounds for which the convergence of (ζ 1 , ζ 2 ) to
the origin is ensured by using the gains in (45), satisfying
(44). The remainder of the claims in the theorem statement
follows identically from [19].
Remark 12: At this point, it is important to notice that
the vehicle controller can be obtained by feedback of the
image coordinates and their derivatives, vertical coordinate,
and vehicle attitude estimate for the thrust, and by feedback of
the image coordinates and their derivatives, attitude estimates
and angular velocities of the camera and vehicle for the torque.
Gathering the previous results regarding the pan and tilt
camera, stabilization of the vertical position, attitude and
lateral-longitudinal subsystems, we can now state the following theorem which summarizes the main results of the paper
and corresponds to the control architecture represented in
Fig. 3. The camera controller Kcamera is given by (23) and the
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↵,
Kcamera

Y, Ẏ
Fig. 3. Block diagram showing the interconnections of the proposed control
architecture.

vertical position controller Kvertical by (33), respectively. The
lateral-longitudinal controller Klat-long is described by (43) and
(39), respectively. Lastly, the attitude observer estimates R̂ and
ω̂ B through (12), (16), and (17).

In this section, we present the results from a simulation run
of the proposed control architecture. The quadrotor is hovering
to the side of four landmarks and the camera is aimed so that
all the landmarks are visible but not centered in the camera
image. The objective of the simulation is for the quadrotor
to perform a stable hover flight above the centroid of the
landmarks and for the centroid of the landmarks to be centered
on the camera image.
The vehicle parameters, the control and the estimation gains
are m = 1.47 kg, J = diag(3.2, 3.2, 1.4)·10−3 kg m2 , λ1 = 2,
λ2 = 0.2, K1 = 4.5, K2 = 1.5, KP = 30, KD = 6, k1 =
0.024, k2 = 0.024, kb = 0.01 and kω = 0.1. The camera is
simulated with an image size of 752x480 pixels, its output is
quantized to integer values and its intrinsic calibration matrix
is


420
0
376
420 240 ,
A= 0
0
0
1
corresponding to f = 420, cx = 376, cy = 240, based on the
calibration for a real camera with a 2.4 mm lens. The camera
pan and tilt gain is kc = 5/f . The landmarks were defined
as the vertices of a 30x30 cm square centered at the origin.
The
constant additive
bias for the angular velocity is b =

T
1.7 1.2 2.9 · 10−2 deg/s.
T The initial quadrotor position
is p(0) = −1 0.5 −1 m and the initial pan and tilt
angles are α(0) = 0 deg and β(0) = 22.9 deg, respectively.
The sample rate for angular rotation measurements and for
image acquisitions was set to 100Hz. During the first 5 seconds
the quadrotor is at rest and the observer is warming up. Once
the quadrotor and the camera controller are turned on the
vehicle moves from its initial position towards hovering at
the origin at a height of approximately 1.4 m. From the time
evolution of the quadrotor horizontal position we can see that
the convergence is fast, occurring in around 3 seconds, from
5 s to 8 s.
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Quadrotor trajectory with the visual servoing controller.
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Fig. 5. Quadrotor trajectory with the visual servoing controller. The quadrotor
stabilizes faster in x and y than in z.

The camera image features and their centroid are shown
in Figs. 6 and 7 for the real moving camera and the fixed
orientation virtual camera. We can see that both converge to
the camera optical center, as expected. The disturbance effect
of the quadrotor linear velocity on the convergence of the
features in the real camera can be observed in Fig. 6 by noting
that the convergence to the origin is not monotonic.
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Theorem 13: Consider a quadrotor described by the dynamic system (3)-(6) equipped with a pan and tilt camera modeled by (1) with dynamics (23), and apply the set of camera
and quadrotor controllers (23), (33), (39) and (43), using the
quadrotor attitude and rate gyro bias estimator (16)-(17). Then,
for any initial condition z(0) > 0, (x(t), vx (t), y(t), vy (t)) ∈
R4 , (q̂(0), ω̂ B (0)) ∈ Q × Ω and |q̃s (0)| < qs (0) such
that the landmarks are visible in the image plane of the
camera, the vehicle’s position, attitude, velocities converge
asymptotically to I pB = [0 0 z ? ]T , IB R = I3 , vB = 0,
and ω B = 0, respectively, whereas the camera’s velocity
and image coordinates converge to ω C = 0 and ȳ = 0,
respectively.
Proof: The stated result follows from Theorems 4 and 11.
Theorem 11 states that convergence of the vehicle position and
velocity to zero is achieved, even in the presence of attitude
estimation errors. Convergence of the landmarks’ centroid
image coordinates to zero is achieved if the vehicle velocity
and bias error converge to zero, which is guaranteed by
Theorem 4.
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Fig. 6. Image of the landmark features as viewed by the pan and tilt camera
during the simulation. The image sensor corresponds to the 752x480 pixels
black rectangle.

A more detailed representation of the image errors during
the stabilization maneuver is shown in Fig. 8. The pan and
tilt camera controller action can be seen in the convergence of
the camera feature’s centroid C ȳ and the simultaneous action
of lateral-longitudinal controller is visible in the convergence
of the virtual camera image feature centroid I ȳ error to the
origin, due to the quadrotor hovering above the landmarks.
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Fig. 9. Distance between image features in the virtual camera, the desired
distance, and the image features time derivative (showing noise amplification).
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Fig. 7. Image of the landmark features as viewed by the fixed orientation
virtual camera during the simulation. The image sensor corresponds to the
752x480 pixel black rectangle and, were the camera fixed, some of the features
would not be visible.

The vertical coordinate is controlled by feedback of the
distance between image features in the virtual camera. The
convergence of the pixel distance sij to the desired one
is shown in Fig. 9, together with its time derivative. The
relatively large noise in the time derivative is due to the pixel
quantization for the image feature measurements and is well
tolerated by the proposed controller.

Angle (deg), Ang. velocity (deg/s)

-94

150
Pan
Tilt
d Pan
d Tilt

100
50
0
-50
-100
0

2

4

6

8

10

12

14

16

18

20

Time (s)

Fig. 10. Evolution of the pan and tilt angles, and their time derivatives,
during the stabilization maneuver. The noise in the derivatives is minimal
compared to the noise in the image features derivative.
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are shown in Fig.11 and clearly converge to the vicinity of the
simulated sensor bias.
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Fig. 8. Pixel error of the feature centroid in both real and virtual cameras
displaying a fast and clear convergence to zero.

Fig. 11.
Evolution of the estimated angular velocity bias b̂ during the
stabilization maneuver together with the simulated bias b.

The pan and tilt angles are directly related to the location
of the quadrotor and converge to zero when the quadrotor
is hovering above the landmarks and the landmarks’ centroid
is centered in the image frame. In Fig. 10, we see that the
pan and tilt angles have a fast initial transient corresponding
to the cancellation of the quadrotor’s initial tilt towards the
landmarks. Once the quadrotor stabilizes the pan and tilt
angles also quickly converge to zero.
The attitude observer estimates of the angular velocity bias

The estimated attitude error is shown in Fig. 12 as the
angle between the actual and the estimated attitudes. The
convergence of the error to zero is not perfect primarily
due to the quantization error introduced by simulating the
discrete camera pixels. Accurate measurement of the feature
direction is not possible, there is almost always a residual
quantization error, and thus precludes the convergence of the
attitude error exactly to zero. Nonetheless, the performance
and robustness of the proposed observer can be perceived by

the clear reduction of the observation error after it is turned
on, and the quadrotor and camera are moving, in the timespan
between t = 5 s and t = 10 s.
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Fig. 12. Angular error between the actual and estimated attitude rotation
matrices showing that the error diminishes as the quadrotor moves towards
its target location.

The desired attitude reference from the lateral-longitudinal
controller is presented in Fig. 13. The effective quadrotor
actuations, thrust force, and torque, are shown in Fig. 14.
The initial thrust is higher than the gravitational force, thereby
making the quadrotor move up, closer to the desired altitude
(prescribed by the desired distance between features). When
the altitude finally stabilizes, the thrust also stabilizes to a
steady-state value where it compensates gravity. The high
initial torque actuation drives the thrust vector to point in
the direction of the landmarks. Once this is accomplished,
the torque actuation necessary to counteract the vehicle’s
movement is gradually smaller until the quadrotor comes to a
full stop over the landmarks. The remaining steady state noise
in the actuation is due to the simulated quantization imposed
by the camera pixels. The proposed controller is robust to such
noise and the features centroid in both the real and virtual
cameras does not deviate more than a couple of pixels from
the optical center.
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Fig. 14. The quadrotor actuation during the stabilization maneuver is noisy
but remains within realistic bounds.

VII. E XPERIMENTAL RESULTS
We evaluated the performance and robustness of the proposed controllers and estimators at the SCORE lab flying arena
at the University of Macau. The facilities are equipped with
a motion capture system that provides ground-truth data for
the vehicle and camera poses, allowing to assess the realworld performance of the proposed estimator, as well as of
the controllers.
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Fig. 13. Desired attitude from the quadrotor lateral-longitudinal controller
showing a large initial transient, required for a fast maneuver.

Fig. 15.
Experimental setup at the University of Macau. The motion
capture cameras, the quadrotor equipped with the pan and tilt camera, and
the landmark markers are visible.

The setup is depicted in Fig. 15, in which the motion

capture cameras, the quadrotor and the landmark markers are
visible. For the sake of simplicity we used artificial landmarks
and fiduciary markers since accurate recognition, processing,
and identification, of natural features and landmarks is a
computer vision field of study in itself. Our aerial vehicle is an
Asctec Pelican quadrotor with an onboard Atom computer. The
onboard computer communicates with the low-level Asctec
autopilot to obtain gyro measurements at 100Hz and acquires
and processes camera images at 60 Hz to identify the four
markers. Only the raw gyro data and retinal coordinates (in
units of meters with respect to the principal point) of the
markers are used for feedback and estimation. The nonlinear
estimator and controllers are designed in Matlab/Simulink,
from which C code is generated and compiled to run on
the Intel Atom computer onboard the quadrotor. The final
computed commands for the quadrotor are issued to the lowlevel Asctec autopilot. Due to restrictions in the experimental
setup, it was not possible to use the attitude controller (39)
to drive the vehicle. Instead of commanding directly the
quadrotor motors, we relied on an inner control-loop for the
attitude, which was implemented onboard the vehicle and
receives attitude commands, such as the ones given by the
proposed lateral-longitudinal controller (43). As long as the
exponential convergence property of the attitude controller is
maintained the overall quadrotor controller is still stable.

2.4 mm and its calibration matrix was determined a priori. The
relevant parameters are the focal length f = 420 pixels and
the calibrated camera optical center (cx , cy ) = (371.9, 236.3)
pixels. The imaging sensor area is 752 by 480 pixels. The
camera feature measurements are lens-corrected for radial and
tangential distortions.
The controller and observer gains are λ1 = 2, λ2 = 0.2,
K1 = 1, K2 = 0.8, k1 = 0.021, k2 = 0.019, kb = 0.01 and
kω = 0.1.
We now proceed with the analysis of a representative run
of the proposed controller and estimator, focusing first on
the pan and tilt camera control. The camera coordinates of
the markers and centroid are depicted in Fig. 17 and are
clearly far from the image plane limits throughout the whole
maneuver. The camera controller performs well and, despite
abrupt motions of the quadrotor, the image features are always
in the vicinity of the image center. Fig. 18, on the other hand,
shows that the stabilization maneuver would be impossible
with the camera fixed to the quadrotor body, as the landmarks
would be outside the camera’s field of view. The pan and tilt
platform is particularly useful to extend the range of positions
where visual-servoing can be used to control the quadrotor.
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Fig. 17.
Image features in the camera sensor during the stabilization
maneuver. The features remain within a small region around the center,
attesting to the tracking properties of the proposed pan and tilt camera
controller.

Fig. 16.

The camera setup with pan and tilt rotation axes signaled.

The steerable platform connects the camera to the quadrotor
through two servo motors (see Fig. 16), controlling each
the pan and tilt angles of the platform. The platform is
adorned with reflective markers, so that ground-truth data can
be obtained using the motion capture system for calibration
purposes.
The camera lens is an M12 mount lens with focal length of

The detailed representation of the image errors during the
stabilization maneuver is shown in Fig. 19. The pan and tilt
camera controller maintains the camera feature’s centroid C ȳ
near the optical center and the simultaneous action of laterallongitudinal controller is visible in the convergence of the
virtual camera image feature centroid I ȳ error to the origin,
particularly along the y-axis, due to the quadrotor hovering
above the landmarks.
The time evolution of the vertical stabilization based on the
distance between image features is shown in Fig. 9 where we
can observe the convergence of sij to the desired pixel distance
s?ij .
The corresponding camera pan and tilt angles are presented
in Fig. 21. The pan and tilt angles are obtained directly from
the actuation servos, assuming that the servo references are
correctly followed with a small delay — 0.08 s for the servos
used in the experiment. The pan angle is initially high due
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Fig. 18. Image features in the virtual camera sensor during the stabilization
maneuver. The features would have left the image sensor if a fixed camera
had been used.

6

7

Trajectory
Initial position
Final position

0
C

yx

C

yy

-100
I

yx

I

yy

-200

-1.45
-1.4

z (m)

Image error (pixel)

5

Fig. 21. Evolution of the pan and tilt angles, and their time derivatives,
during the stabilization maneuver. A small oscillation subsides in steady state
due time delays and other unmodeled dynamics of the system.

100

-300
0

1

2

3

4

5

6

7

Time (s)

to the quadrotor displacement along the y-axis but quickly
converges to zero, together with the tilt angle, as the quadrotor
approximates the landmarks’ location.
The overall 3D view of the maneuver is plotted in Fig. 22,
and the quadrotor location during the maneuver is depicted in
Fig. 23.
The attitude error is shown in Fig. 24 as the angle between
the VICON attitude measurements and the estimated attitude.
The convergence is not perfect due to unmodeled dynamics
and imperfections in the camera setup but the reduction of the
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Fig. 19. Pixel error of the feature centroid in both real and virtual cameras.
The markers are not centered in the virtual camera due to modeling and
calibration errors but the features remain fixed in the center of the real camera.
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Fig. 20. Distance between image features in the virtual camera, the desired
distance, and the time derivative of the image features. The convergence of
the features distance is slower than in simulation.
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Fig. 22. Three dimensional visualization of the quadrotor trajectory with the
visual servoing controller. The quadrotor converges first in x − y and later in
z emulating the behavior observed in simulation.

observation error is noticeable.
VIII. C ONCLUDING REMARKS
This paper proposed a cascaded architecture comprising
a nonlinear attitude observer and a nonlinear controller for
the stabilization of a quadrotor vehicle based on image measurements of a set of landmarks obtained from a pan and
tilt camera and biased rate gyros. The vehicle was stabilized
vertically to a given altitude by resorting to a proportionalderivative control law based on image measurements. The
lateral-longitudinal stabilization was achieved with a nested
saturation control law using feedback of the image measurements, estimated body attitude and angular rate.
Both controllers were shown to be input-to-state-stable with
respect to the attitude and rate gyros bias estimation errors,
which guarantees the closed-loop stability of the overall cascaded architecture. During the whole stabilization procedure
the pan and tilt camera was actuated so as to keep the
image of the landmarks’ centroid at the center of the image
plane. Experimental and simulation results exhibited good
performance and attested the applicability of the proposed
technique, even in non-ideal conditions.
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Fig. 23.
Quadrotor trajectory with the visual servoing controller. The
quadrotor stabilized over the landmarks with a small offset and steady state
oscillation.

1.2

Attitude error (deg)

1

(buildings, bridges, chimneys, etc.) it is possible to know the
feature locations from blueprints and use these data to match
with the detected visual features and construct the attitude
observer. Assumption 2 is only necessary for position control
and its relaxation, in particular, the extension of the proposed
visual servoing to at least inclined slopes, is promising. Ideally
the errors introduced due to the different perspective scaling
factors for the features can be mitigated or, as a worse case,
kept within a neighborhood of zero.
The identification and tracking of natural features is more
computationally intensive than of artificial ones such as fiduciary markers. However, recent hardware advances in graphics
processing units (GPUs) and application specific integrated
chips (ASICs), motivated by deep learning research, could
allow for onboard natural feature processing and tracking
in real time at the high rates necessary for accurate vehicle
attitude estimation and position tracking. Furthermore, adding
new features while navigating around the mission scenario can
be also dynamically achieved by complementing the presented
technique with a Sensor-based Simultaneous Localization and
Mapping (SLAM) algorithm like the one presented in [29]
where authors present a globally asymptotically stable solution
for the SLAM problem.
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Fig. 24. Angular error between the attitude from VICON measurements and
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than 1 degree during the stabilization maneuver.

Future work regarding the controller and observer systems
can be developed focusing on the extension of the proposed
control and estimation architecture to allow for richer quadrotor control objectives, such as trajectory tracking or path
following, always with a focus on using explicitly the image
sensor measurements without recovering the quadrotor state.
The major obstacles in transposing the proposed integrated
visual servoing solution from a laboratory environment to a
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design and analysis since a full scale implementation and
experiment in an outdoor setting is outside of the scope of
the present manuscript. The proposed controller, however,
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Abstract—In mathematical terms, an artificial neuron computes
the inner product of a d-dimensional input vector x with its
weight vector w, compares it with a bias value w0 and fires
based on the result of this comparison. Therefore, its decision
boundary is given by the equation wT x + w0 = 0. In this paper,
we propose replacing the linear, hyperplane decision boundary of
a neuron with a curved, paraboloid decision boundary. Thus, the
decision boundary of the proposed paraboloid neuron is given by
the equation (hT x+h0 )2 −||x−p||22 = 0, where h and h0 denote
the parameters of the directrix and p denotes the coordinates of
the focus. Such paraboloid neural networks are proven to have
superior recognition accuracy in a number of applications.
Keywords—Neurons, neural networks, paraboloid surfaces, error
back-propagation, non-linear separability, neural network training.

I.

I NTRODUCTION

T

HE history of Artificial Neural Networks (ANNs) is as
long as that of machine learning itself, since they both
trace their roots in the mid to late 1950’s [1]. Originally
inspired by the brain’s biological neurons [2], the perceptron
algorithm was developed, in order to train an artificial neuron
[3]. However, it was later pointed out that a single neuron
cannot learn data that are not linearly separable, a notable
example being the eXclusive OR (XOR) function [4]. In order
to overcome this problem, MultiLayer Perceptrons (MLPs) [5]
were developed, in which neurons are arranged in at least
3 layers, where the neurons of each layer are connected to
neurons of the following layers. The first layer is called the
input layer, the last is called the output layer and every other
layer inbetween is called a hidden layer. MLPs have been
proven to be universal approximators [6], i.e., capable of
approximating any function, given the proper parameters.
MLPs were very popular for several years and some of
their applications, such as ALVINN [7], are considered as
milestones in machine learning. However, their popularity
waned with the emergence of support vector machines. They
have seen a recent resurgence, after advances in deep learning
[8], [9], [10], recurrent neural networks [11], [12], and extreme
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learning machines [13], [14]. Neural networks have won
several international pattern recognition challenges in the last
few years [15], [16].
The basic unit of a neural network is an artificial neuron.
Like the biological neurons that inspired its function, a neuron
receives an input signal in the form of a vector and calculates
the dot product of the input and its weight vectors. The neuron
bias is added to the sum. At this point, there are several options
for an activation (or transfer) function, which determines the
neuron output. Common activation functions output a negative
or positive signal, based on the sign of the final sum, or a
value in [0, 1], or in other intervals.
In this paper, we shall focus on the input to the activation function. The dot product plus bias calculation we just
described measures the signed, unnormalized distance of the
input vector from a hyperplane, as determined by the weight
vector and bias. As such, its decision boundary is a linear
hyperplane. This means that such a neuron is particularly
suited to discriminate data that are linearly separable (at
least locally). As datasets rarely satisfy linear separability,
we propose replacing the linear decision boundary with a
paraboloid one, so that such a neuron can approximate curved
boundaries between different data classes.
In the current bibliography, an alternative to the linear
decision boundary is provided by Radial Basis Function (RBF)
neurons [17]. Instead of measuring distance from a hyperplane,
RBF neurons measure distance from a point. This results
in a hyperspherical or hyperelliptical decision boundary. If
a covariance matrix is included in the distance calculation,
then the decision boundary can be a rotatable and scalable
hyperellipse. However, RBF neural networks are susceptible
to overtraining [18].
We propose using a paraboloid [19] decision boundary. Such
a boundary can be defined as the locus of points that are
equidistant from a directrix hyperplane (or directrix) and a
focal point (or focus). We will henceforth refer to neurons with
hyperplane and paraboloid decision boundaries as hyperplane
neurons and paraboloid neurons, respectively.
Note that the decision boundary of both the RBF and the
paraboloid neurons defined in Rn can be expressed
in the
P
general
form
of
a
second
degree
curve,
i.e.,
a
x
ij
i xj +
i,j
P
k bk xk + c = 0, having different parameters aij , bk and c.
In the case of RBF neurons, they are determined by a positive
semidefinite and symmetric matrix. In the case of paraboloid
neurons, the parameters of the paraboloid decision surface are
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determined by the parameters of the directrix and the focus.
Neurons with a completely unrestricted second degree decision
boundary can be found in [20]. However, there have been no
follow up works on such neurons, to the best of our knowledge.
The main advantage of a paraboloid neuron is its ability to
approximate a curved decision surface that would otherwise
require multiple hyperplane neurons. While paraboloid neurons and RBF neurons share some disadvantages regarding
initialization, paraboloid neurons have the ability to utilize a
variation of already available training techniques for hyperplane neurons, in order to overcome the said disadvantages.
Furthermore, paraboloid neurons have the ability to approximate a variety of curved surfaces with fewer parameters than
the RBF neurons. The ability to approximate curved surfaces
with either fewer neurons or fewer parameters per neuron
can constitute them particularly attractive to platforms with
relatively limited resources, such as the hardware embedded
in commercial drones.
Note that the proposed paraboloid neurons should not be
confused with parabolic bursting neurons, which are described
by the theta biological neuron model [21], and belong to
the field of computational neuroscience, rather than machine
learning.
This paper is meant as a proof of concept for the superiority
of paraboloid neurons over hyperplane ones. The scope is to
introduce paraboloid neurons and establish them as a valid alternative to hyperplane neurons, capable of providing improved
performance in neural networks due to the increased flexibility
of their decision boundary. The case for paraboloid neurons
is backed up by evidence through experimental evaluation,
meaning that the stated goal is plausible and that this is an
endeavor worth pursuing.
For the purposes of this work, we shall mainly study the
proposed paraboloid neurons in the context of the single hidden
layer network architecture. This helps us keep things relatively
simple, without diminishing the value of our contribution to
the broader field. As the universal approximator theorem has
proven, a single hidden layer is enough for a network to
approximate any function to an arbitrarily small margin of
error [6]. Single hidden layer architectures were also very
popular in the late 80s and early 90s, as indicated by the
aforementioned ALVINN [7], which was a self driving vehicle
that used this architecture. Furthermore, a multilayer network
can be considered as a collection of single layer networks,
each receiving preprocessed input [22].
The paper is organized as follows. Section II provides
an introduction to hyperplane neurons and neural networks,
Section III describes the paraboloid neurons, illustrates their
advantages and disadvantages in comparison with hyperplane
neurons and discusses the error back-propagation rule for
paraboloid neurons. Section IV details a novel training algorithm, which is designed to overcome the disadvantages
of paraboloid neurons. Section V discusses the application
of paraboloid neurons in Deep Neural Networks. Section VI
provides the experimental evaluation of neural networks that
include paraboloid neurons and are trained using the proposed
novel training algorithms. Section VII concludes the paper.

Fig. 1.

II.

Hyperplane decision boundary.

H YPERPLANE NEURONS AND NEURAL NETWORKS

Let x be the d-dimensional input vector and w, w0 be the
neuron weight vector and bias, respectively. In correspondence
to the biological neurons, high/low positive weights amplify or
dampen the relevant input, respectively. The neuron calculates
the sum:
d
X
u=
wi xi + w0 = wT x + w0 ,
(1)
i=1

which is the signed, unnormalized distance between a point
x and a hyperplane, whose normal vector is given by w and
w0
whose signed distance from the origin is ||w||
. The decision
2
boundary of this neuron is the hyper plane defined by u = 0
and this is illustrated by a solid line in Figure 1.
An activation, or transfer, function o = Φ(u), calculates
the output o of the neuron. The activation function can be u
itself, a simple step function, a hyperbolic tangent, or a sigmoid
function [5]. The purpose of using a more complex activation
function is to normalize neuron output and to ensure that it is
differentiable. For the purposes of this work, we will assume
that the sigmoid activation function is employed.
In a neural network, neurons are arranged in layers, mainly
the input, hidden and output ones. In the feed-forward case,
the neurons of each layer are fully connected with the neurons
of the next layer and disconnected from any other neuron.
In order to train a neural network by optimizing an error
function, the error back-propagation algorithm was devised
[23], [24], which computes the partial gradient of the error
function E = 12 (||y − t||2 )2 , with respect to every weight,
for a given input vector. In this case, y is the output vector
of the output layer of the network and t is the target vector,
i.e., the desired network output given by the ground truth. This
is accomplished by initially passing the input vector through
the network and recording the output of every neuron, then
applying the chain rule to obtain the partial derivative. This
partial derivative has been found to be:
∂E
∂E ∂oi ∂ui
=
= δ i xj ,
∂wij
∂oi ∂ui ∂wij

(2)

where ui is the dot product of the neurons input vector with
its weight vector wi and oi = Φ(ui ) is the neuron’s output.
Regarding the parameter δi , named the “back-propagation
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signal”, it has been determined to be:
δi =

∂E ∂oi
= (yi − ti )Φ(ui )(1 − Φ(ui )),
∂oi ∂ui

(3)

for the output layer and:
δi =

X
∂E ∂oi
=(
δk wki )Φ(ui )(1 − Φ(ui )).
∂oi ∂ui

(4)

k∈Ll+1

for all other layers.
Note that the output of every neuron is calculated when the
input is passed through the network in a feed-forward manner,
while the δ of every neuron is calculated backwards. Once the
partial derivatives of every neuron have been calculated, we
can use gradient descent to minimize the error function, by
employing the update rule:
∆wij = −η

∂E
,
∂wij

(5)

or we can use more sophisticated optimization methods [25],
if their application is feasible for the size of the problem.
III.

PARABOLOID NEURONS

In this section, we shall describe the function of the
proposed paraboloid neurons. We use the definition of a
paraboloid as the locus of points that are equidistant from a
directrix hyperplane and a focal point. In order to measure
distance from a hyperplane, we use the same method as the
hyperplane neurons and employ h and h0 instead of w and
w0 to denote the directrix weights and bias, respectively. For
an input vector x, we calculate the linear term hT x + h0 . Let
p denote the coordinates of the focal point. The distance of
point x from point p is given by:
v
u d
uX
(xi − pi )2 .
(6)
||x − p||2 = t
i=1
d

Note that x, h, p ∈ R . In order to avoid the squared root
and absolute value that would be required to compare these
distances directly, we square both of them before comparing
them. Thus the signed measure v, which indicates which side
of the paraboloid x falls on is:
v = (hT x + h0 )2 − ||x − p||22 .

(7)

If v < 0, then x is closer to the focal point, if v > 0,
then x is closer to the directrix and, if v = 0, then x lies
exactly on the paraboloid decision boundary. We define the
neurons using this equation to be Type 1 paraboloid neurons.
Swapping the terms of the subtraction in Equation (7), i.e.,
using v = ||x − p||22 − (hT x + h0 )2 results in the same decision boundary, but with the signs of v reversed. We define the
neurons using this subtraction to be Type 2 paraboloid neurons.
The reason for this distinction will become apparent in Section
IV. We will proceed, assuming the paraboloid neurons are Type
1. The Type 2 case is similar, but with the appropriate signs
reversed.

Notice that the distance fromT the directrix should be norx+h0
malized, i.e., we should use h ||h||
instead of hT x + h0 .
2
However, we do not normalize this distance, as ||h||22 acts
as an additional weight to the comparison of these two
distances, thus allowing even more flexibility to the decision
boundary. Additionally, we do not need to concern ourselves
with determining ||h||22 , as it will be handled by the training
algorithm, simply by omitting the normalization step and using
(7) directly. Finally, we can also rewrite (7) using only vectors
and matrices as so:
v = xT (hhT − I)x + 2(h0 h + p)T x + h20 − pT p,

(8)

where I is the d × d identity matrix.
Let us consider the various forms that such a paraboloid
decision boundary can take in Rd . If the focal point is infinitely
away from the directrix, then the paraboloid becomes a hyperplane. As the two come closer together, the decision boundary
becomes a regular paraboloid. If the focus comes very close
to the directrix, the decision boundary begins approximating
a sharp spike. In the extreme case, where the focus lies on
the directrix, the decision boundary becomes a line that goes
through the focus and is perpendicular to the directrix. These
possibilities are illustrated in Figure 2 for R2 .
Now let us also consider the possibility of appending an
extra dimension xd+1 = 1 at the end of the input vector. In
order to visualize this, consider a 2 dimensional flat piece
of paper, which will act as the original input space with
an additional dimension set to a constant value and a 3
dimensional paraboloid cup, which will act as a paraboloid
neuron. The decision boundary in the original input space is
determined by the intersection of the cup with the paper. If the
focal point of the cup is on the paper and the directrix of the
cup is perpendicular to the paper, then their intersection is the
same as the one described in the previous paragraph. However,
if the cup is placed in such a way that the directrix is on one
side of the paper parallel to it and the focus is on the other, then
the intersection becomes a circle. If the cup is angled slightly
from that position, then the intersection turns from a circle
into an ellipse. Such an ellipse can have any rotation possible.
This concept is illustrated in Figure 3. Generalizing to the d
dimensional space, using a paraboloid neuron in R(d+1) can
provide closed curve decision boundaries, more specifically
hyperspheres and hyperellipses. As we can see, the shape of
the decision boundary is very flexible. Additionally, in this
paper we will focus on paraboloid neurons in a single hidden
layer of the neural network, typically but not necessarily the
first, as that is the layer that processes the input data in their
original space. We assume that any following layers only
contain hyperplane neurons, as our formulation of the backpropagation rule includes the δi signals of hyperplane neurons,
and that the weights of the neurons in any previous layer
cannot change any further.
Comparing paraboloid neurons with hyperplane ones, we
can see that the former are better suited for approximating
curved decision surfaces, while still being able to approximate
linear decision boundaries. While it is possible for hyperplane
neurons to approximate a curved decision surface, doing so
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Fig. 2.

Paraboloid decision boundary forms. The circle, dashed line and solid line denote the focal point, directrix and decision boundary, respectively.

Fig. 3.

Paraboloid decision boundary forms in R(d+1) .

will require significantly more neurons than approximating the
same surface with paraboloid ones. An example of this can be
seen in Figure 4, where the circle is the focal point, the dashed
lines are the hyperplane neuron/directrix hyperplanes and the
solid lines are the decision curves. RBF neurons provide
another alternative to paraboloid neurons. When using the
Euclidean distance, RBF neurons can produce hyperspherical
decision boundaries and they can also approximate linear
decision boundaries, if they are placed extremely far away from
the data with an extremely large hypersphere radius. The use
of the Mahalanobis distance allows RBF neurons to have fully
rotatable hyperelliptical decision boundaries. However, even
in this case, paraboloid neurons have the theoretical advantage
of being able to have hyperparaboloid decision boundaries,
in addition to hyperspherical and hyperelliptical ones. Finally,
a Mahalanobis distance RBF neuron has d2 + d parameters,
while a paraboloid neuron in the (d + 1) dimensional space
only has 2d + 3 parameters. Regarding the computational
complexities of these neurons, hyperplane neurons require d
multiplications and d+1 additions, paraboloid neurons require
2d + 3 multiplications and d + 3 additions, while RBF neurons
require 2d2 multiplications and d2 + 2d additions. In practice,
the computations for paraboloid neurons take about twice as
much time as hyperplane neurons, however, their asymptotic
complexity is O(d) in both cases, while it is O(d2 ) in the case
of RBF neurons.
Unfortunately, for all the flexibility that paraboloid neurons
provide, their maneuverability is rather poor. Consider the case
illustrated in Figure 5, where the neuron decision surface is
curved in the opposite direction of the actual class boundary.
In such a case, either the focal point would have to pass
through the directrix, or both the focus and the directrix would
have to flip for a better fit to the data. However, moving the
focus closer to the directrix would increase the curvature of the

(a)

(b)

Fig. 4. Comparison between hyperplane neurons and paraboloid neurons. The
two grey tones denote two different classes: a) Multiple hyperplane neurons
are required to approximate the class boundary. b) A single paraboloid neuron
can more closely approximate the same boundary.

decision boundary, thus increasing the error, and flipping them
would require very specific and complex changes to neuron
parameters. These facts prohibit an optimization method from
finding the better solution. In this case, a paraboloid neuron
could perform worse than a hyperplane one. We shall handle this issue in a subsequent section with a novel training
algorithm, which was specifically devised to circumvent this
problem.
We will now adapt the error back-propagation algorithm for
paraboloid neurons. Paraboloid neurons are
Pddefined by two
terms, namely: Hi = hTi x + hi0 and Pi2 = j=1 (xj − pij )2 .
The respective partial derivatives for these terms are given by:
∂E
∂E ∂oi ∂vi ∂Hi2 ∂Hi
=
= 2δi Hi xj ,
∂hij
∂o ∂v ∂H 2 ∂H ∂h
| i{z i} | {zi} | {z i} | {zij}
δi

1

∂E
∂E ∂oi ∂vi
=
∂pij
∂oi ∂vi ∂Pi2
| {z } | {z }
δi

2Hi

∂Pi2
∂pij
| {z }

−1 (−2xj +2pij )

(9)

xj

= 2δi (xj − pij ),

(10)
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where δi is calculated in the same way, as in the traditional
back-propagation algorithm.
A. Universal Approximators
We will now prove that paraboloid neural networks are universal approximators. We will use the actual distances from the
directrix hyperplane and focal point, instead of their squares.
The decision boundaries are theoretically the same and, as we
will see, the parameter λ has a bigger effect on the steepness of
the activation function than the squaring of distances. Hence,
in order to measure the distance of x from the paraboloid, we
will use v(x, h, h0 , p) = hT x + h0 − ||x − p||2 .
In order to prove that neural networks that include neurons
with paraboloid decision boundaries can approximate any
continuous function in the d-dimensional unit hypercube Id =
[0, 1]d , i.e., the universal approximation theorem, we will be
following the original proof for feed-forward neural networks
[6] almost verbatim, making small changes whenever needed
to accommodate paraboloid decision boundaries. In fact, since
the paraboloid neurons in the hidden layer are connected
to the output layer in a linear fashion, it suffices to prove
that a sigmoidal function σ(v(x, h, h0 , p)) is discriminatory,
according to the following definitions:
Definition 1. A function σ is sigmoidal, if:

1 as x → +∞,
σ(x) →
0 as x → −∞,
Definition 2. A function σ is discriminatory, if for a measure
µ ∈ M (Id )
Z
σ(v(x, h, h0 , p)dµ(x) = 0
Id
d

for all p, h ∈ R and h0 ∈ R implies that µ = 0
Theorem 1. A function σ(v(x, h, h0 , p)) is discriminatory.

Proof: Consider
x, h, h0 , p, φ:

the

following

function

for

any


→ 1 as λ → +∞,




for v(x, h, h0 , p) > 0,


→ 0 as λ → +∞,
σ (λ(v(x, h, h0 , p)) + φ)
for v(x, h, h0 , p) < 0,




→ σ(φ) for all λ


for v(x, h, h0 , p) = 0.
The functions σλ (x) = σ (λ(v(x, h, h0 , p)) + φ) converge
pointwise and boundedly to the function
1 for v(x, h, p, h0 ) > 0,
0 for v(x, h, p, h0 ) < 0,
σ(φ) for v(x, h, h0 , p) = 0,

(
γ(x) =

as λ → +∞.
Let Πh,h0 ,p denote the paraboloid defined by
{x|v(x, h, h0 , p) = 0} and Hh,h0 ,p denote the interior,
open section of the space bisected by the paraboloid and
defined by {x|v(x, h, h0 , p) > 0}. According to the Lebesgue
Bounded Convergence theorem and the assumption of
Definition 2, we have that:
Z
Z
0=
σλ (x)dµ(x) =
γ(x)dµ(x) =
Id

Id

= σ(φ)µ(Πh,h0 ,p ) + µ(Hh,h0 ,p ).
Note that, if hT p + h0 < 0, then γ(x) = 0 for all x, the
paraboloid Πh,h0 ,p and the space Hh,h0 ,p do not exist and,
therefore, their measures are 0, as Πh,h0 ,p = Hh,h0 ,p = ∅ and
µ(∅) = 0, thus trivially proving that σ is discriminatory in
such a case. We will proceed, assuming that hT p + h0 ≥ 0.
Since µ is a signed measure, we must also prove that the
measure of all bisected spaces being 0 implies that the measure
itself is 0. Fix p and h. For a bounded measurable function
g, define the linear functional F as:
Z
F (g) =
g(||x − p||2 − hT x)dµ(x),
Id

where g is the indicator function of the interval [h0 , +∞), i.e.,
g(u) = 1, if u ≥ h0 and g(u) = 0, if u < h0 . Note that F
is a bounded functional on L∞ (R), since µ is a finite signed
measure [6]. We have:
Z
F (g) =
g(||x − p||2 − hT x)dµ(x) =
Id

= µ(Πp,h,−h0 ) + µ(Hp,h,−h0 ) = 0.

Fig. 5. A paraboloid neuron providing a poor separation of two different
classes, illustrated by different grey tones.

In a similar fashion, F (g) = 0, if g is defined as the indicator
function of the open interval (h0 , +∞). By linearity, F (g) = 0
for the indicator function of any interval and, as a simple
function is a linear combination of indicator functions and
other simple functions, F (g) = 0 for all simple functions.
Since simple functions are dense in L∞ (R), F = 0 [6].
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Considering the bounded, measurable functions c(u) =
cos(mT u) and s(u) = sin(mT u), we have:
Z
F (c + is) =
(cos(mT x) + i sin(mT x))dµ(x) =
Id
Z
T
=
e(im x) dµ(x) = 0,
Id

for all
i denotes the square root of −1. Note
R m, where
T
that Id e(im x) dµ(x) is the Fourier Transform (FT) of measure µ and the FT being 0 means that µ = 0 [6], thus
σ(v(x, h, h0 , p)) is discriminatory.
IV.

S PECIAL PARABOLOID NEURON TRAINING
ALGORITHM

As we have previously mentioned, paraboloid neurons face
issues, when incorrectly initialized, as they may fail to properly
separate data classes. In order to acquire a good initialization,
instead of using paraboloid neurons from the beginning of the
training process, we use auxiliary hyperplane neurons instead.
Once the network has reached convergence, we replace the
auxiliary neurons with two paraboloid neurons with opposite
curvatures and resume training, until the training process
converges again.
When presented with a training set that contains n data
samples of dimensionality d, we define a d + 1 dimensional
feature vector that contains the values of the original input
vector normalized to [−0.1, 0.1] over all input vectors with a
1 appended at the end. We perform the normalization to this
interval, instead of the usual [−1, 1], so that we do not have
to set the focal point and directrix hyperplane of a paraboloid
neuron too far apart, in order to approximate a hyperplanar
decision boundary, as this can result in numerical issues. We
append a unit at the end of the vector, so that the paraboloid
neurons will also be capable of forming closed curve decision
boundaries, as discussed in Section III.
The hyperplane neuron provides the initialization for the
paraboloid neurons. The aim is to create two paraboloid neurons that approximate the decision boundary of the hyperplane
neuron that they will replace, one of which will be Type
1 and the other Type 2, thus preserving the signs of the
original neuron. As we have already seen, this is possible, if
the focal point is sufficiently enough (ideally infinitely) away
from the directrix hyperplane. Since very large numbers cause
numerical stability issues, we avoid moving the focus and
directrix too far apart from each other. Let c be the constant
that represents the offset, by which the focus and directrix
will be moved away from the hyperplane neuron. We have
found that the value c = 20 works well, when all input vector
coordinates are normalized to [−0.1, 0.1].
The parameters h1 , h10 , p1 and h2 , h20 , p2 of the first,
Type1 and the second, Type 2 paraboloid neuron, respectively,
are obtained from the parameters w and w0 of the original
hyperplane neuron as follows:
w
w0
h1 =
, h10 =
+ c, p1 = h10 h1 ,
||w||2
||w||2
h2 = −h1 , h20 = −h10 , p2 = h20 h2 .

Note that, due to the neuron construction method and the
selected value of c, f1 = hT1 p1 + h10 = 40 and f2 =
hT2 p2 + h20 = 40, as we have moved the focal point and
directrix hyperplane away from the original hyperplane by
c = 20, in opposite directions. The two paraboloid neurons
that replaced the original hyperplane neuron are connected to
the neurons of the next layer, with half the value of the original
neuron’s weight.
After all the auxiliary hyperplane neurons have been replaced by a pair of paraboloid neurons each, as discussed
above, we run a single epoch of training. After this epoch has
provided us with the updated paraboloid neuron parameters,
0
0
h01 , h010 , p01 , h02 , h020 and p02 , we measure f10 = h0T
1 p1 + h10
0
0T 0
0
and f2 = h2 p2 +h20 . We set a threshold value θ and we reject
the first paraboloid neuron, if f1 − f10 < θ, since this means
that the focus and the directrix did not move significantly
closer to each other. Therefore, the curvature did not increase.
Thus, the neuron decision boundary is probably configured
erroneously. Respectively, we reject the second paraboloid
neuron, if f2 −f20 < θ. If both paraboloid neurons are rejected,
we accept the one with the most curved decision boundary.
If both paraboloid neurons are accepted, we can retain the
one with the greatest curvature and reject the other one, or
we can keep both of them. When a neuron is rejected, the
weights of the remaining paraboloid neuron of the pair to the
next layer are restored to the values of the original hyperplane
neuron. Example cases, in which each of the above scenarios
can occur, are illustrated in Figure 6. After we have removed
the rejected neurons from the network, we resume training,
until it converges. Note that the paraboloid neurons trained
with this method should, theoretically, perform at least as well
as the hyperplane ones.

(a)

(b)

(c)

Fig. 6. Various scenarios, in which paraboloid neurons are retained/rejected.
Different grey tones denote two different classes. The circle, the dashed line
and the solid line denote the paraboloid focal point, directrix and decision
boundary, respectively. a) Both neurons would be rejected, because the classes
are almost linearly separable. However, one of them is retained instead. b) The
neuron which is curved the correct way is retained, while the other is rejected.
c) Both neurons are retained.
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V.

A PPLICATION IN D EEP N EURAL N ETWORKS

As we already mentioned, current research trends involve
Deep Neural Networks (DNNs), which include several layers
of neurons, sometimes connected in complicated ways. In this
section, we will discuss the application of paraboloid neurons
in such networks. One key observation that allows us to apply
our approach to DNNs is that they usually contain one or
more fully connected layers towards the end, so this is where
we can use the proposed paraboloid neurons, in an attempt to
improve the performance of a DNN. The other key observation
is that a DNN can be considered to have two components. One
component consisting of the first several layers of the DNN,
which can be seen as an adaptive, trainable feature extractor
that feeds its output into the second component, consisting
of the final two layers, which can be considered as the final
classifier. This allows us to treat the first component of a DNN
as a black box that maps the input vectors of a dataset unto
feature vectors, which can be used to train a single hidden layer
paraboloid neural network in the manner we have described.
Furthermore, the final two layers of a trained DNN already
provide a good initialization for the weights of the converted
paraboloid network.
Therefore, we can define the penultimate layer of neurons
to use the sigmoid activation function and train a DNN
with currently available methods and implementations. Once
trained, we can extract the weights of the final two layers
of the DNN to initialize a network with paraboloid neurons
in the first layer and hyperplane neurons in the output layer,
as described in the previous Section. We can then use the
output of the previous layer of the DNN as input for the new
network with paraboloid neurons and train it further, hoping
that it will provide improved results. Note that we require the
input to be in [−0.1, 0.1]d , so we need to appropriately scale
the input feature vectors and the weights of the hidden layer,
in order for the dot product calculated by a neuron to remain
unchanged. If w and w0 are the hidden layer neuron’s weight
vector and bias respectively, D is a diagonal matrix, whose
elements dii are given by dii = 0.1/max(|xji |), where xji is
the i-th coordinate of the j-th feature vector, then it is obvious
that:
scaled vector
z}|{
T
T −1
w xj + w0 = |w {z
D }Dxj + w0 .
(11)

if (initialization is available) then
original-network = initialize from file
else
original-network = initialize randomly
for (i = 1 to epochs) do
shuffle data
for (j = 1 to n) do
original-network.feedforward(data[j])
original-network.backpropagation()
original-network.updateweights()
end
best-network = check for new best
end
end
paraboloid-network=convert(original-network)
paraboloid-network.optionallycutneurons()
for (i = 1 to epochs) do
shuffle data
for (j = 1 to n) do
paraboloid-network.feedforward(data[j])
paraboloid-network.backpropagation()
paraboloid-network.updateparameters()
end
best-network = check for new best
end
return best-network
Algorithm 1: Paraboloid neural network training algorithm.
two cases. The first regards evaluating the impact on classification performance caused by replacing hyperplane neurons
with paraboloid neurons in a single hidden layer network that
has been trained from the beginning. The second case regards
first training a DNN, more specifically a CNN, and then using
paraboloid neurons to replace the neurons of the penultimate
layer. The converted network is then trained further and
the change in classification performance is evaluated. The
experimental methodologies and datasets used in each case are
described in the beginning of the corresponding subsections.
We shall first present the methodology we followed for each
experimental evaluation and the results of said experiments.
Following that is a discussion, in which we overview experimental results and provide our interpretation of them.

weights initialization

The weights between the hidden layer and output layer are
extracted exactly as they are. In this paper, we apply this
procedure to a Convolutional Neural Network (CNN), which is
a sub-class of deep networks, modeled after biological neuron
connectivity that has been found to be particularly suited for
Computer Vision related tasks [26], [27]. Now that all the
pieces are in place, a synoptic overview of the training process
for the proposed paraboloid neural networks can be found in
Algorithm 1.
VI.

E XPERIMENTS

In this section, we shall present the experimental evaluation
of neural networks that use paraboloid neurons. We shall study

A. Experimental Results
1) Single Hidden Layer: Our basic experimental evaluation
methodology for single hidden layer networks is as follows.
We begin by defining a training set, a test set and their respective class labels for a given dataset. We first train a hyperplane
neural network with one hidden layer and an output layer that
contains a number of neurons equal to the number of classes,
which we will refer to as the original hyperplane network.
After training this first network, we train two paraboloid neural
networks, as described in section IV, one where we keep
all accepted neurons, which will be referred to as enhanced
paraboloid network and another one, where we only retain
one paraboloid neuron for every hyperplane neuron, which is
also referred to as single paraboloid network. Retaining all the
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TABLE I.

E RROR RATES OF PROPOSED AND OTHER NEURAL NETWORKS ON THE MNIST HANDWRITTEN DIGITS DATABASE .
Hyperplane

Run
1
2
3
4
5
6
7
8
9
10
Mean
(STD)

Neurons
300
300
300
300
300
300
300
300
300
300
300
(0)

Original
Training %
5.3633%
5.7267%
6.3133%
5.2267%
5.72%
5.3183%
5.5467%
6.14%
6.0833%
5.8067%
5.72%
(0.37%)

Test %
5.38%
5.55%
5.96%
5.59%
5.71%
5.36%
5.60%
5.97%
6.16%
5.81%
5.71%
(0.26%)

Neurons
424
413
430
423
409
423
432
404
416
423
419.7
(8.9944)

Paraboloid
Enchanced
Training %
5.2650%
5.3850%
5.2983%
5.2317%
5.1150%
5.5533%
4.9433%
6.3750%
5.1583%
5.2917%
5.36%
(0.39%)

Test %
5.35%
5.51%
5.55%
5.45%
5.36%
5.65%
4.92%
6.44%
5.17%
5.5%
5.49%
(0.39%)

accepted neurons can result in a larger number of neurons, up
to double that of the original hyperplane network. We record
this number and we then train a final hyperplane network
with the increased number of neurons, so as to be fair in our
comparisons. We will refer to this last network as enhanced
hyperplane one. All training is performed using the steepest
gradient descent. Finally, we also train some RBF neural
networks of similar sizes and compare their performance with
both paraboloid networks.
The datasets used in our experiments regarding single hidden
layer networks are the following: The MNIST handwritten
digit database (n = 70000, d = 784, 10 classes) [28], the
Binghamton University 3D Facial Expression (referred to as
BU, n = 700, d = 1200, 7 classes) [29], the Japanese Female
Facial Expression (JAFFE, n = 210, d = 1200, 7 classes)
[30] and the Cohn-Kanade AU-Coded Expression Database
(Kanade, n = 245, d = 1200, 7 classes) [31]. We used
the provided training and test sets for the MNIST database,
while we used tenfold cross validation for the rest. In the
following tables, the “original hyperplane” label refers to the
first trained neural network, “enhanced hyperplane” refers to
the hyperplane neural network trained with the increased number of neurons. “Single paraboloid” refers to the paraboloid
network that only accepted one neuron for each hyperplane
and “enhanced paraboloid” refers to the paraboloid network
where all accepted neurons were retained. All networks used
an input layer, only one hidden layer and an output layer. The
replacement of hyperplane neurons with paraboloid neurons
was done in the hidden layer. The number of neurons inside the
hidden layer is listed in the appropriate entry in the following
tables, while the number of neurons in the output layer is equal
to the number of classes (10 for MNIST, 7 for the face related
datasets). All the neurons used the sigmoid activation function
and the optimization objective function was the Mean Square
Error (MSE) measure.
For the MNIST database, we used 300 hyperplane neurons
for the original network, as per [28]. We trained the four
networks mentioned above 10 times (runs) and the error rates
for each network are detailed in Table I. The overall results
are presented in the form of mean (standard deviation) for the
classification error. For each run and the mean, the best training
and test results are emphasized in bold. Table II presents the
comparison between the paraboloid networks and several RBF

Neurons
300
300
300
300
300
300
300
300
300
300
300
(0)

Single
Training %
1.8650%
1.8183%
1.7517%
1.9233%
1.6850%
2.1583%
1.7417%
2.24%
1.83%
1.6750%
1.87%
(0.19%)

Test %
3.48%
3.69%
3.51%
3.56%
3.56%
3.41%
3.01%
3.82%
3.39%
3.13%
3.46%
(0.24%)

Neurons
424
413
430
423
409
423
432
404
416
423
419.7
(8.9944)

Enhanced
Training %
1.7350%
2.0467%
1.6333%
1.88%
1.6833%
1.7683%
1.7683%
1.885%
1.8383%
1.7467%
1.8%
(0.12%)

Test %
3.38%
3.46%
3.19%
3.30%
3.22%
3.02%
3.25%
3.44%
3.33%
3.17%
3.28%
(0.13%)

TABLE II.
T EST ERRORS OF PARABOLOID AND RBF NEURAL
NETWORKS IN THE MNIST DATABASE . T HE NUMBER IN PARENTHESES
AFTER EACH NETWORK LABEL DENOTES THE MEAN NUMBER OF
PARABOLOID NEURONS OR THE NUMBER OF RBF NEURONS PER CLASS
(10 CLASSES ).
Network
Paraboloid(300)
Paraboloid(419.7)
RBF(30)
RBF(44)
RBF(50)

Test error %
3.46% (0.24%)
3.28% (0.12%)
4.69% (0%)
4.19% (0%)
4.12% (0%)

networks on the MNIST dataset.
For the BU, JAFFE and Kanade face recognition databases,
we used a tenfold cross validation approach to evaluate the
improvement in performance provided by paraboloid neurons.
We initially used 200 hyperplane neurons in all cases. Table
III presents the error rates achieved by the hyperplane and
paraboloid networks for each face recognition database, while
Table IV presents the comparison between the paraboloid
networks and the RBF networks for each database. The overall
results are presented in the form of mean (standard deviation)
and the best test results are emphasized in bold.
2) Initialization using Convolutional Neural Networks: Our
experimental evaluation methodology for studying paraboloid
neural networks initialized using a DNN is as follows: We
used the MatConvNet [32] example network for the CIFAR-10
dataset [33], which contains a total of 60000 32×32 images for
10 categories of objects. We trained a CNN with MatConvNet,
then extracted the feature vectors and the weights of the
last two layers, as described in Section V. The penultimate
layer of the CNN contained 64 neurons, while the output
layer contained 10, which is the number of classes. We then
initialized a neural network with the extracted weights and
converted it to a paraboloid network, keeping both paraboloid
neurons for each hyperplane neuron, resulting in 128 neurons
in the hidden layer. Finally, we used the extracted feature
vectors, i.e., the scaled input to the penultimate layer of the
original CNN for each data sample, in order to train the
paraboloid network.
After training several CNNs, we noticed that the training
performed by MatConvNet appeared to converge into 4 distinct
networks. Additionally, the CIFAR-10 dataset contains 50000
train and 10000 test images and the MatConvNet example uses
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TABLE III.

E RROR RATES FOR THE FACIAL EXPRESSION RECOGNITION DATABASES .

Hyperplane
Database
BU
JAFFE
Kanade

Neurons
200
(0)
200
(0)
200
(0)

Original
Training %
0.49%
(0.03%)
0.47%
(0.04%)
0.46%
(0.04%)

Test %
0.58%
(0.04%)
0.59%
(0.08%)
0.6%
(0.07%)

Neurons
283.4
(6.8670)
283.05
(6.0912)
285.8333
(7.918)

Paraboloid
Enchanced
Training %
0.46%
(0.03%)
0.47%
(0.05%)
0.44%
(0.06%)

Test %
0.56%
(0.04%)
0.61%
(0.09%)
0.6%
(0.09%)

TABLE IV.
T EST ERRORS OF PARABOLOID NEURAL NETWORKS AND
RBF NETWORKS IN THE FACIAL EXPRESSION DATABASES . T HE NUMBER
IN PARENTHESES AFTER EACH NETWORK DENOTES THE MEAN NUMBER
OF PARABOLOID NEURONS OR THE NUMBER OF RBF NEURONS PER CLASS
(7 CLASSES ).

Network
Test error %
BU database
Paraboloid(200)
0.042% (0.05%)
Paraboloid(283.4)
0.41% (0.07%)
RBF(30)
0.5% (0.05%)
RBF(41)
0.49 (0.06%)
RBF(50)
0.47% (0.05%)
JAFFE database
Paraboloid(200)
0.34% (0.12%)
Paraboloid(283.05)
0.32% (0.11%)
RBF(10)
0.38% (0.11%)
RBF(20)
0.42% (0.15%)
RBF(24)
0.43% (0.13%)
Kanade database
Paraboloid(200)
0.37% (0.13%)
Paraboloid(285.8333)
0.36% (0.07%)
RBF(15)
0.52% (0.09%)
RBF(20)
0.51% (0.11%)
RBF(26)
0.53% (0.11%)

the test set as a validation set. For each of the 4 networks,
we trained one paraboloid network using the test set as the
validation set, for a more direct comparison. Then we also
trained another paraboloid network, using only its performance
on the training set, so as to test its capability of improving the
performance of a very good initial network, without knowledge
of the test set. In accordance with the MatConvNet example,
the optimization objective function was the Cross Entropy Loss
(CEL) measure, the activation function of the hidden layer
neurons was sigmoid, while the output layer neurons used the
softmax function.
The results of this experiment are presented in Table V.
Since the differences are rather small, the figures in the
table indicate raw numbers of errors out of 10000, instead
of percentages. The “Starting point” column corresponds to
the validation error of the paraboloid network before any
training. The “Proposed (validation)” column corresponds to
the validation error of the network that used the test set as such.
The “Proposed (blind)” column corresponds to the test error
of the network trained using the training set and evaluated on
the test set, without any knowledge of the latter. Finally, the
“Difference” columns contain the change in the performance
achieved by the corresponding trained paraboloid network. The
overall results are presented in the form of mean (standard
deviation). The best overall performance is emphasized in bold.

Neurons
200
(0)
200
(0)
200
(0)

Single
Training %
0.21%
(0.04%)
0.12%
(0.1%)
0.09%
(0.09%)

Test %
0.42%
(0.05%)
0.34%
(0.12%)
0.37%
(0.13%)

Neurons
283.4
(6.8670)
283.05
(6.0912)
285.8333
(7.918)

Enhanced
Training %
0.17%
(0.04%)
0.1%
(0.08%)
0.07%
(0.07%)

Test %
0.41%
(0.07%)
0.32%
(0.11%)
0.36%
(0.13%)

B. Discussion
By overviewing the results for the single layer networks, we
note that both of the hyperplane neural networks, the original
with 300 neurons and the enhanced are with the additional
neurons, provide very similar results. This indicates that the
test performance of 300 neurons is indeed the limit attained
by hyperplane neural networks for this dataset. Paraboloid
neural networks, on the other hand, outperform the hyperplane
ones in both training and test performance by a significant
margin. Additionally, the enhanced paraboloid network, which
retained all the accepted neurons, provides a slightly better
mean performance and had less error variance than the single
paraboloid network, as expected. It should also be noted that
the state of the art classification performance for hyperplane
neural networks with 300 units on this training set is 4.7% [28],
which was surpassed by the proposed paraboloid ones (error
rate of 3.28%). Table II illustrates that, while RBF networks
outperform hyperplane networks, they are outperformed by the
proposed paraboloid networks.
Regarding the BU, JAFFE and Kanade face recognition
databases, we can see that the paraboloid neural networks
vastly outperform hyperplane ones both in terms of training
and test errors. Again, the enhanced paraboloid network outperforms the single paraboloid one in all cases, but one, as
can be seen in Table III. An interesting observation is that, in
all different datasets, the enhanced paraboloid network used
about 40% more neurons. Table IV illustrates that the proposed
paraboloid networks again outperform RBF networks.
With respect to the applications of paraboloid neurons in
CNNs, the results presented in Table V indicate that the
usage of paraboloid neurons can indeed improve upon CNNs.
Though the improvement is not very significant, as CNNs are
already state-of-the-art competitive, the paraboloid networks
consistently provided small, yet measurably better results. In
fact, whenever we were able to successfully convert a layer
of hyperplane neurons to a layer of paraboloid ones, the
resulting networks never failed to provide improvement, thus
indicating that paraboloid networks have very strong learning
capabilities. Even when the comparison was unfair towards
paraboloid neurons, as in the case when they were blind to
the test set, there was an average gain in performance when
using them, which indicates that paraboloid networks also have
strong generalization capabilities.
VII. C ONCLUSIONS
In this paper, we have presented the case for paraboloid
neural networks, in which neurons have a paraboloid decision
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TABLE V.

VALIDATION AND TEST ERRORS FOR THE NETWORKS OBTAINED BY CNN S TRAINED USING M AT C ONV N ET AND THE RESULTING
PARABOLOID NEURAL NETWORKS ON THE CIFAR-10 DATASET.
Network
1
2
3
4
Mean (STD)

Starting point
2009
1985
1961
1968
1980.75 (21.36)

Proposed (validation)
1984
1963
1942
1955
1961 (17.6068)

boundary. By replacing the weight vector, bias and dot product
involved in the operation of a hyperplane neuron with a combination of two parameter vectors, a bias and a difference of
squared distances, we were able to model a paraboloid decision
boundary in a simple way that is related to the hyperplane one.
It can be trained using the error back-propagation algorithm.
We have shown that the paraboloid neurons are capable
of approximating the linear decision boundaries produced by
hyperplane neurons. They are also capable of forming closed
decision curves and surfaces, i.e., hyperspheres and hyperellipses, like the RBF neurons. Additionally, they are also capable of producing open curve paraboloid decision boundaries, as
their namesake suggests. Thus, paraboloid neurons provide the
widest variety of possible decision boundaries, with relatively
few more parameters than the hyperplane neurons.
Furthermore, we devised a novel training algorithm that
uses an already trained hyperplane network as initialization
for a paraboloid neural network, by replacing every hyperplane
neuron with a pair of paraboloid neurons. This initialization
provides a paraboloid network with a good starting point and
helps it with avoiding cases in which a paraboloid decision
boundary is curved the wrong way rendering its recovery
impossible to through error function optimization.
Our experiments indicate that paraboloid neurons are generally useful in improving the performance of neural networks,
thus verifying our expectations. Paraboloid neural networks
consistently provided better error rates in terms of both the
training and test error, than hyperplane ones. Paraboloid neurons even managed to provide an improvement over a state-ofthe-art competitive DNN. There are also theoretical guarantees
that a paraboloid network will perform at least as well as the
network it replaced up to numerical issues.
We believe that paraboloid neurons are powerful tools
that have great potential applications in any neural network,
including DNNs. We have presented evidence that this is a
possibility, as using them in the penultimate layer of a CNN
provided improved results. We also believe that even greater
potential lies in the possibility of using paraboloid neurons in
every layer of a DNN, as even marginal improvements over
several hidden layers could snowball into a significant overall
boost in performance. In any case, we think that the subject of
paraboloid neurons is fresh and unexplored, warranting further
investigation.

Difference (validation)
-25
-22
-19
-13
-19.75 (5.1235)

Difference (blind)
-7
0
-9
3
-3.25 (5.6789)

publication reflects the authors views only. The European
Commission is not responsible for any use that may be made
of the information it contains.
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Unsupervised Knowledge Transfer using Similarity
Embeddings
Nikolaos Passalis and Anastasios Tefas

Abstract—With the advent of deep neural networks there is a
growing interest in transferring the knowledge from a large and
complex model to a smaller and faster one. In this work, a method
for unsupervised knowledge transfer between neural networks is
proposed. To the best of our knowledge the proposed method
is the first method that utilizes similarity-induced embeddings
to transfer the knowledge between any two layers of neural
networks regardless of the number of neurons in each of
them. This way, the knowledge is transfered without using any
lossy dimensionality reduction transformations or requiring any
information about the complex model, except for the activations
of the layer used for the knowledge transfer. This is in contrast
with most existing approaches that only generate soft-targets for
training the smaller neural network or directly use the weights
of the larger model. The proposed method is evaluated using
six image datasets and it is demonstrated, through extensive
experiments, that the knowledge of a neural network can be
successfully transferred using different kinds of (synthetic or not)
data, ranging from cross-domain data to just randomly generated
data.
Index Terms—Knowledge Transfer, Unsupervised Learning,
Similarity Embeddings, Neural Network Distillation

I. I NTRODUCTION
With the advent of deep neural networks [1], [2], there
is a growing interest in transferring the knowledge from a
large and complex model to a smaller and faster one. This
process is known in the literature as model compression [3],
neural network distillation [4], or simply knowledge transfer
(KT) [5]. Usually the knowledge transfer process works by
using the large neural network to produce soft-targets that
are then used to train the smaller model [4]. These softlabels implicitly encode the similarities between the training
samples thus carrying more information than hard binary
labels. Matching the soft-labels also acts as a regularizer
for the training process allowing a model to achieve higher
accuracy than directly training it with the original labels. In
this paper the large model, from which the knowledge is
transfered, is called donor model, while the smaller model,
which is trained using the knowledge from the donor model,
is called receiver model.
The vast majority of neural network knowledge transfer
approaches follows, to a greater or lesser degree, the basic
distillation idea: a transfer set of data is labeled using the
donor model and these annotations are used to train the receiver model. However this approach suffers from a significant
drawback: it cannot be used to transfer the knowledge between
layers of networks with different number of hidden units since
Nikolaos Passalis and Anastasios Tefas are with the Department of Informatics, Aristotle University of Thessaloniki, Thessaloniki 54124, Greece.
email: passalis@csd.auth.gr, tefas@aiia.csd.auth.gr

there is no way to measure the distance/similarity between
feature vectors of different dimensionality. This also implies
that the distillation approach cannot be used when the number
of targets does not match, e.g., the large network predicts 20
classes, while the smaller one predicts only 10 classes.
These observations lead us to the following questions. Is
it possible to extract the information contained in a neural
layer without simply performing regression on its output?
Can we directly transfer the knowledge between any two
layers of two neural networks, regardless their architecture
(e.g., number of units, activation functions, etc.)? Furthermore,
even though existing knowledge transfer approaches work
in an unsupervised fashion, many of them, e.g,. [4], are
combined with a supervised loss function in order to train
useful networks. Is is possible to perform purely unsupervised
knowledge transfer instead of merely using the knowledge
transfer as a regularizer?
In this paper the aforementioned problems are addressed by
sampling the geometry of the feature space, as induced by the
donor model, and then training the receiver model to mimic
this geometry using similarity-induced embeddings [6]. To this
end, the similarity matrix of the transfer set is calculated
using the donor model. Then, the receiver model is trained
to “follow” the similarities given by the donor model. That
way, the geometry of the feature space, as induced by the
donor model, is recreated in a space of arbitrary dimensionality
using the receiver model. In contrast to other approaches, such
as [5], and [7], the proposed method does not require any
knowledge of the donor network’s architecture (except from its
output) and it does not use dimensionality reduction to match
the number of units in the receiver model. Instead, it is the
first method that supports directly transferring the knowledge
between layers of different dimensionality.
The proposed method is capable of performing unsupervised
knowledge transfer using different types of transfer sets,
ranging from pure noise to data from other domains. This
can be especially useful in cases where the original training
data may not be publicly available due to privacy concerns,
license restrictions or confidentiality agreements, even though
the trained neural network might be freely distributed. After
the knowledge transfer, the network can be finetuned using the
regular distillation process or a light-weight classifier, e.g., a
nearest centroid classifier, can be learned using a very small set
of labeled data (3-4 examples per class). Even though the focus
of this paper is unsupervised knowledge transfer, the proposed
method can be used to regularize the training procedure when
labeled data are available. Nonetheless, we demonstrate that
even when used for purely unsupervised knowledge transfer it
can achieve remarkable results.
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The main contribution of this paper is the proposal of a
method for knowledge transfer using similarity embeddings.
In contrast to other knowledge transfer methods, the proposed
method is model-agnostic, i.e., it can be used with any
neural network architecture. As experimentally demonstrated
in Section IV, the proposed method allows for efficiently
transferring the knowledge between models, since it fully
exploits the information encoded in the similarity between
the transfer samples. Note that other methods, such as the
neural network distillation [4], also try to implicitly recover
this similarity information using heuristics, such as raising the
softmax temperature. Six different image datasets are used to
evaluate the proposed method, including a large-scale dataset
for learning a light-weight model for facial pose estimation
that can be deployed on embedded systems with limited
computational resources, such as drones.
The rest of the paper is structured as follows. In Section II
the related work is presented and compared to the proposed
approach. Next, the proposed method is presented in detail in
Section III and evaluated in Section IV. Finally, conclusions
are drawn and future work is discussed in Section V.
II. R ELATED W ORK
Transferring the knowledge of a trained neural network
into another one is a quite recent research topic, mainly
fueled by the growing complexity of deep neural networks and
the need to deploy them into mobile and embedded devices
with limited computational resources. Most of the proposed
methods for transferring the knowledge use soft-labels, i.e.,
targets generated by the donor model, and then train the
receiver model using these pseudo-labels [3], [4], [8], [9], [10].
Among the first attempts for knowledge transfer using softlabels is the model compression method proposed in [3]. In [4],
the previous approach is extended by tuning the temperature
of the softmax activation function before producing the softlabels. It has been shown that this approach can be used to
efficiently regularize the smaller network and achieve better
generalization than directly training the network using the
labels of the training set. The soft-targets can be also used for
pre-training a larger network, as in [11]. In [10], the distillation
process is used for domain adaptation using sparsely labeled
data. A similar approach is also used in [8], to transfer the
knowledge from a recurrent neural network (RNN) to a deep
neural network. A quite interesting method is also proposed in
[9], where the knowledge is transfered from a weaker donor
model to a more powerful receiver network. This allows for
training the more complex model using fewer labeled data and
it also highlights the regularization nature of the distillation
process.
All the previous methods use soft-labels generated by the
donor model to transfer the knowledge. In [5], a more direct
approach is used, where the weights of the donor model
are used to initialize the receiver model allowing for faster
convergence. Then the receiver model is trained using a regular
training dataset. In [7], the receiver network is trained not
only using the soft-targets, but also using hints from the
intermediate layers. Since the size of the receiver model is

usually smaller, this is achieved by using a random projection
to reduce the dimensionality of the output of the donor model
and match the dimensionality of the smaller receiver network.
To the best of our knowledge we propose the first method for
unsupervised knowledge transfer using similarity embeddings
that is able to natively handle knowledge transfer between
layers of different dimensionality. Note that in contrast to the
previously used approaches the method proposed in this paper
does not require having access to the actual weights of the
network (and/or using specific activation functions), as in [5],
or learning low dimension projections, as in [7]. Instead, a
similarity embedding is used to transfer the knowledge from
the donor model to the receiver model, regardless the actual
dimensionality of the layers involved. Note, that similarity
embeddings have been used with great success for developing
a wide range of dimensionality reduction techniques [6].
However, this is the first time that they are used to transfer
knowledge between different neural networks and not merely
perform dimensionality reduction.
Transfer learning and domain adaptation techniques, e.g.,
[10], [12], [13], [14], [15], are also related to KT methods.
However, in these techniques the aim is to provide a model
that can withstand input distribution changes and/or transfer
the knowledge across different domains and tasks. On the
other hand, KT techniques mainly aim to efficiently distill the
knowledge contained in a large and complex network into a
smaller one.
III. P ROPOSED M ETHOD
Let D be the donor network from which the knowledge will
be transfered to the receiver network R. The output of the ith layer of each network is denoted by D(x, i) and R(x, i)
respectively, where x ∈ RL is an input vector (or tensor)
and L is the input dimensionality. Even though both networks
must receive input vectors of the same dimensionality there
is no constraint on the dimensionality of the next layers. For
example, the donor network might be a 10 × 100 × 30 × 15
MLP, while the receiver network a 10 × 50 × 10 MLP. Also,
let Xtrain = {x1 , x2 , ..., xN } be the transfer set that is used to
transfer the knowledge from the donor network to the receiver
network. The transfer set may contain the original training set,
i.e., the set used for training the donor network, data from a
relevant domain, synthetic data, or just randomly generated
data vectors.
The proposed method aims to transfer the knowledge encoded in the m-th layer of the donor network to the l-th
layer of the receiver model. To this end, the receiver model
is trained to recreate the pairwise similarities between the
donor’s representations of the points in the transfer set. Let
0
ti = D(xi , m) ∈ RLm and yi = R(xi , l) ∈ RLl be the output
of the m-th layer of the donor network and the output of the lth layer of the receiver model respectively. Note that in general
the knowledge might be transfered between different layers
(m 6= l) of networks with different architecture (Lm 6= L0l ).
Let [T]ij be the similarity between the representations of the
i-th and the j-th point of the transfer set, as encoded by a layer
of the donor model. This similarity can be estimated using
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any similarity metric, such as the cosine similarity [T]ij =
tT
i tj
||ti ||2 ||tj ||2 , or a euclidean distance based metric, e.g., the heat
||t −t ||

kernel [T]ij = exp(− i σ j 2 ). In this work, the similarity is
calculated using the linear kernel, i.e., the dot-product between
the vectors ti and tj :
[T]ij = |tTi tj |

(1)

where the absolute value function is used to ensure that Eq. (1)
is a proper similarity metric. Using the linear kernel allows
for simpler and faster implementations than other similarity
metrics, e.g., the heat kernel involves the computationally
intensive calculations of the exponential function, without
significantly reducing the quality of the knowledge transfer.
Before calculating the similarity matrix T the values ti are
normalized using min-max scaling to the range 0 . . . 1.
The receiver model is then trained to “mimic” the similarity
given by the donor model. To this end, the similarity between
the representations yi and yj using the receiver model are
similarly defined as:
[P]ij = |yiT yj |

IV. E XPERIMENTS
(2)

The receiver similarity matrix, as given in Eq. (2), must closely
approximate the donor similarity matrix (given in Eq. (1)). To
achieve this goal, the mean squared loss between the target
similarity and the actual similarity is used to train the network:
N N
1 XX
([T]ij − [P]ij )2
J= 2
N i=1 j=1

Input: A transfer set Xtrain = {x1 , ..., xN } of N training
samples and the donor model D
Hyper-parameters: The number of iterations Niters , the
learning rate η, the batch size Nbatch and the layers used for
the knowledge transfer (m and l)
Output: The trained receiver model R
1: procedure K NOWLEDGE T RANSFER
2:
Initialize the receiver model R
3:
Initialize the donor scaler (minimum and the maximum
values of the m-th layer)
4:
for i ← 1; i ≤ Niters ; i + + do
5:
Shuffle the transfer set Xtrain
6:
for Xbatch ∈ Xtrain do
7:
Calculate and scale the activations ti of the
m-th layer using the donor model
8:
Update the receiver model R using Eq. (4)
return the optimized receiver model R
Fig. 1: SKT Algorithm

(3)

where N is the number of samples in the transfer set. Mimicking the pairwise similarities acts as a way to recreate the
geometry of the donor model using the receiver model. As
it is experimentally demonstrated in Section IV, this allows
for efficiently transferring the knowledge between models,
since the similarity between different samples encodes more
information than a hard binary label. Note that the actual
learned feature space might be rotated and distorted during
this process. Therefore, if the proposed method is used for
knowledge transfer between the final classification layers of
two networks, then the original class mapping can be recovered using a lightweight classifier, such as the nearest centroid
classifier.
The receiver model can be trained using simple gradient
descent:
∂J
∆W = −η
(4)
∂W
where W is the matrix of the parameters of the
receiver model.
The loss derivative is calculated
as
PN P
∂yiT
N
∂J
2
T
j=1 ([T]ij − [P]ij )sign(yi yj )( ∂W yj +
i=1
∂W = − N 2
∂y
∂yi
yiT ∂Wj ), where the derivative ∂W
is used to backpropagate the
gradients to the receiver model and sign(·) is the sign function
(with sign(0) = 0). Instead of using the whole transfer set
to calculate the loss function, as in Eq. (3), smaller batches
are used. The data are shuffled between the training epochs
to ensure that different data points are used to calculate the
pairwise similarities in each batch. The complete knowledge
transfer algorithm is shown in Figure 1.

Six different image datasets were used to evaluate the
proposed method. Four of them, the MNIST dataset [16],
the CIFAR10 [17] dataset, the Annotated Facial Landmarks
(ALFW) dataset [18], and the Tiny Imagenet dataset[19],
were used for both transferring the knowledge and evaluating
the quality of the learned models, while the other two, the
notMNIST [20], and the CIFAR100 [17], were only used as
cross-domain transfer sets.
The ALFW dataset was used for solving a pose estimation
task (three class classification: left (yaw less that -10 degrees),
center (yaw between -10 and 10 degrees) and right (yaw
greater than 10 degrees)). The 75% of the images were
used to train the models, while the rest 25% for evaluating
the accuracy of the models. The face images were cropped
according to the given annotation and then resized to 32 × 32
pixels. Face images smaller than 16 × 16 pixels were not
used for training or evaluating the model. For the rest of the
datasets, the default training/test/validation splits were used.
The images of the Tiny Imagenet were resized to 56 × 56
pixels and data augmentation techniques (random flip with
p = 0.5, random rotation up to 5 degrees and random crops
with padding up to 4 pixels) were also used.
The proposed method is evaluated using the following three
experimental setups: a) KT using noise (the transfer set is
composed solely of randomly generated data without using any
prior information about the actual distribution of the training
data), b) KT using domain data (the transfer set is composed of
a subset of the training data) and c) KT using cross-domain
data (the transfer set is composed of data of a similar, but
irrelevant to the classification task, domain.)
After the knowledge transfer, it is impossible to directly
evaluate the quality of the model, since the embedded feature
space may have been transformed, e.g., rotated. To evaluate
the quality of the knowledge transfer we use two different
approaches: a) a lightweight nearest centroid classifier (abbreviated as “NCC”) is trained on the learned representation using
only few training samples (3 samples per class are used in the
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Transfer Set
Noise N (0.5, 0.25)
MNIST(30)
MNIST(30)+N (0, 0.25)
MNIST(F)
notMNIST
notMNIST+MNIST

Distill.
NCC / NN
24.78 / 89.96
37.87 / 27.10
32.63 / 25.48
17.83 / 0.91
19.84 / 4.16
16.98 / 0.86

SKT
NCC
36.10
27.29
28.06
12.29
17.90
11.98

SKT+Distill.
NCC / NN
20.44 / 88.77
27.21 / 26.77
27.57 / 20.23
10.82 / 0.80
14.58 / 3.40
11.23 / 0.86

TABLE I: MNIST Evaluation: Knowledge transfer using different transfer sets (classification error rate (%))

conducted experiments) and b) the distillation approach [4]
is used to finetune the network towards classification and the
output layer is used for the evaluation (abbreviated as “NN”).
All the methods were used in a purely unsupervised setting,
i.e., no labels were used during the training. The distillation
approach was also used in a purely unsupervised setting, i.e.,
soft-labels were generated in an fully unsupervised fashion
by the donor network and then used for training the receiver
network without using any hard labels from the dataset (the
receiver network is trained to follow the mapping between
output neurons and classes, as it is defined by the donor
network).
Training Setup: For all the evaluated datasets (except for
the Tiny Imagenet) the Adam algorithm [21], was used for the
optimization, since it generally provides faster and more stable
convergence. The batch size was set to 64, the learning rate
to 0.001, and the default parameters of the Adam algorithm
were used (β1 = 0.9, β2 = 0.999 and  = 10−8 ) [21].
The knowledge transfer techniques (both the proposed and
the distillation) ran for 50 epochs (unless otherwise stated).
When noise is used for training, the same amount of synthetic
samples as the original training set are generated. For the Tiny
Imagenet dataset, the learning rate was set to 0.0001, and the
feature vectors used for the SKT were normalized to have unit
l2 norm. For the distillation approach, the softmax temperature
was raised to T = 10 (T = 2 for the Imagenet dataset).
a) MNIST Evaluation: First, the proposed method is
evaluated using the well-known MNIST dataset. The donor
model is composed of 2 pairs of convolutional layers (64 filters
of size 5 × 5) and 2 × 2 max pooling layers, followed by two
fully connected layers (512 × 10). The receiver model follows
the same architecture, but it has over 30 times less parameters
than the donor model (20k vs. 634k), since it only uses 8 filters
of size 5 × 5 for its convolutional layers and a hidden layer
with 128 units. The rectifier activation function is used for
both networks and dropout is utilized for training the models
[22]. When the donor model is trained using the full training
split of the MNIST dataset it achieves a test error of 0.64%.
On the other hand, the receiver model achieves a test error
of 1.17% when trained using the full training dataset, and a
test error of 28.33% when trained using 3 randomly sampled
training images per class (a total of 30 training images are
used, which is the same amount of data used for training the
nearest centroid classifier in the subsequent experiments).
The experimental results are shown in Table I. Two classification error rates are reported: the first one is the nearest centroid classifier classification error using the features

extracted from the last convolutional layer (abbreviated as
NCC), while the second one is the classification error of the
output of the network (abbreviated as NN). The proposed
approach is abbreviated as SKT (Similarity-based Knowledge
Transfer). Since the SKT method is only used to transfer the
knowledge of the convolutional layers, only the NCC error
is reported. The proposed method is also compared to the
distillation approach [4] (left column of Table I). Finally,
after performing knowledge transfer using the proposed SKT
method, the network can be further finetuned using the distillation approach (right column of Table I, both the NNC and
the NN classification error rates are reported).
First, randomly generated data (noise) are used as the
transfer set to train the receiver model using the donor model.
The notation “Noise N (µ, σ 2 )” is used to refer to Gaussian
noise with mean µ and standard deviation σ. Even though
the receiver network has never seen a real digit during the
knowledge transfer (only randomly generated data are used)
it achieves a remarkable 20.44% classification error when the
NCC classifier is used (over 4% less than using the distillation
approach alone). This result is actually better than directly
training the network with 30 training samples (28.33% error).
Next, the original training dataset is used for knowledge
transfer. Two different setups are used: the first one only uses
a limited training set of 30 training samples (30), while the
second one uses the full training dataset (F). Using just the 30
training samples leads to a relatively large classification error.
However, when the data are augmented by adding Gaussian
noise (“MNIST(30)+N (0, 25)”), the classification error drops
from 26.77% to 20.23%. In both cases it is evident how the
proposed SKT method improves the learned representation
over the distillation approach. The NCC classification error
decreases by more than 10% when the proposed method is
used. When the full training dataset is used (MNIST (F)) the
proposed method improves the NCC classification error by
7% over the distillation approach, while reaching a spectacular
0.80% classification error. Therefore, the network trained using
the proposed unsupervised SKT method performs better than
the network that was directly trained with the labeled training
dataset (1.17% classification error).
Finally, cross-domain data from the notMNIST dataset
are used for the knowledge transfer. Using the notMNIST
dataset allows for achieving a remarkable error of 3.40% (the
network has never seen a digit during the training process).
Again, the proposed approach leads to better results than the
distillation method. Note that only the notMNIST images were
used for the SKT and the distillation process. Combining
the notMNIST and the MNIST datasets further reduces the
classification error to 0.86%.
b) CIFAR10 Evaluation: Next, the CIFAR10 dataset is
used to evaluate the proposed method for knowledge transfer.
The donor model is composed of six layers, two convolutional
layers with 32 filters of size 3 × 3, one 2 × 2 max pooling
layer, 2 convolutional layers with 64 filters of size 3 × 3 and
a second 2 × 2 max pooling layer, followed by two fully
connected layers (512 × 10). Local response normalization
[23], and dropout [22], were used for the training of the
donor and the baseline receiver models. The receiver model
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Transfer Set
Noise N (0.5, 0.25)
CIFAR-10(30)
CIFAR-10(30)+N (0, 0.01)
CIFAR-10(F)
CIFAR-100
CIFAR-100+CIFAR-10

Distill.
NCC/NN
77.80 / 88.85
84.17 / 80.28
83.10 / 79.55
74.64 / 31.38
73.71 / 35.42
72.42 / 27.00

SKT
NCC
78.32
78.32
78.48
69.59
69.83
67.91

SKT+Distill.
NCC/NN
76.81 / 88.45
77.56 / 75.57
78.35 / 74.59
71.96 / 27.50
71.54 / 33.94
70.36 / 25.69

TABLE II: CIFAR Evaluation: Knowledge transfer using different transfer sets (classification error rate (%))

uses a simpler architecture: only two convolutional layer are
used instead of four (one convolutional layer is removed
before each of the max pooling layers) and the final fully
connected layer has less hidden units (128 × 10 instead of
512 × 10). When the donor model is trained using the full
training split of the CIFAR10 dataset it achieves a test error
of 20.02%. On the other hand, the receiver model achieves
a test error of 28.31% when trained using the full training
dataset, and a test error of 82.48% when trained using 3
randomly sampled training images per class. Note the severe
degeneration of the receiver model when trained using just 30
training samples. The knowledge (SKT) is transfered between
the last convolutional layers of the networks.
As in the MNIST evaluation, the proposed method is first
evaluated using randomly generated data as the transfer set.
The proposed knowledge transfer method, when combined
with finetuning, improves the classification results over the
simple distillation process. Surprisingly the receiver model
trained using only noise as the transfer set achieves better
classification error (76.81%) than the receiver model that was
trained using a subsample of the actual training data (82.48%).
When using only 30 training (domain) samples for the
knowledge transfer, the model achieves significantly better
classification error than the corresponding baseline model
(75.57% vs. 82.48%). This is mainly due to the proposed SKT
transfer method, since the distillation method achieves 80.28%
classification error instead of 75.57%. When noise is added to
the data the error of the model is further reduced to 74.59%.
When the whole training dataset is used the model achieves
a classification error of 27.50% (with finetuning), which is
better than the baseline model trained on the same data
(28.31%). Again, the proposed method greatly outperforms
the distillation process and allows for improving the quality of
the knowledge transfer. Finally, the proposed SKT method is
evaluated using cross-domain data from the CIFAR100 dataset
leading to 33.94% classification error (35.42% when only the
distillation process is used). When both the CIFAR100 and the
CIFAR10 datasets are used as the transfer set the classification
error is further reduced to 25.69%. Again, this is better than
directly training the baseline model with the labeled dataset
(28.31% classification error).
c) ALFW Evaluation: The proposed SKT method is also
evaluated using the AFLW dataset for transferring the knowledge into a lightweight neural network that can be deployed
on embedded devices. The donor network is composed of
2 convolutional layers with 16 3 × 3 filters, followed by a
2 × 2 max pooling layer, another 2 convolutional layers with

Method
Distillation
SKT
SKT + Distill.

Accuracy (NCC)
78.21%
77.99%
80.81%

Accuracy (NN)
81.76%
83.11%

TABLE III: AFLW Evaluation
Method
Baseline
Distillation
SKT + Distill.

top-1 accuracy
37.05%
39.75%
40.42%

top-5 accuracy
64.00%
66.73%
67.40%

TABLE IV: Tiny Imagenet Evaluation
32 3 × 3 filters, a 2 × 2 max pooling layer and 128 × 3 fully
connected layers. The receiver model is composed of one 3×3
convolutional layer with 8 filters, a 3 × 3 max pooling layer,
another one 3 × 3 convolutional layer with 16 filters, followed
by a 3×3 max pooling layer and 16×3 fully connected layers.
Local contrast normalization is used after each pooling layer,
rectifier activation functions are used for all the layers (except
for the output layer where the softmax activation function is
used) and the dropout technique (p = 0.5) was used before
the fully connected layers. The receiver model is significantly
simpler than the donor model reducing the number of used
parameters by almost two orders of magnitude (the donor
model requires more than 110k parameters, while the receiver
model less than 2k parameters). The networks were trained
using the cross-entropy loss for 50,000 iterations (batch size
of 32 samples) achieving pose estimation accuracy of 87.19%
for the donor model and 82.83% for the receiver model.
The experimental results using the proposed method are
shown in Table III. For both the distillation and the SKT
methods 50,000 training iterations were used (batch size of
32). For the SKT method the knowledge is transfered from
the first fully connected layer of the donor to the first fully
connected layer of receiver. The proposed SKT + Distillation
method increases the pose estimation accuracy over 2.5% for
the NCC classifier and over 1.3% (when compared to the plain
distillation method). Again, note that this result is better than
directly training the receiver network with the available labels
highlighting the effectiveness of the proposed approach, even
though no labeled samples were used for this process.
d) Tiny ImageNet Evaluation: The proposed method
was also evaluated on a more challenging dataset, the Tiny
ImageNet dataset [19]. A larger donor network pre-trained on
the whole Imagenet dataset, the ResNet-18 [24], was used.
On the other hand, a well established lightweight model, the
SqueezeNet v.1.1 [25], was used as the receiver network. After
finetuning both models on the used dataset (5 epochs for
the fully connected layer, followed by 150 full optimization
epochs with learning rate decay (0.001 → 0.0001)), they
achieved 61.74% top-1 and 83.97% top-5 accuracy for the
ResNet-18, and 37.05% top-1 and 64% top-5 accuracy for the
SqueezeNet. The experimental results are shown in Table IV.
For the conducted experiments the finetuned SqueezeNet was
used to initialize all the models and ensure a fair comparison
between the evaluated methods. The knowledge was transfered
between the penultimate layers of the networks. Again, both
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the distillation and the proposed approach outperform the
baseline SqueezeNet demonstrating that even purely unsupervised training can increase the accuracy of the models. Also,
the proposed approach (combined with distillation) further
increases the accuracy to 40.42% top-1 (67.40% top-5).
V. C ONCLUSIONS
In this paper, a method for unsupervised knowledge transfer
between any two layers of neural networks was proposed. The
proposed method samples the geometry of the feature space, as
induced by the donor model, and then trains the receiver model
to mimic this geometry using similarity-induced embeddings.
In contrast to existing approaches, the proposed method does
not require having access to the original training dataset or
to the weights of the donor model and it supports directly
transferring the knowledge between neural networks without
using dimensionality reduction to match the dimensionality
of the layers. The effectiveness of the proposed method was
demonstrated through extensive experiments.
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ABSTRACT
Over the past decade, Deep Convolutional Neural Networks
with heavy architectures and large numbers of parameters
have achieved state-of-the-art results and eclipsed other
methods in multiple visual analysis tasks, including object
detection. However, the real-time requirements of such tasks
directly conflict with the restricted computational capabilities
of embedded systems, prohibiting the immediate deployment
of bulky models, and necessitating their optimization for inference. Among popular inference optimization methods,
parameter pruning techniques reduce the number of parameters leading by extension to fewer computational operations.
Furthermore, inference-targeted optimization schemes provided by Deep Learning frameworks can yield significant
speed ups, for example by allowing half-precision floating
point operations. We investigate the behavior of various
model configurations in object detection tasks and perform a
comparative study on inference optimization methods which
aim to reduce the computational cost of Convolutional Neural Networks, while examining the effect of such methods on
their performance.
Index Terms— Convolutional Neural Networks, Embedded Systems, Inference Optimization
1. INTRODUCTION
Deep Convolutional Neural Networks (CNNs) have been
excelling continuously on various challenging visual analysis tasks and competitions, including the ILSVRC object
recognition and detection challenges [1], and the PASCAL
VOC challenges [2]. Deep models with parameter-heavy architectures have been successfully trained and deployed on
such tasks, partly due to the availability of large collections
of annotated, such as the ImageNet or COCO datasets [3],
and partly due to the continuous development of increasingly
more powerful GPUs. However, the power consumption and
sheer size of such models inhibit their use on mobile and embedded systems, e.g., on Unmanned Aerial Vehicles (UAVs)
and autonomous robots in general. The GPUs available
for deployment on such systems are inadequate in terms of
computational power, thus severely slowing down the performance of large models and rendering real-time deployment

almost impossible. Moreover, memory constraints prohibit
the direct deployment of large models even when real-time
requirements can be relaxed. On the other hand, applications
related to visual analysis tasks have become progressively
more popular, increasing the demand of deployment of large
CNNs on mobile devices.
In this paper, we investigate the behavior of Deep Learning (DL) models in the context of deployment on UAVs, by
examining the effect of various hyperparameters on both the
speed and accuracy of such models. Furthermore, we explore post-training, inference-focused optimization schemes,
to facilitate the use of deep models for visual analysis tasks
on devices with limited computational capabilities. We focus our experiments on visual object detection tasks using the
NVIDIA Jetson TX2 module. Finally we provide pragmatic
solutions, and model configurations which perform at realtime or near real-time, while closely monitoring the accuracy
trade-off.
The rest of this paper is organized as follows. Section 2
introduces the motivation behind our work and describes previous work related to deploying large Deep Learning models
on mobile devices. In Section 3, we describe the models we
experiment with and their parameters which may be tuned to
allow their deployment on mobile devices. In Section 4, we
present and discuss the experiments conducted, while providing insights into the effect of the various hyperparameters on
the speed-accuracy trade-off. Finally, Section 5 concludes our
findings and discusses solutions to the problems arising when
deploying DL models to mobile devices.
2. RELATED WORK
In the context of UAVs, visual analysis tasks may be of assistance in UAV-based intelligent cinematography, e.g., by detecting and tracking a desired target, as well as in flight safety
related tasks, such as obstacle detection and avoidance. However, the deployment of large models on mobile devices is
subject to computational and memory constraints.
Methods developed for the purpose of allowing large
models to be utilized in mobile devices can in general be
separated into two categories based on whether the optimization occurs during or after the training phase. The first case
entails training smaller or otherwise more efficient models.

Reducing the number of layers or parameters per layer, and
thus calculations, is one such approach. Algorithmic approaches, such as depthwise separable convolutions [4], also
belong to this category. MobileNets [5] exploit both of the
aforementioned approaches and were proposed specifically
for feature extraction for the purpose of deployment on mobile devices, as their name suggests. In [6], MobileNets are
pitted against other popular feature extractors, including the
Inception V2 model [7], in the context of feature extraction
for object detection, and the effect of altering the input size
on the detection precision is examined, among other factors.
Larger input sizes lead to larger heatmaps and denser object
detection, but impose heavy memory and computational constraints. In contrast, smaller input sizes are processed faster
but lead to coarser, less accurate predictions.
In the second case, a large model is optimized posttraining, thus separating the training and deployment phases.
For example, weight quantization methods may be applied to
reduce the memory requirements of a network while attempting to maintain the information contained in the original
parameters [8]. NVIDIA’s TensorRT library offers weight
quantization techniques among other optimizations, including layer/tensor fusion schemes, leading to significant speed
gains. Knowledge distillation methods [9] also belong to this
category.
Like [6], we investigate speed-accuracy trade-offs for various models and examine the effect of altering their hyperparameters on this trade-off. However, we explore more extreme hyperparameter choices to facilitate the deployment of
DL models on mobile devices. We include the model implementation as a practical consideration, as it can heavily
influence the performance of a model. Finally, we also experiment with both during-training and post-training methods as
well as combinations of the two.
3. LOW-COST CONVOLUTIONAL NEURAL
NETWORKS
For the purpose of object detection, we focus our study on
single-stage detectors without region proposals, namely the
Single Shot Detector (SSD) [10], and the You Only Look
Once (YOLO) detector [11]. Although region-based detectors, such as Faster R-CNN [12], are more accurate, they tend
to be slower than single-stage detectors as demonstrated in
[6], motivating our choice of evaluated detectors.
SSD [10] is a single stage multiobject detector, meaning
that a single feed forward pass of an image suffices for the
extraction of multiple bounding boxes with coordinate and
class information and no Region of Interest (ROI) pooling occurs internally. In its original form, the detector relied on the
VGG16 [13] architecture for feature extraction, and added a
number of layers upon it to extract better defined boxes. Two
versions were proposed, one running at 300 × 300 input size
and one at 500 × 500, with the latter producing the best re-

sults in terms of detection precision while being significantly
slower than the first.
In [6], SSD was used as a meta-architecture for single
stage object detection and compared against region-based detectors. Among the findings of that work, was that SSD with
MobileNets and Inception V2 for the feature extraction step
provided the best time performance at the cost of lower detection precision, as evaluated on the challenging COCO dataset.
Another factor which affects the speed of detection is the
number of classes to be recognized, since recognizing more
classes require more parameters increasing the size of a model
and decreasing its speed. Thus, in applications were only one
or a few classes of objects are to be detected, the detector
should be trained to only detect those, to save time. Furthermore, since the last step of detection typically involves using
Non Maximum Suppression (NMS) to collapse overlapping
bounding boxes, which depends on the number of detected
boxes, this approach can lead to significant speed gains when
applicable.
Although similar in nature to SSD, YOLO [11] is a widely
used object detector, whose popularity may be attributed to
its simplicity stemming from its ability to detect multiple objects with a single forward pass of an image, in combination
with its speed which surpasses that of SSD. YOLO relies on
a custom architecture for its feature extraction step, which
is pretrained on ImageNet and publicly available. Its fullyconvolutional architecture allows the network to be trained
and deployed at any resolution, although odd multiples of 32
— the network’s total subsampling factor — are preferred.
A smaller version, named Tiny YOLO, is also available
and performs object detection based on the same principles.
Using half the convolutional layers, Tiny YOLO sacrifices
precision for the sake of speed. The tiny version is also fully
convolutional and subsamples the input image by a factor of
32. Thus, for an input of 416 × 416, a 13 × 13 final heatmap
is produced, whose depth depends on the number of classes
to be detected and the number of precomputed anchors. Note
that only this final output depends on the number of classes.
However, NMS is once again used as a post-processing step,
and is affected by the total number of detected boxes which
naturally grows as the number of classes to detect increases.

4. EXPERIMENTAL STUDY
In the following subsections, we discuss our experimental
protocol and report results, offering a speed-accuracy tradeoff analysis for the aforementioned detectors. We provide
results for optimizations made during the training phase and
post-training optimizations as well as combinations of the
two. All time-dependent measurements were made on an
NVIDIA Jetson TX2 platform.
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For SSD, we use its Tensorflow implementation for its versatility with regards to the choice of feature extraction network
and values of hyperparameters. We study the case of face
detection, a well established visual analysis task, with numerous applications on mobile devices. Tensorflow’s Object
Detection API allows users to easily perform transfer learning from pretrained models to other domains. We focus on
the input size and more specifically on inputs smaller than
300 × 300, the default for this detector. For this purpose, we
utilize the two feature extraction architectures found in [6] to
be the fastest, namely MobileNets and Inception V2. We exploit the publicly available detectors pretrained on the COCO
dataset, which contains the general class ‘human’, and finetune the detector for the purpose of face detection, using the
FDDB dataset [14]. For evaluation purposes, we follow the
default protocol for this dataset and perform 10-fold crossvalidation on the predefined folds.
For both feature extractors, we perform experiments at
five input sizes: 300×300, the baseline, 224×224, 192×192,
160 × 160 and finally 128 × 128. To measure the detection
speed in a fair yet realistic manner, we run all models on the
same video frames and report the overall time divided by the
number of frames (FPS).
The FPS and corresponding recall averaged over the 10
folds for the Inception V2 version are reported in Table 1,
while Figure 1 depicts the true positive rate versus the number of false positive detections. At the baseline input size of
300 × 300, the detector achieves a maximum recall of 85.2
with fewer than 100 false positive detections on the entirety
of the FDDB dataset. At about half the resolution (160×160),
a 9% drop in recall is observed at double the FPS. However,
even the smallest input size evaluated, while maintaining an
acceptable recall, leads to a maximum of about 17 FPS, somewhat far from real-time performance.
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Fig. 1. True positive rate versus false positives for the SSD
with Inception V2 detector on the FDDB dataset.
at 192 × 192 the gain in speed to recall decrease is very balanced, allowing the detector to run at 18 FPS, more than any
of the evaluated Inception V2 models, while attaining a recall
of 80.0. Finally, at an extremely small 128 × 128 input size,
the detector achieves about 24 FPS, that is near real-time performance, at the cost of a significant loss in recall. Depending
on the application, however, a recall of 71.4 may still be acceptable.
Input Size
300
224
192
160
128

FPS
11.64
13.47
18.20
21.04
23.85

Recall
84.1
81.1
80.0
77.4
71.4

Table 2. Frames per second and mean Average Precision for
various input sizes for the SSD with MobileNets feature extractor model.
1.0
0.9

FPS
8.5
12.38
13.79
15.65
17.15

Recall
85.2
84.0
81.1
76.6
73.6

Table 1. Frames per second and mean Average Precision for
various input sizes for the SSD with Inception V2 feature extractor model.
As for the MobileNets models, the respective FPS and recall are reported in Table 2, whereas the true positive rate to
false positives curves are depicted in Figure 2. At the baseline input size, this version achieves a 84.1 recall at about 11
FPS, very close to the performance of the Inception V2 version at 224 × 224 input size. At 224 × 224, a 2 FPS gain is
somewhat insignificant given the decrease in recall. However,
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Fig. 2. True positive rate versus false positives for the SSD
with MobileNets detector on the FDDB dataset.
For the YOLO detector, we use its original and tiny version and make some modifications. First, the Leaky ReLU
activations are replaced with ReLUs in both versions. In the
YOLO model, the reorganizing layer which reshapes the input of a higher-level layer to match that of a lower-level layer

Input Size
608
544
480
416
352
320

FPS
2.9
3.2
5.4
6.4
7.8
8.5

mAP
71.26
73.64
74.50
73.38
71.33
70.02

Table 3. Frames per second and mean Average Precision for
various input sizes for the modified YOLO model.
Input Size
608
544
480
416
352
320

FPS
6.5
8.2
13.4
16.5
20
23

mAP
51.28
52.93
55.00
56.28
55.05
53.81

Table 4. Frames per second and mean Average Precision for
various input sizes for the modified Tiny YOLO model.

is replaced with a max pooling operation. In the Tiny YOLO
model, a max pooling layer of size 2 and stride 1 right before the final detection layers is removed, leaving the size of
the final layer unchanged. These modifications serve the purpose of allowing straightforward post-training optimizations
on the models using TensorRT. We found that for both models, these changes lead to about 1% absolute loss in mean
Average Precision (mAP), measured on the VOC dataset. We
train both models using multi-scale training, which chooses
a random input size from 320 to 608 (multiples of 32) every
ten batches, starting from the respective networks pretrained
on ImageNet. The detector may then be evaluated at each of
these scales. We report the mAP and FPS for various input
sizes for YOLO in Table 3 and for Tiny YOLO in Table 4.

4.2. Post-training optimizations

Input Size
608
544
480
416
352
320

No TensorRT
241.5
214.4
155.4
155.3
111.0
103.0

TensorRT
128.8
121.2
62.3
56.5
45.0
40.4

FP16
69.3
64.3
35.7
32.5
24.3
22.8

Table 5. Forward times (in ms) for the modified YOLO model
ported in Caffe with and without TensorRT and with FP16
precision arithmetic.
Input Size
608
544
480
416
352
320

No TensorRT
76.5
68.4
50.1
49.9
37.1
34.0

TensorRT
37.5
34.8
17.2
15.7
13.0
11.7

FP16
22.1
20.5
11.7
10.3
7.9
7.2

Table 6. Forward times (in ms) for the modified Tiny YOLO
model ported in Caffe with and without TensorRT and with
FP16 precision arithmetic.
5. CONCLUSIONS
In this paper, we have discussed practical difficulties converning the deployment of large Deep Learning models on mobile devices in the presence of low computational capabilities
and memory constraints. We have investigated the factors affecting the speed-accuracy trade-offs in object detection using
convolutional neural networks and provided pragmatic solutions for real-time or near real-time object detection in mobile
devices, using UAVs as a case study. We have shown, through
our experiments, that despite the heavy memory and computational requirements of such models, post-training and duringtraining optimization methods can be successfully deployed
to significantly boost detection speed while maintaining performance above accepted thresholds.
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the original YOLO model even at large input sizes, provided
the memory constraints of the device allow it.
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This paper is an overview of the current state-of-the-art (SoA) in
drone (UAV) cinematography. A taxonomy of UAV shot types is developed. Limitations of single-UAV shooting are presented, advantages
of multiple-UAV shooting are discussed and a potential scenario is described. The overall focus is on cinematographic coverage of sports events,
but most of the contributions are relevant to all UAV cinematography applications.
A recent research trend is the development of end-to-end systems
able to execute specific single-drone shooting missions. In [1], a tool
is presented for computing drone trajectories and camera parameters using example “key-frames" specified by the user. Subsequently, a UAV
is guided outdoors so as to autonomously capture the desired footage,
while obeying cinematographic rules. Static shots based on visual composition principles and canonical shots, as well as transitions between
shots are computed automatically. In [3], the authors present an autonomous system that calculates the appropriate number of drones, in
order to maximize the coverage of targets from appropriate viewpoints.
Little research has been performed focusing on intelligent multiple drone
shooting/cinematography [2, 4].
Several standard types of UAV/camera motion trajectories have emerged
since the popularization of UAVs. UAV camera motion types involving
actual target filming are depicted in the Figure below:

Figure 2: The “Dancing Drones" scenario.

• Drone 3 is permanently flying parallel to the boats at constant altitude performing LTS taking medium close-up throughout the race.
• Drones 1 and 2 fly at same altitude, starting from a fixed distance
between one another. Drone 1 is placed in front of the two rowboats, while drone 2 is placed behind them, so the boats are exactly
halfway between the drones.
• Drone 1 flies much slower than Drone 2 (the one that “catches
up”) in the opposite direction (heading to each other and the boats
which are halfway). Both cameras focus on rowboats (first half of
two opposite Fly-Overs).
• Shortly before they would collide (ideally directly above the boats)
they avoid hitting by moving horizontally in different directions
without slowing down and losing focus on the boats (MAPMT).

Figure 1: From left top to bottom right: Lateral Tracking Shot (LTS), Moving
Aerial Pan with Moving Target (MAPMT), Chase (CHASE), Pedestal Shot with
Target (PST), Fly-By (FLYBY), Fly-Over (FLYBY), Orbit (ORBIT) and Reveal
Shot (RS)
Current practices typically employ a single drone for shooting. In offline shooting with full post-production editing, the single available drone
works at different times to produce several takes. By having only one
drone, full scene coverage from different viewpoints at the same time instance is impossible, leading to less raw material available for editing. Alternatively, multiple shooting sessions are needed, which are vulnerable
to varying lighting conditions. One-drone shooting of live events bears
all disadvantages of shooting a live event with a single hand-held camera, e.g., no extensive editing work can be performed in post-production.
Additionally, “dead" time intervals arise during shooting, due to drone
traveling between different viewpoints, battery autonomy limitations etc.
The above limitations can be overcome by using multiple drones,
which offers the following advantages: a) a broader range of viewpoint
angles is available, leading to enhanced richness and artistic quality of
event coverage, b) scene overview from above can be shot simultaneously
with principal footage acquisition c) scene coverage can be extended in
time and space, by exploiting drones relays, d) novel cinematography effects become possible, enhancing the viewer experience, e) the need for
expensive shooting infrastructure, e.g., spider-cams and helicopters, is reduced.
In Figure 2, a multiple drone scenario, namely the “Dancing Drones”
is depicted. At all stages, all drones should never lose focus on rowboats.

• After they passed, both drones continue moving until Drone 2
reaches the initial position of Drone 1, and Drone 1 the position
of Drone 2 (second half of 2 opposite Fly-Bys).
• Here, the process restarts: both drones slow down and change their
flight directions, heading towards each other again.
As can be observed, conceptually advanced multiple drone scenarios (e.g.,
the dancing drones) can be viewed as constrained combinations of existing single-drone shot types, essentially defining multiple drone cinematography patterns, that can be followed in many media production
scenarios. Therefore, multiple drone cinematography allows many such
scenarios to be defined, opening an exciting new field for technical and
industrial applications.
The research leading to these results has received funding from the European
Union’s Horizon 2020 research and innovation programme under grant agreement
No 731667 (MULTIDRONE).
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ABSTRACT
Autonomous UAV cinematography is an active research field
with exciting potential for the media industry. It bears the
promise of greatly facilitating UAV shooting for various applications, while significantly reducing the costs compared
to manual shooting. However, the general problem has not
been clearly defined and the challenges arising from current legislation and technology restrictions have not been
fully charted. A complete overview of issues related to
autonomous UAV cinematography is needed, pertaining to
the current situation in the field, so as to guide immediatefuture research. The purpose of this paper is to lay exactly
this groundwork, with the expectation of providing a global
perspective to multiple domain-specific research communities. The outlined issues are partitioned into challenges deriving from ethical/legal/safety considerations and from operational/production requirements. A brief survey of current
technological solutions, including their limitations, is also
provided for each issue.
Index Terms— UAV cinematography, autonomous
drones, UAV perception, UAV regulations
1. INTRODUCTION
Camera-equipped Vertical Take-off and Landing Unmanned
Aerial Vehicles (VTOL UAVs, or drones) have severely affected visual media production during the last decade. They
provide enhanced flexibility in aerial shot setup, access to
hard-to-reach spaces, the possibility of novel visual effects
and shot types, as well as easy target tracking and active following, at a small fraction of the costs associated with helicopters, cranes and spidercams.
Although current professional shooting drones are operated by human crews (e.g., pilots, drone camera operators
while additional people coordinating the flight and the shooting might also be involved) in an entirely manual manner,
they do possess rudimentary navigational autonomy enabled
by Global Positioning System (GPS) receivers [1] and onboard autopilot controllers [2]. Increased functional autonThe research leading to these results has received funding from the European Union’s European Union Horizon 2020 research and innovation programme under grant agreement No 731667 (MULTIDRONE).

omy is expected to significantly streamline the process of
UAV shooting. Although state-of-the-art commercial drones
already provide a limited level of autonomy, autonomous
UAV cinematography is still in its infancy. Moreover, although shooting with an autonomous swarm of multiple, cooperating UAVs bears many advantages [3], it remains a relatively unexplored area.
In an ideal scenario, the director would give general, concise event coverage instructions in near-natural language before the event. Subsequently, a fully autonomous UAV swarm
would acquire the desired footage, while automatically complying with any relevant legal restrictions, constantly adapting
to the ever-changing situations arising within the event area,
and optimally dealing with energy-autonomy, intra-swarm
coordination and flight safety issues. All the above would
only require the minimal oversight of a single flight supervisor.
Far from attempting to make the above scenario a reality, currently emerging research focuses on solving simple
sub-problems, e.g., outputting feasible single-UAV trajectories that allow the camera to capture desired footage conforming to basic cinematographic principles [4] [5] [6]. Additionally, a few relevant commercial applications have been released recently [7] [8] where the desired visual content is typically pre-specified by the director using example key-frames.
Little effort has been expended towards researching multipleUAV/swarm shooting [9], despite the obvious advantages.
A factor heavily contributing to this situation is that the
general problem has not been clearly defined and the challenges obstructing the way towards the above-described ideal
scenario have not been fully charted. A complete overview of
issues related to autonomous UAV cinematography is needed,
pertaining to current situation in the field, so as to guide
immediate-future research.
This paper attempts to survey the current ethical/legal/safety and operational/production challenges present
in the field, to present the corresponding state-of-the-art technological solutions and to showcase their limitations. The expectation is to provide a common understanding of the domain to many different research communities, in order to facilitate further progress in the area.

2. ETHICAL, LEGAL, SAFETY AND SECURITY
CHALLENGES IN MEDIA PRODUCTION
Legal, ethical, safety and security issues arise upon scheduling professional UAV flight sessions, implicitly imposing
challenging constraints on the shooting mission. Restrictions
deriving from flight regulations, from data privacy rules and,
finally, from safety and security considerations are described
below, accompanied by corresponding technical solutions.
2.1. Flight Regulations
Different flight regulations apply depending on employed
UAV types and their application. The regulations in many
countries impose restrictions to the employed UAV weight
and permitted flight radius, while also defining special prerequisite conditions (e.g., licensed pilot requirements and insurance policies). An important issue is that flight restrictions
vary over different countries, while professional pilot licenses
and insurance policies may not be internationally valid.
UAVs are typically classified into different categories, depending on their weight. Adjusting/replacing components,
may impact the category classification. For instance, UAVs
exceeding 2kg of weight may be required to carry emergency
parachutes in some countries [10]. Flying UAVs exceeding
15kg of weight might require special license or even be prohibited [11]. Maximum drone flight altitude is typically restricted to 400ft or 500ft (120m or 150m) within several European countries [10] [11] [12] [13] [14]. Visual Line-ofSight (LOS) should be maintained by the licensed pilot of
the UAV1 , either physically, or using visual aids (e.g., VRgoggles), while the horizontal distance between the drone and
the pilot may be limited to specific meters (e.g., 500m).
In addition, due to safety considerations, outdoor UAV
flight in most countries is restricted above congested areas,
crowds of people and airports, leading to permissible flight
zones delineated by law (geofencing). Inherently complying
with such a complex and varying web of regulations is a challenge for all autonomous UAV applications.
Thankfully, current aerial path planning algorithms are
able to deal with complex dynamic and kinematic constraints
in real-time, resulting in nearly-optimal collision-free paths
being computed on-line [15]. Thus, the challenge mainly lies
in properly estimating the geofences according to current legislation.
2.2. Data Privacy
Although UAV shooting in controlled and/or indoor settings
(e.g., TV/film content) does not entail privacy considerations,
privacy is an important issue in generic outdoor filming (e.g.,
sports or entertainment event coverage, newsgathering, etc.).
1 In future autonomous UAV swarms, the pilot could simply be replaced
by a single swarm supervisor, but the LOS restriction is expected to remain
in place.

For instance, although it is intended to depict the athletes
in a race, footage clearly showing the faces of nearby spectators is a prime candidate for raising privacy concerns. Capturing such footage is nearly unavoidable with UAVs, due to
the wide scene portion captured by UAV-mounted cameras, as
well as to their enhanced on-the-fly and in-the-field deployability.
Legal restrictions in various countries limit, or entirely
prohibit, the redistribution/broadcast of footage which violates privacy guidelines. Such guidelines are already part of
the current legal framework in many parts of the world.
A comprehensive example is the European Union, where
the General Data Protection Regulation (Regulation (EU)
2016/679) [16], updating and superseding the Data Protection
Directive from 1995 [17], explicitly states: The principles of,
and rules on the protection of natural persons with regard to
the processing of their personal data should, whatever their
nationality or residence, respect their fundamental rights and
freedoms, in particular their right to the protection of personal
data. Such regulatory frameworks typically treat facial images
as potentially identifying biometric data, thus restricting their
and making their protection a necessity.
Therefore, compliance with data privacy legislation is an
issue that must be taken into account in autonomous UAV
shooting scenarios. Privacy protection methods for face deidentification [18] [19], face detection obfuscation algorithms
[20], or even soft/non biometric identifiers (e.g., tattoos, skin
marks etc.) protection methods [21], can be employed to ensure privacy legislation compliance.
2.3. Misuse Avoidance and Data Security
To the best of our knowledge, no specific legislation prescribes protective measures against misuse and vulnerability
exploitation. However, the consequences of such an event
may include severe privacy and legal implications, thus a level
of protection should be provided upon system design and deployment.
The main relevant dangers consist in drone hacking and/or
capturing during flight by a malevolent third party, with the
objective to study it and convert it (for instance, to carry explosives), or drone hacking with the objective to directly crash
it on people or infrastructure.
Simple ways for an attacker to achieve such goals are radio communication or GPS signal jamming, GPS spoofing,
drone autopilot firmware hacking and/or communication hijacking. There are documented incidents where an attacker
can land or pilot a drone indirectly by using GPS spoofing
[22]. Additionally, a Man-in-the-Middle attack can allow an
unauthorized person to pose as the ground station and take
command of the drone. Weak security in communications
can also allow obtaining the video captured by the drone, or
its intended flight path.
Several measures can be taken to mitigate the above is-

sues. Redundant localization methods (e.g., Active RadioFrequency IDentification (RFID) positioning systems [23])
and multi-sensor fusion algorithms (e.g., [24]), secure and
signed autopilot firmware updates, as well as autopilot input
commands filtering, can be employed to this end.
During a shooting session, a subset of the produced data is
stored on-board, while another subset is on-the-fly transmitted over the air. Depending on the application, video footage
may be both stored and broadcasted, or only stored on-board
for offline processing at a later time. In contrast, real-time
transmission of telemetry and control data is necessary for
ensuring a secure and safe flight, making them vulnerable to
potential security threats.
Therefore, video footage must be protected during storage, using authentication mechanisms to restrict its accessibility to the copyright owners. Telemetry and control commands need to be transmitted at highest priority and to be protected against misuse at the same time. Additionally, in UAV
shooting for live broadcasting, the drone-to-ground communication specifications must ensure a minimal bitrate, sufficient for acceptable real-time video broadcast quality.
Secure LTE communications is the state-of-the-art approach for overcoming the above issues; however, it is not
yet implemented in commercial UAVs, due to the high cost
of the required equipment. Lower cost solutions, such as WiFi, are acceptable for indoor cinematography applications, but
cannot operate smoothly in outdoor shooting over long distances. This is due to their inability to simultaneously ensure
stable, high communication bitrate with guaranteed Qualityof-Service, in the longest possible range, without the signal
being blocked / degraded by obstacles. Therefore, live broadcasting in outdoor scenarios is still very expensive at the current level of technology.
Advanced, real-time encryption [25] and video compression algorithms [26] [27] for embedded systems can be employed to partially mitigate the above issues, by ciphering
both the stored and the transmitted data, as well as lightening
the bitrate requirements for live broadcasting. However, such
methods place a significant overhead to the limited on-drone
hardware computational hardware. Therefore, achieving the
optimal trade-off is an issue that must be considered carefully when designing autonomous shooting UAVs. Balancing computational resource assignment between autonomy or
perception algorithms and encryption or compression modules is an application-specific decision affecting all technological aspects of such a system.
3. OPERATIONAL CHALLENGES IN MEDIA
PRODUCTION
Technology has to overcome a number of current limitations
if fully autonomous professional UAV shooting is to become
a reality. Below, several operational challenges arising during
production are detailed, that derive from cinematography re-

quirements, from functional and decisional autonomy goals,
from perception needs and from scalability/swarming issues.
For each category, the state-of-the-art technical solutions are
briefly surveyed.
3.1. Cinematography Requirements
The main challenge specific to autonomous UAV cinematography/shooting applications is how to optimally translate
high-level director instructions into a low-level sequence of
suitable target assignments, shot types, frame compositions
and UAV/camera motion trajectories relative to the possibly
moving target being filmed. The above constitute a detailed
cinematography plan that varies over time and over different drones (assuming a swarm solution). Ideally, the UAVs
should automatically detect target motion, important events
and target roles (e.g., the scorer in a soccer game highlight),
with the overall plan automatically adjusting accordingly and
on-the-fly.
Thus, three separate cinematography-related issues actually arise: how to facilitate optimal high-level specification
of the desired footage by the director, how to automatically
derive the low-level cinematography plan and how to autonomously and on-the-fly adapt the latter to the current situation. As long as these three challenging issues have been
satisfactorily dealt with, designing UAV/camera control algorithms that capture the desired shot sequence is relatively
straightforward.
As previously described, there are existing commercial
and research interfaces allowing the director to define desired
video key-frames to be captured, using VR environments or
3D scene maps, and producing corresponding static drone trajectories, for single-UAV or multiple-UAV shooting missions.
However, these systems currently do not handle the aforementioned issues, or only handle them in a very restricted way,
implicitly oversimplifying the problem.
One reason contributing to this situation is the lack of a
complete and standardized taxonomy for UAV shot and motion types. Such a taxonomy would greatly facilitate the development of interfaces for high-level cinematography specification that lead to precise and sufficient cinematography
plans. Despite relevant early work [3], further research needs
to be conducted in the area.
3.2. Autonomy Issues
Increased decisional and functional autonomy for the employed UAVs is a necessary prerequisite of fully realizing the
previously detailed cinematography requirements in an autonomous manner. Below, several aspects of this goal that are
challenging with the current level of technology are detailed.
An important issue in all autonomous UAV applications is
geofencing, i.e., the existence of restricted flight zones which
a UAV is not permitted to enter. Such restrictions may arise

due to previously described legal requirements, or considerations regarding the safety of the UAV itself (e.g., danger
of colliding with buildings or trees). The cinematography
plan should autonomously adapt to geofencing restrictions
that possibly vary over time, e.g., arising from moving crowds
of spectators. Care should be taken so that this adaptation preserves as much as possible of the initial directorial vision and
intended visual content. Therefore, geofencing presents specific challenges with regard to cinematography applications
which, in general, have not yet been investigated. Optimal,
on-the-fly adjustment of a UAV swarm shooting mission, in
response to dynamic flight zone restrictions, is a relatively
unexplored area, although partial work that takes into account
static geo-fencing, without autonomously modifying the cinematography plan, has been performed [28].

Another important issue related to autonomy is emergency handling. Commonly encountered emergencies include unforeseen battery exhaustion, communications failure, or adverse weather conditions. Currently, in professional
shooting, emergencies are mostly manually handled by the
pilot; in case communications break down, the UAV either
stops performing any action and simply hovers, or an onboard parachute is activated and the drone lands in a nonautonomous manner. Clearly, all of the above are suboptimal solutions in the context of autonomous UAV shooting.
Greater standardization of possible emergencies and emergency handling policies is needed, so that this aspect can be
integrated into algorithms oriented towards increased UAV
functional and decisional autonomy (e.g., safe landing site
detection and emergency path planning to such a site). Additionally, emergency handling should be complemented by
automatic, relevant, on-the-fly adjustments to the active cinematography plan at the swarm level. No research effort has
been expended yet towards this challenging goal.

Finally, energy consumption is an important issue in autonomous UAV cinematography, since typical drone flight
time is severely limited (less than 25 minutes). Optimal, automatic planning and on-the-fly adjustment of the shooting mission and the cinematography plan according to energy consumption considerations and battery status, both at the swarm
level and at the individual UAV level, is a prerequisite for
increased autonomy. In terms of energy consumption, the
following UAV operation ordering may be defined, from the
least to most battery-intensive: camera operations (gimbal rotations, zoom), flying down, flying horizontally/hovering, flying up. In general, the direction of UAV flight dominates the
energy-related behavior, with camera operations being relatively negligible. Current UAV shooting systems do not, in
general, take energy consumption into account, despite the
obvious significance of battery life limitations.

3.3. Perception Challenges
Enhanced environment perception and accurate selfperception are of utmost importance for UAVs involved in
shooting missions, since perception enables the achievement
of almost all cinematography and autonomy goals. For
instance, emergency path planning towards safe landing
sites cannot be performed without on-demand identification
of such sites from sensor data (e.g., camera). Capturing
the desired footage of moving targets is, in many cases,
impossible without accurately positioning the target within
its surroundings at all times. Even more importantly, very
few things can be performed autonomously if the drone
is not in a position to accurately localize itself within the
environment.
The combination of state-of-the-art on-drone LIDARbased Visual SLAM [29] and accurate differential RTK-GPS
units [30] on all UAVs and targets (e.g., athletes in a race) involved in a shooting mission can solve most of the perception
issues in a satisfactory manner, since it permits the constant
update of a consistent, global 3D map upon which all objects
of interest are annotated. However, differential GPSs and LIDARs are heavy and expensive sensors. Additionally, it is
not always possible or practical to equip all targets with GPS
units, while it may not even be permitted or reasonable to do
so with other things the UAVs should autonomously localize (e.g., crowds of spectators, safe landing sites, obstacles to
avoid). The challenge for current technology lies in achieving
a similar level of functionality using advanced algorithms, intelligent sensor data fusion and only minimal equipment, i.e.,
one on-drone camera (possibly stereoscopic 3D), simple GPS
units on the UAVs and no GPS units on the targets. Despite
recent advances in camera-based Visual SLAM and fusing its
output with odometry measurements from Inertial Measurement Units (e.g., [24] [31]), the results are not yet robust and
accurate enough for stable 3D self-localization and mapping.
This is an important challenge for near-future autonomous
UAV cinematography applications.
On the other hand, 2D target visual detection, recognition and tracking on video inputs is becoming more and
more competent, mainly due to the success of deep learning algorithms and dedicated relevant hardware for UAVs
(e.g., the NVIDIA Jetson TX2 board). 2D object detection/recognition/tracking on video footage is important in itself, especially for cinematography applications where the
target should be framed in a specific manner indicated by the
active cinematography plan. Moreover, the output of such algorithms can be fused with/projected on the global 3D map,
acting as an additional information modality beyond SLAM
and GPS, thus offering increased perception robustness. Deep
learning methods have recently demonstrated high performance on 2D visual detection/recognition problems related to
autonomous UAV cinematography [32] [33], while state-ofthe-art 2D visual trackers have proven suitable for real-time

processing of UAV video feeds [34] [35]. The same underlying technologies can also be employed for on-line crowd, obstacle or safe landing site detection from video footage (e.g.,
[36]).
Therefore, near-future 2D visual processing algorithms
are expected to be mature and robust enough for deployment
in autonomous UAV shooting applications. The challenge lies
in optimizing them for real-time performance at a low energy
expenditure envelope, using the relatively limited computational hardware of UAV platforms. This is a significant issue
that only recently has begun to be investigated (e.g., [37]).
3.4. Scalability and Swarming
Cinematography applications typically require capturing of a
scene that only takes place once, from multiple viewing angles, perhaps for different purposes (e.g., obtaining witness
or principal footage). Therefore, multiple-UAV/swarm approaches are, by far, a superior solution for cinematography
applications.
By exploiting a number of UAVs, enhanced drone perception can be expected to be achieved, by exploiting collaborative perception algorithms including collaborative SLAM
[38] [39], or multi-view detection and tracking [40]. Challenges include not only developing, improving and accelerating such algorithms, but also exploring distributed processing
opportunities within the swarm, as well as centralized data fusion in a master computational node (e.g., centralized multiview processing, as in surveillance applications).
Additionally, the production and on-the-fly adjustment of
a cinematography plan from high-level director guidelines becomes more challenging in autonomous UAV swarms. Different tasks have to be assigned to each UAV and be constantly updated, without requiring additional director input.
For instance, the members of a UAV fleet should take dissimilar shots (e.g., when a UAV attempts to take a close-up
shot of a target, the other drones should be capturing differing overview long shots). Moreover, UAVs should be able
to perceive each other and avoid entering each others Fieldof-View, so as to preserve the transparency of the shooting
process. Such behaviors may be integrated in advanced formation control and swarm path planning algorithms [28], but
this is still a field in its infancy.
4. CONCLUSIONS
This paper outlined current challenges in autonomous UAV
cinematography, arising either from legal/ethical/safety considerations, or from operational requirements during production. A number of state-of-the-art solutions were also briefly
surveyed. The presented issues have to be methodically investigated and taken into account by any research hoping to
lead to practical, fully autonomous UAV shooting systems.
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ABSTRACT
A classification method that emphasizes on learning the hyperplane that separates the training data with the maximum
margin in a regularized space, is presented. In the proposed
method, this regularized space is derived by exploiting multiple graph structures, in the SVM optimization process. Each
of the employed graph structure carries some information
concerning a geometric or semantic property about the training data, e.g., local neighborhood area and global geometric
data relationships. The proposed method introduces information from each graph type to the standard SVM objective, as a
projection of the SVM hyperplane to such a direction, where
a specific property of the training data is highlighted. We
show that each data property can be encoded in a regularized
kernel matrix. Finally, response in the optimal classification
space can be obtained by exploiting a weighted combination of multiple regularized kernel matrices. Experimental
results in face recognition and object classification denote the
effectiveness of the proposed method.
Index Terms— Regularized Support Vector Machines,
face recognition, object recognition
1. INTRODUCTION
Face recognition and object recognition are classic computer
vision/pattern recognition classification problems that have
found numerous applications in industrial and research fields,
involving more and more sectors such as biometrics, virtual
reality, and more lately applied robotics e.g., unmanned aerial
vehicles. For the past two decades, the SVM classifier has
been one of the most important baseline methods for tackling
these tasks. The effectiveness of any classification method including the SVM classifier, depends on three things: a) the
employed feature data representation, b) the suitability of the
adopted kernel function to the employed features and finally
c) the classifier discriminating ability.
Regarding features, recent work exploiting deep neural
network architectures have revolutionized the efficiency of
This work has received funding from the European Union’s European
Union Seventh Horizon 2020 research and innovation programme under
grant agreement No 731667 (MULTIDRONE). This publication reflects only
the authors’ views. The European Commission is not responsible for any use
that may be made of the information it contains.

the obtained data representation in several problems including face [1, 2] and object recognition [3]. The resulting representation obtained by a forward-pass of the training data to
specific layers of a pre-trained network can be used as feature
vectors for detecting and recognizing objects depicted in images and videos. Moreover, work on obtaining improved kernel functions using Deep or Multiple Kernel Learning [4, 5, 6]
have been performed with promising results. However, while
feature vectors and kernel functions are rapidly improving the
classification potential of the standard SVM classifier, we argue that its discriminating ability can be improved even further, by exploiting additional criteria in its optimization process.
Our argument is supported by relevant research on SVMbased methods, where it has been consistently shown that
the SVM classification performance can be enhanced, while
keeping the same initial feature data representation. This can
be achieved by incrorporating additional optimization criteria
to the SVM optimization process, e.g., discriminant learning
[7, 8, 9], manifold learning [10], or as shown more recently,
any geometric or semantic criteria that can modeled using
generic graph structures [11, 12, 13, 14]. The employed graph
structures that could be expressing intrinsic (within-class), or
between-class data relationships, have the effect of promoting solutions in directions where the expressed property is
emphasized (e.g., low-variance directions). Motivated by the
success of graph-based SVM methods, we study the impact
of introducing more than one or two properties to the SVM
optimization problem.
In this paper, a classification method based on SVM, that
learns the hyperplane that separates the training data with
the maximum margin in a regularized space, where various
data properties are emphasized, is proposed. This regularized
space is derived by exploiting multiple graph structures in the
SVM optimization process. Each of the employed graph carries some information concerning a geometric or semantic
property about the training data, e.g., global variance, local
neighborhood area. It is shown that each data property can be
encoded in a regularized kernel matrix. The optimal classification space can be obtained by exploiting a weighted combination of multiple regularized kernel matrices. Therefore, the
proposed optimization problem can be modeled as a standard
Multiple Kernel Learning problem.

2. MODELING DATA RELATIONSHIPS IN GRAPH
STRUCTURES
Assume a dataset consisting of d−dimensional vectors xi ∈
RD , i = 1, . . . , N and X ∈ RD×N is the corresponding datamatrix, that is employed to train a classifier. Pairwise properties within the training data can be expressed with set of
graph structures G m = {X, W m }, m = 1, . . . , M , where
the training data X form the graph vertices and the m−th
graph expresses the m−th property about the training data.
The matrix W m is the corresponding graph weight matrix,
containing the weights of the connections between the training data for the m−th property. Such pairwise properties may
include e.g., local geometric data information expressed by
kNN graphs, or global geometric data information expressed
by fully connected graphs.
For example, the neighborhood Ni of each vertex could be
containing the k most similar vectors to xi , and the weights
between the vertices Wijl have been initiated with the following heat kernel function:


exp −γ||xi − xj ||22 , if xj ∈ Ni
l
Wij =
(1)
0,
otherwise,
where γ is a free parameter that scales the Euclidean distances
between the graph vertices xi and xj . The, the local geometry
of the training data is expressed with the matrix Sl :
N

The proposed method aims at generating the hyperplane w
that separates the training data with the maximum margin,
in a space where data relationships expressed with multiple
graphs have been emphasized. The space where each property is emphasized can be implicitly obtained, by combining
SVM hyperplanes wm that have been regularized with the
corresponding matrix Sm , m = 1, . . . , M , encoding information from the m-th graph. Moreover, since we would like to
exploit multiple data properties, we also demand to learn their
combination in an optimal manner.
PM To this end, we introduce
a vector µ ∈ RM , such that m=1 µm = 1, that controls
the contribution of each data property to the final regularization effect. Therefore, the we propose to optimize for each
hyperplane wm and the parameters µm , at the same time, as
follows:
min

{w},ξ,b,µ

M
N
X

1 X 1
T
kwm k2 + wm
Sm wm + c
ξi + b,
2 m=1 µm
i=1

(5)
(2)

where Ll ∈ RN ×N is the corresponding graph Laplacian matrix, defined by L = D − W , where D ∈ RN ×N is the
weighted graph Degree
matrix, i.e., a diagonal matrix having
P
elements Dii = j6=i Wij , i = 1, . . . , N .
The global geometry of the training data can be modeled
by extending the above defined graph along all training data,
i.e., by employing a fully connected graph (k = N ). Alternatively, from a disciminant analysis perspective [15], a
definition of global geometric data relationships is the following. Items belonging to the same class (e.g., class c, c =
1, . . . , C) are connected in a fully connected graph G w with
equal weights, as follows:
Wijw = 1/Nc , if yi = yj

(3)

where Nc is the number of items belonging to the c−th class.
In fact, the corresponding matrix Sw that expresses global
geometric data relationships as in equation (2), is the withinclass scatter matrix:
Nc
C X
X
(xci − x¯c )(xci − x̄c )T =

C
X
1
ec eTc
I−
N
c
c=1

!
X T = XLw X T ,

s. t.

T
yi wm
xi

ξi ≥ 0,



+ b ≤ 1 − ξi , i = 1, . . . , N,

M
X

µm = 1,

m=1

where ξi are the slack variables, b is the bias term and c > 0
is the SVM hyperparameter that needs to be tuned in order
to provide the best compromise between training error and
generalization performance (where a value c = 0 corresponds
to hard margin SVM).
The above defined optimization problem can be solved
by obtaining the equivalent dual problem, expressed with the
Lagrangian function L and the Lagrange multipliers αi corresponding to its constraints. By setting the partial derivatives
of L with respect to wm , ξ, b equal to zero, and then by replacing back in L, we obtain an optimization problem of the
following form:
max
α

N
X

N

αi −

i=1

N

1 XX
αi αj yi yj qij
2 i=1 j=1

s. t. 0 ≤ αi ≤ c

(6)
N ×N

c=1 i=1

=X
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N

1 XX
kxi − xj k2 Wijl = XLl X T ,
Sl =
2 i=1 j=1

Sw =

where Lw is the corresponding graph Laplacian matrix, c is
an index denoting if xi belongs to c−th class, i.e., yi = c, and
ec is a vector of ones corresponding to the positions where
yi = c, or zeros, otherwise.

(4)

where qij are the elements of a matrix Q ∈ R
, that contains the data similarity between the training data in the regularized space, as follows:
!
M
X
−1
T
Q = xi
µm (I + Sm )
xj
(7)
m=1

or equivalently:
Q=

M
X

!
−1

µm xTi (I + Sm )

xj

m=1

=

M
X

µm κ̃m (xi , xj ),

m=1

(8)
where K̃m is a similarity matrix that contains data similarity in the space where only the m−th data property have expressed. As can be observed, the proposed optimization problem can thereby be expressed as a Multiple Kernel Learning
SVM problem:
max min
α

µ

N
X

αi −

i=1

N N
M
X
1 XX
αi αj yi yj
µm κ̃m (xi , xj )
2 i=1 j=1
m=1

(9)
s. t. 0 ≤ αi ≤ c and

M
X

µm = 1.

m=1

Solutions in the kernel space can be obtained by replacing the standard data representations xi with the outputs of a
mapping function φ(xi ) 7→ F. Although the data representations in F are of arbitrary dimensionality, only similarity in
that space is required to be calculated explicitly for SVM classification purposes. By working in spaces of arbitrary dimensionality, the matrices Sm become of arbitrary dimensional−1
ity as well. Thankfully, the inversion (I + Sm ) can still
be obtained, by exploiting the Sherman-Morrison-Woodbury
identity:
−1
−1 T
T
I + ΦLm ΦT
= I − Φ L−1
Φ , (10)
m +Φ Φ
where Φ = [φ(x1 ), . . . , φ(xN )]T is a matrix that contains
the data representations in the feature space. Similarity in the
regularized space, that is required to be expressed with the
matrices K̃m , is calculated explicitly as follows:
h
i
−1
K̃ = I − Lm + K −1
Lm K,
(11)
where K = ΦT Φ is the standard kernel matrix obtained by
e.g., applying the RBF kernel function.
In order to solve the optimization problem defined in (9),
any Multiple Kernel Learning SVM method can be employed
[5, 16]. We have employed [16] in all our experiments to this
end, since it outperforms other widely adopted MKL methods e.g., [17, 18] in related classification problems, by providing an efficient compromise between sparse solutions and
fast convergence. That is, the min-max optimization problem
is broken into two quadratic programming optimization problems solved sequentially, one for the standard SVM, and a
separate soft-margin optimization one for determining the parameters µm . For more information, the reader is referred to
[16]. Finally, in order to classify a test sample x, we employ
the following decision function:
f (x) =

N
X
i=1

yi αi

M
X
m=1

µm κ̃m (xi , x) + b.

(12)

The proposed method is able to include several graphs for
regularization purposes, in the form of multiple single-graph
regularized kernels. Thereby, the optimization problem is formulated as a MKL-SVM optimization problem. The advantage of this approach, is that it does not require fine tuning
of the additional parameters that are introduced to control the
amount of regularization. The effect of the each graph hyperparameters is implicitly determined only by optimally calculating the kernel contribution parameters µm , inside a separate optimization problem.
Additionally, the proposed formulation may serve as the
general SVM formulation case, since related methods may
be represented as special cases of the proposed method, by
replacing the base kernel matrix inputs, with different matrices. For example, by replacing the derived kernel matrix
Q with the standard SVM kernel matrix K and µ = 1, the
proposed method degenerates to standard SVM. By using
a set of standard SVM kernel matrices derived by employing several mapping functions, or similar mapping functions
with different parameters, the proposed method represents
the generalized Multiple Kernel Learning [5] formulation.
Finally, by introducing only a single graph in the SVM optimization process, the proposed method degenerates to the
Graph-Embedded SVM [11] formulation.
4. EXPERIMENTS
In order to evaluate the performance of the proposed method,
we have conducted experiments in publicly available datasets
for face recognition and object classification. In our experiments in face recognition, we have employed the PubFig+LFW [19], AR [20], Yale [21] and ORL [22] datasets. In
our object classification experiments, we have employed the
CIFAR-100 [23] and Caltech101 [24] datasets. The employed
datasets were carefully selected to demonstrate the effectiveness of the proposed method using different feature vector
settings, i.e., pre-extracted feature vectors (PubFig+LFW),
features having minimal preprocessing i.e., pixel luminosities
(AR, Yale and ORL), pre-extracted deep features from [3]
(CIFAR-100) and pre-computed kernel matrices [25] (Caltech101). Since all employed datasets are well balanced
in terms of instances per class, for both training and testing purposes, the Classification Rate (CR) was employed as
performance metric.
In order to construct our base kernels in all our experiments except Caltech101 (where we already had the precomputed kernels), we have employed the RBF−χ2 kernel matrix:

k(xi , xj ) = exp −γkxi − xj k22 ,
(13)
where the optimal γ for every competing method was determined from a set of predefined values using cross validation.
The regularized kernel matrices K̃ were obtained using Sl
and Sw , as described in Section 2, for different values of γ.

For comparison reasons, along with the proposed method,
we have also trained the standard Multiple Kernel Learning
SVM (MKL-SVM) [16], using standard RBF kernels. Moreover, we also report the performance of the standard GraphEmbedded SVM (GE-SVM) [11], a standard SVM variant
that employs a single regularized kernel matrix K̃, which was
in essence the best performing single base kernel of our proposed method. The same SVM solver was employed for all
methods [26], and the parameter settings were also set to be
equal for all methods, where applicable. Our experimental
platform was a PC with 32GB of RAM on a i7 processor, using a Matlab implementation.
Experimental results are drawn in Tables 1 and 2 for face
recognition and object classification, respectively. As can
be seen, the proposed method outperformed the competing
methods in every case, in terms of classification accuracy.
More specifically, by observing the performance of all competing methods in PubFig+LFW dataset, whose feature vectors include information from hand-crafted descriptors, employing Multiple Kernel matrices seem to have been beneficial to classification performance. In such case, the extracted
features lie in multiple distributions, and cannot be adequately
modeled by a single distribution (i.e., the GE-SVM case). The
performance of MKL-SVM denoted that exploiting multiple
distributions for modeling data similarity was beneficial to
performance in this case. The proposed method outperformed
the competition, by exploiting the additional global and local
geometric particularities of each class, modeled by the added
graph structures. This information acted as an advanced regularizer to the solution, offering more accurate feature representation, in comparison with the competition.
In our experiments in ORL, YALE and AR, where we
have employed simple pixel luminosities as feature vectors,
we observed that employing multiple similar RBF kernel matrices, seem to have not influenced positively the classification
performance, maybe related to overfitting issues. This effect
is supported by the performance of GE-SVM, which outperformed MKL-SVM, by having a single graph regularizing the
obtained classification space. However, the proposed method
was able to alleviate the negative overfitting effects, by optimally determining the most efficient regularized kernel combination.
Finally, in our experiments in object recognition, the proposed method outpefromed the competition, again. Here
we also note that the reported Caltech101 baseline MKLSVM performance in [25] for the exact same kernels was
71.1%. Our employed baseline MKL-SVM method [16] outperformed this performance, obtaining a classification rate of
72.30%. Our proposed method outperformed MKL-SVM by
1.5%. This demonstrates the effectiveness of the proposed
method, for the cases where deep features or pre-computed
kernel matrices have been employed.

Table 1: Classification rates (CR) in Face Recognition
Algorithm/Dataset
GE-SVM
MKL-SVM
PROPOSED

PubFig+LFW
34.35
84.17
88.77

ORL
98.75
98.75
99.25

AR
99.19
90.57
99.42

Yale
97.94
96.08
98.06

Table 2: Classification rates (CR) in object recognition
Algorithm/Dataset
GE-SVM
MKL-SVM
PROPOSED

CIFAR-100
72.30
75.40
79.80

Caltech101
66.56
72.42
73.39

5. CONCLUSION
We described a novel method for introducing multiple pairwise data relationships represented in graph structures, to
the SVM optimization process. The proposed optimization
problem can be solved by exploiting generic Multiple-kernel
learning SVM implementations. We have obtained increased
classification performance consistently against related methods, in face recognition and object recognition classification
problems. The reason for adopting increased performance is
the exploitation of optimal kernel matrix regularization, specified for the SVM classification problem. Since the proposed
method provided enhanced classification performance using
different descriptor settings, we expect that it will perform
well in other classification problems, as well.
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ABSTRACT
Recent advances in deep learning have achieved state-of-the-art
results for object detection by replacing the traditional detection
methodologies with deep convolutional neural network architectures. A contemporary technique that is shown to further improve
the performance of these models on tasks ranging from optical character recognition and neural machine translation to object detection
is based on incorporating an attention mechanism within the models. The idea behind the attention mechanism and its variations was
to improve the information quality extracted for any confronted
task by focusing on the most relevant parts of the input. In this
paper we propose two novel deep neural architectures for object
recognition that incorporate the idea of the attention mechanism
in the well-known faster-RCNN object detector. The objective is to
develop attention mechanisms that can be used for small objects
detection as they appear when using Drones for covering sport
events like bicycle races, football matches and rowing races. The
proposed approaches include a class agnostic method that applies
the same predetermined context for every class, and a class specific
method which learns to include context that maximizes the class’s
precision individually for each class. The proposed methods are
evaluated in the VOC2007 dataset, improving the performance of
the baseline faster-RCNN architecture.
ACM Reference Format:
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1

INTRODUCTION

The current rapid advancements on the field of artificial intelligence
have a massive impact on many other traditional fields of computer
science, providing them with better results while radically changing
the underlying problem structures and the deployed algorithms.
Arguably the most favored field from this trend is computer vision
and its branches, such as facial recognition, image segmentation,
and the main focus of this paper, object detection. Especially, the deployment of robust and lightweight deep object detectors in Drones
is crucial for their increased autonomy when used for covering
specific sport events or in Cinematography in general. The objective on this paper is to investigate ways to introduce an attention
mechanism to deep object detectors in order to increase their performance for challenging scenarios like those appearing in Drone
Cinematography.
The advancements on object detection are mainly attributed to
the application of deep learning architectures [15] incorporating
Conference’17, July 2017, Washington, DC, USA
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deep convolutional neural networks (CNNs)[10] on the field. CNNs
introduce non linearity in the architecture and perform feature
extraction on the image, attempting to learn features which are
equivariant to scale and translation. Current state-of-the-art object
detection systems implement different variations of a standard
detection pipeline which is comprised of a region proposal module
and a detection module [6].
The region proposal module implements the artificial neural
network equivalent of the common attention mechanism existing
within the human visual object recognition system. As human object recognition benefits from focusing on particular regions of an
object, the detection module’s efficacy for an object can benefit
from applying its classification and regression operations on features extracted from an area approximating that object. The region
proposal module can be a conventional region proposal method,
e.g. Selective Search [16] and Edgeboxes [21], or an independent
neural network as was firstly proposed in the faster R-CNN model
[12].
The faster R-CNN model closely represents the typical detection
pipeline described above, incorporates a novel attention mechanism,
and is one of the best performing object detection systems available
today. It utilizes a deep convolutional neural network, which in the
context of computer vision is referred as the base network ([14],
[20]), to perform feature extraction on the image and shares these
learned features between the region proposal network (RPN) and
its detection module, eliminating the speed bottleneck emerging on
most other object detection systems from applying a conventional
region proposal method on the pixels of the image. This speedup is
attributed mainly to the RPN module which is comprised of three
parts, a set of convolutional filters that fit a predefined set of anchor
boxes on the center of every location on the image where their
sliding windows are applied, and two sibling fully connected layers
which predict the probability that an object exist inside the anchor
box and the regression to the nearest ground truth bounding box for
that particular anchor box respectively. The anchor boxes are a set of
predefined bounding boxes in various scales and aspect ratios that
are used to detect objects within the RPN module. The regions of
interest (ROIs) produced by the RPN module correspond to specific
areas on the shared feature maps of the base network, thus a ROI
pooling layer [6] is necessary to facilitate the mandatory transition
from areas on the image to features appropriate for detection in the
detection module. Unfortunately, despite the speedup allowed by
the RPN module, the delay introduced at this feature resampling
stage renders the faster R-CNN model inappropriate for many real
time applications.
The best performing model among models that do not suffer this
delay is the single shot detector (SSD) model. SSD was proposed in
[11] and is the first deep neural network based object detector that
does not resample pixels or features for bounding box hypotheses
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and is as accurate as approaches that do so. The core idea behind
SSD is predicting category scores and bounding box offsets for a
fixed set of default bounding boxes using small convolutional filters
applied to feature maps, similarly to the anchor boxes in the fasterRCNN model, but instead applied to multiple feature maps allowing
for detection at multiple scales. SSD is deployed into two different
variants, depending on the input image’s dimensions. These are
SSD300 and SSD512, which are trained and tested on input images
of dimensions 300x300 and 512x512 respectively. SSD300 is the
first real-time method to achieve above 70% mAP in the VOC2007
dataset [4]. SSD does not incorporate any attention mechanism,
sacrificing accuracy for the gain of real time performance when
deployed on high-end Graphics Processing Units (GPU).
Unlike SSD, the models we propose incorporate an attention
mechanism and focus on the effects of context inclusion into the
regions of interest proposed by an attention mechanism, in order to
evaluate how the average precision per object class is affected from
context inclusion. We designed models that expand and modify the
faster R-CNN architecture aiming to increase the efficacy on the
classification task of object detection. We propose two different
methods for expanding an attention mechanism, a class agnostic
and a class specific method.
In the class agnostic method, we extend the faster R-CNN’s
detection module by adding multiple neural streams, structurally
identical to the original detection stream. The idea is to simulate
the way humans pay attention to specific objects by observing the
object parts in different scales and also the context of the object.
This can be achieved if the neural network is able to analyze the
object at different scales and cropped regions. The outcome of the
object analysis at different scales should then be combined in order
to produce a final prediction about the object class and regress the
object size. To do so, a Long-Short Term Memory (LSTM) layer is
added to the architecture and is trained to output the object label
combining the outputs of three different neural streams. These
neural streams have their input feature areas sampled from regions
of interest where context inclusion has been applied. The size of
the context inclusion is predetermined for each context inclusion
branch, and is presented here in the form of a percentage along
the newly included or excluded region’s dimensions with respect
to the initial ROI’s corresponding dimensions. The highest level
features extracted within each branch are then combined to surpass
the accuracy of the faster R-CNN model on the object classification
task.
The class specific method is developed based on the hypothesis
that different classes need different attention areas for optimal
object classification. For example, the class train might benefit from
a larger context where the train lines will also be visible whereas
a class that can be found in many different contexts (e.g., person)
might require precise attention without any additional context.
Thus, we modify the faster R-CNN model to allow it to learn the best
extension factors for each object class by incorporating a context
inclusion layer that calculates gradients with respect to the ROI’s
dimensions and uses them to approximate the optimal attention
areas. As extension factors we refer to a pair of values for each class
that extend or shrink the produced ROI’s dimensions according to
the object class of the ROI’s included object. The two values of each
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pair apply context inclusion along the height and the width of the
ROI respectively.
We test our models on the VOC2007 dataset and compare them
with the faster R-CNN model which was used to derive our baseline
results.

2

THE PROPOSED ATTENTION
APPROACHES

This paper focuses on the effect of context inclusion in the provided
regions of interest, either they are produced from a conventional
algorithmic method as in [16] and [21], or they are the output of
an independent neural network as proposed in the faster R-CNN
model.
Generally, those methods aim to produce regions of interest that
match the ground truth bounding boxes of the image’s objects as
closely as possible. Our hypothesis states that there can be certain
classes of objects for which the optimal detection will be performed
when the proposed regions of interest are extended or shrinked. The
improvement can emerge either on the classification task, which
intuitively seems more likely, or the bounding box regression or
both.
We propose two different approaches regarding the context inclusion per class, a class agnostic where the class subtleties are not
taken into account and our model applies a combination of values,
on its context inclusion branches, hardwired from a predetermined
set of indicative percentage values, and a class specific where for
each class our model tries to learn the appropriate extension factors
that maximize the average precision for the class. Our class agnostic
model is presented in Figure 1 and our two proposed models for
the class specific approach deployed on the training and testing
phase are illustrated in Figures 4 and 3 respectively.

Figure 1: Our proposed class agnostic model deployed on
both the training and the testing phase. The grey arrows
point out connections already present in the original faster
R-CNN model. For the sake of simplicity the two context inclusion layers preceding each context branch are ignored.

2.1

Class agnostic approach

Our proposed model extends the faster R-CNN architecture by inserting two parallel context inclusion neural streams in its detection
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module. Each stream applies a predetermined attention (i.e., context
inclusion percentage) on every ROI proposed by the RPN module
and contains a ROI pooling layer and two fully connected layers,
identically structured to the layers in the faster R-CNN model’s
detection module. A LSTM layer [9] follows the last fully connected
layers of each branch. The LSTM layer was invented as an attempt to
tackle the vanishing gradient problem [2] by implementing a memory emulating mechanism which allows it to retain information for
longer periods of time than a typical recurrent neural network [8].
In our model, it is responsible for combining the highest level features learned from the context inclusion branches and the original
detection branch to improve the efficacy on the object classification
task, thus its output is fed to a typical fully connected output layer.
The bounding box regression layer is trained on features from the
last fully connected layer of the original detection branch, leaving
the architecture of the faster R-CNN model intact within our model.
A typical ROI proposal’s progression within our highest performing
class agnostic model until the classification phase is illustrated in
Figure 2.

Figure 3: Our proposed class specific model used during
the testing phase. The grey arrows point out connections
already present in the original faster R-CNN model and
dashed outlines indicate weight sharing between the layer
and its equally named layer in the original faster R-CNN detection module.

Figure 2: From left to right: Original ROI, 5% extended and
10% extended. Dashed outlines inside context included ROIs
indicate the original ROI. For simplicity, the context inclusion layers on the two rightmost branches are ignored.

2.2

Class specific approach

Our proposed model modifies the faster R-CNN architecture by
replacing the ROI pooling layer in the detection module with a
differentiable ROI warping layer introduced in [3]. The motivation
behind the ROI warping layer was to refine the regions of interest
proposed by the RPN module. Instead, we embed it in our model to
make use of the gradients it returns with respect to the proposed
ROIs’ dimensions in our context inclusion layer to learn the optimal

attention parameters (i.e., extension factors) (ai h , aiw ) for each class
i. As extension factors we define a set of pairs of values {(ai h , aiw )},
each of whom corresponds to a class formally defined in the input
image dataset. The pairs are used to calculate the optimal extension
or shrinkage for the dimensions of the ROIs containing objects of
any class, e.g., a pair of values (ai h = 1.1, aiw = 1.2) for a class i
would indicate that the ROIs containing objects of class i should
have their height extended by 10% relative to the ROI’s total height
and their width extended by 20% relative to the ROI’s total width.
The extension of a dimension is equivalently interpreted as half of
that extension on both the dimension’s sides.
The updates of each class’s extension factors are carried out
asynchronously, that is, each update of an extension factor of a
specific class takes place independently from other updates of the
same extension factor for other classes. The attention parameters’
update formulas that are used to learn the optimal extension factors
during training are the following:
dh
aith+1 = aith − n ∗
heiдht
dw
aitw+1 = aitw − n ∗
width
where
• dh, the gradient of the total error with respect to the ROI’s
height.
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Table 1: Models trained and tested on images containing non
overlapping bounding boxes of a single class.

Figure 4: Our proposed class specific model used during the
training phase in order to learn the extension factors for
each class. The grey arrows point out connections already
present in the original faster R-CNN model.

• dw, the gradient of the total error with respect to the ROI’s
width.
• height, the height of the ROI.
• width, the width of the ROI.
• n, the learning rate used for the extension factors during
training.
Our proposed class specific models deployed on the training
phase and on the testing phase are presented in Figure 4 and Figure
3 respectively.

3

EXPERIMENTAL RESULTS

To examine how the context inclusion mechanism should be proposed we compared an ideal case consisting of images containing
non overlapping bounding boxes of a single class, with a realistic
scenario of overlapping bounding boxes containing every class
existing in the original image. The remaining area of each image
for both image groups was filled black. The dataset used for all the
experiments of our project is the VOC2007 dataset which contains
20 different object classes, with the training phase being performed
on the 5011 images of 12608 annotated objects and the testing
phase performed on the 4952 images of 12032 annotated objects,
comprising the official "trainval" and "test" sets of VOC2007 images
respectively. A detailed description of the object classes distribution
among the images is provided in [4].
The model used to perform the following preliminary set of experiments is the faster R-CNN deployed with the default parameter
configuration when utilizing ZF [20] as its base network and trained
using the approximate joint training algorithm, as described in [12].
We use as baseline for our comparisons presented in Table 1 and
Table 2, the results provided by the faster R-CNN model realized
with the aforementioned parameters and training algorithm.
The column acronyms, which describe each model’s input images, stand for:
• NE: Not Extended. Each object on the image is cropped
exactly on its ground truth bounding box, providing perfectly
attended regions of interest to the detection module.

VOC classes
Aeroplane
Bicycle
Bird
Boat
Bottle
Bus
Car
Cat
Chair
Cow
Dining table
Dog
Horse
Motorbike
Person
Potted plant
Sheep
Sofa
Train
TV monitor
mAP%

Baseline
57.9
67.2
52.3
37.1
32.1
61.9
71.7
63.2
34.1
54.8
60.1
56.2
74.1
67.7
61.6
29.1
52.5
48.9
67.2
58.6
55.4

NE
73.4
84.3
71.1
70.9
66
79.8
85.7
79
70.8
62.6
75.7
72.6
77.4
77.3
78.1
73.9
56.7
72.3
85.3
86
74.9

ATE
64.7
57.9
49.9
41.8
21.9
61
68.8
68
29.1
58.5
53.9
50.2
68.8
56.3
58.3
34.7
50.3
50.3
73.4
62.5
54

TTE
58.2
51
45.2
37.9
22
51.5
59.7
62.1
23.6
50
39.8
50.3
50.8
44.8
47.6
24.6
47.4
44.5
62.3
48.2
46.1

• ATE: A Third Extended. Each object on the image is cropped
on an extended by a third version on each dimension of its
original ground truth bounding box. The extension can be
thought as a third on each dimension or a sixth on each
dimension’s side.
• TTE: Two Thirds Extended. Each object on the image is
cropped on an extended by two thirds version on each dimension from its original ground truth bounding box. The
extension can be thought as two thirds on each dimension
or a third on each dimension’s side.
We note that, when having a perfect attention model ([19], [18]),
meaning to attend each object exactly on its ground truth bounding
box, there is a significant increase on mAP for images which contain
only one class with clearly separated bounding boxes for the class’s
objects, versus the realistic scenario where each image contains
an arbitrary number of different classes’ objects with overlapping
bounding boxes (74.9% vs 70.2%). As the attention model becomes
more erroneous though, both ATE and TTE models trained with all
the original images’ classes’ objects outperform the ATE and TTE
models trained on the heavily preprocessed images with 57.3% vs
54% and 54.7% vs 46.1% respectively. This suggests that as long as
the attention model is not perfect, context inclusion can be applied
on the regions of interest as soon as those regions are produced
by the region proposal method utilized within the architecture,
without the need for a sophisticated preprocessing on the original
images. Based on this result, the rest of the experiments conducted
on our project applied context inclusion without preprocessing the
dataset’s images.
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Table 2: Models trained and tested on images containing
multiple classes with overlapping bounding boxes.
VOC classes
Aeroplane
Bicycle
Bird
Boat
Bottle
Bus
Car
Cat
Chair
Cow
Dining table
Dog
Horse
Motorbike
Person
Potted plant
Sheep
Sofa
Train
TV monitor
mAP%

Baseline
57.9
67.2
52.3
37.1
32.1
61.9
71.7
63.2
34.1
54.8
60.1
56.2
74.1
67.7
61.6
29.1
52.5
48.9
67.2
58.6
55.4

NE
73.1
72.9
71.6
70.1
45.4
77.4
81.8
77.9
57.9
59
70.9
67.5
76
73.8
68
69.1
57.2
66.9
84.1
84.1
70.2

ATE
64.5
69.6
52.2
42.4
26.9
61.3
71.4
70.6
34.2
59.5
63.3
55.3
72.2
64.1
63.4
37.8
49.8
49.6
72
66.3
57.3

TTE
58.5
71
47.6
41.1
28.9
59.3
67.3
66.8
33
55.4
59.5
58.6
70.6
62.2
61.5
30.1
50.4
50.6
63.6
57.4
54.7

Using the same parameter configuration for the faster R-CNN
model as used for the previous set of experiments, we trained a
number of indicative models to test the effect of context inclusion
in the object detection task for the 20 object classes contained in the
VOC2007 dataset. Each model differs by the amount of extension or
shrinkage of context space applied around the ground truth bounding boxes of the images’ objects used for its training. Five indicative
percentages were used to train each model, namely 5% (shrinkage
and extension) and (10,15,20)% extension. The percentages refer
to both sides of every dimension, e.g 10% means a 5% extension
for the lower and upper sides calculated with respect to the ROI’s
height, and 5% extension for the left and right sides calculated with
respect to the ROI’s width.
The results for the aforementioned models on the VOC2007 "test"
set are presented in Table 3, where it can be observed that specific
classes benefit from context inclusion whereas other classes are
negatively affected by it. For example, the class sofa goes from 48.9%
to 56.2% average precision when the ground truth bounding boxes
are extended by 10%, when in comparison the class cat is always
negatively affected by context inclusion. Thus, our proposed deep
architectures are trained in order to learn how the various attention
areas should be combined using a LSTM layer in the class agnostic
case, or how a class dependent attention can be learned in the class
specific case.

3.1

Class agnostic approach

We trained our proposed model applying in the context inclusion
branches the combinations of the percentage values used to train

Figure 5: Indicative examples of a class where our model’s
precision exceeds the baseline. Upper row: Our model’s detections for the class Dog. Lower row: Baseline’s detections
for the class Dog. Our model has improved confidence but
the bounding boxes are less accurate.

Figure 6: Indicative examples of a class where our model’s
precision is worse than the baseline. Upper row: Our model’s
detections for the class Bird. Lower row: Baseline’s detections for the class Bird. Our model has improved confidence
but the bounding boxes are less accurate.

the models presented in Table 3. The results of the models achieving
the highest mean average precision values are shown in Table 4.
The training of these models was conducted into three phases. In
the first phase only the LSTM and and its following fully connected
output layer incur weight updates. In the second phase both our
context inclusion branches are trained in addition to the ones mentioned in the first phase, and in the final phase the whole network is
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Table 3: Average precision on VOC2007 test set of models trained with applied ground truth bounding box context inclusion.
The percentages of the relative change between the transformed and the original bounding boxes are recorded as the column
headers.
VOC classes
Aeroplane
Bicycle
Bird
Boat
Bottle
Bus
Car
Cat
Chair
Cow
Dining table
Dog
Horse
Motorbike
Person
Potted plant
Sheep
Sofa
Train
TV monitor
mAP%

Baseline
57.9
67.2
52.3
37.1
32.1
61.9
71.7
63.2
34.1
54.8
60.1
56.2
74.1
67.7
61.6
29.1
52.5
48.9
67.2
58.6
55.4

5% shrinked
57.45
61.36
50.86
38.13
27.43
61.11
66.99
61.54
29.75
51.35
58.47
61.8
70.96
66.43
61.15
30.9
52.97
47.56
67.34
56.9
53.99

5% extended
59.3
65.3
50
39.5
28.9
61.4
68.7
66.3
33.1
60.1
56.3
58.6
73.8
63.3
61.8
30.4
50.6
48.7
64.2
58.5
54.9

trained end to end. Until the third phase, the faster R-CNN architecture contained within our model is initialized with weights learned
from finetuning the alexNet classification network [10] trained on
the imagenet dataset [13] on the VOC2007 "trainval" set.
Comparing the Tables 3 and 4 an important remark can be made,
that the two single branch models achieving the best results among
our modified models, which have their RPN’s trained with 5% and
10% ground truth bounding box extensions respectively, when combined together into one model with three branches provide the
highest mean average precision among our other best performing
models. On a class level interpretation, these two models have the
highest precision per class for the majority of the classes, suggesting a positive correlation between the per class performance of a
single branch model and the precision improvement for the three
branch model including it.
In general our model fulfills its purpose, that is, it increases the
class confidence of correctly detected objects. The reduction of its
average precision for some classes is mainly attributed to worsened
performance on the bounding box regression task for these classes.
Examples for the aforementioned statements are presented in Figures 5 and 6. An illustration of our model’s overall improvement
during the training phase compared to the faster R-CNN model is
shown in Figure 7.

3.2

Class specific approach

Our proposed model is trained using the default parameter configuration of the faster R-CNN model, when utilizing ZF [20] as its base
network and trained using the approximate joint training algorithm,

10% extended
56.8
67
49.7
36.6
22.7
62.7
65.6
68.2
31.4
55.5
60.5
61.7
74.7
66
56.1
28.3
47.6
56.2
66.6
57.8
54.6

15% extended
55.1
66.5
44.7
32.6
12.8
62.3
58.2
66.9
28.4
47.8
62.9
61.1
75.2
64.1
49.6
21.5
40.1
54.1
67.2
47.3
50.9

20% extended
48.6
63.2
38.3
29.9
12.4
62.5
55.7
65
26.5
40.8
61.7
59.2
69.3
60.3
47.6
21.8
38.4
51.5
64.1
44.1
48

as described in [12]. During the training phase, we initialize our
model with both extension factors for each class equal to values that
correspond to the context inclusion percentage that provided the
best precision for the class, shown in Table 3, in order to facilitate
the convergence to the values which maximize that precision. This
optimization scheme converges to the extension factors illustrated
in Table 5.
The baseline results are derived by replacing the ROI pooling
layer in the faster R-CNN architecture with the ROI warping layer
and without applying context inclusion to the proposed ROIs. A
comparison between the baseline and our proposed class specific
model when tested with the optimized extension factors provided
in Table 5 is presented in Table 6.
Comparing the Tables 3 and 6 it is derived that when the precision for a class is clearly benefited from context inclusion compared
to the baseline, refining its extension factors can significantly improve its performance if these factors have been initialized near
their optimal values during training (e.g cat, dog). In case context
inclusion does not achieve notable improvement for the precision
of a class, refining the class’s extension factors starting from moderately good initial values leads to small insignificant changes of the
precision around the baseline result, or even significant decrease of
the precision (e.g bird, potted plant).

4

CONCLUSIONS

This paper proposes two approaches to incorporate context inclusion within the attention mechanism of a CNN based architecture
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Table 4: Average precision on VOC2007 test set of models
trained with the context inclusion configurations which provided the highest mAP values. The percentages of context
inclusion on each branch are recorded as the column headers.
VOC classes
Aeroplane
Bicycle
Bird
Boat
Bottle
Bus
Car
Cat
Chair
Cow
Dining table
Dog
Horse
Motorbike
Person
Potted plant
Sheep
Sofa
Train
TV monitor
mAP%

Baseline
57.9
67.2
52.3
37.1
32.1
61.9
71.7
63.2
64.1
54.8
60.1
56.2
74.1
67.7
61.6
29.1
52.5
48.9
67.2
58.6
55.4

(-5 , 5)%
61.6
68.8
53.8
35.3
29.8
62.6
72.1
69.8
33.7
59.1
57.4
63
73.6
66.2
65.4
29.6
54.1
45.5
68.1
55.6
56.3

(5 , 10)%
62
68.5
50.1
44.2
34.2
63.7
72.7
70
36.6
61.3
57.9
64.8
73.6
66.3
66.1
33.1
51.4
52.4
70
60.9
58

(10 , 15)%
62.4
67.6
49.7
41.3
32.1
66.2
73.3
61.3
35.7
62.4
58.5
58.5
74.8
66.2
66
31.7
53
48.4
65
59.8
56.7

specialized on object detection. The class agnostic approach suggests a model indifferent to individual class subtleties, and manages
to outperform the state-of-art faster R-CNN model with respect
to the mean average precision metric. The class specific approach
utilizes previous knowledge about the effect of context inclusion on
each class and learns to approximate the optimal extension factors
for the class in order to maximize its performance.
Experiments conducted using the VOC2007 dataset indicate the
improved performance achieved by the proposed approaches.
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Table 6: Average precision on VOC2007 test set of our proposed model trained with class specific context inclusion.
VOC classes
Aeroplane
Bicycle
Bird
Boat
Bottle
Bus
Car
Cat
Chair
Cow
Dining table
Dog
Horse
Motorbike
Person
Potted plant
Sheep
Sofa
Train
TV monitor
mAP%

Baseline
51.7
63.4
47.3
36.2
30.9
57.2
69.4
47.1
30.7
53
43.8
50.2
69.6
62.3
61.7
29.8
45.7
43.2
57.6
59.3
50.5

Optimized extension factors
60.4
63.3
47.5
34.9
30.5
52.3
67
61.2
28.9
52.6
48.7
59.5
69.5
61.2
60.5
27.2
51
41.6
58
62.3
51.9
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ABSTRACT
Camera-equipped drones have recently revolutionized aerial
cinematography, allowing easy acquisition of impressive
footage. Although they are currently manually operated,
autonomous functionalities based on machine learning and
computer vision are becoming popular. However, the emerging area of autonomous UAV filming has to face several
challenges, especially when visually tracking fast and unpredictably moving targets. In the latter case, an important issue
is how to determine the shot types that are achievable without
risking failure of the 2D visual tracker. This paper studies
the constraints imposed to cinematography decision-making
during autonomous UAV shooting. It focuses on formalizing
and geometrically modelling common target-following UAV
motion types, in order to analytically determine the maximum permissible camera focal length (therefore, the range of
feasible shot types) for avoiding visual target tracking failure.
Index Terms— UAV cinematography, shot type, autonomous drones, target tracking
1. INTRODUCTION
Vertical Take-off and Landing (VTOL) Unmanned Aerial Vehicles (UAVs or “drones”) equipped with professional cameras have become an essential tool for a cinematographer during the past few years. They have been adopted in TV/movies
production, newsgathering, advertisement and outdoor event
coverage, since they can easily capture shots that would otherwise incur significantly higher production costs (e.g. the
use of a helicopter or a crane). In many application scenarios
there is a need for visual detection, tracking and active physical following of a specific target being filmed. In a typical
manual operation scenario, this requires two different remote
UAV operators (one for the camera and one for the drone)
that must act in concert. Thus, a growing trend of increasing
automation in drone functionalities has appeared, including
machine learning and computer vision modules (e.g., [1] [2]),
aiming to reduce the challenges arising from fully manual operation.
Typically, a director plans ahead a cinematography mission as a sequence of desired target assignments, shot types
*These two authors contributed equally.
The research leading to these results has received funding from the European Union’s European Union Horizon 2020 research and innovation programme under grant agreement No 731667 (MULTIDRONE).

and UAV/camera motion types relative to the target. The shot
type defines the zoom level and is regulated by the camera
focal length f . In case autonomous visual target tracking
is involved, the maximum focal length is necessarily constrained for a 2D visual tracker to operate properly. This
is because the location (in pixel coordinates) of the target’s
Region-of-Interest (ROI) should differ no more than a threshold between successive video frames/time instances. This requirement places a constraint on the maximum target speed
and on the maximum camera focal length, since a given 3D
target displacement in the scene corresponds to a greater 2D
ROI displacement (in pixels) at a greater zoom level. Estimating the maximum allowable f at each given circumstance is
of utmost importance in cinematography applications, since
it affects the currently permissible shot types.
Such a study has not been previously performed, due to
the lack of standardization and formalization in aesthetically
meaningfull UAV/camera motion types. Incorporating shot
type permissibility rules into media production automation
software, such as intelligent UAV shooting algorithms [3]
[4] [5], is expected to greatly enhance the robustness of autonomous drones. This paper, which extends preliminary
work [6] [7], presents such a study. Industry-standard targetfollowing UAV motion types have been geometrically modelled and the maximum permissible camera focal length for
avoiding visual target tracking failure has been analytically
determined.
The main underlying assumption is that the autonomous
UAV operates in a consistent, global, Cartesian 3D map,
where both vehicle and target position/velocity vector estimates are constantly provided. This can be easily achieved by
employing Real Time Kinematic - Global Positioning System
(RTK-GPS) receivers [8] on both the UAV and the target, as
well as an on-drone Inertial Measurement Unit (IMU) [9].
However, purely visual target localization methods are also
available [10]. Finally, the shooting camera is assumed to be
suspended from a gimbal that allows rapid, arbitrary camera
rotation around its yaw, pitch and roll axis. The gimbal is typically attached to a known, fixed position of the UAV vehicle
frame.
2. UAV CINEMATOGRAPHY MODELLING
In cinematography, the shot type defines the percentage of
the video frame covered by the target/subject being filmed

[11] and is mainly adjusted by the zoom level, therefore, by
the camera focal length f . Camera motion type relative to the
target is an equally important aspect of cinematography. After
an extensive survey of professional UAV footage, we have
identified five industry-standard target-tracking UAV/camera
motion types. Below, they are formalized, and geometrically
modelled. Additionally, the ORBIT UAV/camera motion type
(not included here) has been modelled and examined in the
preliminary study [7]. A more general derivation is presented
in this paper, fully able to incorporate the case of ORBIT.
For reasons of simplicity, the employed modelling ignores the distinction between the drone and its mounted
camera, since it is typically trivial to compute the 3D pose
of the one given the other and gimbal feedback. It is assumed that, given a camera frame rate F , time t proceeds
in discrete steps of F1 seconds. The position vectors of the
target and the UAV are denoted as p̃t = [p̃t1 , p̃t2 , p̃t3 ]T
and x̃t = [x̃t1 , x̃t2 , x̃t3 ]T , while the velocity vectors as
ũt = [ũt1 , ũt2 , ũt3 ]T and ṽt = [ṽt1 , ṽt2 , ṽt3 ]T , respectively,
in a known fixed, orthonormal, right-handed World Coordinate System (WCS) with axes ĩ, j̃, k̃. Axis k̃ is vertical to a
local tangent plane (or “ground plane”). Additionally, at each
time instance, a current, orthonormal, right-handed targetcentered coordinate system (TCS), i, j, k is defined. Its origin
lies on the current target position, its k-axis is vertical to the
ground plane and its i-axis is the L2 -normalized projection
of the current target velocity vector onto the ground plane. In
case of a still target, the TCS i-axis is defined as parallel to
the projection of the vector p̃0 − x̃0 onto the ground plane. In
both coordinate systems, the ij-plane is parallel to the ground
plane and the k-component is called “altitude”. Vectors expressed in TCS are denoted without the tilde symbol (e.g. p,
x). Transforming between WCS and TCS is trivial, allowing
for descriptions in the most suitable system for each motion
type. The 3D scene point at which the camera looks at time
instance t is denoted by lt , while ot = lt − xt is the LookAt
vector (both in TCS). Below, it is assumed that lt = pt at all
times, thus, the selected target point is visible at the center of
the video frame.
Five target-tracking UAV/camera motion types, adopted
from [6], have been modelled here.
1) Lateral Tracking Shot (LTS) [12] [13] and 2) Vertical Tracking Shot (VTS) are non-parametric camera motion
types, where the camera gimbal does not rotate and the camera is locked on the moving target. In LTS, the camera axis
is approximately perpendicular both to the target trajectory
and to the WCS vertical axis vector k̃, while the UAV flies
sideways/in parallel to the target, matching its speed (if possible). In VTS, the camera axis is perpendicular to the target
trajectory and the UAV flies exactly above the target, matching its speed (if possible). The base mathematical description
for both is the following:

õTt ũt ≈ 0,

xt = xt−1 , ∀t.

Additionally, the following relations hold for LTS:
ot × j ≈ 0,

(1)

x03 ≈ 0,

(3)

while the following relations hold for VTS:
oTt j ≈ 0,

x03 > 0.

(4)

3) Fly-Over (FLYOVER) and 4) Fly-By (FLYBY) [13].
They are parametric camera motion types, where the camera
gimbal is rotating, so that the still or linearly moving target is
always properly framed. The UAV intercepts the target from
behind/from the front (and to the left/right, in the case of
FLYBY), at a steady altitude (in TCS) with constant velocity,
flies exactly above it/passes it by (for FLYOVER/FLYBY,
respectively) and keeps on flying at a linear trajectory, with
the camera still pointing at the receding target. The UAV and
target trajectory projections onto the ground plane remain
approximately parallel during shooting.
The common parameter that must be specified is K, i.e.,
the time (in seconds) until UAV is located exactly above the
target (for FLYOVER), or until the distance between the target
and the UAV is minimized (for FLYBY). Additionally, d, i.e.,
the length of the projection of that minimal distance vector
onto the ground plane, must be specified for FLYBY.
The base mathematical description common to both camera motion types is the following:
u01 K − x01
, 0, u03 ]T
K
ṽt = ṽt−1 , ũt = ũt−1 , ∀t

v0 = [

ũt = ũt−1 , ∀t
t
x̃t = x̃0 +
(x̃KT − x̃0 )
KT
[ũt1 , ũt2 , 0]T × [ṽt1 , ṽt2 , 0]T ≈ 0
lt = pt

t ∈ [0, 2KT ]

(5)
(6)
(7)
(8)
(9)
(10)

Additionally, the following hold for FLYOVER:
x̃KT = [p̃01 + ũ01 K, p̃02 + ũ02 K, x̃03 + ũ03 K]T
xt2 ≈ 0,

xTt j ≈ 0, ∀t

(11)
(12)

and the following hold for FLYBY:
|x02 | = d > 0,

xt2 = x02 , ∀t
T

xKT = [0, x02 , x03 ]

(13)
(14)

5) Chase/Follow Shot (CHASE) is a non-parametric camera motion type, where the camera gimbal does not rotate
and the camera always points at the target [13]. The UAV
follows/leads the target from behind/from the front, at a linear trajectory, constant distance while matching its speed, if
possible. p̃t refers to a varying target position in WCS. The
mathematical description is the following:
ṽt ≈ ũt ,

ṽt = ũt

(2)

xt2 = x02 ≈ 0,

lt = pt

(15)

xt = xt−1 , ∀t

(16)

3. MAXIMUM FOCAL LENGTH CONSTRAINTS
In general, 2D visual tracking algorithms assume that the location of the target ROI center (in pixel coordinates) varies no
more than a threshold between successive video frames. Different zoom levels, corresponding to different selected shot
types and, therefore, different focal lengths, map a specific 3D
target displacement to different 2D ROI displacements. Thus,
it is important to determine the constraints on maximum focal
length f imposed by the 2D visual tracker, since it affects the
permissible shot framing types at each time instance.
Without loss of generality, we always consider time instance t = 0 and, thus, examine an entire shooting session as
a sequence of repeated transitions between the “first” (t = 0)
and the “second” video frame (t + 1 = 1), by proper manipulation of initial values of the variables per motion type. We
also assume that the target ROI center is meant to be fixed at
the image center for all video frames (this is called central
composition in cinematography). Target position p̃t is initially known and p̃t+1 can be predicted using the estimated
target velocity vector ũt (i.e. p̃t+1 = p̃t + ũt F1 ). If the prediction is accurate, the target ROI indeed remains at the center
of the (t + 1)-th video frame.
In contrast, if the actual current target motion differs from
the predicted one by the unknown velocity deviation vector
q̃t = [qt1 , qt2 , qt3 ]T , the target ROI center position at time t+
1 has to be explicitly localized via 2D visual tracking (in pixel
coordinates), so that 3D target position p̃t+1 can be estimated.
Given that tracker behaviour varies per algorithm, we simply assume a maximum search radius Rmax (in pixels) defining the video frame region within which the tracked object
ROI of time instance t + 1 must lie, relatively to the video
frame center, so as to permit successful tracking. Then, the
maximum focal length so that there is no target tracking failure can be found by assuming that the expected position of
T
the target
p in TCS is always pt+1 = [0, 0, 0] . Additionally,
2
2
dt = xt1 + xt2 is the horizontal distance between the target and the UAV on the ij-plane at time instance t.
Based on the above and the camera projection equations
[14], the following hold:
xd (t + 1) = ox −

f rT1 (pt+1 − xt+1 )
,
sx rT3 (pt+1 − xt+1 )

(17)

yd (t + 1) = oy −

f rT2 (pt+1 − xt+1 )
,
sy rT3 (pt+1 − xt+1 )

(18)

where xd (t + 1), yd (t + 1) are the target center pixel coordinates at the time instance (t + 1), ox ,oy define the image
center in pixel coordinates and sx , sy denote the pixel size (in
mm) along the horizontal and vertical directions. r1 , r2 and
r3 refer, respectively, to the first, second and third row of the
rotation matrix R that orients the camera gimbal according to
the LookAt vector.
In general, the coordinate transform matrix from TCS to
the camera coordinate system can be found by two rotations

and one translation of the unit TCS vectors. The first rotation
required is around the TCS k-axis and the second one around
the TCS j-axis. Thus, R can be described as [15]:



cos(θz )cos(θy ) −sin(θz ) cos(θz )sin(θy )
R = sin(θz )cos(θy ) cos(θz ) sin(θz )sin(θy ) ,
−sin(θy )
0
cos(θy )
(19)
where θz and θy are the appropriate angles of rotation for Rz
and Ry respectively. However, in most of the motion types,
given that R is an orthogonal change-of-basis matrix and that
the UAV does not fly exactly above the target, it is easier to
obtain the rows of R as follows. Since the camera axis points
directly at the target, the unit vector of the k-axis for the Camera Coordinate System, i.e. r3 , can be obtained from xt+1 as
follows:
T

−xt+1
.
(20)
r3 =
k xt+1 k
For motion types where the UAV is not exactly above the target, r1 is the cross product of r3 with the unit vector k:

T
−xt+1
r01 = k ×
,
(21)
k xt+1 k
r01
.
(22)
r1 =
k r01 k
Thus, r2 is given by the cross product r3 × r1 :


T
−xt+1
−xt+1
0
r2 =
× k×
,
k xt+1 k
k xt+1 k
r02
r2 =
.
k r02 k

(23)
(24)

Using the above and the limit constraint Rt+1 = Rmax , we
derive the following equation:
q
Rmax = (xd (t + 1) − ox )2 + (yd (t + 1) − oy )2 . (25)
Assuming that xt0 = [xt0 1 , xt0 2 , xt0 3 ]T and pt0 = [ qFt1 , qFt2 , qFt3 ]T ,
where t0 = t+1, Eq. (25) can be solved for f , to find the maximum focal length fmax for motion types having dt+1 > 0:

fmax = q

Rmax dt0 sx sy |E1 + F k xt0 k2 |

, (26)

(sx qt3 d2t0 − sx xt0 3 E2 )2 + s2y E32 k xt0 k2

where
E1 = −qt1 xt0 1 − qt2 xt0 2 − qt3 xt0 3 ,

(27)

E2 = qt1 xt0 1 + qt2 xt0 2 ,

(28)

E3 = qt2 xt0 1 − qt1 xt0 2 .

(29)

Since most of the UAV motion types are not affected
by target altitude changes between successive video frames,

which are less likely to happen than direction and speed
changes, pt+1 can be expressed by:
pt+1 = [

qt1 qt2 T
,
, 0] .
F F

j
case 7

case 2

In this case, the maximum focal length is given by:
Rmax dt0 sx sy | − E2 + F k xt0 k2 |
q
.
s2x E22 x2t0 3 + s2y E32 k xt0 k2

(31)

When the UAV/camera is located exactly above the target for
the (t + 1)-th video frame, i.e., xt+1 = [0, 0, xt0 3 ]T , matrix
R cannot be derived as described before, since r1 × k = 0. In
this special case, where dt+1 = 0, it is easier to calculate the
rotation matrix using Eq. (19) where θz = 0 and θy = 180o :


−1 0 0
R =  0 1 0 .
(32)
0 0 −1
Then, the maximum focal length is given by:
Rmax F xt0 3 sx sy
.
fmax = q
2 + s2 q 2
s2y qt1
x t2

(33)

The above analysis can be applied separately to each
UAV/camera motion type, so as to derive a formula for the
maximum focal length in each case. This can be performed
by substituting the relations describing each motion type, i.e.,
the relations governing xt+1 , into Eq. (26), (31) or (33).
Below, LTS is studied as an example.
4. LTS SIMULATIONS
In LTS, even small target altitude variations have a great aesthetic impact on picture framing. Therefore, our study was
performed by considering qt3 6= 0. The UAV position is given
by xt+1 = [0, xt2 , 0]T . As pt+1 = [ qFt1 , qFt2 , qFt3 ]T , Eq. (26)
can now be rewritten as follows:
fmax =

Rmax sx sy |qt2 − F xt2 |
q
.
2 + s2 q 2
s2y qt1
x t3

case 5

expected

case 1

i

(34)

Following [7] and expanding upon it, the UAV and target
motion was simulated for various representative AV shooting scenarios. We studied 8 different cases of values for the
deviation vector qt . In the first two cases the target linearly
accelerates/decelerates respectively (qt1 = [5, 0, qt3 ]T , qt2 =
[−5, 0, qt3 ]T ). In the third and fourth cases, the target is moving along a different direction than the expected one (qt3 =
[0, 5, qt3 ]T , qt4 = [0, −5, qt3 ]T ) but remains on the TCS jaxis. In the remaining cases, the target is moving diagonally
to the TCS axes (qt5 = [5, 5, qt3 ]T , qt6 = [−5, −5, qt3 ]T ,
qt7 = [−5, 5, qt3 ]T , qt8 = [5, −5, qt3 ]T ). Velocity deviations
are expressed in meters/second. Figure 1 depicts the expected
against the actual position of the target in each case.

case 6

case 4

case 8

Fig. 1. The expected against the actual target position in the
(t + 1)-th frame, for the 8 simulated cases. The TCS axes are
also depicted.
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case 3
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Fig. 2. Variation of fmax against qt3 for LTS.
The following simulation parameters have been used:
maximum tracker search radius Rmax = 128 pixels, pixel
size sx = sy = 0.009 mm and video frame rate F = 25
fps. The simulation was performed for varying values of qt3 .
The distance between the UAV and the target was chosen
to be λ = xt2 = 30m. Simulation results fully comply
with intuitive expectations and are shown in Figure 2. The
obtained fmax values can easily be exploited for shot type
feasibility testing, either on-line or in pre-production cinematography planning. Similar methodology may be followed
for all motion types and various possible velocity deviation
vectors (e.g., derived from target acceleration estimates).
5. CONCLUSIONS
In this paper five industry-standard target-tracking UAV/camera
motion types have been formalized and geometrically modelled. This allows us to extract maximum focal length constraints for computer vision-assisted UAV physical target
following. This is of utmost importance in cinematography
applications, where the maximum focal length regulates the
range of permissible shot types. The derived formulas can
be readily employed as low-level rules in intelligent UAV
shooting and cinematography planning systems.
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Abstract—Transferring the knowledge from a large and complex neural network to a smaller and faster one allows for
deploying more lightweight and accurate networks. In this paper,
we propose a novel method that is capable of transferring the
knowledge between any two layers of two neural networks by
matching the similarity between the extracted representations.
The proposed method is model-agnostic overcoming several
limitations of existing knowledge transfer techniques, since the
knowledge is transferred between layers that can have different
architecture and no information about the complex model is
required, apart from the output of the layers employed for the
knowledge transfer. Three image datasets are used to demonstrate
the effectiveness of the proposed approach, including a largescale dataset for learning a light-weight model for facial pose
estimation that can be directly deployed on devices with limited
computational resources, such as embedded systems for drones.

I. I NTRODUCTION
Transferring the knowledge from a larger neural network to
a smaller and faster one allows for deploying more lightweight
and accurate networks. This technique is known as neural
network distillation [1], model compression [2], or knowledge transfer [3]. Most of the proposed knowledge transfer
techniques work as follows. A large neural network is used
to generate soft-targets for each training sample. Then, these
targets are used to train the lightweight model [1]. The similarities between the training samples are implicitly encoded
in these soft-labels, providing more information regarding the
training data than the plain binary labels. Also, using softlabels instead of the ground truth labels regularizes the training
process increasing the classification accuracy. In this paper,
the larger model is also called donor model, while the smaller
model is called receiver model.
Since most neural network knowledge transfer approaches
follow the basic distillation idea, i.e., the donor is used to
produce soft-labels using a transfer set of data and these
labels are then used to train the receiver model, they are
unable to transfer the knowledge between networks when the
dimensionality of the layers used for the transfer is different.
This limitation arises from the inability to provide meaningful
similarity measures between vectors that have different dimensionality. Furthermore, this implies that it is not possible to
directly use distillation to transfer the knowledge if the donor
network predicts a larger number of classes than the receiver.
Several questions arise from the aforementioned observations. For example, is there a way to extract the knowledge

that is encoded in a neural layer without merely regressing
its output? Is it possible to transfer the knowledge between
two layers of neural networks that differ in architecture? Note
that existing knowledge transfer approaches usually employ a
supervised term in the loss function in order to train useful
networks [1]. Can we perform pure unsupervised knowledge transfer without using the knowledge transfer procedure
merely as a regularizer?
The main contribution of this paper is the proposal of a
method that is capable of transferring the knowledge between
any two layers of two neural networks by matching the similarity between the training samples, effectively overcoming
the limitations of the other knowledge transfer techniques.
The geometry of the donor’s feature space is sampled and
then the receiver model is trained to mimic this geometry
using similarity-induced embeddings [4]. To this end, the
donor model is used to calculate the similarity matrix of the
training set. The knowledge is transferred to the receiver by
mimicking the similarities induced by the donor model, i.e.,
recreating the same geometry in a lower-dimensional space. It
worths observing that the distillation approach [1], also tries
to implicitly exploit such kind of similarity information by
raising the softmax temperature and, thus, generating more
fuzzy class assignments. Furthermore, note that the proposed
method does not directly use the weights of the network or
employ dimensionality reduction techniques to match the representation extracted from various parts of the network, as in
[3], or [5]. Instead, it is the first model-agnostic method, that it
is capable of directly performing knowledge transfer between
any two layers of two networks, regardless the employed
neural network architectures. Three image datasets are used
to demonstrate the effectiveness of the proposed method. The
performance of the proposed method is also evaluated for the
problem of facial pose estimation using a light-weight model
that can be deployed on embedded devices, such as drones
that will assist the video shooting of sport events [6].
The rest of the paper is structured as follows. The related
work is presented and compared to the proposed approach
in Section II. Next, in Section III, the proposed method
is presented in detail. Finally, in Section IV the proposed
approach is thoroughly evaluated, while conclusions are drawn
and possible future work is discussed in Section V.

Donor Model

Donor Similarity
Embedding

Loss

Transfer Set

Receiver Model

Receiver Similarity
Embedding

Optimization (e.g., SGD)

Fig. 1: Training the receiver model using similarity embeddings allows for transferring the knowledge from the donor model
to the receiver model by “mimicking” the geometry of the donor model.

II. R ELATED W ORK
Deep neural networks are becoming increasingly complexing fueling the research on transferring the knowledge of a
large donor model into a smaller and faster one that can
be deployed on embedded or mobile devices with limited
computational power. Most of the proposed knowledge transfer
methods use soft-labels, that are generated by the donor model,
to train the receiver model [1], [2], [7], [8], [9]. Model
compression [2], was among the first methods that used such
kind of labels to perform knowledge transfer. This approach
was extended in [1], by appropriately selecting the temperature
of the softmax function before generating the soft-labels. The
distillation approach also regularizes the training process providing better generalization than training the network directly
using binary labels. In [9], the distillation process is used for
domain adaptation using sparsely labeled data, while in [10]
soft-targets are employed for pretraining a larger network.
The previous methods perform knowledge transfer by training the receiver model to mimic the soft-labels that were generated using the donor. A more direct approach is used in [3],
where the weights of the donor model are used to initialize the
receiver model increasing the convergence speed. The receiver
model is then trained using the regular training dataset. A
different approach is used in [5], where the distillation process
is enriched using hints from the intermediate layers. Since
the dimensionality of the intermediate layers is not always
the same between different network, random projections are
employed in [5], to match the dimensionality between the
layers used for providing the hints.
To the best of our knowledge we propose the first method
for knowledge transfer that works by matching the similarities
induced by the donor and the receiver networks and thus being
able to transfer the knowledge between any two layers, regardless the architecture of the corresponding networks. In contrast
to the other approaches proposed in the literature, the proposed
method does not use the weights of the donor network, as

in [3], or employ random low dimension projections, as in
[5]. Instead, the geometry of the feature space of the donor
model is modeled using similarity embeddings, allowing for
performing direct knowledge transfer from the donor model
to the receiver model. Note that similarity embeddings are
usually used to develop dimensionality reduction techniques,
e.g., [4]. Nonetheless, as we demonstrate in this paper, they
can be successfully used to transfer the knowledge between
different neural networks.
III. P ROPOSED M ETHOD
Let D denote the donor network from which the knowledge
will be transferred to the receiver network R. To simplify
the presentation of the proposed method, we assume that the
networks receive a vector input. However, this is without loss
of generality, since the method can readily work with any kind
of input, e.g., tensors. The notations D(x, i) and R(x, i) are
used to denote the output of the i-th layer of each network
respectively, where x ∈ RL is an input vector (or tensor)
and L is the input dimensionality. Note that we impose no
constraint on the architecture of the models. For example, a
10×500×50×20 MLP can be used as the donor model, while
a 10 × 20 × 5 MLP can be used as the receiver model. The
transfer set, which is employed to perform knowledge transfer,
is denoted by Xtrain = {x1 , x2 , ..., xN } and might contain
any kind of data, e.g., the original training set, unlabeled data
from a relevant domain or even synthetic data.
The proposed method aims to recreate the geometry induced
by the the m-th layer of the donor network using the l-th
layer of the receiver model. To achieve this, the geometry of
the donor network is modeled using similarity embeddings
and then the receiver model is trained to mimic these embeddings. The output of the donor’s m-th layer is denoted by
ti = D(xi , m) ∈ RLm , while the output of the receiver’s
0
l-th layer is denoted by yi = R(xi , l) ∈ RLl . Note that
the dimensionality of layers might different, i.e., Lm 6= L0l ,

allowing for transferring the knowledge between any two
layers of the networks.
Let [T]ij denote the similarity between the i-th and the jth point of the transfer set, as expressed by the representation
extracted from the donor model. Any similarity metric can
be used to estimate this similarity, e.g., using the cosine
similarity:
tTi tj
,
(1)
[T]ij =
||ti ||2 ||tj ||2
or a Gaussian kernel:
||ti − tj ||2
).
(2)
σ
To simplify the implementation and avoid the need for carefully estimating the scaling factor (σ) of the Gaussian kernel,
a simpler linear kernel is used in this work:
[T]ij = exp(−

[T]ij = |tTi tj |.

(3)

The absolute value operator is employed to ensure that Eq. (3)
is a proper similarity metric. Note that it has been recently
demonstrated that replacing the Gaussian kernel with a simpler
linear kernel can improve the speed of the methods without
harming their accuracy. For example, soft formulations of the
Bag-of-Features model, e.g., [11], usually employ a Gaussian
kernel to calculate the similarity between the feature vectors
and the codebook. However, replacing this kernel with a
similar linear kernel does not significantly affect the quality
of the learned representation [6]. The output of the donor
network is normalized to the range 0 . . . 1 using min-max
scaling. Similarly, the similarity between the representations
yi and yj extracted using the receiver model is defined as:
[P]ij = |yiT yj |.

(4)

To train the receiver model to recreate the geometry of the
donor the similarity matrices defined in Eq. (3) and in Eq. (4)
must closely approximate each other. To this end, the receiver
model is trained to minimize the mean squared error between
the donor’s similarity and the predicted similarity:
J=

N N
1 XX
([T]ij − [P]ij )2 .
N 2 i=1 j=1

(5)

In this way, it possible to recreate the geometry of the donor
model using the receiver model, as shown in Figure 1. This
method allows for efficiently performing knowledge transfer,
since the similarity between different samples expresses more
information than a single binary label. However, the training
process might rotate and distort the donor’s feature space.
Therefore, when the proposed method is employed to transfer
the knowledge between the classification layers, a lightweight
classifier, such as the nearest centroid classifier, must be used
to recover the original class mapping.
The gradient descent method can be used to minimize the
used loss function defined in Eq. (5):
∆W = −η

∂J
,
∂W

(6)

where the notation W is used to denote the parameters of
the receiver model. In this work, the Adam algorithm [12], is
used instead of the simple gradient descent since it provides
faster and more stable convergence. Note that using the whole
transfer set to calculate the loss function is computationally
infeasible for large datasets, since a quadratic number of
similarities must be calculated. Instead of using the whole
training set for each optimization step, the optimization is
performed by sampling a small number of transfer samples
(batches) and calculating the corresponding similarity matrix.
The data must be appropriately shuffled before each training
epoch to ensure that different pairs of data points are employed
for training the model in each epoch.
The proposed knowledge transfer algorithm is summarized
in Figure 2. First, the receiver model is initialized (line 2) and
the min-max scaler is initialized (line 3). Then, the transfer set
is shuffled before each epoch (line 5), the output of the donor
model is calculated (line 7) and the Adam algorithm is used
to optimize the model according to the proposed loss function
(Eq. (5)).

Input: The transfer set Xtrain = {x1 , ..., xN } and the donor
model D
Hyper-parameters: Niters (number of iterations), η (learning
rate), Nbatch (batch size) and the layers, m and l, used to
transfer the knowledge (m-th layer of the donor model and
l-th layer of the student model)
Output: The receiver model R
1: procedure K NOWLEDGE T RANSFER
2:
Initialize the receiver model R
3:
Calculate the minimum and the maximum values of
the m-th layer of the donor model using the transfer
set
4:
for i ← 1; i ≤ Niters ; i + + do
5:
Shuffle the transfer set Xtrain
6:
for Xbatch ∈ Xtrain do
7:
Feed-forward the donor model and scale the
representations ti extracted from its m-th
layer
8:
Apply the Adam algorithm, using learning
rate η, to update the parameters of the
receiver model R in order to optimize
Eq. (5).
return the model R
Fig. 2: Algorithm for knowledge transfer using similarity
embeddings

IV. E XPERIMENTS
In this Section the proposed method is evaluated using three
image datasets. First, the datasets used for the evaluation are
introduced and the experimental setup is briefly described.
Then, the experimental evaluation of the proposed method is
presented in detail.

A. Datasets and Evaluation Setup
Three image datasets are used to evaluate the proposed
method, the MNIST database of handwritten digits [13], the
CIFAR10 [14], and the Annotated Facial Landmarks in the
Wild (AFLW) dataset [15]. The MNIST database [13], is a
well-known dataset that contains 60,000 training and 10,000
testing images of handwritten digits. There are 10 different
classes, one for each digit (0 to 9), and the size of each
image is 28 × 28. The CIFAR10 dataset [14], contains 60,000
32 × 32 color images that belong to 10 different categories:
airplane, automobile, bird, cat, deer, dog, frog, horse, ship and
truck. The dataset is already split into 50,000 train and 10,000
test images. The CIFAR10 dataset is a labeled subset of the
80 million tiny images dataset [16]. The Annotated Facial
Landmarks in the Wild (AFLW) dataset [15], is a large-scale
dataset for facial landmark localization. The AFLW dataset is
used to evaluate the performance of the proposed knowledge
transfer method for the problem of facial pose estimation
using a light-weight model that can be deployed on embedded
devices, such as drones that will assist the video shooting of
sport events [6]. Estimating the facial pose of the actors allows
for calculating the appropriate shooting angle according to
the specifications of each shot. The pose estimation problem
is expressed as a classification problem with three classes
depending on the horizontal facial pose (yaw): left (yaw less
that -10 degrees), center (yaw between -10 and 10 degrees)
and right (yaw greater than 10 degrees). The 75% of dataset
was employed for training the model and the rest 25% for
evaluating the models. The supplied face annotations were
used to localize and crop each face image. Each face image
was then resized to 32 × 32 pixels, while images smaller than
16 × 16 pixels were discarded.
Note that it is not possible to directly evaluate the quality
of the model after the knowledge transfer, since the embedded feature space may have been transformed, e.g., rotated.
Therefore, two different approaches are used to evaluate the
quality of the conducted transfer: a) a lightweight nearest
centroid classifier was trained using only few training samples
(3 samples per class) and b) the distillation method [1], was
employed for finetuning the network towards classification.
In the latter case, the output of the network can be directly
used for predicting the class of a sample. Note that both
proposed method and the distillation method are used in a
purely unsupervised setting without using any labels during
the training procedure.
B. MNIST Evaluation
First, we evaluate the proposed method using the wellknown MNIST dataset. The following architecture was used
for the donor model: two pairs of convolutional layers (64
filters of size 5 × 5) and 2 × 2 max pooling layers followed by
two fully connected layers (512 × 10). For the receiver model
a similar architecture is used, but with less filters leading
to a network with over 30 times less parameters than the
donor model (20k vs. 634k parameters). The receiver model is
significantly simpler, using only 8 filters for the convolutional

Network
A
B
B

# params
634k
20k
20k

Data
MNIST (F)
MNIST (F)
MNIST (30)

Class. Error
0.64%
1.17%
28.33%

TABLE I: MNIST: Donor model and receiver model baselines

layers, while the size of the hidden layer is reduced to 128
neurons. For both networks rectifier activation functions are
used. For training the baseline models dropout is also utilized
for regularizing the training process. Training the donor model
with the full training split of the MNIST dataset (denoted by
“MNIST (F)”) leads to a test error of 0.64%, while the receiver
model achieves a test error of 1.17%. When the receiver
network is trained using only 3 randomly sampled images per
class, it achieves a classification test error of 28.33%. This
dataset is denoted by “MNIST (30)”. Note that the same setup
was also used for training the nearest centroid classifier. When
the full training dataset is used, then we train the models for
20 epochs, while when only 30 samples are used, then we use
more epochs (20,000) to compensate for the smaller number of
samples. The classification error for these baseline models and
the number of parameters required for the donor (network A)
and the receiver (network B) are summarized in Table I.
The results are reported in Table II. The knowledge was
transferred between the last convolutional layers of the networks and the optimization process ran for 50 epochs. We
report two different classification error rates: the nearest centroid classifier error using the features extracted from the layer
used for knowledge transfer (“NCC”) and the classification
error of the network when the output layer is directly used for
classification (“NN”). The proposed approach is abbreviated as
“KT” (Knowledge Transfer). Only the NCC error is reported
for the KT method, since it was used to transfer the knowledge
between the convolutional layers. We also compare the proposed method to the distillation approach [1] (left column of
Table II). For the distillation approach, the final classification
layer is used after raising the softmax temperature to T = 10.
Again, the optimization for the distillation approach ran for 50
epochs. After transferring the knowledge using the proposed
KT method, the network can be further finetuned using the
distillation approach (both the NNC and the NN classification
error rates are reported in this case).
For evaluating the knowledge transfer we used two different
transfer sets. The first one uses a limited set of 30 training
samples (abbreviated as “(30)”), while the second one uses the
full training dataset (abbreviated as “(F)”). As it was expected,
using only 30 samples for the knowledge transfer procedure
leads to relatively large classification error. However, augmenting that data by adding Gaussian noise reduces the classification error by more than 6%. In both cases the proposed
KT method significantly improves the learned representation
over the distillation approach, e.g., the classification error for
the NCC approach is reduced by more than 10% over the
competitive methods. When the network is further finetuned

Transfer Set
MNIST (30)
MNIST (30) + N (0, 0.25)
MNIST (F)

Distillation
NCC
NN
37.87%
27.10%
32.63%
25.48%
17.83%
0.91%

Knowledge Transfer
NCC
27.29%
28.06%
12.29%

Knowledge Transfer
NCC
27.21%
27.57%
10.82%

+

Distillation
NN
26.77%
20.23%
0.80%

TABLE II: MNIST Evaluation: Knowledge transfer using different transfer sets (classification error rate)
Network
A
B
B

# params
1,251k
422k
422k

Data
CIFAR10 (F)
CIFAR10 (F)
CIFAR10 (30)

Class. Error
20.02%
28.31%
82.48%

TABLE III: CIFAR10: Donor model and receiver model
baselines

with the distillation process, the NN classification error drops
over 5% (MNIST (30) + N (0, 0.25)), while when the full
training dataset is used the proposed method reduces the NCC
classification error by 7%, while reaching a spectacular 0.80%
NN classification error. Note that the networks trained using
the proposed method perform better than the baseline networks
that were directly trained with the labeled dataset (Table I),
indicating the practical value of the proposed method.
C. CIFAR10 Evaluation
Next, the CIFAR10 dataset is employed for evaluating
proposed method. The following architecture is used for the
donor model (network A): two convolutional layers with 32
filters of size 3×3, followed by one 2×2 max pooling layer, 2
convolutional layers with 64 filters of size 3 × 3 and a second
2 × 2 max pooling layer. Then, two fully connected layers
(512 × 10) are used. The output of the convolutional layers
is normalized using local response normalization [17], while
dropout [18] is employed during the training process to ensure
that the networks do not overfit the data. A simpler architecture
is used for the receiver model (network B): two convolutional
layer are used instead of four (the convolutional layers directly
before the pooling layers are removed) and the size of the
fully connected layer is reduced to 128 × 10. The donor and
the receiver classification error (using both the full dataset
“(F)” and a subsample of only 30 training samples “(30)”) are
reported in Table III. When the full training dataset is used the
models are trained for 20 epochs, while when only 30 samples
are used the optimization runs for more epochs (20,000) to
compensate for the smaller number of samples. Note the
classification accuracy of the receiver model is significantly
reduced when trained using only 30 training samples.
As in the MNIST evaluation, the proposed KT method is
first evaluated using only 30 training samples for the knowledge transfer, while the knowledge is transferred between the
last convolutional layers of the networks. In this case, the
proposed method achieves significantly better classification
error than the baseline model, i.e., 75.57% vs. 82.48%. This
improvement is mainly due to the use of the proposed KT
transfer method, since using the distillation method alone

achieves 80.28% classification error. Adding noise to the data
further improves the classification error to 74.59%, while
when the whole dataset is used for the knowledge transfer the classification error drops to 27.50% (combined with
distillation-based finetuning), which outperforms the baseline
model trained on the same data (28.31%). As before, the proposed knowledge transfer method improves the classification
accuracy over directly training the models and outperforms the
distillation approach.
D. AFLW Evaluation
Finally, the proposed method was also evaluated on the the
AFLW dataset. The following architecture was used for the
donor network: 2 convolutional layers with 16 3 × 3 filters,
followed by a 2×2 max pooling layer, another 2 convolutional
layers with 32 3 × 3 filters, a 2 × 2 max pooling layer and
128×3 fully connected layers. On the other hand, the receiver
model consists of one 3 × 3 convolutional layer with 8 filters,
a 3 × 3 max pooling layer, another one 3 × 3 convolutional
layer with 16 filters, followed by a 3 × 3 max pooling layer
and 16 × 3 fully connected layers. As before, local contrast
normalization and rectifier activation functions are used. Note
that the receiver model is significantly smaller than the donor
model using almost two orders of magnitude less parameters,
allowing the receiver model to be directly deployed on embedded devices with limited processing power. The networks
were trained for 50,000 iterations using batches of 32 samples.
The donor model achieved 87.19% pose estimation accuracy,
while training the receiver model using the same setup leads
to 82.83% accuracy.
Table V summarizes the experimental results using the
ALFW dataset. For both the distillation and the KT methods
50,000 training iterations were used using a batch size of 32.
In this setup, the knowledge is directly transferred between
the first fully connected layers of the networks. The proposed
“KT + Distillation” approach improves the accuracy over 2.5%
when the NCC classifier is used. Again, the proposed knowledge transfer procedure improves the results over both the
baseline networks and the distillation approach highlighting
the effectiveness of the proposed knowledge transfer method.
V. C ONCLUSIONS
In this paper, a method that is capable of transferring the
knowledge between any two layers of neural networks was
proposed. The proposed method is model-agnostic overcoming
several limitations of existing knowledge transfer techniques,
since the knowledge is transferred between layers that can
have different architecture and no information about the donor

Transfer Set
CIFAR-10 (30)
CIFAR-10 (30) + N (0, 0.01)
CIFAR-10 (F)

Distillation
NCC
NN
84.17%
80.28%
83.10%
79.55%
74.64%
31.38%

Knowledge Transfer
NCC
78.32%
78.48%
69.59%

Knowledge Transfer
NCC
77.56%
78.35%
71.96%

+

Distillation
NN
75.57%
74.59%
27.50%

TABLE IV: CIFAR Evaluation: Knowledge transfer using different transfer sets (classification error rate)
Method
Distillation
KT
KT + Distill.

Accuracy (NCC)
78.21%
77.99%
80.81%

Accuracy (NN)
81.76%
83.11%

TABLE V: AFLW Evaluation: Knowledge transfer evaluation
using different methods

model is required, except for the representation extracted from
the corresponding layer. This allows the proposed method
to overcome the limitations of other existing methods, e.g.,
requiring access to the weights of the donor model or keeping
the same dimensionality between the layers used for knowledge transfer. The effectiveness of the proposed approach was
demonstrated using three image datasets, including a largescale dataset for learning a light-weight model for facial pose
estimation that can be directly deployed on devices with
limited computational resources, such as embedded systems
for drones.
There are several interesting future research directions. First,
the proposed method is also capable of providing hints for
different layers of the donor network, as in [5], without the
added complexity (and possible information loss) of dimensionality reduction. Also, augmenting the transfer set with
noise seems to significantly improve the performance of the
method. Therefore augmenting the transfer set with data from
a similar domain and/or using synthetic data (e.g., learning
the dataset that is optimal for knowledge transfer, similarly to
[19]) is expected to further improve the knowledge transfer.
Furthermore, transferring the knowledge from various layers
of a large convolutional network to a smaller network might
allow for learning very fast feature extractors that could be
used for extracting representations than can be then fine-tuned
for information retrieval [20] or clustering tasks [21]. Finally,
the proposed methodology could be also applied to transfer
the knowledge from a model of a biological system, where
the training data are usually unknown, to a neural network
just by using random noise or cross-domain data.
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Abstract—Using Unmanned Aerial Vehicles (UAVs), also
known as drones, for covering public sport events, such as
bicycle races, is becoming increasingly popular. Even though the
problem of controlling the flight path of a drone is well studied
in the literature, little work has been done on controlling the
shooting camera for producing professional grade video footage.
In this work we propose a fast and efficient proportional-integralderivative (PID) based control algorithm that rely solely on 2D
visual information and we demonstrate that it is possible to
accurately control the camera without inferring the 3D position
of the target. To ensure that the proposed method will not
exhibit undesired behavior, a genetic algorithm is used to tune
its parameters using a properly defined fitness function. The
proposed method is evaluated using two datasets that contain
actual drone footage: a dataset that contains videos of a single
cyclist, and a dataset that contains actually footage from a bicycle
race event, the Giro D’Italia bicycle race.

I.

I NTRODUCTION

Using Unmanned Aerial Vehicles (UAVs), also known as
drones, for covering public sport events, such as bicycle races,
is becoming increasingly popular, since drones are capable of
shooting spectacular videos that would otherwise very difficult
and expensive to obtain. However, using a drone in a professional shooting scenario requires at least two operators, one for
controlling the flight path of the drone and avoiding possible
hazards, and one for controlling the shooting camera [1], [2].
The problem of controlling the flight path of a drone, using
either visual or landmark/map information, is well studied in
the literature [3], [4], [5], [6], [7], [8]. On the other hand, little
work has been done on controlling the shooting camera of a
drone for producing professional grade video footage [1], [9].
To tackle the problem of controlling the shooting camera
the 3D location of the main actor (target), e.g., a cyclist, is
usually used [10]. However, acquiring a reliable estimation of
the 3D position of a target requires either a target equipped
with an accurate localization device, e.g., Radio Frequency
Identification (RFID) [11], and/or Global Positioning System
(GPS) devices [12], or a drone equipped with sensors that
can be used to infer the 3D position of the target, e.g., a
LIDAR [13]. However, it is not always possible to have targets
equipped with localization devices, while using extra drone
equipment, such as LIDAR, increases the drone’s weight and
reduces its flight time. Furthemore, geometry-based camera
control requires careful calibration of the resulting system as

well as very accurate localization devices (especially when
used for difficult and precise shots, such as close-ups).
To overcome the aforementioned limitations, we propose
a fast and efficient method that is capable of accurately
controlling the shooting camera of a drone using only visual
2D information. To this end, a 2D target detection [14], or
tracking algorithm [15], is used to locate a target in each frame
and then a proportional-integral-derivative (PID) controller is
employed to appropriate control the pan, tilt and zoom of
the camera according to the specification of each shot. The
proposed approach is also closer to the way that humans
perform camera control, i.e., we control the camera and the
zoom to maintain the target into a specific part of the shot
without calculating its precise position. The different dynamics
of each shot are effectively handled by an appropriately tuned
PID controller. Also, note that if the target is already tracked,
e.g., for controlling the flight path of the drone, then the 2D
position of the target will be already available. In this case,
the proposed method can use this information to control the
camera of the drone with minimal computational overhead,
since there is no need to use a separate detection/tracking
algorithm. Finally, note that other tasks, such as crowd detection [16], pose estimation [17], [18], and face detection and
recognition [19], [20], might also ran simultaneously limiting
the available computational resources. Thus, it is critical that
a lightweight approach, that possibly exploits information that
has been already extracted by other visual analysis tasks, will
be used for controlling the camera.
The main contribution of this paper is the proposal of
a visual information-based camera control algorithm. To the
best of our knowledge, this is the first time that 2D visual
information is directly used, without inferring the 3D position
of the target, for controlling the camera of a drone for cinematography tasks using a fast and efficient PID-based control
algorithm. A genetic algorithm is used to tune the parameters
of the PID controller in order to maximize a fitness function
that measures the quality of the resulting shots. That way,
we ensure that the obtained PID controller will not exhibit
undesired behavior, e.g., losing the targets or lagging behind
them. The proposed method is evaluated using two datasets
that contain drone footage: a dataset that contains videos of a
single cyclist, and a dataset that contains actually footage from
a bicycle race event, the Giro D’Italia bicycle race.

The rest of the paper is structured as follows. In Section II
the proposed method along with the proposed tuning algorithm
are presented in detail. Next, in Section III, the proposed
method is evaluated using two datasets that contain actual
drone footage. Finally, conclusions are drawn and future work
is discussed in Section IV.
II.

3)

P ROPOSED M ETHOD

Assume that an object detector [14], or an object
tracker [15], is used to provide the minimum enclosing bound(t) (t)
ing box B of an object of interest, e.g., a cyclist. Let (bx , by )
be the center of the bounding box B at time t. The area of
(t)
(t) (t)
(t)
the box B can be calculated as ba = bw bh , where bw and
(t)
bh are the width and the height (at time t) of the bounding
box respectively. To simplify the presentation of the method
we assume that both the coordinates and the width/height of
the bounding box are normalized in the interval 0 . . . 1. Then,
we can define the horizontal control error, the vertical control
error and the zoom control error using the following vector:
(t)
3
e(t) = (bx(t) , b(t)
y , ba ) − (dx , dy , da ) ∈ R ,

(1)

where (dx , dy ) is the target center position of B and da is
the target area (frame coverage). The targets are set according
to the specifications of each shot type, e.g., using the rule of
thirds [21]. The control process is illustrated in Figure 1. The
camera must be appropriately controlled in order to maintain
the center of the bounding box at the specified target position
(denoted by D) as well as keep the bounding box at the
specified target size by controlling the zoom.
Proportional-integral-derivative (PID) controllers are successfully used in a wide range of domains, ranging from
controlling heavy industrial equipment to everyday applications, due to their ability to perform accurate control avoiding
unwanted oscillations and effectively responding to disturbances [22]. In this work a PID controller is used to control
the camera inputs, i.e., its pan, tilt and zoom. The output of
the PID controller is defined as follows:
Z t
de(t)
,
(2)
u(t) = Kp e(t) + Ki
e(τ ) dτ + Kd
dt
0
where all the operators are applied element-wise and Kp ∈ R3 ,
Ki ∈ R3 , and Kd ∈ R3 are the coefficients of the proportional,
integral and derivatives terms. The output of the controller is
a vector containing the control commands for the horizontal,
(t)
(t)
(t)
vertical and zoom controls, i.e., u(t) = (ux , uy , uz ).
Tuning the parameters of the PID controller (Kp , Ki
and Kd ) is not a straightforward task [23]. In this work
we employ a genetic algorithm strategy [24], [25], to tune
the parameters of the PID controller towards optimizing a
fitness function that express the quality of the obtained shots.
Genetic algorithms allows for obtaining solutions to difficult
optimization problems using techniques, such as crossover
combination and mutation of the solutions, inspired by the
process of natural selection [25]. The following process was
used to optimize the parameters of the PID controller:
1)

2)

An initial population of Ninit possible parameters/solutions is created. Each parameter is represented using 16-bit floating point numbers according
to the standard IEEE 754 representation [26].

The population is replaced by combining the fittest
solutions (as evaluated using a fitness function F)
using the uniform crossover operator [25]. Mutation
(random bit flips) with rate pm = 10−2 is also used.
Furthermore, the two best solutions of the previous
population are directly passed into the new population
pool (elitist selection).
The previous step is repeated for Niters times and
the best solution, according to the fitness function F,
is selected.

It is evident that the quality of the obtained solution
(controller) crucially depends on the way that the fitness
function is defined. A simple function that measures the mean
control fitness as the inverse of the absolute control error can
be used:
Z
1 t (τ )
F =(
||e ||1 dτ )−1 ,
(3)
t 0
where ||x||1 is the l(1) norm of the vector x. However, in
the conducted experiments it was established that even though
maximizing Eq. (3) leads to controllers that can accurately
follow the tracked objects, it can cause unwanted camera
oscillations. To overcome this issue we modify Eq. (3) by
including a term that measures the stability of the obtained
shots. There are several different ways to define the stability
of the camera control. In this work, we estimate the stability of
the control by the slope of the error surface (having small error
derivatives means that there is no sudden movements that can
possibly lead to loosing the tracked object or degenerating the
quality of the resulting video). Therefore, the fitness function
is redefined as:
Z
Z
1 t (τ )
1 t de(τ )
F =(
||1 dτ )−1 , (4)
||e ||1 dτ + α
||
t 0
t 0
dτ
where α is the weight of the term that measures the stability
of the obtained shots. Maximizing Eq. (4) leads to a controller
that can accurately follow the tracked object, without lagging
behind the current object position and avoiding unnecessary
oscillations. Since the designed controller operates in discrete
time the fitness is estimated as follows:
F =(

N
N
1 X (k)
1 X e(k) − e(k−1)
||e ||1 d + α
||
||1 )−1 (5)
N
N
∆t
k=0

k=1

where N is the number of performed control steps and ∆t is
the time interval between two control steps.
III.

E XPERIMENTAL R ESULTS

In this Section the experimental evaluation of the proposed approach is presented. First, the experimental setup is
presented and then the experimental results are reported and
discussed.
A. Experimental Setup
A camera control simulation environment was used for
tuning the parameters of the proposed technique and evaluating
its performance. To simulate the control of the camera using
video streams the following process is used. First, a camera
window is defined inside the input video frames. Then, the
camera control commands are translated into movements of

Fig. 1. Camera control using 2D visual information. The camera is appropriately controlled to ensure that the bounding box B reaches its target position and
size D.
TABLE I.
Setup
Setup 1
Setup 2
Setup 3
Setup 4
Setup 5

D IFFERENT EVALUATION SETUPS
dx
0.5
0.2
0.7
0.4
0.1

dy
0.5
0.7
0.2
0.6
0.4

da
0.5
0.4
0.2
0.6
0.1

Used for tuning
Yes
Yes
Yes
No
No

this window, e.g., moving the camera left would appropriately
move the window to the left, while zooming the camera would
make the window smaller. The left/right/up/down camera
movements cause an additive translation of the window, while
zooming in/out cause a multiplicative translation, i.e., the size
(t)
(t)
(t+1)
= wa (1+uz )2 , where
of the window is translated as wa
(t)
wa is the area covered by the window in the t-th frame and
(t)
uz the output of the controller.

TABLE II.

DRONE-S: E VALUATION R ESULTS

The weighted control error E is reported for the five different evaluation
setups.
Method
Baseline
Best Random
Optimized

Setup 1
0.735
0.616
0.547

TABLE III.

Setup 2
0.685
0.571
0.475

Setup 3
0.485
0.382
0.296

Setup 4
0.822
0.709
0.651

Setup 5
0.385
0.323
0.242

GIRO-D: E VALUATION R ESULTS

The weighted control error E is reported for the five different evaluation
setups.
Method
Baseline
Best Random
Optimized

Setup 1
0.746
0.737
0.702

Setup 2
0.666
0.659
0.550

Setup 3
0.734
0.696
0.644

Setup 4
0.695
0.711
0.667

Setup 5
0.736
0.753
0.693

Two datasets were used for the conducted experiments. The
first one, called DRONE-S in this work, is a dataset composed
of 3,251 frames of annotated drone footage of a single cyclist
in various settings collected from YouTube. The training set,
used for tuning the PID controller, is composed of a small
part of the dataset (510 frames), while the rest of the dataset
(2,741 frames) are used to evaluate the performance of the
algorithm. The other dataset, called GIRO-D, is composed of
5,000 frames of actual footage of the Giro D’ Italia bicycle
race, where either one individual cyclist is tracked or a crowd
of cyclists (if the drone is far away from the cyclists).

the convergence of genetic algorithms. Therefore, the initial
random solutions for the parameter Kp were generated using
N (10−2 , 10−2 ), while N (10−4 , 10−4 ) was used for generating
the solutions for the Ki and Kd parameters. It was experimentally established that solutions in this region provide qualitative
good control results. The weighting parameter of the fitness
function was set to α = 0.5 for all the conducted experiments.
Using larger values for α allows for learning controllers that
have exhibit more stable behavior. However, this can decrease
the ability of the controller to track fast moving targets.

To evaluate the proposed technique under a wide range
of shooting scenarios five different evaluation setups were
used. For each of them a different target D was used. Table I
summarizes the used evaluation setups. Note that only three
of them (Setup 1, 2 and 3) were used for tuning the PID controller, while all of them were used to evaluate its performance.
Using two additional evaluation setups in the testing allows for
evaluating the performance of the controller on scenarios that
were not seen during the tuning process.

B. Experimental Evaluation

For the genetic optimization algorithm a pool of 50 solutions was used and the optimization ran for 50 iterations.
The initial random pool was generated using Gaussian noise
N (µ, σ), where µ is the mean and σ is the standard deviation. Note that initializing the solution pool into a relatively
good region of the solution space can significantly accelerate

is reported. The proposed optimization technique is compared
to both the best solution found in the initial pool of solutions
(called “Best Random”), as well as to the baseline solution
selected by a few visual experiments (called “Baseline”, Kp =
(10−2 , 10−2 , 10−2 1) and Ki = Kd = (10−4 , 10−4 , 10−4 )).
The proposed optimization technique significantly reduces the

First, the evaluation results using the test split of the
DRONE-S dataset for the five different evaluation setups are
reported in Table II. The weighted sum of the control and
stability error, i.e.,
E=

N
N
1 X (k)
1 X e(k) − e(k−1)
||e ||1 d + α
||
||1
N
N
∆t
k=0

(6)

k=1

Baseline

Best Random

Optimized

Fig. 2. Sample Frame 1: Comparison between the “Baseline” (left), “Best Random” (center) and “Optimized” (right) solutions. The red box corresponds to
the camera, while the blue box to the tracked cyclist. The actual video frame was removed to comply with the video license. (Figure best viewed in color)

Baseline

Best Random

Optimized

Fig. 3. Sample Frame 2: Comparison between the “Baseline” (left), “Best Random” (center) and “Optimized” (right) solutions. The red box corresponds to
the camera, while the blue box to the tracked cyclist. The actual video frame was removed to comply with the video license. (Figure best viewed in color)

weighted sum of the control and stability error over both the
baseline and the best random solution for all the evaluated
setups. The evaluation results for the GIRO-D dataset are
shown in Table III. Again, using the proposed technique to tune
the PID controller leads better results, significantly reducing
the total error for the evaluated setups.
We have also performed a qualitative analysis to validate
the improved performance of the tuned controller. Two sample
frames where the three controllers are compared are shown
in Figures 2 and 3. Note that the actual frame of the video
was removed to comply with the video license. The red
box corresponds to the camera, while the blue box to the
tracked cyclist. The target was set to the center of the camera,
i.e., (dx , dy ) = (0.5, 0.5), while the target area was set to
0.2. The first two non-optimized controllers are unable to
promptly respond to sudden movements and appropriately
control the camera. On the other hand, the tuned controller is
able to accurately track the cyclist. We have also observed that
the optimized controller can sometimes respond more slowly
to zoom changes. However, this behavior seems especially
important to avoid loosing the target and provides smoother
and more stable videos.
IV.

the controller and ensure that the tracked object is accurately
followed by the camera, without lagging behind the current
object position and avoiding unnecessary oscillations. Two
datasets, including one dataset that contains footage from a
real cyclist event, were used to evaluate the proposed method
and demonstrate the ability of the proposed approach to
effectively control the camera and provide professional grade
video footage.
There are several interesting future work directions. First,
more advanced “cinematography”-oriented fitness functions
can be defined to allow for tuning the controller towards
more specific shot requirements. Furthermore, since different
shots might require different behavior from the controller,
the parameters can be replaced on demand according to the
requested shot type (similar to gain scheduling strategies [27]).
Finally, optimal control techniques, such as reinforcement
learning [28], can be also used in a similar manner to control
the camera using only 2D visual information. Neural PID
controllers approaches [29], possibly combined with compact
representations that carry information extracted from the current frame [30], could be also used for learning a lightweight
neural PID controller end-to-end.

C ONCLUSION

In this work a method for controlling the shooting camera
of a drone using solely 2D visual information was proposed.
After detecting and tracking the target, a PID controller was
used to issue the appropriate commands to the camera. Hence
we demonstrated that it is possible to perform purely visual
camera control, in a way similar to the way humans control
the camera, avoiding the need for accurately localizing the
target. A genetic algorithm was used to tune the parameters of
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Abstract—Unmanned Aerial Vehicles (UAVs), also known as
drones, are increasingly used for a wide variety of novel tasks,
including drone-based cinematography. However, flying drones
in such setting requires the coordination of several people,
increasing the cost of using drones for aerial cinematography and
limiting the shooting flexibility by putting a significant cognitive
load on the director and drone/camera operators. To overcome
some of these limitation, this paper proposes a deep reinforcement
learning (RL) method for performing autonomous frontal view
shooting. To this end, a realistic simulation environment is
developed, which ensures that the learned agent can be directly
deployed on a drone. Then, a deep RL algorithm, tailored to the
needs of the specific application, is derived building upon the
well known deep Q-learning approach. The effectiveness of the
proposed technique is experimentally demonstrated using several
quantitative and qualitative experiments.

I. I NTRODUCTION
Unmanned Aerial Vehicles (UAVs), also known as drones,
are increasingly used for a wide variety of novel tasks, ranging
from fire detection in forests [1], and wildlife protection [2], to
promptly responding to medical emergencies [3]. Drones are
also used for cinematography tasks due to their high versatility
and ability to capture spectacular aerial shots [4]. However,
flying a drone in such settings requires the coordination of several people. A pilot has to control each drone, while a camera
operator has to control the shooting camera on each drone. At
the same time, the director has to coordinate several pilots and
camera operators, if multiple drones are used, and ensure the
quality of the captured shots. This situation increases the cost
of using drones for aerial cinematography and severely limits
the shooting flexibility by putting a significant cognitive load
on the director and drone/camera operators.
The aforementioned limitations led to the development of
various techniques for assisting drone-based cinematography,
ranging from techniques for automated planning for multiview drone shooting [4], and crowd avoidance for complying with drone legislation [5], to autonomous drone control systems [6], and various techniques for steering drone
video shooting [7], [8]. These techniques automate various
parts of the shooting process, reducing the cost of aerial
cinematography and the cognitive load of human operators.
However, we are still far from developing fully autonomous
drones that would be able to automatically shot professionalgrade footage according to a predefined plan, as designed
by the director, while detecting salient events for performing

opportunist shooting. This paper focuses on automating the
drone control process for performing autonomous frontal view
shots. That is, we aim to appropriately control the height and
the relative position of the drone with respect to the person of
interest to acquire a clear frontal shot.
Several approaches can be used to achieve this goal. Perhaps
the most widely used is to project a set of known 2D landmark
points, e.g., nose, eyes, mouth, etc., into the 3D space and
solve the corresponding Perspective-n-Point (PnP) problem to
estimate the pose of the head of the person of interest [9],
[10]. Then, a PID controller can be used to appropriately
control the drone to acquire the desired frontal shot [11],
[12]. However, this approach requires accurately detecting
several 2D facial landmark points, which can be especially
difficult if a low-resolution image input is used. Note that
this is usually the case, since drones frequently use a lowresolution video feed for performing the on-board processing
tasks, even when high resolution cameras are available, due to
their limited processing power and memory. Apart from these,
careful calibration of the system is required and it is non-trivial
to extend this approach for estimating the pose of other objects,
since the landmark points have to be appropriately redefined
and a corresponding detector must be developed.
Some of the aforementioned drawbacks can be addressed
by using deep pose estimation algorithms that are directly
trained to estimate the pose of various objects using a
training set of data that contains images along with their
pose annotations [13], [14]. Even though such deep learning
approaches have been shown to increase the pose estimation
accuracy and lead to more robust pose estimators, there is
no guarantee that they will be optimal for performing control
tasks. Developing optimal control algorithm has a long history
in various engineering fields [15], [16]. Quite recently, it was
shown that combining the great learning capacity of deep
learning models with reinforcement learning (RL) techniques
can lead to the development of robust control policies, that
can work under stochastic and noisy environments, producing
spectacular results, that often outperform humans on sophisticated control tasks [17], [18], [19]. However, RL techniques
require realistic simulations of the environment where the RL
agent will operate, which may not be always available.
The main contribution of this paper is the proposal of
a deep RL method for accurately controlling a drone for
performing frontal view shooting. To this end, we use the Head

Pose Image Database [20], to develop a realistic simulation
environment that ensures that the learned agent can be directly
deployed on a drone. Furthermore, we develop a deep RL
algorithm tailored to the needs of the specific application,
building upon the well known deep Q-learning approach [17],
and we experimentally demonstrate the effectiveness of the
proposed technique. We compare the proposed method to
a controller that directly uses the output of a deep model
that performs pose estimation and we demonstrate the superior behavior of the proposed RL method. Note that there
are several recent deep RL approaches for various robotics
applications [21], [22], [23]. However, to the best of our
knowledge, this is the first work where deep RL is used
to perform accurate drone control for frontal view shooting
using a dedicated simulation environment. To further boost RL
research, that critically relies on the availability of simulation
environments, we provide an open-source implementation of
the developed simulator as well as of the developed techniques
at https://github.com/passalis/drone frontal rl.
The rest of the paper is structured as follows. The proposed
method is described in detail in Section II. Then, the experimental evaluation is provided in Section III. Finally, future
work is discussed and conclusions are drawn in Section IV.

over the available actions, i.e., π : S → P(A). The
agent’s behavior defines a sequence of state-action-rewards
s0 , a0 , r0 , s1 , a1 , r1 , s2 , a2 , r2 , ..., sT that describes the history
of the agent for a given episode that ends after T steps. The
discounted accumulated return for an episode consisting of T
steps is defined as:

II. P ROPOSED M ETHOD

Q∗ (s, a) = maxπ E[Rt |st = s, at = a, π],

First, we provide a brief introduction to RL and the used
notation. Then, the developed simulation environment for
performing drone control for frontal shooting is presented. Finally, the proposed Deep RL method is derived and discussed
in detail.

where Rt is the future discounted reward at time t defined as:

A. Deep Reinforcement Learning

In other words, the action-value function Q∗ (s, a) measures
the maximum reward that an agent can earn after performing
the action a and then using an optimal policy for the next
transitions.
Bellman equation can be used to derive a method for
learning the optimal action-value function starting from an
initial guess Q1 (s, a) [24]. Then, the action-value function is
learned by observing the behavior of the environment, as the
agent selects various actions, as:

Given an environment for which the Markov property is
satisfied, i.e., the future state depends only on the current state
and the selected action (or equivalently, given the current state
and action the next state is conditionally independent of the
previous states and actions), RL can be modeled using Markov
Decision Processes (MDPs). A MDP can be defined as a tuple
(S, A, P(·), R(·), γ), where:
1) S is the set of possible states for the environment,
2) A = {a1 , a2 , ..., aNa } is the set of possible actions,
where Na is the number of possible actions,
3) P(st+1 |st , at ) is the probability that the environment
will transit from the state st to the state st+1 given that
the action at has been performed,
4) R(st , at , st+1 ) = rt is the immediate reward that
the agent receives when performing the action at and
transitioning from state st to state st+1 ,
5) γ is a discount factor that defines the importance of immediate rewards versus future rewards, where typically
0 ≤ γ ≤ 1. For γ = 0 the agent is short-sighted, while
higher values increase the importance of future rewards.
An agent starts at state s0 and selects the next action
according to a policy π(s) that defines the action that the
agent will perform. Note that the policy π(·) can be stochastic and it is usually described as a probability distribution

R=

T
X

γ t−1 rt ,

(1)

t=1

where each action is selected according to the policy π(s). RL
aims to learn the optimal policy π ∗ that provides the maximum
expected return:
π ∗ = arg max E[R|π].
π

(2)

Even though several approaches have been proposed for
tackling this problem [24], in this paper the Q-learning method
is used. In Q-learning the optimal action-value function
Q∗ (s, a) is used to express the expected reward of performing
the action a from the state s, given that an optimal policy
is then followed. More formally, the action-value function
Q∗ (s, a) is defined as:

Rt =

T
X

0

γ t −t rt0 .

(3)

t0 =t

Qi+1 (st , at ) = (1−η)Qi (st , at )+η(rt +γmaxa Qi (st+1 , a)),
(4)
where η is the used learning rate. This algorithm, that belong
to the family of value iteration algorithms [24], converges
to the optimal action-value function Q∗ (s, a) as i → ∞.
Even though simple look-up tables can be used to represent
and store the optimal values (Q-values), this approach quickly
becomes impractical as the size of the state set S increases. To
overcome this limitation, a deep neural network can be used to
approximate the action-value function (deep Q-learning). The
neural network is updated after each time-step using stochastic
gradient descent [25], to minimize an appropriately defined
loss function L(·) that measures the error between the current
estimation Q(s, a, Wi ) and the target value provided by the
Bellman equation, where Wi are the parameters of the deep
neural network after i optimization iterations. The difference

(a) Face images at −60◦ tilt (pan varies from −90◦ to 90◦ in steps of 15◦ )

(b) Face images at −30◦ tilt (pan varies from −90◦ to 90◦ in steps of 15◦ )

(c) Face images at −15◦ tilt (pan varies from −90◦ to 90◦ in steps of 15◦ )

(d) Face images at 0◦ tilt (pan varies from −90◦ to 90◦ in steps of 15◦ )

(e) Face images at 15◦ tilt (pan varies from −90◦ to 90◦ in steps of 15◦ )

(f) Face images at 30◦ tilt (pan varies from −90◦ to 90◦ in steps of 15◦ )

(g) Face images at 60◦ tilt (pan varies from −90◦ to 90◦ in steps of 15◦ )

Fig. 1: Simulation environment: The drone moves in a sphere (approximately) centered at the face of the subject. The control
commands (left/right/up/down) are simulated using the appropriate images from HPID.

between the current estimation and the value provided by the
Bellman equation is defined as:
δ = Q(st , at , Wi ) − (rt + γmaxa Q(st+1 , a, Wi−1 ))), (5)
and can be minimized using any appropriate loss functions,
e.g., the squared loss L(δ) = 21 δ 2 . The proposed deep RL
algorithm, that builds upon deep Q-learning [17], is analytically derived in Subsection II-C. The interested reader is also
referred to [26], [27], [24], for a more in-depth review of RL.
B. Proposed Drone Control Environment
The Head Pose Image Database [20], abbreviated as “HPID”
thereof, was used to develop the simulation environment.
HPID contains 2,790 face images of 15 subjects in various
poses taken in a constrained environment. More specifically,
for each person face images with various head tilts (vertical
angle) and pans (horizontal angle) were taken. For the tilt, head
photos at −90◦ , −60◦ , −30◦ , −15◦ , 0◦ , 15◦ , 30◦ , 60◦ , and 90◦
were taken, while for the pan images that depict the head at
−90◦ , −75◦ , −60◦ , −45◦ , −30◦ , −15◦ , 0◦ , 15◦ , 30◦ , 45◦ , 60◦ ,
75◦ and 90◦ were used. The developed simulator uses these
images to simulate the movement of a drone in a part of a
sphere defined by the center of the head of the subject. That
allows for simulating the movement of a drone in 15◦ steps
for the pan and in 15◦ /30◦ steps for the tilt. The various
poses, obtained from different shooting angles for a person

of the HPID, are shown in Fig. 1. The full pan range exists
only for the images with tilt angles between −60◦ and 60◦ .
Therefore, we restrict the available tilt angles used in the
simulator to the aforementioned range.
The developed environment supports 5 different actions (assuming that the drone moves on the sphere defined previously):
1) stay: do not perform any action (to be used when a clear
frontal view has been obtained),
2) left: move the drone left by 15◦ → pan decreases by
15◦ ,
3) right: move the drone right by 15◦ → pan increases by
15◦ ,
4) up: move the drone upwards by 15◦ /30◦ (depending on
the available annotations) → tilt decreases by 15◦ /30◦ ,
and
5) down: move the drone downwards by 15◦ /30◦ (depending on the available annotations) → tilt increases by
15◦ /30◦ .
During these movements, we assume that the camera is
appropriately controlled to keep the face centered, e.g., using a PID controller [12]. If an agent requests a control
command that exceeds the limits of the simulator, e.g., an
angle larger than 90◦ , then the simulator remains at its last
state. An OpenAI Gym-compatible [28], environment was
developed, and an open-source implementation is provided at

TABLE I: Neural network architecture

https://github.com/passalis/drone frontal rl.
C. Proposed Deep Reinforcement Learning Technique for
Drone Control
In this Section the complete pipeline of the proposed deep
RL technique for drone control is described. The RL agent
interacts with the developed environment and observes its
state, i.e., the acquired shot as shown in Fig. 1. To simplify
the learning process, we use a face detector to detect and
crop the face image [29]. For the conducted experiments, we
directly used the head annotations supplied by HPID. After
appropriately cropping the image, it is resized to 64×64 pixels.
Therefore, the RL agent at the t-th time step observes a tensor
xt ∈ R64×64×3 that corresponds to the cropped face image.
Defining a meaningful reward function is critical for the fast
and stable convergence of RL algorithms. Even though RL can
deal, to some extent, with sparse and time-delayed rewards,
we experimentally found out that rewarding (or punishing) the
agent after each action can significantly speed up the learning
process. To define the reward function we first have to define
the control error at the t-th step:
1
((xt /60)2 + (xp /90)2 ),
(6)
2
where xt is the current tilt (in degrees) and xp is the current
pan (in degrees). To acquire non-frontal shots, this error must
be appropriately modified to express the error around the
desired tilt and pan angle. Then, the reward function is defined
as:
(
0,
if et > ethres
(raw)
rt
=
,
(7)
1 − et /ethres , otherwise
et =

where ethres is the threshold for rewarding the agent. If
ethres is set to 1, then the agent is rewarded at every timestep. Even though the reward is proportional to the control
error et , this can slow down the learning process. In the
conducted experiments we only reward the agent when it
acquires the correct frontal shot, i.e., ethres was set to 0.05. To
further boost the learning process, we provide an extra small
reward/punishment whenever the agent makes a correct/wrong
movement:


−0.15, if et > et−1
(bonus)
rt
= 0.1,
(8)
if et < et−1 .


0,
otherwise
Using a slightly higher penalty for wrong actions ensures
the stability of the control process and discourages control
oscillations. Therefore, the final reward function is defined as
(raw)
the sum between the raw reward rt
, which depends on
(bonus)
the control error et , and the “bonus” reward rt
, that
encourages correct and stable control actions:
(raw)

rt = rt

(bonus)

+ rt

.

(9)

To approximate the action-value function we used a deep
convolutional network. A fast and lightweight network architecture, that can run on-drone and it is composed of less than

Layer Type
Input
Convolutional (5 × 5, stride 2)
Batch Normalization
Max Pooling (2 × 2)
Convolutional (3 × 3)
Batch Normalization
Max Pooling (2 × 2)
Convolutional (3 × 3)
Batch Normalization
Max Pooling (2 × 2)
Dense
Dense
Dense

Output Shape
64 × 64 × 3
30 × 30 × 16
30 × 28 × 30
15 × 15 × 16
13 × 13 × 32
13 × 13 × 32
6 × 6 × 32
4 × 4 × 64
4 × 4 × 64
2 × 2 × 64
128
64
5

70,000 parameters, was used for this task. The architecture of
the proposed network is shown in Table I. Batch normalization
is used after each convolutional layer [30], while the relu
activation function is used for all the convolutional and dense
layers (except from the final one, which does not use any
activation function and predicts the Q-values for the 5 possible
actions) [31].
A significant problem in Q-learning is the instability of the
learning process when non-linear functions, such as neural
networks, are used to approximate the Q-values. Several
techniques have been proposed to overcome this issue [26],
[27]. In this work we use experience replay [32], that allows
for reducing the correlation between the training data and
improves the learning stability by using training instances from
various timesteps and episodes, to address this issue. The
size of the experience replay pool is set to Nreplay = 500
and batches of Nbatch = 32 samples are drawn before
each gradient descent update. Furthermore, we use a separate
target network for generating the Q-values during the training
to avoid feedback loops that can lead to instabilities. This
technique is known as “Double Q-learning” [33]. The target
network is updated every Ntarget = 500 steps.
For the optimization procedure the Huber loss function is
used:
(
1 2
δ ,
if δ < δthres
L(δ) = 2 1
,
(10)
|δ|− 2 δthres , otherwise
where δ is the difference error defined in Eq. (5). Huber
loss is used instead of squared loss, since it is more robust
to outliers, providing smoother gradients and stabilizing the
learning process (δthres was set to 1). This is especially
important when the reward can accumulate to relatively large
values, e.g., 50, as in the used environment. For updating the
weights of the network, the RMSProp optimizer with learning
rate η = 0.00005 was used [34]. Also, the discount factor γ
was set to 0.95. Finally, to explore the solution space a linear
exploration policy was used. Exploration starts with an initial
rate of init = 1 and linearly decreases it to target = 0.1
during the first Nexplore = 900, 000 training steps. After the
initial Nexplore steps the exploration rate stays constant to
target = 0.1. During the testing/evaluation a small exploration

rate is also used, i.e., test = 0.05. The agent was trained for
1,000,000 steps that correspond to 20,000 control episodes.
For each episode a random initial position was used for the
drone. For training, head images from 10 persons of the HPID
were used, while for evaluating the proposed method images
from the rest 5 persons were used. The keras-rl library was
used to implement the proposed method [35].
III. E XPERIMENTAL E VALUATION
The evaluation results are reported in Table II. Two different
evaluation setups were used: a) “train”, where the 10 persons
that were used during the training process were used for the
evaluation, and b) “test”, where 5 different persons were used.
For evaluating the method we ran 500 random episodes, where
for each episode the agent was allowed to perform 20 control
actions. The proposed method is abbreviated as “D-RL” in
Table II. The learned agent was also compared to two other
strategies: a) using a dummy agent that does not perform
any control action (abbreviated as “Stay”) and b) using a
deep CNN to perform pose regression and then appropriately
control the drone (abbreviated as “Pose Regressor”). The Pose
Regressor network use the same architecture as the CNN
used for estimating the Q-values (Table I) and was trained
to directly regress the tilt and pan of a face image using the
same train/test setup, leading to a mean tilt error of 16.67◦
and a mean pan error of 13.71◦ (evaluation on the test set).
The proposed RL method outperforms the Pose Regression
technique for both the train and test setups, demonstrating the
importance of learning optimal controllers for the task at hand
instead of relying on hand-crafted methods to perform control.
The reward and the mean Q-value during the training
process are shown in Fig. 2. During the exploration phase
(episodes 0-18,000) the mean reward increases and stabilizes
during the last 2,000 episodes, where the exploration rate is
fixed to 0.1. However, note there are a few episodes that
were not solved correctly during the last 50,000 training
steps. This issue can be probably solved by performing more
optimization iterations and/or using larger exploration during
the final steps to ensure that the agent will learn a more
effective control policy. The mean Q-value increases during the
training, as expected, and quite smoothly converges without
exploding. Furthermore, the performance of the agent during
various training checkpoints (every 100,000 training steps)
are shown in Table III. The best training performance is
obtained during the 800,000-th training step and this model
was chosen to perform the evaluations. The slight decrease in
the performance of the agent after the 800,000-th training step
can be possibly attributed to the decreased exploration rate.
Finally, several control sequences are shown in Fig. 3 (train
sequences) and Fig. 4 (test sequences). Several conclusions can
be drawn from these sequences. First, the proposed method
is able to accurately control the simulated drone to acquire
a frontal view shot both for the train and test evaluations.
Even though in most cases the agent is capable of recognizing
when the frontal shot has been obtained and emit the “stay”
command, the relatively high reward, that is given when the

absolutely correct pose has been achieved, can sometimes lead
to oscillations around the frontal position, e.g., row 4 of Fig. 3.
Such oscillations are even more frequent in the test evaluation.
This problem can be addressed by using a different reward
function that penalizes this kind of behavior.
IV. C ONCLUSIONS
In this work we presented and evaluated a deep RL method
for performing drone control to acquire high-quality frontal
view person shots. The proposed method builds upon the well
established deep Q-learning approach [17], and was experimentally demonstrated that it is capable of performing accurate
control. Furthermore, the proposed technique was able to
outperform a hand-crafted controller, that uses a dedicated
deep face pose estimator to control the drone, highlighting the
importance of learning optimal controllers instead of relying
on hand-crafted control techniques.
Several interesting future research direction exist. First, the
impressive performance of the proposed technique paves the
way for several other deep RL-based control methods for autonomous drone-based cinematography. Furthermore, the proposed method can be applied to more dynamic environments,
e.g., moving targets can be used, and more sophisticated deep
architectures, e.g., advanced pooling layers [36], or recurrent
networks [37], can be employed to more accurately model the
target and control the camera. Furthermore, the use of endto-end trainable systems, that simultaneously perform camera
and drone control, can be developed and evaluated. Finally,
the development of transfer learning techniques for RL, that
can combine the use of real datasets and simulators, that
use computer-generated graphics, will allow for training RL
techniques under a wider range of scenarios, while ensuring
that they can be directly deployed in real-world applications.
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[4] T. Nägeli, L. Meier, A. Domahidi, J. Alonso-Mora, and O. Hilliges,
“Real-time planning for automated multi-view drone cinematography,”
ACM Transactions on Graphics, vol. 36, no. 4, p. 132, 2017.
[5] M. Tzelepi and A. Tefas, “Human crowd detection for drone flight safety
using convolutional neural networks,” in Proceedings of the European
Signal Processing Conference, 2017, pp. 743–747.

TABLE II: Drone control evaluation for frontal shooting
Method
Stay
Pose Regressor
D-RL
Stay
Pose Regressor
D-RL

Mean Absolute Pan Error (◦ )
Evaluation Type Mean Reward Mean Absolute Tilt Error (◦ )
Train
29.94
48.24
Train
6.87
7.44
15.63
1.26
4.38
Train
Test
29.37
48.93
Test
14.07
12.18
7.40
12.12
11.34
Test
(The absolute mean pan and tilt error (to obtain a perfectly frontal shot) are reported.)

50
50

20
40
18

40

reward

30
20

16

20

mean q

reward

30

10
10

−10

−10
19000
0

5000

10000

15000

episode

(a) Reward during the training

20000

12
10

0
0

14

8
19200

19400

19600

19800

20000

episode

(b) Reward during the last 1000 training
episodes

Fig. 2: D-RL: Learning curves

Fig. 3: Train control sequences

6

0

5000

10000

15000

episode

(c) Mean Q-value during training

20000

Fig. 4: Test control sequences
TABLE III: Performance of the RL agent during the training
Training Step
Initial
100,000
200,000
300,000
400,000
500,000
600,000
700,000
800,000
900,000
1,000,000

Mean Abs Reward
0.46
8.74
9.07
12.34
12.32
13.73
13.03
13.71
15.63
14.67
14.21

Tilt Error
42.63
13.83
7.77
6.09
8.94
5.25
4.77
5.73
1.26
3.54
5.70

(◦ )

Pan Error
47.85
17.58
21.45
14.13
10.92
10.62
12.57
7.83
4.38
6.67
8.67

(◦ )

(The absolute mean pan and tilt error (to obtain a perfectly frontal shot) are
reported.)

[6] Q. Galvane, J. Fleureau, F.-L. Tariolle, and P. Guillotel, “Automated cinematography with unmanned aerial vehicles,” arXiv preprint
arXiv:1712.04353, 2017.
[7] N. Passalis and A. Tefas, “Concept detection and face pose estimation
using lightweight convolutional neural networks for steering drone
video shooting,” in Proceedings of the European Signal Processing
Conference, 2017, pp. 71–75.
[8] ——, “Improving face pose estimation using long-term temporal averaging for stochastic optimization,” in Proceedings of the International
Conference on Engineering Applications of Neural Networks, 2017, pp.
194–204.
[9] V. Kazemi and S. Josephine, “One millisecond face alignment with an
ensemble of regression trees,” in Proceedings of the IEEE Conference
on Computer Vision and Pattern Recognition, 2014, pp. 1867–1874.
[10] S. Ohayon and E. Rivlin, “Robust 3d head tracking using camera pose
estimation,” in Proceedings of the International Conference on Pattern
Recognition, vol. 1, 2006, pp. 1063–1066.
[11] K. H. Ang, G. Chong, and Y. Li, “Pid control system analysis, design,
and technology,” IEEE Transactions on Control Systems Technology,
vol. 13, no. 4, pp. 559–576, 2005.

[12] N. Passalis, A. Tefas, and I. Pitas, “Efficient camera control using 2d
visual information for unmanned aerial vehicle-based cinematography,”
in Proceedings of the International Symposium on Circuits and Systems,
2018.
[13] A. Toshev and C. Szegedy, “Deeppose: Human pose estimation via deep
neural networks,” in Proceedings of the IEEE Conference on Computer
Vision and Pattern Recognition, 2014, pp. 1653–1660.
[14] R. Ranjan, V. M. Patel, and R. Chellappa, “Hyperface: A deep multitask learning framework for face detection, landmark localization, pose
estimation, and gender recognition,” IEEE Transactions on Pattern
Analysis and Machine Intelligence, 2017.
[15] A. E. Bryson, Applied optimal control: optimization, estimation and
control. CRC Press, 1975.
[16] D. E. Kirk, Optimal control theory: an introduction. Courier Corporation, 2012.
[17] V. Mnih, K. Kavukcuoglu, D. Silver, A. A. Rusu, J. Veness, M. G.
Bellemare, A. Graves, M. Riedmiller, A. K. Fidjeland, G. Ostrovski
et al., “Human-level control through deep reinforcement learning,”
Nature, vol. 518, no. 7540, p. 529, 2015.
[18] H. Van Hasselt, A. Guez, and D. Silver, “Deep reinforcement learning
with double q-learning.” in Proceedings of the AAAI Conference on
Artificial Intelligence, vol. 16, 2016, pp. 2094–2100.
[19] T. P. Lillicrap, J. J. Hunt, A. Pritzel, N. Heess, T. Erez, Y. Tassa,
D. Silver, and D. Wierstra, “Continuous control with deep reinforcement
learning,” arXiv preprint arXiv:1509.02971, 2015.
[20] N. Gourier, D. Hall, and J. L. Crowley, “Estimating face orientation
from robust detection of salient facial features,” in ICPR International
Workshop on Visual Observation of Deictic Gestures. Citeseer, 2004.
[21] C. Finn, T. Yu, J. Fu, P. Abbeel, and S. Levine, “Generalizing
skills with semi-supervised reinforcement learning,” arXiv preprint
arXiv:1612.00429, 2016.
[22] C. Finn and S. Levine, “Deep visual foresight for planning robot motion,” in Proceedings of the IEEE International Conference on Robotics
and Automation, 2017, pp. 2786–2793.
[23] S. Levine, P. Pastor, A. Krizhevsky, and D. Quillen, “Learning hand-eye
coordination for robotic grasping with large-scale data collection,” in
Proceedings of the International Symposium on Experimental Robotics,
2016, pp. 173–184.

[24] R. S. Sutton and A. G. Barto, Reinforcement learning: An introduction.
MIT press Cambridge, 1998, vol. 1, no. 1.
[25] S. Haykin and N. Network, “A comprehensive foundation,” Neural
networks, vol. 2, no. 2004, p. 41, 2004.
[26] K. Arulkumaran, M. P. Deisenroth, M. Brundage, and A. A. Bharath,
“Deep reinforcement learning: A brief survey,” IEEE Signal Processing
Magazine, vol. 34, no. 6, pp. 26–38, 2017.
[27] Y. Li, “Deep reinforcement learning: An overview,” arXiv preprint
arXiv:1701.07274, 2017.
[28] G. Brockman, V. Cheung, L. Pettersson, J. Schneider, J. Schulman,
J. Tang, and W. Zaremba, “Openai gym,” 2016.
[29] D. Triantafyllidou, P. Nousi, and A. Tefas, “Fast deep convolutional
face detection in the wild exploiting hard sample mining,” Big Data
Research, 2017.
[30] S. Ioffe and C. Szegedy, “Batch normalization: Accelerating deep
network training by reducing internal covariate shift,” in Proceedings
of the International Conference on Machine Learning, 2015, pp. 448–
456.
[31] X. Glorot, A. Bordes, and Y. Bengio, “Deep sparse rectifier neural
networks,” in Proceedings of the International Conference on Artificial
Intelligence and Statistics, 2011, pp. 315–323.
[32] V. Mnih, K. Kavukcuoglu, D. Silver, A. Graves, I. Antonoglou, D. Wierstra, and M. Riedmiller, “Playing atari with deep reinforcement learning,” arXiv preprint arXiv:1312.5602, 2013.
[33] H. v. Hasselt, A. Guez, and D. Silver, “Deep reinforcement learning with
double q-learning,” in Proceedings of the AAAI Conference on Artificial
Intelligence, ser. AAAI’16. AAAI Press, 2016, pp. 2094–2100.
[Online]. Available: http://dl.acm.org/citation.cfm?id=3016100.3016191
[34] T. Tieleman and G. Hinton, “Lecture 6.5-rmsprop: Divide the gradient
by a running average of its recent magnitude,” COURSERA: Neural
networks for machine learning, vol. 4, no. 2, pp. 26–31, 2012.
[35] M. Plappert, “keras-rl,” https://github.com/matthiasplappert/keras-rl,
2016.
[36] N. Passalis and A. Tefas, “Learning bag-of-features pooling for deep
convolutional neural networks,” in Proceedings of the IEEE International Conference on Computer Vision, 2017, pp. 5755–5763.
[37] J. Chung, C. Gulcehre, K. Cho, and Y. Bengio, “Empirical evaluation of
gated recurrent neural networks on sequence modeling,” arXiv preprint
arXiv:1412.3555, 2014.

UAL: An Abstraction Layer for Unmanned Aerial Vehicles
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Abstract— This paper presents a software layer to abstract
users of UAVs (Unmanned Aerial Vehicles) from the specific
hardware of the platform and the autopilot interfaces. The main
objective of our UAV Abstraction Layer (UAL) is to simplify
the development and testing of higher-level algorithms in aerial
robotics by trying to standardize and simplify the interfaces
with the UAVs. Our UAL can work seamlessly with simulated
or real platforms and provides calls to issue standard commands
such as taking-off, landing or pose and velocity controls. Even
though UAL is under continuous development, a stable version
is available for public use 1 , and it is currently being used in
several European research projects by different academic and
industrial entities.

I. I NTRODUCTION
Nowadays there is a remarkable raise in the number of
applications with Unmanned Aerial Vehicles (UAVs). In
these applications, UAVs are expected to carry out a wide
variety of tasks in different environments [1], developing
certain levels of autonomy and cognition that are usually
implemented by high-level algorithms.
Researchers working with UAVs use different aerial platforms, autopilots, or even different versions of the same
autopilot. Such variability comes from the numerous possibilities and the specific constraints of each application. Thus,
some applications may require certain platforms depending
on, e.g., their payload capacity or their maneuverability; and
each platform may require the use of a specific autopilot.
However, high-level algorithms should be able to work
regardless of the autopilot or platform used, since it becomes
too complex maintaining different versions of the software
depending on the particular communication protocols for
each autopilot.
Several proprietary and open-source frameworks for UAVs
have been developed over the past years [2]. Moreover,
open-source organizations such as Dronecode 2 proposed
a standard communication protocols for UAVs, such as
MAVLink [3]. However, despite the increasing use of this
protocol, there are still lots of autopilots that do not support
it. Also, industrial leaders in UAV manufacturing such as
DJI 3 still work with their own proprietary autopilot framework. Other authors proposed more elaborated and complex
frameworks to deal with teams of multiple robots (aerial [4]
or heterogeneous [5]) or described a whole solution including
the hardware platform [6]. However, we focus on abstracting
∗ All authors are with Robotics, Vision and Control Group, University of Seville, Seville, Spain [freal,arturotorres,prs,

jcapitan,aollero]@us.es
1 https://github.com/grvcTeam/grvc-ual
2 https://www.dronecode.org/
3 https://www.dji.com/

the autopilot to make easier the development of higher-level
algorithms (e.g., swarm control algorithms).
Additionally, it is essential the integration of these software frameworks with simulated environments in order to
switch between real and simulated platforms without a major
effort. Due to the fact that UAVs are more sensitive and
fragile than common ground vehicles, previous simulations
to verify the correct functioning of the whole system become
more critical. Thus, there are widespread simulators [7], [8],
[9] to test most of the functionalities of UAV and multi-UAV
systems, as for instance task allocation [10] or path planning
algorithms [11]. Simulators with more realistic 3D engines
can also be used for testing computer vision algorithms [7].
In this paper, we introduce the design and the current
implementation of our software framework to abstract UAV
users from the differences among autopilots. First, we define
a sufficient set of functionalities that every UAV should
implement. This set defines a common interface that we have
called UAL (UAV Abstraction Layer). Then, for every autopilot we want to support, a specific back-end is coded taking
into account autopilot specifics. This proposed framework
eases the deployment of algorithms into the real world and
promotes a safer development pipeline.
The main contribution of the paper is to expose the
design of the UAL and its implementation, which is publicly
available 1 . We also depict how our UAL provides a simple
way to simulate multiple UAVs and how its interfaces make
the use of real or simulated robots transparent to the user.
Finally, we describe some use cases to show the versatility
of our proposed framework. In particular, UAL has been in
a continuous development process for almost 2 years and
it has been successfully tested in several experiments within
the context of different European R&D projects. We describe
the context of each project and how UAL is used to integrate
UAVs into different high-level missions.
The remainder of the paper is structured as follows.
First, Section II describes our UAL framework. Then, its
advantages and specifics for simulation of UAVs are explained in Section III. Section IV shows some use cases on
how UAL has been useful in the development of several
research projects. Finally, conclusions and future work are
in Section V.
II. UAL: A UAV A BSTRACTION L AYER
Our UAV Abstraction Layer (UAL) tries to abstract the
user programmer from the platform’s autopilot. With that
purpose, it defines a common interface with a collection of
the most used information and functionalities of a UAV such
as:

Perform a take-off maneuver to a given height.
Go from current position to a specified waypoint in
global or in geographical coordinates.
• Set global linear velocities and yaw rate.
• Land on the current position.
• Recover from manual flight mode.
• Set home position to the current position.
• Get latest pose estimation of the UAV.
• Get latest velocity estimation of the UAV.
• Get latest transform estimation of the UAV.
UAL builds on top of the widespread Robot Operating
System (ROS) [12], which provides libraries and tools to help
software developers to create robot applications. It provides
hardware abstraction, device drivers, libraries, visualizers,
message-passing, package management, and more. The main
advantage of using ROS is that the communication between
different processes and machines is easily solved. In particular, UAL has been developed and tested on ROS Kinetic
Kame, even though it can be adapted to other versions easily.
The proposed framework consists of three layers (see
Figure 1). First, the UAL itself. Second, the Backend class,
which establishes a common interface to the UAL. Finally,
in order to support a particular autopilot, a specific derived
back-end for that autopilot must be implemented. This backend communicates with the autopilot and handles specific
details, offering a common interface in the user side. For
instance, any autopilot that uses MAVLink as communication
protocol (e.g., PX4 and Ardupilot), is currently supported via
a MAVROS back-end. The MAVROS back-end communicates via MAVROS with the autopilot, and handles specific
issues such as arming and switching mode before taking off.
•

•

class and in a separate thread, UAL can be continuously
publishing data and responding to service calls as any
other node inside the ROS network.

Fig. 2. UAL offers a double interface with the user, either as a class or as
a server responding to requests.

While the class interface is middleware independent, is
always available and introduces no delay, the server interface
depends on middleware (ROS in our case), is available only
if server mode is enabled (it is by default) and may introduce
network delays. Moreover, only one process may have one
and only one class interface for a certain UAV. This may
be an issue to handle multiple robots. However, the server
interface can be reached from any host in the network and
has been successfully tested with multiple robots.
These two interfaces are not exclusive in design nor in
implementation (every function in UAL interface is threadsafe), and it might be convenient to use both of them,
profiting from the advantages of each one. For example,
delay-sensitive functionalities like velocity control are better
suited to the class interface, whereas it is more useful to call
the recover-from-manual service from any console using the
server interface.
Until now, there are three supported back-ends for our
UAL (see Figure 3). The first one for MAVROS (the ROS
adaptation of MAVLink protocol), which is a very extended
way of communicating with autopilots. Some well-known
autopilots such as PX4 and Ardupilot support it. Second,
we have a Light back-end only for simulation, as it will be
detailed in the next section. Last, we have implemented a
back-end using the ROS SDK that DJI provides to communicate with their own autopilots.

Fig. 1. Scheme with the different layers to implement the back-ends in
UAL. UAL and Backend layers are common, while the DerivedBackend is
autopilot/protocol specific.

In its current implementation, UAL offers a double interface (see Figure 2):
• Class: the developer can have an object of the class
UAL and access data and functionalities via its class
interface, directly calling its member functions.
• Server: at the same time, inside the instance of the

Fig. 3. Currently, there are several back-ends implemented below UAL to
communicate with different autopilots. Additional ones can be added easily
to extend UAL reachability.

III. S IMULATION F UNCTIONALITIES
In addition to the main advantage of abstracting the
user from the autopilot, UAL also provides tools that help
the users to easily test their algorithms in simulation. In
particular, UAL is totally integrated with the well known
open-source robot simulator Gazebo 4 . This simulator allows
for fast robot prototyping and creation of new scenarios,
and it is already integrated within ROS. Besides, we have
recently tested UAL with the Unreal Engine 5 and its plugin
Airsim [7] for UAV simulation.
UAL comes with two possibilities for simulation in
Gazebo: the light simulation and the PX4 SITL simulation.
The first one uses a Light back-end that provides a simple
model of the UAV, avoiding dynamics, and draws the simulated UAV in Gazebo. This is particularly useful to perform
simulations with large numbers of UAVs, where the focus
is on a higher-level behavior and not on having realistic
dynamics for the UAVs, which may entail computational
issues.
The second simulation option is based on the PX4
Firmware [13], which is an open-source autopilot software.
Along with the usual autopilot functionalities, PX4 Firmware
comes with a Software-In-The-Loop (SITL) simulation environment based on Gazebo and RotorS [14]. This SITL has
several Gazebo plugins that simulate the sensors (e.g., IMU,
GPS, etc.) and the dynamics (e.g., rotor velocities and forces)
of the UAV. UAL comes with the possibility to run SITL
simulations with the PX4 Firmware. This feature allows
the user to run in simulation the same software as in the
real platform, replicating low-level behaviors of the autopilot
(such as waypoint transformations and mode switching) in a
more realistic fashion.
Apart from the above options, UAL provides some scripts
to launch quite easily simulations with multiple UAVs. It also
provides different UAV models, included in a ROS package
called robots description.
IV. U SE C ASES
In this section we present several use cases where UAL is
used to interface with real and simulated UAVs. In particular,
we showcase the use of UAL for different applications with
UAVs within the framework of European projects, where
the collaboration between robotics labs has been eased by
means of UAL. For further coding details, an example that
explains the use of UAL for newcomers is publicly available
in our github with the name of test ual interfaces inside the
uav abstraction layer package.
A. Multiple Drones for Media Production
UAL is highly integrated in the architecture of the MULTIDRONE project 6 . This ongoing project aims at teams
of multiple UAVs that cover outdoor sport events such as
cycling, rowing races or football matches.

The MULTIDRONE European consortium is developing
algorithms that will transform the ideas of the media production team into autonomous plans and control actions so that
the UAVs can shot the event with their onboard cameras [15].
All partners have already adopted UAL to interface with the
UAVs and they are using it to simulate the first examples
developed in the project. Figure 4 shows a simulated mockup
scenario to test autonomous shooting missions in the project.
Next steps in the project will be using UAL to go from the
simulation to real experiments.

Fig. 4. Simulated mockup scenario for MULTIDRONE where two UAVs
follow a car taking different types of shots. Views from the two onboard
cameras can be seen. This YouTube video[16] shows the full mission
simulation.

In this project, UAL is used in its server interface. In
the proposed architecture, a module in charge of the control
of the drone, gimbal and camera communicates with UAL
server to get the current pose and velocity and to send
velocity control commands to it.
B. Autonomous Bridge Inspection
The European project AEROBI 7 aims to automate the
inspection of bridges’ concrete beams and piers by the use of
flying unmanned robots equipped with manipulators driven
by an intelligent control and a computer vision and sensing
system.
For instance, measuring the deflection of bridges is a
tedious operation in which an operator places a tool on the
beam with a pole or aided with a crane. The tool is a prism
which is used by a Total Station 8 to accurately measure
positions.
One of the objectives in the project is to use a UAV
equipped with such a prism. As described in [17], the UAV
can use the drag forces generated by the propellers in the
proximity to the ceiling to remain sticked to the beam.
Therefore, the Total Station can measure any deformation
of any beam at any bridge without putting into risk neither
any human operator nor machine.
In that context, the UAL framework has been used to
automate the control and movement of the aerial platform
during the experimental missions. Figure 5 shows an experiment where the UAV follows a trajectory with three
contact points chosen to measure the deflection of a bridge
beam. In this particular example, the process of measuring

4 http://gazebosim.org
5 https://www.unrealengine.com

7 http://www.aerobi.eu

6 https://multidrone.eu/

8 https://leica-geosystems.com/products/total-stations

the deflection uses the class interface to make a collection of
goToWaypoint calls to send the platform to the desired
measuring points. Once there, the velocity method is
used to trigger the beam-contact condition.

Fig. 7. Left, competition arena for the MBZIRC. A multi-UAV team must
find, pick and place a set of objects. Right, the Al-robotics team during the
competition.

Fig. 5. UAV measuring beam deflection in a bridge. Left, UAV trajectory
during the mission with a point cloud captured by the Total Station. Right,
snapshot of the UAV stuck to the beam.

C. Aerial Manipulation
The proposed UAL has also been used in the European
project AEROARMS 9 , where a UAV equipped with a dual
robotic arm is expected to operate in complex industrial
environments for inspection and maintenance. Within the
framework of the project, UAL has been extended with
similar abstract interfaces to operate the robotic arms. In
Figure 6, some experiments in a mockup scenario are shown.
In the experiments, a reactive navigation algorithm [11]
is used to avoid collisions while operating. The algorithm
uses UAL for state estimation and velocity control, both in
simulation and real experiments. In this particular case, the
process in charge of the reactive navigation makes use of the
class interface, calls the pose method to update the current
pose of the platform (and hence the map of the perceived
world) and calls the setVelocity method with the desired
velocity from the obstacle avoidance algorithm.

Preliminary versions of the current UAL were designed
during our participation in the MBZIRC. Later, these first
approaches converged and generalized as a framework for
interfacing UAVs in a standard fashion. In the competition,
the UAVs performed a cooperative mission where they executed an area coverage algorithm (see Figure 8) to search for
the objects, and then a task allocation algorithm to get objects
assigned for collection. UAL was used by these high-level
algorithms to operate the UAVs, for instance, by sending
waypoints or controlling them in velocity while collecting the
objects. Given the multi-robot character of the application,
the server interface was mostly used in this case.

Fig. 8. Map of the MBZIRC arena. The scenario is split into three areas
where the UAVs search for objects at the beginning of the mission. The
routes assigned to the UAVs are depicted in different colors. The landing
zone of the UAVs (LZ) and the dropping zone (DZ) to place the objects are
also shown.
Fig. 6. Experiments for aerial manipulation in a mockup scenario emulating
pipes in a plant. Real and simulated environments are depicted.

D. Fast Development on Robot Competitions
The last use case concerns the Mohamed Bin Zayed
International Robot Competition 2017 (MBZIRC) 10 , which
took place in Abu Dhabi.
We participated as the Al-robotics team in this challenge
(see Figure 7), where a team of 3 UAVs had to perform a
mission that combined exploration and picking and placing
objects into a box. The participation in this competition, and
the need for a common framework for both the actual UAVs
and the simulation, motivated the development of a layer for
the PX4 flight stack.
9 https://aeroarms-project.eu/
10 http://www.mbzirc.com/

V. C ONCLUSIONS
This paper has presented UAL, a framework to abstract
high-level software development in UAVs, allowing the user
to work with different autopilots and platforms by means
of common interfaces. After using UAL within the context
of several R&D projects, we can conclude that it eases the
development of higher-level algorithms. Researchers from
different organizations have provided positive feedback and
found useful UAL as an enhanced middleware. Moreover,
the functionality to interface simulated or real UAVs in the
same way has proved to be essential.
We presented a stable version that is publicly available.
However, UAL is under continuous development, adding new
features and fixing issues. This development would benefit
from a more extended use of the UAL by the robotics
community. We are currently working on adapting UAL

to newer versions of the platforms already supported and
extending it to support new ones.
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Abstract
Rigid Point Cloud Registration (PCReg) refers to the
problem of finding the rigid transformation between two
sets of point clouds. This problem is particularly important due to the advances in new 3D sensing hardware, and
it is challenging because neither the correspondence nor
the transformation parameters are known. Traditional local PCReg methods (e.g., ICP) rely on local optimization
algorithms, which can get trapped in bad local minima in
the presence of noise, outliers, bad initializations, etc. To
alleviate these issues, this paper proposes Inverse Composition Discriminative Optimization (ICDO), an extension of
Discriminative Optimization (DO), which learns a sequence
of update steps from synthetic training data that search the
parameter space for an improved solution. Unlike DO,
ICDO is object-independent and generalizes even to unseen shapes. We evaluated ICDO on both synthetic and real
data, and show that ICDO can match the speed and outperform the accuracy of state-of-the-art PCReg algorithms.

(a)

(R,t)?

Input shapes

Registered shape

(b)

Training data

Initial estimate

(R,t)

Solution

Figure 1. Rigid Point Cloud Registration (PCReg) with ICDO. (a)
The goal of PCReg is to estimate rigid transformation parameter
that registers two point clouds together. (b) ICDO learns an inverse
composition update rule that searches for the solution from PCReg
examples. The learned update rule of ICDO generalizes to shapes
that are not even in the training set.

1. Introduction
Rigid Point Cloud Registration (PCReg) refers to the
problem of finding the rigid transformation between two
or more point clouds without correspondence (Fig. 1a).
PCReg algorithms are fundamental to 3D data processing, especially nowadays with the ever increasing access to
3D sensors (e.g., iPhone X, Kinect, LIDAR). Applications
of PCReg span 3D reconstruction, pose estimation, tracking, etc. Many successful approaches formulate PCReg as
an optimization problem and solve it with local optimization algorithms. Unfortunately, these local methods tend to
get trapped in bad local optima without a good initialization.
To achieve robustness against local optima, several authors proposed different formulations and algorithms. A
major class of successful algorithms relies on deterministic annealing strategies [16, 20, 7]. In short, these algorithms first optimize a coarse, non-robust cost function with

a small number of local optima, then continually increase
the robustness by modifying the cost function. One issue
with annealing approaches is that they require a schedule
for such modification, i.e., how fast and to what shape the
cost should be modified. Setting this schedule is not trivial. With an improper schedule, the optimization might take
longer than necessary or even skip the correct solution to a
different optimum altogether.
Recently, Discriminative Optimization (DO) [38] has
been proposed as a learning-based technique to solve
PCReg. DO searches for a solution by mapping a feature
vector to a parameter update vector, where the maps are
learned from a set of training data. Although it was shown
to be very robust, DO has a significant limitation: the features and the maps are object-specific, i.e., they only work
for the particular object they were trained on. This limits the

usefulness of DO because it cannot be efficiently applied
to problems that only register each point cloud once, e.g.,
merging point clouds for reconstruction. Meanwhile, a general framework for deriving feature vectors for DO has been
proposed, allowing DO to solve other computer vision problems, such as camera calibration and image denoising [37].
At first glance, it seems this framework can be applied to
solve object-independent PCReg. However, the dimensions
of the derived feature is exponential in the dimensions of the
point clouds, rendering it impractical even for 3D PCReg.
In this work, we reformulate DO to solve objectindependent PCReg. We modify the feature derivation
in [37] to represent the interaction between any two 3D
point clouds1 such that the feature’s dimensions are independent of the point cloud’s dimensions. This allows us
to train a single set of maps and use it to register arbitrary
shapes, including unseen ones. Since our update rule is the
inverse composition operation, we call our approach Inverse
Composition Discriminative Optimization (ICDO). We also
show that ICDO can be interpreted as learning an annealing
schedule, allowing fast convergence compared with other
annealing-based local PCReg algorithms while maintaining
high accuracy.

2. Previous Work
Rigid Point Cloud Registration (PCReg): PCReg algorithms can be classified into two classes. (i) Local approaches use local search algorithms that search around the
current estimated parameters. They are typically fast but
can get trapped in local optima without good initializations.
(ii) Global approaches search the whole configuration space
using globally optimal algorithms, such as branch-andbound [40, 8], or formulate the problem with a convex relaxation [23, 5]. They do not require any initialization but
are generally slower than local algorithms. Rather than using just points, there are also algorithms that use other information, e.g., colors [24, 29], lines [9, 6], planes [22, 28],
and local features from point clouds [41, 21, 15, 13]. For
these algorithms, their optimization module may be either
local [9, 24, 29, 22, 41], global [15, 6, 28], RANSACbased [21, 13], or their combinations. Since ICDO is a local
algorithm, we will focus our review in this class.
Local PCReg approaches generally rely on local search
algorithms. Different techniques are used depending on
how the rotation is parametrized. One major class directly
uses rotation matrix, and alternately solve for the parameter (with Procrustes analysis [36]) and the correspondence
weights. These methods include ICP [3, 10] and their variants [32, 2]. While ICP uses binary weights, many algorithms use the Gaussian of the distance between the points
as weights, e.g., Robust Point Matching (RPM) [16], EM1 We

focus on 3D PCReg. The 2D case can be derived in a similar way.

ICP [18], and Coherent Point Drift (CPD) [26]. More recently, [17] models PCReg as objects moving under a gravitational field. Rather than using rotation matrix, another
class of methods relies on other parametrization, e.g., axisangle or quaternion, and uses gradient-based techniques to
solve for the parameter. LM-ICP [14] minimizes robust cost
functions with the Levenberg-Marquardt algorithm. Kernel
Correlation (KC) [34] and Gaussian Mixture Registration
(GMR) [20] minimize the L2 distance between the Gaussian mixtures of the point clouds. We note that the algorithms that rely on Gaussian functions require setting their
widths. They either estimate such widths in each iteration [26, 18] or use deterministic annealing [16, 18, 20].
Discriminative Optimization (DO): DO [38] was proposed as a learning-based approach for local PCReg. It
learns an update rule as a linear mapping from a feature
vector to an update parameter2 :
xτ = xτ −1 − Dτ h(xτ −1 )

(1)

where xτ ∈ Rp is the transformation parameter in step
τ = 1, . . . ; h : Rp → Rf extracts features from the point
clouds at xτ ; and {Dτ } ⊂ Rf ×p , which map the feature to
an update vector, are learned from training data and are specific to a single shape. The concept of DO is similar to cascaded regression [12] and supervised descent [39], which
are widely used in face alignment. Recently, a framework
for deriving feature functions based on gradient descent has
been proposed [37], and DO was further applied to image denoising and camera pose estimation. Note that while
some works use learning-based techniques for PCReg (e.g.,
support vector regression [7] and deep neural network [13]),
they are used to learn new shape representations, not for the
estimation of parameters.
In this work, we build upon DO and extend it in several ways. (i) Instead of the summation rule in (1), ICDO
uses inverse composition as the update rule. Learning-based
composition rules have been used for image-based pose estimation and tracking [12, 35], but they have not been applied to PCReg. (ii) Unlike DO which is shape-specific,
ICDO generalizes across different shapes, even those not
included in the training data. (iii) We show how to derive
the feature function with much smaller dimensions than the
framework in [37]. (iv) We also show that the learned maps
can be interpreted as an annealing schedule, avoiding the
need to manually set one like in previous PCReg methods.

3. Inverse Composition DO (ICDO)
In this section, we introduce our PCReg algorithm
called Inverse Composition Discriminative Optimization
2 Bold capital letters denote a matrix X, bold lower-case letters a column vector x, non-bold letters a scalar x. 0n , 1n ∈ Rn are the vector of
zeros and ones. Vector xi denotes the ith column of X. Bracket
subscript
√
[x]i denotes the ith element of x. kxk denotes `2 -norm x> x.

(ICDO). We first describe our motivation from gradientbased PCReg and inverse composition PCReg, then we describe how to combine them with the DO framework [37]
to solve shape-independent PCReg. We provide the interpretation of ICDO, its computational complexity, and implementation details at the end of the section.

3.1. Motivation: Gradient-based PCReg
Given two point clouds represented by the matrices M ∈
R3×NM for the model shape and S ∈ R3×NS for the scene
shape, the goal of 3D rigid PCReg is to find a transformation
parameter x such that the transformed scene is similar to the
model: T (S, x) ∼ M. Here, we consider x = [r> , t> ]> ,
where r parametrizes rotation such that R(r) is a rotation
matrix (e.g., r can be an axis-angle vector, a quaternion, or
a rotation matrix itself); t ∈ R3 is a translation vector; and
T transforms a point cloud as
T (S, x) = R(r)S + t1>
NS .

(2)

To solve PCReg, many works formulate it as an optimization problem. For example, the ICP algorithm solves
minimize

pij ∈{0,1},x

NS
NM X
X

pij kmi − T (sj ; x)k2 ,

(3)

x

NS
NM X
X

where R−1 reverts a rotation matrix back to its parametrization. We also define (x)−1 to be the inverse of x: x1 ⊕ x2 ⊕
(x2 )−1 = x1 . In terms of transformation T , we can see that

NM X
NS
X

∆x = −

ψ(kmi − T (sj ; x)k),

(5)

i=1 j=1

where ψ is a 1D penalty function. We can see that other
functions can be used in place of the Gaussian, but this

(7)

With the above notation, we compare IC with the forward composition (FC). Consider (5) with a differentiable
ψ, and let x and x+ denote the current and the next estimates, resp. FC operates by alternately computing (i) the
gradient that transforms T (S; x) towards M and (ii) the FC
update (we disregard the step size in ∆x):

exp(−(1/σ)kmi − T (sj ; x)k2 ), (4)

where σ controls the width of the Gaussian function. The
cost function in (4) is continuous and differentiable, allowing gradient-based algorithms, such as gradient descent, to
solve PCReg. One problem with (4) is that it is not easy
to set σ: If σ is too large then the cost function could be
too coarse and disregard details of the shapes, while a small
σ could lead to a large number of local minima [20]. To
handle this issue, GMR uses deterministic annealing, i.e.,
it initializes with large σ then reduces it as the problem is
solved. This scheduling can be difficult to set, and may lead
to more computation time than necessary.
More generally, instead of using a Gaussian with specific
widths, we may consider a generalization of (4):

x

Our algorithm is based on the inverse composition (IC)
framework [1]. For PCReg, The composition operation
can be described as follows. Two parameter vectors x1 =
> >
> > >
[r>
1 , t1 ] and x2 = [r2 , t2 ] are composed as
 −1

R (R(r2 )R(r1 ))
x1 ⊕ x2 =
,
(6)
R(r2 )t1 + t2

T (S, x1 ⊕ x2 ) = T (T (S, x1 ), x2 ).

i=1 j=1

minimize

3.2. Inverse composition PCReg

i=1 j=1

where pij ∈ {0, 1} denote correspondences. We can see
the cost function of (3) is not continuous, so ICP requires to
alternate between solving for x and pij . On the other hand,
KC [34] and GMR [20] propose to solve
minimize −

makes it more complicated to select a function ψ and how
to modify it to obtain a robust PCReg algorithm. In this
work, we tackle this issue by learning from training data.
Specifically, our algorithm learns to search for the solution
of PCReg, where each step imitates the gradient descent on
a ψ which is not expressed explicitly. We will show that
our algorithm can be interpreted as learning the annealing
of ψ from the training data, bypassing the need to manually
design and modify it. Before we describe our algorithm, we
look at the inverse composition operation, which we will
use to update our parameters.

NM NS
X
X ∂T (sj ; x ⊕ x̃) ∂ψ(kmi − T (sj ; x ⊕ x̃)k)
∂ x̃
∂T (sj ; x ⊕ x̃)
i=1 j=1

x+ = x ⊕ ∆x.

x̃=0

(8)
(9)

In contrast, IC alternately computes (i) the gradient that
transforms M towards T (S; x) and (ii) the IC update:
∆x = −

NM NS
X
X ∂T (mi ; x̃) ∂ψ(kT (mi ; x̃) − T (sj , x)k)
∂ x̃
∂T (mi ; x̃)
i=1 j=1

x̃=0

(10)
x+ = x ⊕ (∆x)−1 ,

(11)

where 0 denotes the identity transformation parameter.
Similar to image alignment [1], we see that FC requires re∂T (sj ;x⊕x̃)
computing
at every iteration as it depends on x,
∂ x̃
∂T (mi ;x̃)
while IC’s
is constant at x̃ = 0. The IC frame∂ x̃
i ;x̃)
work allows ∂T (m
to be computed only once, leading to
∂ x̃
less computation than FC. In this work, we rely on an update similar to IC, but instead of using the gradient of ψ in
∆x, we will learn the update from training data.

3.3. Learning and performing update steps

3.4. From gradient to features

In order to learn the update step under the IC update rule,
we follow the DO framework from [37], which is based on
mapping a feature vector to an update vector. First, we describe our update rule, followed by how to learn the maps
and apply them to solve PCReg.
Update rule: Given an initialization x0 = 0, the two
point clouds denoted as θ = (M, S), and a function h that
extracts features from the point clouds, ICDO updates the
estimated parameter at step τ using the IC operation

In this section, we describe how to derive the feature
function h based on the gradient of (5). We parametrize
rotation with the axis-angle vector in R3 , but the derivation
can also be used with other parametrizations. The steps to
derive h is similar to those in [37]. First, we define a cost
function (without an explicit expression) that penalizes registration residuals. Then, we take the cost’s derivative and
represent it as an inner product between two functions. Finally, we discretize the functions into a feature vector h and
a matrix D, allowing us to learn D from training data. The
details are as follows.
Define g to be the following residual function

xτ = xτ −1 ⊕ (Dτ h(xτ −1 ; θ))−1 ,

(12)

where Dτ , τ = 1, 2, . . . are matrices that map the feature
function h(xτ −1 ; θ) to an update vector ∆x. This update
rule differs from the additive update rule of DO. Another
major difference lies in the fact that the features and the
maps of DO are shape-specific, while here we will show
how to derive a shape-independent function h in Sec. 3.4.
Next, we describe how we learn the maps.
Learning update maps: Suppose we are given a traink
k
k
ing set {(xk∗ , θk )}K
k=1 , where θ = (M , S ) contains the
th
two point clouds of the k training instance, and xk∗ is the
ground truth registration parameter satisfying T (Sk ; xk∗ ) ∼
Mk . At step τ , we wish to learn a map Dτ such that the updated xkτ , k = 1, . . . , K in (12) move towards xk∗ . Similar
to [37], this is done using the following regularized linear
least-squares regression:

gij (x̃; x) = T (mi ; x̃) − T (sj ; x),

where x is the current parameter estimate. To update x under IC, we consider the following optimization problem
minimize J(x̃) =
x̃∈R6

NM X
NS
X

ψ(kgij (x̃; x)k),

D̃

(15)

i=1 j=1

for some 1D function ψ. Next, we compute ∆x = − ∂J(x̃)
∂ x̃
at x̃ = 06 . For simplicity, we consider a single term (i, j):

∂
∆xij , −
ψ(kgij (x̃; x)k)
∂ x̃
x̃=06


gij (06 ; x) ∂ψ(kgij (x̃; x)k)
−[mi ]×
=−
K
I3
kgij (06 ; x)k ∂kgij (x̃; x)k
1 X
k −1
k
k
k 2
2
{z
}
|
k((x∗ ) ⊕xτ −1 )−D̃h(xτ −1 ; θ )k2 +λkD̃kF .
Dτ = arg min
K

(14)

x̃=06

=wij

k=1

(13)

Here, ((xk∗ )−1 ⊕ xkτ−1 ) is the difference between xkτ−1 and
xk∗ under the IC operation. After a map is learned, we update the training instances using the update rule (12). We repeat this process until a terminating criteria is reached, e.g.,
a maximum number of maps. Alg. 1 shows a pseudocode
for training ICDO.
Solving PCReg: The pseudocode for solving PCReg
with ICDO is summarized in Alg. 2. Suppose we trained
a total of T maps. We first perform the update using (12)
until step T , then we continue using DT to update until
a termination criteria is reached, e.g., the update is small.
However, we found that many times using DT to update
causes the parameter to bounce around the correct solution
without converging to it. This behavior resembles subgradient method with constant step size [4], which may not converge to a minimum. To alleviate this issue,
√ we attempted to
scale the update with 1/(τ − T ) and 1/ τ − T for τ > T
but we found that the updates diminished too fast, leading
to a premature termination. The strategy that we found effective is to use ∆x from the average of the updates from
the current and the previous iterations (line 6 in Alg. 2).
This strategy resembles the momentum approach [27] used
frequently in first-order optimization.

(16)
We can see that only the rightmost term is dependent on ψ.
Since we assume we do not have access to ψ, we will learn
this term from training data using the algorithm in Sec. 3.3.
To do so, we need to express ∆x as Dh(x). This is done
by replacing the term with a function ϕ : R → R, then
factorizing it as a convolution with Dirac delta function δ:
∆xij = −wij ϕ(kgij (06 ; x)k)
Z
= −wij
ϕ(v)δ(v − kgij (06 ; x)k)dv,

(17)
(18)

V

where V = R. Consider only an element l of ∆xij , we see
Z
[∆xij ]l = − [wij ]l ϕ(v)δ(v − kgij (06 ; x)k)dv. (19)
V

We can see that (19) is an inner product between −ϕ(v) and
[wij ]l δ(v − kgij (06 ; x)k). This is similar to [Dh]l , which
can be considered as the inner product between h and row l
of D. Following this connection, we will express the product between ϕ(v) and [wij ]l δ(v−kgij (06 ; x)k) as a matrixvector product [Dh]l . To do so, we discretize the space V
into q boxes, leading to (19)’s discretized counterpart:
[∆xij ]l ≈ −ϕ> [wij ]l eγ ( q kgij (06 ;x)k) ,
r

(20)

where γ : R → {0, 1, . . . , q} rounds up any number in
[0, q], or returns 0 otherwise; r ∈ R controls the discretization range; δ is discretized into the standard basis vector
eβ ∈ {0, 1}q (We define e0 = 0q ); and ϕ is discretized into
a vector ϕ ∈ Rq . With these discretizations, we can put
everything back to the full ∆x as

∆x =

NM X
NS
X

∆xij ≈ Dh(x; θ),

(21)

i=1 j=1

D = −I6 ⊗ ϕ>
hr,q (x; θ) =

NM X
NS M
6
X

Algorithm 1 Training ICDO
Input: {(xk∗ , θk )}K
k=1 , T , λ, r0 , q, α
Output: {Dτ }Tτ =1
1: Initialize xk
0 := 0, ∀k; and r := r0
2: for τ = 1 to T do
3:
Compute h̃k := hr,q (xkτ−1 ; θk ), ∀k from (23)
4:
Compute Dτ with (13)
5:
Compute xkτ := xkτ−1 ⊕ (Dτ h̃k )−1 , ∀k
6:
Compute r := r0 /ατ
7: end for

(22)
[wij ]l eγ ( q kgij (06 ;x)k) ,

(23)

r

i=1 j=1 l=1

L
where ⊗ is the Kronecker product, and
is vector concatenation. We can see that (21) factorizes ∆x in (16) into
a product of two terms: D ∈ R6×6q which contains the unknown ϕ, and hr,q : R6 × (RNM × RNS ) → R6q which
contains the known information about the two point clouds.
This factorization allows us to use h as the feature function
to learn the update maps with the algorithm in Sec. 3.3.
Our derivation of the feature function differs from that
in [37]. If we follow [37], we will consider ψ̂(gij (x̃; x))
with ψ̂ : R3 → R instead of ψ(kgij (x̃; x)k) with ψ : R →
R. Using ψ̂ would allow learning an anisotropic penalty
instead of an isotropic one in ψ, but the feature h of ψ̂ will
have the dimension of 6q 3 for 3D cases. This is much larger
than 6q of (23), which is independent of the point cloud’s dimension. Moreover, the maps learned from ψ̂ would require
a much larger number of training data to prevent overfitting.

3.5. Intrepreting ICDO
We can see from Sec. 3.4 that h is derived such that
Dh approximates the negative gradient of an unknown ψ
from (15). Thus, we can interpret ICDO as imitating gradient descent on (15). In addition, we can also make the
following more specific interpretations of ICDO. (i) Sampling on a gradient field: Since h is a weighted sum of
the discretized Dirac delta (23) and D contains the gradient field ϕ of ψ (22), we can interpret Dh as performing a
weighted sampling from the gradient field. (ii) Annealing:
In practice, different Dτ are used in each step τ . This allows ICDO to learn how such gradient field changes with
τ , similar to an annealing schedule (empirical analysis provided in Sec. 4.1). (iii) Predetermined step sizes: While
many gradient-based algorithms use line search to estimate
step sizes, ICDO directly incorporates them into Dτ . Thus,
we can interpret ICDO as using predetermined (by training)
step sizes, similar to the subgradient method where the step
sizes are set in advance (e.g., to decay in each step [33, 4]).

Algorithm 2 Solving PCReg with ICDO
Input: θ, {Dτ }Tτ =1 , r0 , q, α
Output: x
1: Initialize x := 0; τ := 1; and r := r0
2: while not converge do
3:
Compute h̃ := hr,q (x; θ) with (23)
4:
Compute ∆x := Dmin(τ,T ) h̃
5:
if τ > T then
6:
Compute ∆x := (∆x + ∆x− )/2
7:
end if
8:
Compute x := x ⊕ (∆x)−1
9:
Compute ∆x− := ∆x
10:
Compute r := r0 /ατ
11:
Compute τ := τ + 1
12: end while

3.6. Computational complexity
We can see that the most demanding step of ICDO is the
computation of the feature h, which is O(NM NS ) due to
the pairwise residual gij . This is equivalent to straightforward implementations of other PCReg algorithms, as they
all require computing the pairwise distances. However, ICP
can use kd-tree to find the nearest neighbors, which reduce
the complexity to O(NM log NS ). Similarly, Gaussianbased approaches, such as CPD, KC, and GMR, can use fast
Gauss transform (FGT) [19] to compute their correlation,
which reduces the complexity to O(NM + NS ). Unfortunately, the function learned by ICDO can be more general
and we do not know of a way to improve its complexity.

3.7. Implementation details
Normalization: PCReg algorithms are generally sensitive to variations in the point clouds, e.g., density and
scale. These issues are further complicated by the fact that
ICDO is learning-based, thus normalization is very important. First, we remove the mean of M from both M and
S to maintain their relative configuration. Next, we perform two normalizations for scale and density. (i) Scale:
Suppose that we have the registration RS + t ∼ M. If
the shapes are scaled by ρ, e.g., M̂ = ρM, we will have

RŜ + ρt ∼ M̂: only the translation vector is scaled but
not rotation, making it harder to learn effectively.
To pre√
vent this effect, we scale both M and S by NM /η, where
η is the mean of M’s singular values. (ii) Density: Consider θ(1) = (M, S) and θ(2) = ([M, M], S), i.e., the θ(2) ’s
model density is doubled. This causes an undesirable effect that h(x, θ(2) ) = 2h(x, θ(1) ), meaning the update step
of θ(2) will be double that of θ(1) , while the shapes are the
same. To handle this issue, we divide h in (23) by NM NS .
Speeding up computation: We found that the most timeconsuming step is the aggregation of [wij ]l into h in (23).
To reduce computation, we reduce the number of terms
in (23) by reducing the value of r in each iteration (recall
that r controls the range of discretization, see (20)). Since
we keep q constant, an additional advantage of this reduction is that the discretized boxes become finer as iteration
increases, allowing more details to be captured. Note that
we do not reduce r beyond iteration T in test, and this reduction does not affect the fact the ICDO learns an annealing schedule (see Fig. 2). Also, while this reduction speeds
up computation, it does not change ICDO’s complexity.
Training: We found that the training error in Alg. 1 reduces too fast, which causes the latter maps to have small
updates. To handle this issue, we add random rotation in
N (0, 10) degrees and translation vector with the norm in
N (0, 0.1) to the data in each training iteration, and adjust
the ground truth xk∗ accordingly. In addition, notice that
D in (22) is block-diagonal with nonzero values only in the
elements of ϕ. In practice, we also found that the off-blockdiagonal elements have very small values. With these observations, we constrain all elements outside the diagonal
blocks to be zero when we learn the maps in (13).
Termination criteria: We terminate the algorithm when
the rotation and the total displacement in the past 5 iterations amount to less than 0.5 degrees and 3 × 10−3 , resp.
We also terminate if the number of iterations reaches 200.

4. Experiments
In this section, we evaluate ICDO with both synthetic
and real experiments. We begin this section by describing baseline algorithms and performance measure. Then,
we describe how we train the maps, analyze the maps, and
show that the annealing effect is inherently learned by our
algorithm. Finally, we present the comparison against other
PCReg algorithms with synthetic and real data. All experiments were performed in MATLAB on a single thread of a
machine with Intel i7-4770K 3.50GHz 16GB RAM.
Baselines: We use 4 baselines.3 (i) ICP [3]. (ii)
IRLS [2], which is similar to ICP but uses the Huber function as penalty. (iii) CPD [26], which maximizes the likelihood that one point cloud is generated by the Gaussian
3 We do not compare with DO [38] as it is shape-specific and requires 34 minutes to train each shape, thus DO is impractical for our experiments.

mixture of the other. (iv) GMR [20], which minimizes L2
distance between the two Gaussian mixtures. Recall from
Sec. 2 that GMR is gradient-based and uses deterministic
annealing. This makes GMR most similar to ICDO. We obtained the MATLAB codes from the authors’ websites, except ICP which we used MATLAB’s implementation. Note
that CPD and GMR’s fast Gauss transform (FGT) is in C.
Performance measure: We use the registration error,
defined as the pointwise RMSE of the model in the ground
truth pose and the model in the estimated pose:
p
(24)
(1/ NM )kT (M; x) − T (M; xgt )kF ,
where k · kF is the Frobenius norm, and x and xgt are the
estimated and the ground truth poses, resp.

4.1. Training and analyzing the maps Dτ
Training the maps: We generated synthetic data to train
the maps from seven 3D shapes: Bunny and armadillo from
Stanford’s 3D scan repository [11] and all 5 shapes from
the UWA dataset [25]. Each training model Mk was generated by randomly picking a shape; scaling it so that all
points are in [−1, 1]3 ; and randomly rotating in [0, 180] degrees. Next, we copied the model as the scene shape Sk ,
then added a random rotation in [0, 85] degrees and translation in [−0.2, 0.2]3 to only Sk . Then, we applied the following modifications to Mk and Sk independently: Randomly
sampling 200 − 400 points; adding Gaussian noise with SD
in [0, 0.03]; and mimicking incomplete shape by randomly
sampling a 3D vector u, then removing the points where
their dot product with u are in the top 0 − 30% (this is done
only either M or S but not both). No outliers were added
for the training data as we found this degraded the results.
We found λ = 10−8 , r = 3, q = 100, α = 1.15, and
T = 20 work well across all experiments. We used a total
of 105 training samples, and ICDO took 96 minutes to train.
Analyzing the maps: Fig. 2a shows D5 as an example
of the learned maps. Here, ϕbτ denotes the vector in the diagonal block b of map Dτ . We observe that ϕ1τ , ϕ2τ , and ϕ3τ
which map to the update in rotation r are similar, while ϕ4τ ,
ϕ5τ , and ϕ6τ for translation t are also similar. This is because
the distribution of the data is isotropic. Since the maps of
the same type are similar, we visualize ϕ1τ and ϕ4τ of different τ in Fig. 2b. We can see that the peaks of the curves
move toward 0 as τ increases. Since we can interpret the
maps as imitating a gradient field (Sec. 3.4), we also show
the numerical integration of ϕ1τ and ϕ4τ in Fig. 2c, where we
can see the functions squeeze closer to 0. These visualizations indicate that ICDO is learning an annealing schedule
for PCReg from training data, unlike previous works which
need to set one manually. Note that since the maps of rotation and translation are different, the vector fields of the
updates cannot be integrated into a single cost function4 .
4 We

tried to learn a shared ϕ for all rotation and translation that allows
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Figure 2. A visualization of the maps Dτ . (a) The learned matrix D5 (blue - low value, yellow - high value). (b) Plots of the diagonal
blocks ϕ1τ and ϕ4τ of Dτ for different τ , where we align each element in the vectors to the residual range [0, r] they represent. Note that
the length in x-axis of each vector differs since r decreases as τ increases. (c) Numerical integration of ϕ1τ and ϕ4τ from (b).

4.2. Synthetic data
We use 7 shapes (cat, centaur, dog, gorilla, gun, horse,
and wolf) from TUM 3D object in clutter dataset [31] for
testing. These shapes were selected so that they did not
overlap with those in training. The initial shapes were normalized to lie in [−1, 1]3 . Following [38], we tested 5 modifications: (i) Number of points from 100 to 2000 [default =
200 to 400]; (ii) Initial angle from 0◦ to 180◦ [default = 0◦
to 60◦ ]; (iii) Noise SD from 0 to 0.1 [default = 0 to 0.03];
(iv) Outlier ratio against the number of inliers from 0 to 2
[default = 0]; (v) Incomplete shape from 0 to 0.9 [default
= 0] (generated the same way as in training). All tests included random translation in [0, 0.3]3 . Outlier points were
randomly generated in [−1.25, 1.25]3 . While one parameter
was varied, other parameters were set to the default values.
For each setting, we tested 500 pairs of point clouds sampled from the 7 shapes. Unlike in training, the model and
scene points were independently sampled. Here, we consider a registration successful if the registration error is less
than 0.15. We also report the computation time.
Fig. 3 shows the results of the synthetic experiment. We
can see that ICDO is comparable to the state-of-the-art algorithms: It performed almost perfectly under varying number of points, noisy data, and outlier ratios. ICDO has less
success than CPD and GMR for large initial angles, while
being more successful than ICP and IRLS. GMR even has
some success with 180◦ initial angle because its scheduled
annealing can smooth the shapes enough to avoid bad optima. However, a downside is GMR can also oversmooth,
leading to some failure even with 0◦ initial angle. In contrast, ICDO with learned annealing has more success with
lower angles and less success with high angles. Interestingly, ICDO works well with outliers even it was not trained
with them. This is because ICDO (and also GMR) use a predetermined annealing schedule, so outliers have little effect
on its performance. In contrast, outliers can thwart CPD’s
Gaussian width estimation and create more local minima
for ICP and IRLS which use closest matches, leading to
bad registration. Under similar reasons, ICDO and GMR
are the most robust to incomplete shapes. In terms of comnumerical integration to a cost function, but its result was not good.

(a)

(b)

Figure 4. Real data examples (modified for visualization). (a)
Stanford’s dragon. (b) ETH laser registration dataset (Apartment
and Gazebo Summer).

putation time, ICDO is generally slightly slower than IRLS
and CPD while being much faster then GMR (Recall that
CPD and GMR use C code for FGT while ICDO is completely written in MATLAB, so their times are not directly
comparable). This experiment demonstrates that ICDO can
be trained and tested on different sets of shapes, while being
able to obtain competitive success and time as state-of-theart algorithms.

4.3. Real data
We perform experiments on two real datasets to evaluate ICDO. (i) Stanford’s dragon [11] and (ii) ETH laser
registration dataset [30]. Fig. 4 shows examples from the
datasets. We provide the details and results below.
Stanford’s dragon [11]: This dataset comprises 15
scans at every 24◦ of a dragon statue. Following [20, 7], we
attempted to merge scans at ±24◦ , ±48◦ , ±72◦ , ±96◦ , with
a total of 30 pairs for each angle. A registration is successful if q> qgt > 0.99 where q and qgt are the estimated and
the ground truth unit quaternions, resp. Each point cloud
was downsampled to 2000 points. The result is presented in
Table 1. The results of the baselines were taken from SVR
paper [7], which improves GMR by learning the weight of
each Gaussian. We can see that ICDO is second to SVR
while outperforming ICP, CPD, and GMR, illustrating the
robustness of our approach against methods which consider
all point as having equal weights. Our implementation took
7.7 seconds to register each pair on average.
ETH laser registration dataset [30]: This dataset consists of 3D laser scans from 8 outdoor and indoor environments. Each environment has 31 to 45 scans (total 275), and
contains dynamic objects such as people and furniture displacement, which can be considered as outliers. The scans
were recorded sequentially as the scanner traversed the en-
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Figure 3. Results for synthetic data experiment over different modifications. (Top) Success rate. (Bottom) Computation time.
Table 1. Successful registration on Stanford’s dragon.
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We proposed Inverse Composition Discriminative Optimization (ICDO) for Point Cloud Registration (PCReg).
ICDO learns a set of maps from a feature vector to an update
vector, which is inversely composed with the previous estimates. We also derived a feature function where its dimension is independent of the dimension of the point cloud, and
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vironments. In this experiment, we merge consecutive scans
in both forward and backward directions (total 534 pairs).
We preprocessed each point cloud by using a box grid filter
(MATLAB’s pcdownsample) at 10cm interval to make
the density more uniform, then subsampled to 1000 points.
Fig. 5 shows the cumulative error plots in terms of the
absolute registration error (in meters) and the relative registration error. The latter is defined as the registration error divided by the largest distance between any two model
points. We can see that ICDO achieved the best result in
both measures. Recall that ICDO was trained with synthetic
data synthesized from 7 shapes, which have no similarity to
the data in this section. This demonstrates the potential of
ICDO as a robust learning-based PCReg algorithm which
can generalize to different classes of objects. In terms of
the average computation time, we have ICP at 0.06s, IRLS
at 0.35s, CPD at 1.62s, GMR at 18.66s, and ICDO at 2.14s.
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Figure 5. Results of ETH laser registration dataset in cumulative
plots. (Left) Absolute registration error. (Right) Relative error.

show that it can learn to register arbitrary shapes even when
learned with different ones. We also show that ICDO is essentially learning annealing schedule, avoiding the need to
set it manually. Our experiments show that ICDO can match
or outperform state-of-the-art algorithms in both synthetic
and real data.
A downside of ICDO is that its complexity is quadratic
in the number of points, making it unsuitable for large point
clouds. This issue may be resolved by subsampling, or
learning the weights to reduce the number of relevant points
like in [7]. In addition, since ICDO is similar to subgradient
method (Sec. 3.5), its convergence can be slow [4]. Finding
a way to estimate step sizes, similar to line search, could
lead to a fewer number of iterations required to converge.
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ABSTRACT
The paper presents the ongoing results within the H2020 European project
MULTIDRONE (2017-2019), aimed at developing an innovative and
intelligent multi-drone platform for media production. First, the paper
highlights editorial requirements for a smart media production making use
of multi-drone audio-visual capture systems. Then, it describes the
modular end-to-end platform, consisting of a flying multi-drone team and a
ground station in which advanced algorithms for automated multi-vehicle
path planning, crowd avoidance and computer vision are integrated.
Particular emphasis is given to the Director’s dashboard, i.e. the
production tool that allows a director and her staff to plan, manage and
execute multi-drone shooting missions from the editorial point of view.
Finally, the paper details preliminary findings about novel visual effects
and enhanced forms of viewer engagement and interactivity that the
concurrent usage of multiple drones can bring to future media production.
INTRODUCTION
Unmanned Aerial Vehicles (UAV), commonly known as drones, have become nowadays
useful for a plethora of services, such as scientific data collection, agricultural applications
and, quite obviously, for media production. Drones’ potential in our domain is getting
higher thanks to several winning features from both the motion and the shooting
perspective. On the one hand, they guarantee high flexibility, time savings and lower
costs, making them ideal substitutes of dollies, static cranes and, in some cases, even
helicopters. On the other hand, drones enable new visual effects overcoming and
extending current shooting modalities, literally allowing birds’ eye views on shooting
targets, thus significantly improving the viewing experience.
However, the usage of single drones does not benefit from the substantive advances that
the concurrent usage of multiple coordinated drones could bring, providing customers with
even more immersion into the scene.

THE MULTIDRONE PROJECT
The MULTIDRONE project1 aims at developing an innovative and intelligent multi-drone
platform for media production, mainly for outdoor event coverage. The scenario envisaged
by the project is the one in which the director interfaces with the system platform
communicating general and concise event coverage instructions. As a result of this
Human-Computer Interaction (HCI), a mission plan is computed, consisting of feasible
flight trajectories that comply with any relevant legal restrictions, and parts of the mission
logistics (e.g., number of required drones, batteries, charging stations, etc.) are
determined as well. Subsequently, the mission plan will be assigned to the drone team in
order to (autonomously) fly and acquire the desired footage, constantly adapting to the
ever-changing situations arising within the event area by exploiting their perception
abilities, while optimally dealing with energy-autonomy, intra-swarm coordination and flight
safety issues. All the above would only require the minimal oversight of a single flight
supervisor.
Current emerging research focuses on solving simple sub-problems, e.g., outputting
feasible single-UAV trajectories that allow the camera to capture desired footage
conforming to basic cinematographic principles (1, 2). However, little effort has been spent
towards researching multiple-UAV/swarm shooting (3), despite the obvious advantages. In
contrast, the overall MULTIDRONE methodology aims at streamlining the whole drone
shooting process, spanning the entire continuum from eliciting editorial requirements,
media production software/hardware specifications, algorithm research and development,
system design, system implementation/integration, benchmarking/validation and end-user
trials. The core research efforts in the project are oriented towards multiple drone planning,
control and robust communications, in order to achieve intelligent behaviour and enhanced
safety, robustness and autonomy for the multiple drone team, thus, allowing the production
crew to focus on the creative part of their work. In addition, it includes researching the
necessary multiple drone active perception functionalities, as well as multi-view
audio/video (AV) capture intelligence, targeting novel, robust techniques, capable of
operating in real-world conditions. Research towards AV perception is to provide, both
before and during production, a semantic world model for drone team navigation, AV
production planning and execution, to track in real-time and in real-world conditions, for
production purposes, individual shooting targets or target groups. Out of this work, it is
expected to create a wealth of novel intelligent shooting/cinematography techniques
enabling artistically meaningful multi-view capture of the event, with minimal human
intervention, while following the initial instructions of the director, to analyse the multi-view
data towards extracting semantic information related to humans (individuals), crowds,
events, points of interest and to establish tools for the creation of novel visual effects and
(immersive) media experiences. The overall objective is to deliver a completely integrated
MULTIDRONE solution, validated in real conditions.

1
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REQUIREMENTS
To realize the objectives of MULTIDRONE the starting point is the collection of a
comprehensive set of requirements. In fact, building something new in a domain in which
procedures and practices have been established over a long time can be hard if you do
not start from deeply
understanding what the
real
needs
of
the
professional users are.
Another crucial aspect is
considering what you will
use the platform for, i.e.
which media production
scenarios
you
are
targeting.
Figure 1 shows the
approach followed to
Figure 1 - Requirements analysis approach
define different sets of
requirements, according to each specific sub-domain of a media production environment.
The first subset of requirements is about the shooting scenarios. In order to cover a
relevant set of possible requirements, the project selected boat races, cycling races and
football matches (4). These scenarios raise requirements that may differ from one use
case to the other such as the speed of the targets (e.g., rowing boats, cyclists) and the
versatility of the movement. The terrain and the range to be covered differ as well. The
safety issues also vary, the most difficult being the football scenario (due to the audience
in the stadium). At the same level of importance, there are some drone-oriented features
such as the addressable ranges in space and time as well as target-oriented features, e.g.,
the availability of radio-based systems for the localisation to improve the system’s target
localisation precision.
The MULTIDRONE platform poses several media production requirements that concern all
three experimental scenarios; in this context, drones are video sources that should be
compatible with the overall media production workflow, e.g., in terms of video quality,
resolution, format and camera control. Furthermore, media-related production
requirements are needed both for the pre-production and for the production phase. The
study of the pre-production process brought to highlight the importance of requirements
mainly related to the shooting mission preparation (e.g., map production, target
specification), definition and planning, together with cinematographic rule planning, training
data ingestion and system training aspects. Fundamental requirements are also those
about the system and flight emergency procedures given a context with many drones
flying at the same time in a limited area. As of production’s requirements, we identified
topics related to multi-drone system control (e.g., manual/automatic control, target
following, system re-planning), media event detection and handling and data/resource
sharing among the system units, as well as the handling of safety and ethics (e.g.,
privacy). Additionally, some general cinematography rules, such as avoiding that drones
shoot each other or avoiding to provide the same camera perspectives and framing, need
to be respected. To this end, the characteristics of various framing types (e.g., long shot,
close-ups) and drone/camera motion types have been set as specific requirements.

As for system platform/hardware requirements, these have been split up into four main
classes: drones, on board AV equipment, communication and ground infrastructure.
Regarding drones, it is fundamental to consider requirements related to physical features
(e.g., drone speed, weight, flight time, stability) and perception/autonomy/safety features
(e.g., obstacle detection and avoidance, emergency handling, target detection/tracking).
Considering on board AV equipment the focus is mainly on needs related to cameras (e.g.,
video streaming, video quality, camera/gimbal control) and on-drone AV storage (e.g.,
memory type and size). Communication requirements deals primarily with video
transmission (e.g., video coding, bitrate, resolution) and control signal transmission (e.g.,
control latency). Finally, with regard to the ground infrastructure, the core requirements are
about general functionalities (e.g., manageability, movability, no interference to existing
systems), interfacing to studio equipment (e.g., on standards, commodity computing
hardware, video transportation) and HCI and dashboards (e.g., usability, AV source mixing
and delivery, online mission control, management of notifications).
The last subset of requirements deals with the production team structure and logistic. To
manage such a complex system, roles and responsibilities have to be very well mapped
out, thus the necessity of strictly define professional profiles (e.g., line producer, director,
flight supervisor, pilot, cameraman, technician) and tasks assigned to each of them.
THE PLATFORM
Figure 2 illustrates the MULTIDRONE system architecture, highlighting the main
components and actors and the communications between them.
The ground station consists of five functional modules: (i) Dashboard; (ii) Supervision
Station; (iii) Mission Planning and Execution; (iv) Perception and Mapping; (v)
Communication. The Dashboard provides an interface between the Editorial Staff (director
and other editorial team members) and the system. The Supervision Station is in charge of
monitoring the system and checking the planned mission for safety and security. It also
provides an interface to the Supervisor, a human operator who supervises the system and
assures its safety. The Mission Planning and Execution module handles the planning and
execution of a shooting mission, providing the interface between the ground station and
the drones. It receives a
shooting mission from the
Dashboard in a machinereadable format and translates it
to specific actions for each
drone. The Perception and
Mapping element is responsible
for several functionalities such
as geometric and semantic
mapping, 3D target tracking and
visual detection of crowds. The
Communication component is in
charge of implementing the
different communication links
required by the system. For
instance, LTE between the
Figure 2 - MULTIDRONE system architecture

ground station and the drones, Wi-Fi for drone-to-drone communications and other radio
links for communicating both the targets with the ground station and the emergency pilots
with the drones.
The drones are equipped with two main modules apart from communications: (i) Execution
and (ii) Perception. The Execution module is responsible for receiving, scheduling and
finally executing the specific actions required by the ground station. It controls the
movement of the drone, the angles of the gimbal and the camera parameters (e.g., focal
length). In case of emergency, this module can plan a safe path to an emergency landing
zone. The Perception module is responsible of analysing filmed frames to perform visual
target tracking, keeping the drone localized using the on-board sensors and detecting
obstacles along the drone pathway.
Besides the main functional modules, Figure 2 also shows the main actors in the system.
The Editorial Staff (e.g., the Director, the Cameraman) is the user of the system. The
Supervisor is responsible for the whole system safety and security by monitoring the
mission execution and eventually starting some security protocols. The Targets are the
sportspeople who are going to be visually tracked by the drones and, in case, by a GPS
module to enhance accuracy. Several protocols are in place for autonomous landing in
safe zone in case of error or emergency. However, the Emergency Pilots are always ready
to take manual control of the drones if they consider that there is a safety problem.
THE DIRECTOR’S DASHBOARD
The Director’s dashboard (dashboard henceforth) is the set of tools used by the director
and her team to govern the system from the editorial point of view both in the preproduction and in the production phases. The guiding principle is the concept of “Event”,
defined as any real world occurrence that has a (possibly partly determined) spatial and
temporal localisation, and a set of actors playing different roles in the action. In
MULTIDRONE, the generic Event conceptualisation specialises in the “Event of editorial
interest”, i.e. any Event that has an editorial relevance in a media production process. An
Event of editorial interest, or simply Event of Interest (EOI), can be structured into subevents inside the dashboard. The key point is that a Shooting Mission is always linked to
an EOI and represents the (possibly planned) reaction to its occurrence.
Figure 3 illustrates the
use case breakdown of
the dashboard whose
main aim is that of
supporting the director
and her team in the
production of one or
more editorial Shooting
Missions (Mission in the
Figure). The higherlevel process upstream
of
any
Mission
Production is that of
Event Management, i.e.
the process by which
Figure 3 – Use case diagram of the Director’s dashboard

EOIs are organised hierarchically and associated to Shooting Missions to be executed in
reaction to them.
The dashboard manages information such as geometric relationships between drones
(formation) or about how the formation should evolve along time while shooting. The
dashboard takes care of the parameters governing the relative motion of the whole
formation w.r.t. the reference target as well as the motion of each drone in the formation
w.r.t. the formation centre. This high-level description is mapped into one or more
executable shooting missions by the ground station software.
The Mission Production process is made of two sub-processes: Mission Planning and
Mission Execution. The latter depends on the first one. Logically, this means that when
producing any Shooting Mission, there will always be a Mission Planning process followed
by a Mission Execution process. Mission Planning is the phase in which all aspects related
to a Shooting Mission can be defined through the dashboard’s user interface. The Mission
Planning process is broken down into a Mission Configuration process, optionally
supported by a Mission Simulation process. A fundamental sub-process of Mission
Planning is Mission Validation, i.e. the process by which an editorial Shooting Mission is
analysed and approved or rejected by the system. Mission Execution is broken down into
two distinct sub-processes: Mission Management and Shooting Management. Mission
Management is the process by which the Director takes final decisions about which among
the several Shooting Missions associated to an EOI and which among the planned
Shooting Actions composing the selected
Shooting Mission have to be executed.
Shooting Management is performed by the
cameraman
who
acts
on
camera
parameters to optimise the quality of each
drone’s shooting.
Figure 3 also presents the roles involved in
the overall process. The Director is taking
part in the Mission Planning and the Mission
Management processes. The Cameramen is
involved in the Shooting Management
process. A generic Editorial Staff role is
employed in the Event Management and the
User
Management
processes.
The
Administrator role has the function to
manage user roles of the dashboard
application, e.g., to include new users and
associate those with roles and build editorial
teams for missions.
Once the design phase was completed, a
wireframe was created to reflect the desired
features and workflows and to act as a
guide for the actual development of the
dashboard. Figure 4 shows some examples
of the wireframe’s pages.
Figure 4 – Examples of wireframe’s pages

VIEWING EXPERIENCES WITH DRONE VIDEOS
During an aerial video captured by a drone platform, shooting and flying parameters can
be set dynamically. Therefore, the camera parameters and the relative motion between a
camera and a specific target can be properly coordinated thus returning to the viewer an
innovative and immersive experience. Nevertheless, the relationship between various
scenarios, shot types and drone parameters needs to be investigated. It is important to
characterise the optimal drone parameters (or their optimal operating envelopes) for
specific scenarios and shot types through a subjective evaluation. These results can help
to understand the perceptual influence of these parameters in drone cinematography, to
constrain flight planning within acceptable limits in the director’s Dashboard, to
recommend optimum shot parameters and to design innovative shooting techniques and
shot transitions.
As an alternative to acquire real footage, simulation engines were used here to generate
animated test videos for experimentation. Simulation facilitates the generation of different
test scenarios and provides flexibility over the choice of environment, target(s) and actions.
Furthermore, camera and drone parameters can be carefully designed and easily
changed, providing a much lower cost solution to generate large amounts of data
compared to live shooting.
In order to give simulated video good realism, we adopted Unreal Engine 4 (UE4) from
Epic Games.2 This platform is widely used in the development of gaming engines, it is
relatively easy to learn and offers extensive community support.
In initial experimentation, six test scenarios were designed using UE4 to simulate outdoor
sport events including car and bicycle racing
(sample frames of two test scenarios are shown
in Figure 5). Their optimal parameters (the
height and speed of the drone) were evaluated
in a two-stage experiment (height first and then
speed) involving forty participants (20 females
and 20 males) with an average age of 33. Each
trial consisted of the participant viewing a 3
seconds mid-level grey screen, before viewing a
randomly chosen sequence. The subjects were
then asked to rate their viewing experience from
5 (Excellent) to 1 (Bad), following a single
stimulus discrete quality evaluation method.
After the whole test session, each participant
was informally interviewed about her viewing
experience and scoring criteria. After all
subjective data has been collected, mean
opinion scores were calculated for each test
Figure 5 – Sample frames for the
sequence by taking the average opinion score
for all the participants, along with the 95% Cycle-Follow and Car-FlyBy scenarios
confidence intervals.
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The results showed that the preference of drone parameters is, to some extent, content
dependent and, as might be expected, there is variability between individuals tested. The
range of “optimal” drone parameters however does remain fairly consistent across the
different test scenarios for the same event, which was observed to be related to the size of
target objects, target framing and shot types. During informal interviews with individuals,
conducted after each subjective test, we found out that the scoring criteria of the
participants varied across ages and genders and also that short video clip durations may
create the so-called “Wow! Factor” and a positive experience, whereas longer shot
durations of the same type may cause some perceptual discomfort.
From these first experimentations, we got the strong feeling that simulation can be really
useful in drone video production for exploring the operating envelopes for different shot
types and scenarios. Furthermore, they provide a valuable training environment for
directors, pilots and camera operators prior to a live event.
CONCLUSIONS AND FUTURE WORK
This paper presented the ongoing results within the European project MULTIDRONE
(2017-2019), whose aim is to develop an innovative and intelligent multi-drone platform for
media production. The project started from a comprehensive analysis of requirements
which guided the research in fields like multiple drone planning, control and robust
communications, intelligent behaviour and enhanced safety, robustness and autonomy.
From the point of view of media production, a major result being developed is the director’s
dashboard, a software console used by the director and her team to govern the system
from the editorial point of view both in the pre-production and in the production phases.
Naturally, the last word about worthiness of the whole approach stands with customers.
Experiments with users showed that although the preference of drone parameters is, to
some extent, content dependent, the range of system parameters however does remain
fairly consistent across the different test scenarios. The project is now integrating the
various software and hardware modules into the first end-to-end prototype, with which to
conduct full-fledged experimental productions in 2019.
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