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1 Executive Summary
Dissemination and communication activities are very important for a collaborative
project, since they make project results and findings known to the industry, academia and the
general public, thus maximizing the project impact. This deliverable, D7.2 “1st dissemination
& communication activities report & project newsletter”, is a document presenting the project
dissemination and communication activities within the first 9 months of the project, as well
as an outlook for the future. It contains information regarding scientific publications
describing the project’s technical achievements, project-related presentations at various
events, keynote talks and tutorials, as well as other means of dissemination used by the
project. These include the project website and social media channels or articles in magazines
and newspapers. The 1st project newsletter is also included in this deliverable.
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2 Introduction
The MULTIDRONE project aims to develop an innovative, intelligent, multi-drone
platform for media production to cover outdoor events, which are typically held over wide
areas. Dissemination and communication activities are obviously an important part of the
project, since they make project results known to the industry, academia and the general
public. This Deliverable (D7.2) provides an overview of these activities so far.

2.1 Purpose of the Deliverable
Dissemination and communication activities aim at making the project objectives,
achievements and results known to targeted interest groups and, as much as possible, to the
general public. The MULTIDRONE dissemination plan has been laid out in the
corresponding deliverable D7.1 “Dissemination Plan” (M3). The main aims of the activities
described in that plan were to:
● maximize awareness of the project and its results among the target audiences. In more
detail, this is to be achieved by: a) sharing project-related foreground with the
scientific community, mainly through scientific publications but also through special
sessions, invited talks and tutorials; b) disseminating the project results to the
private/industrial sector and highlight the project’s potential impact to the industry; c)
communicating the project objectives and activities to the general public in order to
stimulate the interest of the general public in robotics, multi actor systems, media
analysis and computer vision.
● reach high levels of interaction with the robotics and drone research community as
well as the relevant industries;
● showcase effectiveness of the envisioned solution for multiple drone usage in media
production;
● publicize the EU support for state-of-the-art research in multi-actor systems and other
areas that will be tackled by the project;
● promote scientific potential as a positive force towards European integration that
caters for the well-being of its citizens.
In this Deliverable, the dissemination activities held during the first 9 months of the
MULTIDRONE project, in accordance to the above mentioned dissemination plan
(summarized in Section 3 for the sake of completeness), are presented. Future activities are
also described in short. The 1st project newsletter is also provided.

2.2 Methodology and Structure of the Deliverable
The deliverable is essentially structured under three main topics: a) the plan, b)
actions performed so far in accordance to the plan, c) the future. The list of Sections, thus
follows this structure. In Section 3, a review of the dissemination plan, laid out in detail in
D7.1 is presented. The review includes the general strategy and the audiences targeted by the
dissemination and communication activities. Dissemination and communication actions
performed within the first nine months of the project are described in Section 4, which
consists the core of this deliverable. Such actions include scientific publications in journals
MULTIDRONE
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and conferences, participation to events, a keynote talk and a tutorial that was organized,
collaborations with other projects, creation of the project website and social media accounts
etc. A general outlook of future (planned) dissemination actions is included in Section 5,
along with a first view of the project’s performance regarding the Key Performance
Indicators (KPIs) set out in D7.1. Conclusions are drawn in Section 6. Finally, Appendices I
and II contain the 1st project newsletter and the full text of the produced publications,
respectively.

3 Brief Review of Dissemination Plan
In order to properly promote the project and its goals, the consortium set up a clear
plan and a strategy for all tasks concerning dissemination. This plan has been described in
deliverable D7.1, which was finalized at month 3 (March 2017) of the project. The following
Subsections give a brief overview of some key aspects described in the Dissemination Plan in
order to put into perspective the actions already undertaken and described in Section 4.

3.1 Target Audiences
In order to reach maximum effect with its dissemination efforts, the project defined
several target audiences for its strategy. The main outcomes of the definition of the target
audiences and the dissemination strategy are briefly outlined here.
For effective dissemination of the project achievements, the different audiences were
identified. These are the listed in the following Table.
(UAV) Industry

· UAV
companies

Media

· Broadcasters
· Media &

· Start-ups

publishing

· UAV

houses

associations

· Technology

· UAV fora

websites &

· Robotics

blogs

companies

Scientific
Community

General Public

· Related

· The public

research
projects
· Universities
· Think-tanks
· Research
institutes

· Amateur
drone pilots
· Amateur
cameramen
· Gadget
users

· Journalists

Table 1: Overview of the four target audiences including some sub-groups
(taken from D7.1 Dissemination Plan).
As can be seen from the Table, there are four main target audiences (the industry, the media,
the scientific community and the general public) which comprise several smaller groups. All
dissemination efforts are focused on these groups, however not all efforts target all groups at
the same time and in the same way. While some parts of the strategy, e.g. the website aim at a
larger group of people, others focus more on several specific groups, e.g. Twitter or
LinkedIn. Together however they form an effective stream of information going out to all
MULTIDRONE

no. 731667

D7.2: 1st Dissemination & Communication Activities Report & Project Newsletter

7

people who are potentially interested in MULTIDRONE and could either benefit from or
support its work.

3.2 Dissemination Strategy
As the work of the consortium and hence the results differ throughout the runtime of the
project (for example, more and more significant results are expected during the second and
the third project year, compared to the first), the dissemination strategy is time-wise divided
into three parts (Figure 1), each part starting roughly at each project year. In the first year the
consortium aims at raising awareness and gaining reputation in order to build up a
community of experts and influencers. In year 2 the focus is on engaging with communities,
i.e., tangible results will be presented at conferences and other similar venues and discussions
with the (scientific) community will be triggered. The last dissemination phase is meant to
form the basis for commercial exploitation.

Figure 1: Communication phases of the dissemination activities (taken from D7.1
Dissemination Plan)
For a more detailed analysis of the target audiences and dissemination strategy we refer to
D7.1.

4 Summary of Performed Actions
During M1-M9, the following dissemination and communication activities took place:
● Setup of the project website with basic information on MULTIDRONE and regular
postings (news, deliverables, progress, presentations events, etc.).
● Set up of webpages regarding the project at partners websites.
● Set up of different social media accounts for the project as described in D7.1, and
kick-off usage of these channels to promote the project and build up a network.
● Publication (or acceptance) of 12 papers to high quality, well established international
scientific conferences (including 3 joint efforts) and 4 papers in scientific journals.
● Dissemination of the project research and development aims and results to interested
groups through 1 keynote speech and 1 tutorial (to be held in October 2017).
● Creation of project banners, posters and flyers.
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● Presentation of the project goals in articles/interviews in Horizon (the EU innovation
and research magazine) a French regional magazine and a French regional newspaper.
● Attendance and presentations to 5 events (European Robotics Forum, Horizon 2020
Robotics and Autonomous Systems briefing event, Global Media Forum, Vivatech
Paris, ICT Spring).
● Collaboration with two research projects, one funded by the EU and one nationally
funded (Macao).
● Preparation of the 1st version of the MULTIDRONE newsletter, which provides
information about MULTIDRONE technical achievements and progress during this
period, dissemination activities, etc.
Each of these activities are detailed in the following Sections.

4.1 Project Website and Social Channels
4.1.1 Project Website
The project website, available under https://multidrone.eu/, has been registered and
set up by Deutsche Welle (DW) in the first three months of the project. The website is the
central part of online dissemination activities and is maintained by DW, with the support and
contributions by project partners.
As defined in the Dissemination Plan D7.1 (see Section 3) the website offers general
information on the project, giving all target audiences the possibility to learn about
MULTIDRONE’s core ideas, the work structure and progress as well as the partners involved
in the work. Furthermore, it gives all interested parties, the possibility to learn more on the
core topics at the heart of MULTIDRONE, ranging from more general robotics issues to very
specific aspects of flying and filming with multiple drones.
At the website’s core is a WordPress blog that allows for easy management and
structuring. The setup as is structures the website into different sections with the different
interest groups in mind. The main part is the landing page, offering a first glimpse of what the
project has to offer.

Figure 2: The Header, Menu and Slider section of the MULTIDRONE Website
Visitors can choose to dive into the specific sections on the project through the top menu bar,
offering (Figure 2):
MULTIDRONE
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general news (on MULTIDRONE and drone topics);
project details, describing vision, goals and partners involved;
results (deliverables, publications, events and videos);
a direct contact option to reach the consortium for questions.

The project’s social media accounts are linked at the top left corner of the website, next to
another contact possibility (via e-mail). At the center of the page is a content slider, that
highlights the (currently) most important news from the project. It can be extended and
changed whenever something new comes up.
Below the slider, a set of the latest articles on the blog gives visitors the possibility to
dive into more recent discussions and reports on the MULTIDRONE topics. The articles
cover internal MULTIDRONE news (such as consortium meetings), reports of test-flights
and demos by the project, news on related topics (like drone cinematography, robotics) and
news on specific work packages of the project (like the advances in multiple drone flights or
crowd detection).

Figure 3: The content teaser section of the MULTIDRONE website.
So far a total of 11 posts have been published, generating about 1000 visits to the page and
roughly 2000 unique page views.
Below the article section, the users can find (Figure 4) an overview of the project’s
twitter channel, an RSS feed as well as a automated word cloud with the most relevant topics
on the blog, in order to further connect with the blog and hence the project.

Figure 4:The Twitter-Feed, RSS-Feed and WordCloud of the MULTIDRONE Website

MULTIDRONE
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The footer of the website (Figure 5) contains some general information about the
funding of the project and other legal information such as the project coordinator contact
address as well as the privacy policies of the website.

Figure 5:The footer of the MULTIDRONE Website available on every page.
For the users who dive deeper into the site’s structure through the menu, there are
more things to find. Some of the papers and presentations, the consortium has
published/given so far have been published under the results/publications section with more
to be uploaded in the coming months.
The results/events & publications section of the website contains a list of events
where MULTIDRONE has been presented in the last months. It also contains (Figure 6) a
special section on an upcoming event, the ICCV2017, where the MULTIDRONE consortium
will offer a half-day tutorial on drone vision for cinematography.

Figure 6:Announcement of the ICCV2017 Tutorial on the MULTIDRONE Website
MULTIDRONE
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Both the deliverables and videos section are just getting started to be used, as the project is
starting to release public deliverables and first videos from its first drone test flights.
As described in the D7.1 “Dissemination plan”, the website will continue to serve as a
central hub for all the information on the project, and the available data is so far a good start
in that direction.

4.1.2 Social Media
Besides being the central hub for MULTIDRONE news, the website also bundles
links to all other online project channels. These channels encompass Twitter, LinkedIn and
YouTube and are described in more detail in the following paragraphs.
The Twitter channel (Figure 7) is so far the most active social media channel. It was
created at the same time as the website and has already served as both a focal point in drone
news as well as a distribution nod for news from the project. In accordance with the
dissemination plan, Twitter is both being used to attract people and make them aware of
MULTIDRONE as well as to distribute news from the project. This has been done by sharing
project-related news from around the web as well as articles from the website and news about
the progress in the project, e.g. covering consortium meetings.

Figure 7: The project Twitter account
Since the start of the project in January 2017, around 80 tweets have been sent out, leading to
a followership of around 70 people. The followership consists of a wide mixture of people
and accounts, covering the different target groups (Figure 8). There are EU institutions,
industry representatives, journalists, researchers and “general audience” - proving already,
that the use of Twitter is going into the right direction in attracting and reaching out to the
right audiences.
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Figure 8: A sample of user profiles from the followership of the MULTIDRONE Twitter
account.
Second in line in the social media tools is LinkedIn. MULTIDRONE has set up a
profile on LinkedIn (Figure 9) and is using it to create a network of industry and research
contacts. The profile is still in the early stages and hasn’t gathered many contacts yet (11 so
far).

Figure 9: The MULTIDRONE LinkedIn profile
The profile has been connected with the Website, so that publications on the website will
also be automatically posted on the LinkedIn profile, reaching out to professionals using the
network. Furthermore, the project team will pro-actively reach out to professionals on
LinkedIn for more connections and to strengthen its own network as part of the first phase of
the dissemination plan.
Furthermore, the project has a YouTube channel ready for use (Figure 10). It has
been set up with the other accounts, but has not been put to use yet, as the project is just about
to produce demo and test videos. The videos will be made available through the YouTube
channel and linked on the website as well as distributed on Twitter and Linkedin to reach out
to all audiences.
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Figure 10: The MULTIDRONE YouTube Channel ready for action
Last but not least, the project has created a Facebook page (Figure 11) in order to be
able to share drone videos when doing live drone tests. The Facebook page allows for live
streaming of flights, directly from the drone camera. This is particularly interesting, as these
kinds of videos are very popular on social media and because this way, Deutsche Welle, as
well as other partners, can directly repost drone flights through their Facebook channels,
offering a unique dissemination opportunity.

Figure 11: The MULTIDRONE Facebook page
The account has already been put to use at the Deutsche Welle Global Media Forum to
livestream two drone flights demonstrating the capabilities of drones and the novel
cinematography possibilities.
The project will continue to use the accounts described above in the aforementioned
ways, reaching out to more people over time. The project will also add other networks to its
mix, should the need arise (e.g. GitHub or BitBucket to share code).

4.1.3 First Newsletter
The consortium plans to send out a total of three newsletters in M9, M18 and M36,
covering the news, actions and results of the corresponding period. The newsletter aims at
different target audiences which are addressed through the partners’ own networks.

MULTIDRONE
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The newsletter was designed by Deutsche Welle, but filled with the help of all partners. It is
structured in a way that readers get a general overview and some in-depth information into
the works and results of the project. Wherever possible, images are provided to give readers
not only a description of the events and actions but make it easier and nicer to read.
In the first edition, the newsletter starts out with a general description of
MULTIDRONE and its consortium, to give readers the basic set up before going into details.
The second part of the newsletter then focuses on the progress per work package during the
first 9 months of the project, highlighting the main challenges and achievements. This is
followed by a third section that lists a selection of events and publications the project has
done/published so far to underline the efforts of networking and dissemination done by the
consortium. The newsletter then closes with an outlook of upcoming challenges and tasks.
While Deutsche Welle handled the design and setup of the newsletter, all partners
participated in the newsletter by providing input to the different sections. This includes
descriptions of work progress as well as images from events and presentations. Once
everything was in place, Deutsche Welle transferred the content to a newsletter format, using
MailChimp, a professional mail management system. MailChimp provides a standardized
layout and setup, allowing Deutsche Welle to quickly assemble the newsletter and sending it
out to all partners. The partners will send the newsletter to their own mailing lists and track
its success.
The first edition of the newsletter can be found in Appendix I.

4.1.4 MULTIDRONE Webpages at Partners Websites
Most of the partners such as Radiotelevisione Italiana (RAI), ALERION (Figure 12),
DW, University of Seville ( USE) have created webpages regarding the project within their
individual websites or have inserted/announced information regarding MULTIDRONE in
their R&D Projects lists or Blogs. All these pages and announcements provide links to the
project Website.

Figure 12: The Alerion MULTIDRONE webpage
MULTIDRONE
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4.2 Materials (Banner, Poster, Flyer)
Deutsche Welle also created a set of different dissemination materials for different
usage scenarios. The first version of this set consists of three elements:
● retractable banner stands;
● scientific posters;
● a flyer.
The retractable banners (Figure 13) are standard sized banners, made for conferences
and other venues, where MULTIDRONE needs a live-size teaser, e.g. for a booth at a
technical fair, to stick out from the crowed. The banners in their current form focus on the
aspect of a new drone cinematography based on the MULTIDRONE concept. Their main
purpose is to draw attention to the project, which is why they have minimal details regarding
the project on them. They have so far been put to use at DW’s Global Media Forum in June
2017, highlighting the booth for passers-by.

Figure 13: Banners used at DW Global Media Forum
The electronic version of all banners is available to the entire project and can be produced by
each partner individually as needed. They can also be adjusted in terms of the text, should
this become necessary, e.g. for an event with a more technical purpose.
The posters (Figure 14), set up in A2 format, are more specific on certain details of
the project, e.g. crowd detection or network stability. Their intention is to be used to explain
certain aspects of the work e.g. et a conference, where MULTIDRONE is present and making
details more comprehensible for visitors. The first set of posters was also designed for the
DW Global Media Forum, focusing on the swarm capabilities of drones and the challenges
involved therein as well as the new cinematographic rules that need to be rethought, when
filming with drones.
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Figure 14: The MULTIDRONE posters designed for the Global Media Forum
Both posters have been made available for the entire project consortium and can be printed
as needed. In case other aspects of the project need to be displayed, the posters can be
reproduced, focusing on another topic by using the poster template, also available to the
consortium.
Deutsche Welle has also designed a first flyer (Figure 15) as part of the
dissemination hand out set. The flyers are meant to be used together with the banners and/or
posters at conferences and fairs to give people some information on the project they can hang
on to. The first version of the flyer contains some basic descriptions of the project’s goals and
challenges as well as some details on the scenarios MULTIDRONE is looking at.
As the project progresses and more information and details become available, the
flyer will be reworked to give more details on the progress of MULTIDRONE, in order to
make it more interesting for people and also to give a better understanding of what the project
does.
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Figure 15: First Version of the MULTIDRONE flyer

4.3 Publications
The scientific papers or other types of publications published by consortium members
during the first 9 months of its life cycle are presented in the following Subsections. It should
be noted that, apart from these publications, a number of papers were submitted and are
currently under review in international scientific journals as well as conferences that will be
held in 2018. Additional joint papers are also in the writing.

4.3.1 Journal Papers
Research conducted within the project during this period led to 4 journal publications
that have been accepted for publication or published. The full text of these publications can
be found in Appendix II.
The first paper, by Aristotle University of Thessaloniki (AUTH), was accepted in Big
Data Research (Elsevier), in a Special Issue on Big Data & Neural Networks:
● D. Triantafyllidou, P. Nousi, A. Tefas, “Fast Deep Convolutional Face Detection in
the Wild Exploiting Hard Sample Mining”, Big Data Research, accepted for
publication, 2017, https://doi.org/10.1016/j.bdr.2017.06.002, (SCImago Journal
Rank (SJR): 0.997).
In this paper, a lightweight deep Convolutional Neural Network (CNN) is introduced for the
purpose of face detection, designed with a view to minimize training and testing time, and
outperforms previously published deep convolutional networks in this task, in terms of both
effectiveness and efficiency. To train this lightweight deep network without compromising its
MULTIDRONE

no. 731667

D7.2: 1st Dissemination & Communication Activities Report & Project Newsletter

18

efficiency, a new training method of progressive positive and hard negative sample mining is
introduced and shown to drastically improve training speed and accuracy. Additionally, a
separate deep network was trained to detect individual facial features and a model that
combines the outputs of the two networks was created and evaluated. Both methods are
capable of detecting faces under severe occlusion and unconstrained pose variation and meet
the difficulties of large scale real-world, real-time face detection, and are suitable for
deployment even in mobile environments such as Unmanned Aerial Vehicles (UAVs).
The second paper, authored by AUTH, was accepted in Neurocomputing (Elsevier),
in a special issue on Machine Learning for Non-Gaussian Data Processing:
● V. Mygdalis, A. Iosifidis, A. Tefas, I. Pitas, “Semi-Supervised Subclass Support
Vector Data Description for image and video classification”, Neurocomputing,
accepted for Publication, 2017,https://doi.org/10.1016/j.neucom.2017.08.028 ,(Impact
Factor: 3.317)
In this paper, the Semi-Supervised Subclass Support Vector Data Description is presented, a
method that operates in both the supervised and the semi-supervised One-class classification
case. The proposed method consists a novel extension of the standard SVDD method, by
introducing two additional terms its optimization problem. These two terms correspond to
expressing global and local geometric data information respectively, during the classifier
optimization process. Global geometric data information is employed by minimizing the
global target class variance, assuming that subclasses may have been formed within as well.
In addition, by exploiting the semi-supervised learning smoothness assumption, local
neighborhood information between all available (labeled and unlabeled) data is preserved,
even in the supervised learning case. We show that the adoption of both terms results in a
regularized feature space, where low variance directions have been emphasized, while local
geometric data information have been preserved. The proposed method has been evaluated in
classification problems related to face recognition, human action recognition and generic
One-class classification problems, comparing favorably against related One-class
classification methods in both the semi-supervised and the supervised learning cases.
Another paper by USE was published in the Robotics and Autonomous Systems Journal
(Elsevier):
● E. Ferrera, J. Capitán, A. R. Castaño, P. J. Marrón, “Decentralized safe conflict
resolution for multiple robots in dense scenarios”, Robotics and Autonomous
Systems, 91: 179-193, 2017,https://doi.org/10.1016/j.robot.2017.01.008 , (Impact Factor:
1.950).
In this paper, an algorithm for multi-robot conflict resolution is presented. The paper focuses
on dense environments where many robots must operate safely in a confined space.
Centralized solutions do not scale well with the number of robots in dynamic scenarios: a
centralized communication can cause bottlenecks and may not be robust enough when
channels are unreliable; the complexity of algorithms grows with the number of robots,
making online re-computation too expensive in many situations. In this paper, it is proposed a
decentralized approach for conflict resolution where robots show reactive and safe behaviors,
avoiding collisions with both static and dynamic objects, even under unreliable
communication conditions and with low resources. They detect conflicts with neighboring
obstacles locally and then apply rules to surround them in a roundabout fashion, assuming
that others will follow the same policy. The method is designed for unicycle robots with
range-finder sensors, and it is able to cope with noisy sensors and second-order dynamic
MULTIDRONE

no. 731667

D7.2: 1st Dissemination & Communication Activities Report & Project Newsletter

19

constraints, ensuring always collision-free navigation. Experiments with real robots are also
presented in order to show the feasibility of the system.
Finally, a paper by IST was accepted in IEEE Transactions on Control Systems
Technology:
● B. J. Guerreiro, C. Silvestre, R. Cunha and D. Cabecinhas, "LiDAR-Based Control of
Autonomous Rotorcraft for the Inspection of Pierlike Structures," IEEE Transactions
on
Control
Systems
Technology,
accepted
for
publication,
2017,https://doi.org/10.1109/TCST.2017.2705058 , (Impact Factor: 3.882).
The brief addresses the problem of trajectory tracking control of autonomous rotorcraft in
operation scenarios where only relative position measurements obtained from light detection
and ranging (LiDAR) sensors are possible. The proposed approach defines an alternative
kinematic model, directly based on LiDAR measurements, and uses a trajectory-dependent
error space to express the dynamic model of the vehicle. A linear parameter varying
representation with piecewise affine dependence on the parameters is adopted to describe the
error dynamics over a set of predefined operating regions, and a continuous-time H₂ control
problem is solved using linear matrix inequalities and implemented within the scope of gainscheduling control theory. The performance of the proposed control method is validated with
comprehensive simulation and experimental results, using a mock-up scenario of a pier
inspected by a quadrotor.

4.3.2 Conference Papers
Twelve
conference papers that describe research results obtained within the
MULTIDRONE project were published or accepted for presentation during this period,
including two papers in the prestigious CVPR 2017 and ICCV 2017 events. Three of the
papers were joint efforts between partners, showing already a good amount of collaborative
research. The 12 papers, along with a short summary, are described next. The full text of the
publications can be found in Appendix II.
A paper from Instituto Superior Tecnico (IST) was presented at the CVPR 2017
conference (h5 index: 158, source: Google Scholar, rank #1 in publications subcategory
Computer Vision and Pattern Recognition):
● J. Vongkulbhisal, F. De la Torre, and J. P. Costeira, “Discriminative Optimization:
Theory and Applications to Point Cloud Registration”, IEEE Conference on
Computer Vision and Pattern Recognition-CVPR 2017, 2017.
Many computer vision problems are formulated as the optimization of a cost function. This
approach faces two main challenges: (1) designing a cost function with a local optimum at an
acceptable solution, and (2) developing an efficient numerical method to search for one (or
multiple) of these local optima. While designing such functions is feasible in the noiseless
case, the stability and location of local optima are mostly unknown under noise, occlusion, or
missing data. In practice, this can result in undesirable local optima or not having a local
optimum in the expected place. On the other hand, numerical optimization algorithms in
high-dimensional spaces are typically local and often rely on expensive first or second order
information to guide the search. To overcome these limitations, this paper proposes
Discriminative Optimization (DO), a method that learns search directions from data without
the need of a cost function. Specifically, DO explicitly learns a sequence of updates in the
search space that leads to stationary points that correspond to desired solutions. We provide a
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formal analysis of DO and illustrate its benefits in the problem of 2D and 3D point cloud
registration both in synthetic and range-scan data. We show that DO outperforms state-ofthe-art algorithms by a large margin in terms of accuracy, robustness to perturbations, and
computational efficiency.
Three AUTH papers were presented at the EUSIPCO 2017 conference (h5 index: 26,
source: Google Scholar) :
● D. Triantafyllidou, P. Nousi, A.Tefas, "Lightweight Two-Stream Convolutional Face
Detection", in 25th European Signal Processing Conference (EUSIPCO), Kos,
Greece, August, 2017.
This paper deals with face detection on videos captured by Unmanned Aerial Vehicles
(UAVs). Video capturing using UAVS provides cinematographers with impressive shots but
requires very adept handling of both the drone and the camera. Deep Learning techniques can
be utilized in this process to facilitate the video shooting process by allowing the drone to
analyze its input and make intelligent decisions regarding its flight path. Fast and accurate
on-board face detection for example can lead the drone towards capturing opportunistic shots,
e.g., close ups of persons of importance. However, the constraints imposed by the drones' onboard processing power and memory prohibit the utilization of computationally expensive
models. In this paper, we propose a lightweight two-stream fully Convolutional Neural
Network for face detection, capable of detecting faces in various settings in real-time using
the limited processing power Unmanned Aerial Vehicles possess.
● M.Tzelepi, A.Tefas, "Human Crowd Detection for Drone Flight Safety Using
Convolutional Neural Networks", in 25th European Signal Processing Conference
(EUSIPCO), Kos, Greece, 2017.
In this paper a novel human crowd detection method, that utilizes deep Convolutional Neural
Networks (CNN), for drone flight safety purposes is proposed. The aim of our work is to
provide light architectures, as imposed by the computational restrictions of the application,
that can effectively distinguish between crowded and non-crowded scenes, captured from
drones, and provide crowd heatmaps that can be used to semantically enhance the flight maps
by defining no-fly zones. To this end, we first propose to adapt a pre-trained CNN on our
task, by totally discarding the fully-connected layers and attaching an additional
convolutional one, transforming it to a fast fully-convolutional network that is able to
produce crowd heatmaps. Second, we propose a two-loss-training model, which aims to
enhance the separability of the crowd and non-crowd classes. The experimental validation is
performed on a new drone dataset that has been created for the specific task, and indicates the
effectiveness of the proposed detector.
● N. Passalis, A. Tefas. "Concept Detection and Face Pose Estimation Using
Lightweight Convolutional Neural Networks for Steering Drone Video Shooting", in
25th European Signal Processing Conference (EUSIPCO), Kos, Greece, 2017.
This paper also deal with the use of deep learning for drone cinematography. Indeed, such
techniques, such as Convolutional Neural Networks (CNNs), can be utilized to assist various
aspects of the flying and the shooting process allowing one human to operate one or more
drones at once. However, using deep learning techniques on drones is not straightforward
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since computational power and memory constraints exist. In this work, a quantization-based
method for learning lightweight convolutional networks is proposed. The ability of the
proposed approach to significantly reduce the model size and increase both the feed-forward
speed and the accuracy is demonstrated on two different drone-related tasks, i.e., human
concept detection and face pose estimation.
Two AUTH papers were presented at the EANN 2017 conference:
● N. Passalis, A. Tefas. “Improving Face Pose Estimation using Long-Term Temporal
Averaging for Stochastic Optimization”, 18th International Conference on
Engineering Applications of Neural Networks, EANN 2017, Athens, Greece, August
25-27, 2017.
Among the most crucial components of an intelligent system capable of assisting drone-based
cinematography is estimating the pose of the main actors. However, training deep CNNs
towards this task is not straightforward, mainly due to the noisy nature of the data and
instabilities that occur during the learning process, significantly slowing down the
development of such systems. In this work we propose a temporal averaging technique that is
capable of stabilizing as well as speeding up the convergence of stochastic optimization
techniques for neural network training. We use two face pose estimation datasets to
experimentally verify that the proposed method can improve both the convergence of training
algorithms and the accuracy of pose estimation. This also reduces the risk of stopping the
training process when a bad descent step was taken and the learning rate was not
appropriately set, ensuring that the network will perform well at any point of the training
process.
● P. Nousi, A. Tefas, “Discriminatively Trained Autoencoders for Fast and Accurate
Face Recognition”, 18th International Conference on Engineering Applications of
Neural Networks, EANN 2017, Athens, Greece, August 25-27, 2017.
Accurate face recognition is vital in person identification tasks and may serve as an auxiliary
tool to opportunistic video shooting using Unmanned Aerial Vehicles (UAVs). However,
face recognition methods often require complex Machine Learning algorithms to be effective,
making them inefficient for direct utilization in UAVs and other machines with low
computational resources. In this paper, we propose a method of training Autoencoders (AEs)
where the low-dimensional representation is learned in a way such that the various classes are
more easily discriminated. Results on the ORL and Yale datasets indicate that the proposed
AEs are capable of producing low-dimensional representations with enough discriminative
ability such that the face recognition accuracy achieved by simple, lightweight classifiers
surpasses even that achieved by more complex models.
Two joint UoB-AUTH papers were accepted for presentation at the GLOBALSIP
2017 conference:
● P. Chriskos, J. Munro, V. Mygdalis, I. Pitas, “Face detection Hindering”, 5th IEEE
Global Conference on Signal and Information Processing (GLOBALSIP), Montreal,
Canada, November 14-16, 2017
In this paper, a face detection hindering method is developed as a means of preventing the
threats to people's privacy, automatic video analysis may pose. Face detection in images or
videos is the first step in human-centered video analysis to be followed, e.g. by automatic
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face recognition. Therefore, by hindering face detection, one can render automatic face
recognition improbable. To this end, the application of two methods is examined. First, we
consider a naive approach, i.e., we simply use additive or impulsive noise to the input image,
until the point where the face cannot be automatically detected anymore. Second, we examine
the application of the SVD-DID face de-identification method. Experimental results show
that both methods attain high face detection failure rates.
● O. Zachariadis, V. Mygdalis, I. Mademlis, N. Nikolaidis, I. Pitas, “2D visual tracking
for sports UAV cinematography applications”, 5th IEEE Global Conference on
Signal and Information Processing (GLOBALSIP), Montreal, Canada, November 1416, 2017
This paper establishes the basic requirements for cinematography applications, related to
UAV target shooting. The contribution is two-fold. First, we develop a mathematical
framework in order to determine the basic hardware requirements, derived by examining a
common cinematography movement, i.e., orbiting a still or moving target. Second, we
examine the on-board software requirements in order to successfully achieve to follow the
target, in an autonomous manner. To this end, we evaluate the performance of state-of-the-art
2D visual trackers, in videos captured by commercial drones. Overall, it was found that there
are 2D-trackers that are dependable and fast enough to be used in drone cinematography,
particularly, if they are combined with periodic target re-detection.
A joint USE-IST-AUTH paper, a paper from USE and one from IST (three in total)
were accepted for presentation in the ROBOT 2017 conference:
● A. Torres-Gonzalez, J. Capitan, R. Cunha, A. Ollero and I. Mademlis, “A
MULTIDRONE Approach for Autonomous Cinematography Planning”, Third Iberian
Robotics Conference (ROBOT), 2017.
This paper proposes the MULTIDRONE approach for autonomous cinematography planning.
The use of drones for aerial cinematography is becoming a trend. Therefore, the aerial
cinematography opens a new field of application for autonomous platforms that need to
develop intelligent capabilities. This becomes even more challenging if a team of multiple
drones are considered for cooperation. This paper introduces the novel application of
planning for cinematography, including the challenges involved and the current state of the
art. Then, it proposes a first version of an architecture for cooperative planning in
cinematography applications, like filming sport events outdoors. The main features for this
architecture are the following. The system should be able to reproduce typical shots from
cinematography rules autonomously, shooting static and mobile targets. It should also ensure
smooth transitions along the shots, implementing collision avoidance and being aware of nofly zones, security and emergency situations. Finally, it should take into account the limited
resources of the drones (e.g. battery life).
● J.M. Aguilar, P. R. Soria, B.C. Arrue and A. Ollero, “Cooperative perimeter surveil
using Bluetooth framework under communication constraints”, Third Iberian
Robotics Conference (ROBOT), 2017.
This paper focuses on the simulations and real experiments of perimeter surveillance under
communication constraints, performed by teams of UAVs using a Bluetooth communication
framework. When UAVs work in a collaborative manner, communication among them is
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essential to perform properly their task. Moreover, energy consumption and weight of the
devices equipped in a UAV are important to be reduced at minimum possible, particularly in
micro-UAVs. A coordination variables strategy is implemented to perform the perimeter
division.
● A. Gomes, B. J. Guerreiro, R. Cunha, C. Silvestre, and P. Oliveira, “Sensor-based 3D Pose Estimation and Control of Rotary-wing UAVs using a 2-D LiDAR”, Third
Iberian Robotics Conference (ROBOT), 2017.
This paper addresses the problem of deriving attitude estimation and trajectory tracking
strategies for unmanned aerial vehicles (UAVs) using exclusively on-board sensors. The
perception of the vehicle position and attitude relative to a structure is achieved by robustly
comparing a known pier geometry or map with the data provided by a LiDAR sensor, solving
an optimization problem and also robustly identifying outliers. Building on this information,
several methods are discussed for obtaining the attitude of the vehicle with respect to the
structure, including a nonlinear observer to estimate the vehicle attitude on SO(3). A simple
nonlinear control strategy is also designed with the objective of providing an accurate
trajectory tracking control relative to the structure, and experimental results are provided for
the performance evaluation of the proposed algorithms.
Finally, a paper authored by AUTH was accepted for presentation in the ICCV 2017
conference (h5 index: 89, source: Google Scholar, rank #6 in publications subcategory
Computer Vision and Pattern Recognition):
● N. Passalis, A. Tefas. "Learning Bag-of-Features Pooling for Deep Convolutional
Neural Networks", in International Conference on Computer Vision (ICCV), Venice,
Italy, 2017.
In this paper we propose a novel global pooling technique that can be used for reducing the
size of deep learning models as well as increasing their accuracy. This effectively allows for
deploying powerful deep learning models on drones with limited processing power. In
contrast to other global pooling operators and CNN compression techniques the proposed
method utilizes a trainable pooling layer that it is end-to-end differentiable, allowing the
network to be trained using regular back-propagation and to achieve greater distribution shift
invariance than competitive methods. The ability of the proposed method to reduce the
parameters of the network and increase the classification accuracy over other state-of-the-art
techniques is demonstrated using several tasks, including the task of the facial pose
estimation that can be used to steer the drone video shooting process.

4.3.3 Other Publications
Three non-scientific publications related to the project appeared so far:
 On July 5th 2017, Prof. Pitas gave an interview to the Horizon Magazine, the EU research
and innovation Magazine. The interview, which outlined the MULTIDRONE aims and
ambitions especially with respect to sports coverage was included, along with other
material related to drone-related innovations funded directly or indirectly by the EU, in
the Magazine article entitled ‘Swarms of smart drones to revolutionise how we watch
sports’, authored by Joe Dodgshun. The full text of the article can be found here and in
Appendix II.
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Ms Didelot, CEO of Alerion, gave an interview to the Est Républicain newspaper, the
main newspaper of the Grand Est region in France, published on April 3rd , 2017 and
another interview in the Villers Nouvelles magazine, the local magazine of the city where
Alerion is located, published in February 2017. In the two interviews Ms Didelot
presented an overview and the aims of the MULTIDRONE project amongst the other
projects of the company. The full text of the Est Républicain newspaper article can be
found here and the full text of the Villers Nouvelles magazine article can be found here
and in Appendix II.

4.4 Networking Activities
4.4.1 Invited / Keynote Talks and Tutorials
Dissemination of MULTIDRONE information and findings through invited/keynote
talks and tutorials has a particularly high impact, since, in most cases, the audience consists
of expert researchers or industrial representatives, interested in the specific topic of the
talk/tutorial. A keynote talk and a tutorial that took or will take place as part of the
MULTIDRONE project dissemination activities during this period are presented below.
● MULTIDRONE has made a proposal to the Organizing Committee of the prestigious
International Conference on Computer Vision (ICCV) 2017, to be held in Venice,
Italy, October 22-29, for the organization of a half-day tutorial on “Drone Vision for
Cinematography”. The proposal was accepted, and the tutorial will take place on
October 22nd 2017 from 8:30AM to 12:45PM. The tutorial will provide an in-depth
overview on the use of computer vision and related technologies in single and multidrone cinematography. It will consist of 7 presentations, 6 of them delivered by
MULTIDRONE members:
○ Drone Vision and Cinematography: An Overview (Prof. I. Pitas, AUTH)
○ Real-time Visual SLAM
(Prof. Jose M. M. Montiel, Universidad de
Zaragoza, Spain)
○ Multisensor Fusion for Target Tracking (Prof. J. R. Martínez-de Dios, USE)
○ Drone Formation and Flight Control (Prof. Rita Cunha, IST)
○ Deep Learning for Drone Vision in Cinematography (Prof. A. Tefas, AUTH)
○ Drone Cinematography (Prof. N. Nikolaidis, AUTH)
○ Privacy Protection Technologies in Drones (Prof. I. Pitas, AUTH)
The consortium believes that this would be a first-class opportunity to attract the
interest of the computer vision research community to the project and showcase its
results and goals. The full tutorial description, schedule and topics outline can be
found here (see Section 4.1.1, the page is also accessible from the the ICCV website).
Details regarding the tutorial (attendance figures, photos, detailed description of its
content, impact etc) will be provided in D7.3 (2nd dissemination report)
● Prof. Pitas gave a keynote speech entitled “MULTIDRONE vision and
cinematography” at the International Conference on Computer Graphics and Digital
Image Processing (CGDIP 2017), which was held in Prague, Czech Republic on July
2-4, 2017,. His speech focused on the MULTIDRONE research activities of
University of Bristol (UoB) and AUTH during the first six months of the project.
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4.4.2 Participation to Tradeshows, Exhibitions, EU Events, Industry
Workshops, Potential End Users
Events such as tradeshows, exhibitions, events organized by the EU etc, are obvious
venues for the dissemination of MULTIDRONE aims and results. During this period,
MULTIDRONE was present at the following fora:
● On February 17th, 2017, Prof. Pitas delivered a talk on Horizon 2020 Robotics and
Autonomous Systems briefing event, held at London, UK. His talk focused on
overviewing the objectives of MULTIDRONE project within the H2020 framework.
Moreover, he briefly discussed the MULTIDRONE R&D interplay among a) mission
planning/control and b) active perception and mission (AV shooting) execution.
● On 22-24 March, 2017, Prof. Pitas attended the European Robotics Forum 2017,
Edinburgh, UK, in order to present the MULTIDRONE Project in the poster and one
oral session of the event.
● MULTIDRONE was present at the Global Media Forum, Deutsche Welle’s yearly
flagship conference on journalism, digital media, politics, culture, business,
development, academia and civil society. With about 2000 international participants,
it offers a great forum to present and discuss ideas, build networks and form
collaborations. MULTIDRONE was present at the conference on June 21st, 2017 with
an information booth (see Figure 13). DW’s project members offered people an
insight into the project’s current and future work and drew a crowd of around 50
interested participants when offering two drone flight demonstrations (Figure 16). The
flights were also both shared via a FacebookLive channel and distributed on two of
DW’s Facebook pages, reaching out to over 200.000 followers. The project members
had lively discussions on the possibilities and restrictions of the use of drones in
media production and made some valuable connections.

Figure 16: Drone flight demonstrations by DW in Global Media Forum
● Alerion had a booth at ICT Spring, a fair on digital, science & business, in
Luxembourg on the 9th of May, 2017, and a booth at Vivatech Paris, a fair on
innovation and technology actors, on 15th June 2017. The MULTIDRONE project
was presented amongst the start-up projects. The presentations focused on giving an
overview of the project, its aims, the challenges, the potential uses of the technology
that will be developed, the prospects of Alerion and all MULTIDRONE partners.
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4.4.3 Collaboration Efforts with Other Projects
Collaboration with two projects took place during the first 9 months of the project:
 MULTIDRONE has collaborated with the European project ARCOW-EUROC
Challenge 3 (FP7-ICT) through USE, who is a participant of both projects.
ARCOW is the framework project for the participation of USE in EUROC, a
cascade-funding project that aims at boosting robotics development for European
industries. EUROC is divided into three Challenges: (Challenge1) Reconfigurable
Interactive Manufacturing Cell, (Challenge2) Shop Floor Logistics and
Manipulation and (Challenge3) Plant Servicing and Inspection. USE has
participated in EUROC Challenge3 with ARCOW, where they developed aerial
robots collaborating with humans in manufacturing processes in order to reduce
their costs and making them more efficient. MULTIDRONE, will ARCOW, will
also deal with collision avoidance for multiple drones navigating in a shared
environment.
 Withing the scope of MULTIDRONE, IST has also collaborated with the
University of Macau in project SAVEMOB funded by Macao’s Science and
Technology Development Fund (FDCT). This project aims at infrastructure
inspection using drones, with particular focus on developing strategies for drone
navigation and control in GPS-denied environments, which is also addressed in
MULTIDRONE.

4.4.4 Participation into Contests and Challenges
MULTIDRONE has participated, through USE, in the Mohamed Bin Zayed Robotics
Challenge (MBZIRC), which is an international robotics competition gathering top research
institutions worldwide. USE participated in the 2017 edition of MBZIRC, which took place
in Abu Dhabi. In particular, MBZIRC Challenge 3 required a team of autonomous drones to
collaborate to search, locate, track, pick and place a set of static and moving objects. Thus,
techniques related to MULTIDRONE objectives were developed, integrated and
demonstrated.

5 Outlook for the Future
5.1 Specific Goals and Dissemination Activities
The high volume of dissemination and communication activities (especially in terms
of scientific publications) that took place during the first nine months of the project duration
and were listed in the previous Section shows that the project is in a very good track, despite
being in an early stage of its 36-months lifecycle. As the work progresses and more results
become available, the dissemination and communication efforts will intensify, towards
reaching the KPI targets set in D7.1 (some of them have already been met, as mentioned in
the next Section) and engaging with the related communities (the target for Year II, set out in
D7.1).
Taking into account that a significant number of papers has been submitted for
consideration or are being currently authored, the consortium expects a high volume of
publications (conferences, journals) in the months to come. As the partners proceed with their
collaboration efforts, the number of joint publications will also increase, and so will the
project presence in research or industry oriented events and fora in an attempt to attract the
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interest of the research community and the industry (both the media and the robotics/UAV
community). M18 will also see the creation of the MULTIDRONE experimental dataset (to
be part of deliverable D2.3), a part of which will be freely available to the research
community. Other activities that are foreseen for the next period is the creation and
strengthening of bonds with other EU projects dealing with UAVs or related topics (e.g.
computer vision), the organization of one or more special sessions or special issues in
international conferences and journals respectively, participation in media- or industrytargeting events and efforts to get in closer touch with the general public through the website,
social media channels or broadcasts so as to inform it about the great potential of the civil
usage of drones, and get feedback on issues such as its concerns on the related privacy issues.
Indeed the consortium plans to submit a proposal for a special session on a project-related
topic at either the IEEE ICIP 2018 conference (7-10/10 2018, Athens, Greece) or the
IEEE/RSJ IROS 2018 conference (1-5/10 2018, Madrid, Spain). Moreover, MULTIDRONE
will have a booth at Global Media Forum 2018 (11-13/6 2018, Bonn, Germany) and will
possibly organize a workshop or a similar event (e.g. round-table discussion) within the
Forum.

5.2 Measuring the Dissemination Performance (KPIs)
In order to assess MULTIDRONE’s impact on the market it is important to measure
the effects of the dissemination endeavours. We have defined our target audiences and we
have also started to monitor the degree of engagement as outlined in this Section.
We use tools to collect user data and analyse them whenever possible and legally
compliant. PIWIK is used to measure the traffic on the project website. For Twitter we use
Twitter’s own internal analytics tool as well Twitonomy, a powerful semi-free Twitter
analytics tool. While LinkedIn doesn’t have a full analytics tool available for regular users,
the network does allow access to certain key figures like connections and shares for/reactions
to stories.
In order to measure the engagement of the target audiences outlined in Section 3 of
this document and in deliverable D7.1, we collect indicators such as the duration of visits or
the number of visitors returning to the MULTIDRONE website. Also, we analyse data from
Twitter (such as number of re-tweets) as they indicate a real interest opposed to just reading a
tweet. In terms of visiting conferences, we consider collecting information on aspects such as
requests for further information, discussions engaged in and the like.
Defining success and a benchmark is quite difficult regarding dissemination via the
website and social media platforms. Success cannot be determined in numbers only. We need
to take an eye on the results we receive from the analysis tools mentioned above to draw the
right conclusions and review our dissemination activities accordingly, if required.
For instance, it is a huge difference between having many visitors leaving the project
website after a few seconds (a.k.a. high bounce rate) and having fewer visitors who spend a
long time there and access many pages, indicating a deep interest in what MULTIDRONE is
doing.
To measure and report whether dissemination activities are successful, a number of
success indicators have been defined by the consortium in D7.1 “Dissemination Plan”. They
help the project get a feeling of how well the dissemination is going and whether something
needs to be adjusted. In the following Subsections we are taking a closer look at the Key
Performance Indicators (KPIs) defined in D7.1 and at what we have already accomplished on
the first 9 months of the project. This comparison has to take into account that the KPIs were
meant to work as a 12-month-Milestone. This is because this deliverable (D7.2) was initially
scheduled for a M12 delivery but was rescheduled to an earlier date (M9) during the project
amendment to coincide with the planned M9 review.
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Obviously, the project will continue to monitor its dissemination performance through
these KPIs throughout its duration.

5.2.1 Website Measurements
Regarding the website, we focus on a few key indicators, mainly regarding the
number of visits to the website and the duration of the stay. The following table (Table 2)
gives a short overview of the KPIs from D7.1 directly comparing them to the current numbers
at M9 (or shortly before that).
Measured indicator

Indicator of success

Status M9

Page views per month

>800

~350

Visits per month

>200

~139

Average visit duration

01:30
more

Returning visits

>25%

Countries from which the website is >30
visited

minutes

or ~02:30 minutes
~24%
~60

Table 2: Success indicators and current status for website measurements
Taking a look at the KPIs set out in the D7.1 dissemination plan for M12 and
comparing them to the current figures (recorded between M8 and M9), we do see that we’re
on track, but that we still have to improve. Especially the number of page views is still quite a
bit behind the envisioned 800+ per month, while the visits only lag behind a little bit. On the
other hand, we’ve exceeded the average visit duration and we have also almost reached our
returning visit percentage. Taking into account that these figures are set for the end of a full
year, this can be considered a good start, also keeping in mind, that it takes a while to gather
an audience, starting from zero.
Once we’ve started adding results to the website in the shape of first public
deliverables, published papers and actual flight data and videos, we expect these numbers to
go up, more towards the envisioned goal for the first year.

5.2.2 Twitter Measurements
While the number of followers on Twitter is a very good indicator of how interesting
your account is, it is not the only number of interest to the MULTIDRONE project. Another
important factor are the retweets, favourites and mentions as they indicate real interaction
with the content and the account. Retweets in particular are of special interest since they will
end up bringing more visits to the article that is linked in the tweet.
Looking at the Twitter figures and comparing them to the original KPIs (Table 3)
shows a similar picture as the website figures. Always keeping in mind, that the KPIs were
set out for 12 months, while the actual figures only reflect the first 9 months of the project,
again, MULTIDRONE is doing quite well. The project has met its goal of regular tweeting,
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even though there is still room for growth, while it has not yet reached the envisioned
follower numbers for the first year (with another 3 months to go).

Measured indicator

Indicator of success

Status M9

Tweets per month

>10

~10

Followers (in year 1)

>100

~70

Follower growth

50% annual increase

/

Retweets

>15%

~65%

Mentions per month

>5

~1

Favorited tweets

>10%

~80%

Table 3: Success indicators and current status for Twitter measurements
Looking at the numbers of user engagement, the results seem far beyond what was set
as KPIs here. This has to be taken with a grain of salt, as there have been quite a few retweets
and likes of the content sent out by the project - however, this still doesn’t reflect clearly on
the overall performance. While some tweets didn’t lead to any reaction, others performed
quite well, leading to an average RT-/Like-rate above the one envisioned. This also will
balance itself out more evenly, once the project (and the twitter channel) has been running for
a bit longer. It’s also important to keep in mind that RTs and Likes are only one way of
engaging with content. Looking at the mentions, we can see that the channel still has some
work to do in order to better interact with its followers and get their interest. This is, as
described, part of the phase two of the dissemination plan, starting in year 2.

5.2.3 YouTube Measurements
Even though the project is going to use YouTube mainly as a portal to store its demo
videos, that will then be distributed through other channels, it is imperative to keep a close
look at the corresponding KPIs (Table 4). The figures that will be collected will be a clear
indication for the success of the videos and hence an indicator of what is interesting to which
audience and what isn’t.
Measured indicator

Indicator of success

Videos published per year

at least 2

Number of views, on average per video per year

50
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Average viewing time

30

at least 50% of video duration

Table 4: Success indicators for YouTube channel measurement
As the youtube channel has not been activated and put to use, we don’t have any figures here
yet, to compare. However there will be some video material published in the last three
months before the end of year 1, as Deutsche Welle has already produced some testing
materials that are currently being editing. So it is to be expected that by the end of year 1
(M12) there will be figures to compare to - which is what was originally planned. The next
dissemination report (D7.3, M18) will then have to show, whether it was successfull or not.

5.2.4 Publications & Events
Measured indicator

Indicator of success

Status M9

Papers & publications submitted per >10
year

16, namely 4 scientific
journal papers and 12
scientific conference
papers (all accepted or
published)

Press releases per year

>2

10, namely 3 articles /
interviews
in
magazines
and
newspapers
(see
section 4.4.3) and 7
press
releases
/
announcements
through the partners’
websites (see section
4.1.4).

Newsletters per year

1

1

Recipients per Newsletter by Year 3

>300

not yet available

MULTIDRONE
presentations
conferences/events per year

Collaboration events by Year 3

at >10

>3

11,
namely
5
participations at events
(see section 4.5.2) 6
presentations
at
conferences
2

Table 5: Success indicators and current status for the event attendances and publications
Regarding scientific publications, one can see (Table 5) that the project is doing
extremely well. Indeed, it has already produced, within nine months, 16 accepted or
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published journal and conference papers, by far surpassing the target of 10 submitted papers
per year. In terms of press releases or similar types of dissemination, three articles/interviews
appeared in 2 magazines and one newspaper, and there were 7 announcements or
information regarding the project at partners websites or blogs, which is already a very good
figure. The newsletter is also ready. However, since it hasn’t been sent out yet, we can’t yet
compare any figures on this. Again, this will have to happen retrospectively in D7.3.
Regarding presentations at conferences and events, the project participated in 5 events and
gave 6 presentations at conferences, exceeding already by M9 the target value set for year 1
(10). The project had one collaboration with another EU funded project and one with a
nationally funded project in the first 9 months. Efforts will be spent towards reaching the set
target value.

6 Conclusions
This deliverable has summarized the project dissemination plan set out in D7.1,
presented the dissemination and communication activities performed so far (i.e. within the
first 9 months of the project), compared the current status (M9) against the target values in a
number of KPIs and provided an outlook of the future activities and targets. Although the
first year is not over yet, the consortium believes that, to a large extent, the project has
fulfilled its Year 1 target, set out in D7.1, namely to raise awareness and gain reputation. This
has been achieved by a large volume of high-quality publications, creation and continuous
update of the project website (which has already attracted a significant number of visits and
returning visits), set up of different social media accounts for the project (Twitter being
perhaps the most prominent one) and kick-off usage of these channels with significant
success, participation in a number of events (e.g. European Robotics Forum, Global Media
Forum), delivery of 1 keynote speech on the project topics, organization of 1 tutorial in a
high-caliber computer vision conference (to be held in October 2017), creation of project
banners and flyers, collaboration with 2 projects, participation in 1 challenge and preparation
(and soon distribution) of the 1st version of the MULTIDRONE newsletter (which is also
part of this Deliverable).
The consortium will continue and strengthen its efforts towards a) fully achieving its
Year 1 goals and KPI target values and b) reaching its Year 2 target/focus on engaging with
communities, through the presentation of more and more substantial results at
conferences/journals and the triggering of discussions with the (scientific) community.
Deliverable D7.3, scheduled for M18, will report on the next batch of dissemination and
communication activities as well as their appeal and impact to the target audiences.
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Abstract
Face detection constitutes a key visual information analysis task in Machine
Learning. The rise of Big Data has resulted in the accumulation of a massive
volume of visual data which requires proper and fast analysis. Deep Learning methods are powerful approaches towards this task as training with large
amounts of data exhibiting high variability has been shown to significantly enhance their effectiveness, but often requires expensive computations and leads
to models of high complexity. When the objective is to analyze visual content
in massive datasets, the complexity of the model becomes crucial to the success
of the model. In this paper, a lightweight deep Convolutional Neural Network
(CNN) is introduced for the purpose of face detection, designed with a view to
minimize training and testing time, and outperforms previously published deep
convolutional networks in this task, in terms of both effectiveness and efficiency.
To train this lightweight deep network without compromising its efficiency, a
new training method of progressive positive and hard negative sample mining
is introduced and shown to drastically improve training speed and accuracy.
Additionally, a separate deep network was trained to detect individual facial
features and a model that combines the outputs of the two networks was created and evaluated. Both methods are capable of detecting faces under severe
occlusion and unconstrained pose variation and meet the difficulties of large
scale real-world, real-time face detection, and are suitable for deployment even
in mobile environments such as Unmanned Aerial Vehicles (UAVs).
Keywords: Deep Learning, Convolutional Neural Networks, Face Detection
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1. Introduction
The spread of social media and the rise of the Internet of Things have significantly boosted the amount of data readily available in all aspects of human life
and led us into the era of Big Data. This vast volume of data has the potential
to enhance our understanding of the state of the world and to allow for more
accurate predictions of a future state [1]. Big Data has already been exploited
in many fields for this reason, including biometrics systems [2, 3, 4], where face
detection poses a critical auxiliary role towards improved face recognition, as
facial features capture a large part of the individuality of a person. In fact, face
detection has been an active research area in the computer vision field for more
than three decades, mainly due to the countless number of applications that
require face detection as a first step [5, 6, 7, 8].
Nowadays, commercial and professional robotic units (e.g., drones) and mobile devices such as smartphones and tablets provide users with various facebased applications related to the task of face detection, such as intelligent video
shooting, privacy preserving navigation and control, security-enhancing applications, automatic annotation of visual content and affective computing, including
face and facial expression recognition and tracking [9]. In Unmanned Aerial Vehicles (UAVs) especially, face detection may serve as a tool to help guide the
on-board camera towards faces of people of interest. As an example, in sports
events, face detection may be the first step towards recognizing important athletes, such as bicyclists in professional cycling events.
However, the limited availability of powerful Graphical Processing Units
(GPU) on such devices asserts a limitation to the performance of the algorithms
that can be used efficiently. The recently released mobile on-board GPUs for
drones are approximately ten times slower than desktop ones, with only a fraction of RAM and this constraint renders most of the published deep learning
algorithms inadequate for such applications. The challenges of face detection
and recognition using drones have been studied in [10].
Many non neural network methods have been proposed and deployed in various commercial products like digital cameras or smartphones in the last decade.
The influential work of Viola and Jones [11] made it possible to detect faces in
real-time but with a limited efficiency and later on inspired many cascade-based
methods. Since then, research in face detection has made remarkable progress
as a result of the availability of data in unconstrained capture conditions, the
development of publicly available benchmarks and the fast growth in computational and processing power of modern computers. The introduction of features
extraction methodologies such as Histograms of Oriented Gradients (HoGs) [12],
Speeded Up Robust Features (SURF) [13], and Integral Channel Features (ICF)
[14] was also of great benefit to face detection algorithms. In another approach,
a mixture of trees was utilized for unified face detection, pose estimation and
landmark localization [15].
More recently, Deep Learning methods have been deployed for the task of
face detection with impressive results [16, 17, 18]. The term Deep Learning
refers to a set of Machine Learning algorithms that utilize complex architectures
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consisting of multiple levels, to extract multiple abstractions of their input data.
The recent resurgence of interest in deep neural networks owes a certain debt to
the availability of powerful GPUs which routinely speed up common operations
such as large matrix multiplications. Deep convolutional neural networks have
wide applications in language processing [19, 20], object classification [21, 22,
23, 24] and recommendation systems [25].
Big Data and Deep Learning seem to be interdependent on one another and
exhibit a mutually beneficial relationship: large amounts of data allow Deep
Learning techniques to achieve better generalization thus yielding significantly
more informative results in the field of big media analysis [26, 27]. In general, Deep Learning techniques inherently require a large amount of processing
power to be trained efficiently, due to their complex architectures. It is also a
significantly difficult task to parallelize the computations required for this task.
However, as computing power increases, it facilitates the training of deeper
models which are capable of learning complex abstractions by utilizing multiple layers, and generalizing to unseen data, by learning from vast amounts of
training data.
In this paper, a novel lightweight CNN for face detection is presented that,
to the best of our knowledge, is the first one that has minimum computational
complexity and attains comparable or better performance than previously published complex CNNs [16]. Additionally, a second CNN has been trained in
order to detect facial features and it has been combined with the first one in a
single architecture. The second CNN was trained exclusively for the detection of
facial features (e.g., eyes, nose, mouth) while the first CNN was trained for full
face detection. Figure 1 shows examples of the proposed face and facial parts
detection. It is shown that a properly trained CNN can be further extended to
perform more complex and computationally expensive tasks (i.e., face detection
and facial feature detection in one forward pass). The proposed models are thus
excellent candidates for machine learning assisted face detection in UAVs. This
paper makes the following contributions:
1. A novel, computationally minimal model is proposed, consisting of only
76,375 trainable parameters, and shown to provide formidable results despite its low complexity for large-scale visual information analysis, and
to be suitable for real-time detection with standard processing power, as
opposed to most neural network based detection techniques.
2. A new training methodology is presented according to which the CNN is
gradually supplied with training examples of scaling difficulty. It is shown
that this method can drastically improve training speed and significantly
reduce the number of false positives.
3. The addition of a pooling layer to the output of the deep CNN to smoothen
the produced heat map as well as the addition of a regression output neuron that tries to estimate the width of each detected face in the detection
rectangle is proposed.
During training, our models learn from more than half a million samples of
faces and non-faces — approximately 600K samples of three publicly available
3

Figure 1: Left: An example of face detection in various poses and occlusions. Right: An
example of facial parts detection. The bounding boxes and scores show output of the trained
CNN.

datasets were used to properly train them, as discussed in more detail in Section
3.5. Our approach is then evaluated in the challenging FDDB [28] face detection
dataset, depicting about 5K faces, where it achieves a recall rate of 92.6% and is
compared against other recently published face detection methods. Our models
are also evaluated on the WIDER FACE dataset [29], which depicts about 390K
faces in total and exhibits large variability in the faces depicted in terms of scale,
rotation and occlusion, thus making it a very challenging dataset. To the best
of our knowledge, the used data corpus is one of the biggest for the given task.
The rest of this paper is organized as follows: in Section 2 previous work
related to face detection is presented, in Section 3, after an introduction to
CNNs, the proposed model is presented and analyzed, and Section 4 shows the
experimental setup used as well as the yielded results. Finally, conclusions are
drawn and summarized in Section 5.
2. Related Work
The original Viola-Jones detector used Haar-like features and is fast to evaluate, yet fails in detecting faces from different angles, variable resolution, blurred
image, etc. This issue was initially addressed either by using one classifier cascade for each specific facial view, [30, 31], or by using a decision tree for pose
estimation and the corresponding cascade to verify the detection [32]. However,
these approaches require pose/orientation annotations while complex cascade
structures increase the computational cost. The main line of research in this
direction was based on the combination of robust descriptors with classifiers
[33, 34]. Among the variants, a method named Headhunter [35] improved the
performance by deploying the integral channel features method along with 22
cascades. The last method was extended in [36] where sub-sampled channel
features are used to learn a cascade of classifiers. Finally, a joint cascade-based
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method proposed in [37] achieving state-of-the-art results by introducing an
alignment step in the cascade structure.
Another common family of face detection algorithms learn and deploy a
Deformable Parts-based Model (DPM) [38] to model the information between
facial parts. While DPM detectors are more robust to occlusion than cascade
based methods, they lack in computational efficiency and are prohibitive for
real-time detection. In [38] a unified DPM framework for face detection, pose
estimation, and landmark estimation was proposed. A general approach for
making DPM based methods faster is to build a cascade of classifiers from DPMs
[39]. In [39], a simple DPM provides excellent performance and outperforms
more complex DPM variants. Finally, the detection accuracy was significantly
improved by a face detector called Deep Pyramid DPM [40]. The last method,
generates a deep feature pyramid and uses a linear SVM for classification. Later,
the same authors proposed a CNN trained with a multi-task learning algorithm
[41] for simultaneous face detection, landmark localization, pose estimation and
gender recognition.
A deep network named Alexnet [21], which was trained on ILSVRC 2012
[42], rekindled interest in convolutional neural networks and outperformed all
other methods used for large scale image classification. The R-CNN method
proposed in [43] generates category-independent region proposals and uses a
CNN to extract a feature vector from each region. Then it applies a set of
class-specific linear SVMs to recognize the object category. In [17], a cascade
of CNNs was proposed which consists of 6 CNNs and operates on multiple resolutions. In [18] a deep CNN with three output branches for face/non-face
classification, face pose estimation and facial landmarks localization was proposed. The model consists of three convolutional layers each followed by a max
pooling layer and the last pooling layer is followed by a fully connected layer,
whose output comprises the input of the three aforementioned branches.
Recently, a face detector called DDFD [16], showed that a CNN can detect
faces in a wide range of orientations using a single model. The model accepts
input images of size 227 × 227, and scales images up or down to detect faces
larger or smaller than this size respectively. Lately, the architecture of VGG16
[44] was utilized for the task of face detection [45], in conjunction with regionbased CNN detection models [46]. Another recent approach, also used a deep
CNN [47] for the task of face detection by combining information from facial
parts proposals and responses. Finally, an extensive survey of face detection
methods can be found in [48].
Amongst other deep learning strategies, Denoising Autoencoders [49] are
comprised of fully connected layers and they are typically used for unsupervised
pretraining as well as dimensionality reduction, leading to more compact and
robust representations of data. Face detection is a supervised visual learning
task where convolutional deep approaches dominate in terms of performance
and speed. It’s also worth noting that most recently proposed methods for
object detection don’t make use of fully connected layers for this very reason:
they impose a large number of trainable parameters and heavy time constraints.
This time delay imposed by fully connected layers, in combination with the fact
5

that convolutional layers accept inputs of arbitrary size are the main reasons
behind the recent trend of deploying fully convolutional neural networks for
multiple tasks.
Even so, all the above methods use very complex networks having more than
1M number of parameters that renders them inappropriate for large-scale visual
information analysis or real-time face detection with constrained computational
power. In contrast, our proposed method is trained on input images of size
32 × 32 and it requires the training of three orders of magnitude fewer free
parameters than the aforementioned models. Moreover, our method exhibits
a novel training methodology, involving the gradual introduction of samples of
scaling difficulty and introduces the addition of a pooling layer to the output of
the network, which smoothens the produced heatmap.
3. Proposed Method
3.1. Convolutional Neural Networks
Convolutional neural networks (CNNs) [50, 51] constitute a subclass of feedforward neural networks (FNNs) [52, 53]. An FNN’s objective is to learn a
parametrized function which models the relationship between its input data x
and a desired output y. At minimum, an FNN consists of an input and an output
layer, but adding more layers in between the two has been shown empirically to
enhance the network’s performance [54], thus reinvigorating scientific interest
in Deep Learning techniques. Each layer consists of a number of neurons and
connections are established between all neurons belonging to consecutive layers
with weights assigned to each connection.
A non-linearity s, called an activation function, is applied to the output
of each neuron, which is a linear combinations of its input with their respective weights in addition to a bias value, in order to model non-linear relationships between the representations. Most commonly, the sigmoid function
s(z) = 1/(1 + e−z ), or the hyperbolic tangent function s(z) = (ez − e−z )/(ez +
e−z ) are used for this purpose. Finally, an objective function is used to minimize
the error between the network’s output ŷ and the desired output y, whether the
task at hand involves classification or regression. Using a training algorithm,
such as backpropagation [55], and an optimizer such as Stochastic Gradient Descent (SGD) [56] for example, the parameters of the model are adjusted in a
way such that the objective function of the model is optimized. Formally, the
parameters θ of a neural network are updated using SGD as:
θ := θ − η∇L(y, ŷ; θ)

(1)

where L(y, ŷ; θ) is the objective function of the network, i.e., the sum of errors
between the network’s predictions and the desired outputs for all samples. A
forward-pass of an input sample through the network involves passing each
successive layer’s output to the next layer as input, up until the output layer,
where the gradients of the objective function are computed and used for the
optimization of the network’s parameters.
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CNNs model relationships between data in a similar manner, however they
differ from FNNs in that the parameters learned correspond to filter coefficients
instead of weights. A CNN typically consists of a number of convolutional layers,
where each convolutional layer is comprised of a set of such filters. The input of
each such layer is convolved with all of the filters comprising the layer, and a set
of 2-dimensional features, or heatmaps, is produced, corresponding to different
channels. The set of heatmaps has the same cardinality as the set of filters
comprising the layer, and the size of the heatmaps themselves depends on the
stride and the kernel size of the filters. The filters’ coefficients are learned in a
similar manner as the weights in an FNN, by optimizing an objective function
which defines the network’s task. SGD may also be applied to the objective
function of a CNN to learn its parameters.
Typically, the activation functions of convolutional layers involve Rectified
Linear Units (ReLU) [57, 58], that is s(z) = max(0, z). More recently, Parametric Rectified Linear Units (PReLUs) [59], which learn the slope of the negative part of ReLUs, were proposed and shown to improve results on large
image datasets. Formally, a PReLU function can be described as s(zi ) =
max(0, zi ) + ai min(0, zi ), where zi is the input of the activation of the i-th
channel and ai is the corresponding parameter. Thus, the use of these units
allows for the training of a set of parameters different for all the channels of
a layer of the network, although a channel-shared, or layer-wise, variant was
also proposed. It was also shown that the set of parameters for these activation layers can be trained through backpropagation-based techniques, including
SGD.
Pooling layers may also be added to CNNs [60, 61], which have been shown
to enhance performance by handling small distortions. These layers typically
compute an average or max value over a set of neighboring values in a produced
heatmap. A CNN may exhibit some fully connected layers in an FNN fashion,
and these have been typically used in classification tasks as the last layers of
a model, as in [21]. A fully convolutional CNN (FCN) is one where all the
learnable layers are convolutional, so it implements the last fully connected layer
as convolutional with filter size equal to the input size. A fully convolutional
network is therefore able to output a heatmap of its input.
It’s worth mentioning that fully connected layers impose expensive space
constraints, as they contain a large number of parameters [62, 63]. The number
of trainable parameters for a fully connected layer is sinput × soutput , where
sinput is the size of the input and soutput is the size of the output of the layer.
For a convolutional layer, the number of trainable parameters is N × d2 × cinput ,
where N is the number of filters of the layer, d is the size of the filters and
cinput is the number of channels of the layer’s input, e.g., 3 for RGB images,
or equal to the number of filters of the previous convolutional layer. This gives
a clear advantage to fully convolutional networks, even with the computational
complexity of fully connected layers being lower. Thus, recent research has been
steered towards the utilization of fully convolutional networks, to make use of
the multiple advantages of convolutional layers over fully connected components.
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Figure 2: Top: The CNN trained for the task of full face detection. Bottom: The CNN trained
for the task of facial parts detection.

3.2. CNN Architecture
Firstly, a fully-convolutional CNN comprised of seven convolutional layers
was trained with RGB images of size 32 × 32, the architecture of which corresponds to the top part of the network shown in Figure 2. Table 1 displays the
trained architecture of this network as well as the number of trainable parameters, where conv accompanied by an index denotes a convolutional layer and
prelu accompanied by the same index denotes the respective activation layer.
In between successive activation and convolutional layers, dropout layers are
added, which have been shown to improve the performance of FNNs by allowing for better generalization [64]. A softmax function is applied to the output of
the last convolutional layer, which produces probabilities for the two different
detection scores, each one corresponding to the two classes of the detection task
(e.g., face, non-face). Channel-wise parameters were learned for each PReLU
layer. In total, the training of 76,376 free parameters is required for this network. The architecture of the network has been designed having in mind the
constraint of a very fast face detector that will require minimum GPU memory
and will be appropriate for large-scale visual information analysis and real-time
face detection in the wild. Decisions regarding the number of the filters, the
type of activations, the training procedures have been made by studying all the
relevant bibliography and heavy experimentation with the large dataset that
has been used for training.
Additionally, a second network consisting of four convolutional layers interspersed by three dropout layers for the task of facial parts detection was trained
with RGB images of size 16 × 16. The output of the network is comprised of
four detection scores, each one corresponding to the four classes of the facial
parts (e.g., mouth, nose, eyes, irrelevant). The architecture of this CNN is also
summarized in Figure 2 and Table 2. A total of 20,088 free parameters require
training for this network.
The first three layers of the facial parts CNN were connected in a parallel
manner to the first three layers of the second CNN as shown in Figure 3 forming
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a two stream-CNN that is able in one forward pass to detect faces and facial
features. The architecture and layer-wise learnable parameters are shown in
Table 3. The output of the layers of the facial parts CNN, 11 × 11 × 24 is
concatenated with the output of the layers of the face detection CNN, 11×11×32
to produce a volume of 11 × 11 × 56 which is then entered as input to the conv4
layer as shown in Figure 3. The combined model is trained end-to-end with
RGB images of size 32 × 32 and the gradients are propagated to both streams
of the combined network. The 16 × 16 images of facial parts occupy 1/4 of the
32 × 32 training face images. The intuition behind this architecture is that the
information provided by the detection of local face parts is crucial for detecting
face regions and should be part of the initial stages of the detection process.
Training this network requires the optimization of 104,280 free parameters.
Table 1: Face detection CNN architecture.
layer
conv1
prelu1
conv2
prelu2
conv3
prelu3
conv4
prelu4
conv5
prelu5
conv6
prelu6
conv7

kernel
3×3

filters
24

4×4

24

4×4

32

4×4

48

4×4

32

3×3

16

3×3

2

input
32 × 32 × 3
30 × 30 × 24
30 × 30 × 24
14 × 14 × 24
14 × 14 × 24
11 × 11 × 32
11 × 11 × 32
8 × 8 × 48
8 × 8 × 48
5 × 5 × 32
5 × 5 × 32
3 × 3 × 16
3 × 3 × 16

output
30 × 30 × 24
30 × 30 × 24
14 × 14 × 24
14 × 14 × 24
11 × 11 × 32
11 × 11 × 32
8 × 8 × 48
8 × 8 × 48
5 × 5 × 32
5 × 5 × 32
3 × 3 × 16
3 × 3 × 16
1×1×2

parameters
648
24
9216
24
12288
32
24576
48
24576
32
4608
16
288

Table 2: Facial parts detection CNN architecture.
layer
conv1
prelu1
conv2
prelu2
conv3
prelu3
conv4

kernel
3×3

filters
16

4×4

24

4×4

32

3×3

4

input
16 × 16 × 3
14 × 14 × 16
14 × 14 × 16
6 × 6 × 24
6 × 6 × 24
3 × 3 × 32
3 × 3 × 32

output
14 × 14 × 16
14 × 14 × 16
6 × 6 × 24
6 × 6 × 24
3 × 3 × 32
3 × 3 × 32
1×1×4

parameters
432
16
6144
24
12288
32
1152

Our work follows the pipeline presented in [16], in the sense that it does not
require any extra module (e.g., SVM) for classification as the CNN’s output can
be utilized directly for the task of face detection.
3.3. Progressive positive and hard negative example mining
As previously stated, the lightweight architecture of the proposed model establishes the need for an effective training methodology, to allow the model to
accurately been trained using more than half a million training samples in an
efficient manner. Intuitively, the model should learn easier positive examples
9

Table 3: Combined face and parts-based detection CNN architecture.
layer
conv1
prelu1
conv2
prelu2
conv3
prelu3
conv1-pb
prelu1-pb
conv2-pb
prelu2-pb
conv3-pb
prelu3-pb
conv4
prelu4
conv5
prelu5
conv6
prelu6
conv7

kernel
3×3

filters
24

4×4

24

4×4

32

3×3

16

4×4

24

4×4

32

4×4

48

4×4

32

3×3

16

3×3

2

input
32 × 32 × 3
30 × 30 × 24
30 × 30 × 24
14 × 14 × 24
14 × 14 × 24
11 × 11 × 32
32 × 32 × 3
30 × 30 × 16
30 × 30 × 16
22 × 22 × 24
22 × 22 × 24
11 × 11 × 32
11 × 11 × 56
8 × 8 × 48
8 × 8 × 48
5 × 5 × 32
5 × 5 × 32
3 × 3 × 16
3 × 3 × 16

output
30 × 30 × 24
30 × 30 × 24
14 × 14 × 24
14 × 14 × 24
11 × 11 × 32
11 × 11 × 32
30 × 30 × 16
14 × 14 × 16
22 × 22 × 24
22 × 22 × 24
11 × 11 × 32
11 × 11 × 32
8 × 8 × 48
8 × 8 × 48
5 × 5 × 32
5 × 5 × 32
3 × 3 × 16
3 × 3 × 16
1×1×2

parameters
648
24
9216
24
12288
32
768
16
3456
24
5184
32
43008
48
24576
32
4608
16
288

Figure 3: The combined model used for face detection during training and deployment.

first (i.e., clear frontal faces), followed by progressively harder positive examples
as the training process proceeds and converges. Thus, easier examples are preferred for the training of the network at the beginning of training, followed by
progressively harder ones. Frontal images of faces without any occlusions constitute easy examples in the case of face detection. Then, as the network learns
to accurately detect easy examples, slightly harder ones are added to its training
dataset. We call this method of adding positive examples to the training set
of the network progressive positive example mining. The progressive learning
approach that increases the difficulty of the training set is intuitively valid since
this is also what humans do when they try to learn a difficult task (e.g., progressively going from elementary school teachers to university professors). This
approach has been also used in other learning tasks in computer games with
success [65].
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We determine a positive sample’s difficulty level by examining the score
produced by the network for it. As the training proceeds, feeding the network
with unseen face images will produce a (pseudo)probability for the existence of
a face in these images. Images producing a high probability are considered as
easy positive examples for the network and can be added to its training set, and
iteratively repeating this process positive examples of progressing difficulty are
added to the training dataset of the model.
The process of mining negative samples follows a similar intuition, but in
reverse: hard negative examples must be collected in conjunction to the positive
ones to avoid false positives and force the training process to differentiate between faces and examples mistaken for faces. Given some images which serve as
negative examples, the network produces scores that represent the probability
that these images depict faces. The higher the score, the harder the example
is for the network to distinguish. Thus, such examples must be added to the
training set of the network first to guide the training process. This process
simulates the hard negative sample mining procedure.
Let Nt be a collection of images that will serve as a pool of negative examples,
and Pt be a pool of positive examples, where the subscript t denotes that samples
can be collected at multiple time steps during the training process. Let D0 be
the original training set consisting of the original set of positive examples P0
and the set of negative examples N0 :
D0 = P0 ∪ N0

(2)

Once the training process is complete, we run the network to the set of images
N from which we collect a subset of false positives F1 which is added to the
original set of negative examples N0 :
N1 = N0 ∪ F1

(3)

The set F1 is selected according to the network’s output. During each training
round, we sort the false positives according to their score and we select a predefined number of samples. In order to maintain the same ratio of positive to
negative samples after each training round we increase the number of positive
examples respectively. A new set of images containing faces T1 is added to the
original set of positive examples P0
P1 = P0 ∪ T1

(4)

The aforementioned process of training and increase of training examples is
repeated after completion of training in the set Dt :
Nt+1 = Nt ∪ Ft+1

(5)

Pt+1 = Pt ∪ Tt+1

(6)

Dt+1 = Pt+1 ∪ Nt+1

(7)
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Hence, the sets Nt+1 , Pt+1 contain a larger number of negative and positive
examples than the sets Nt , Pt .
Hard negative mining techniques have been deployed in the past [66, 67], and
heuristically find hard negative examples which can be used during training to
improve the classification performance. However, our methodology as described
above also progressively finds and adds positive examples to the dataset, to
balance the classification task and improve performance on difficult positive
samples (e.g., occlusions, heavy pose variation, etc.) as well as on difficult
negative samples which highly resemble faces and produce false positives.
The increasing difficulty of the described process as well as the adaptation
of the training set in the neural network’s errors improved the network’s performance in unknown data. The process of gradual training in t stages, as
described, resolves a significantly important issue which was indeed validated in
practice: in the event of a training set being unequally distributed between the
two classes, a training batch may contain little to no actual samples of one of
the classes. As a result, the network may be deprived of the presence of samples
of said class and, by extension, the ability to identify between the two classes
may be negatively impacted.
3.4. Training and Deployment
The proposed training algorithm is summarized in Algorithm 1 and Figure
4. The dataset augmentation step corresponds to the dataset collection, for
the first iteration of the proposed training scheme, and its augmentation by
hard negative and progressive positive sample mining for later steps. During
the training process, all samples are passed through the network, typically in
minibatches. The network produces a probability for the face/no-face case for
each sample, and finally the network’s parameters are updated using SGD by
comparing the produced probability to the ground truth. When the training
process finishes, the filters accompanying each layer of the network have been
updated so that the final layer is able to detect the presence or absence of a
face in the input sample. The updated CNN parameters affect the dataset
augmentation process that takes place in the next iteration.
Algorithm 1 Training process for the proposed FD-CNN
Input: Dataset of images with annotated faces I, number of hard negative and
progressive positive example mining steps T
Output: A CNN capable of face detection
Construct initial training dataset D0 by collecting positive and negative examples from the annotated images (Equation (2))
for t = 0 . . . T do
Update the parameters θ of the network by forward-passing the samples in
Dt (Equation (1))
Update Nt+1 and Pt+1 by collecting hard false positive and easy true positive examples respectively, and use them to construct Dt+1 (Equation (7))
end for
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dataset augmentation
deployment

training process

hard negatives
progressive positives

convolutional
forward pass

face/no-face
probability

update CNN
parameters

repeat T times
Figure 4: The training process of the proposed face detection CNNs.

During the deployment process, an image pyramid is produced and fed to
the network, which produces a face/no-face probability distribution for each
pyramid scale. For each scale, the result of the forward pass is the production a
heatmap of similar size to the original input image, which indicates the presence
or absence of faces for all parts of the image. Figure 5 summarizes the process
of face detection during the deployment phase of the proposed CNNs. First, a
spatial pyramid of the input image is created and all of the produced images are
passed through the trained network. Then, a heatmap indicating the presence
or absence of faces in all parts of the input image is created, for each scale of the
produced pyramid. Finally, the heatmaps at all scales are combined using Non
Maximum Suppression (NMS) to produce the final bounding boxes containing
faces of various sizes.
deployment
image
pyramid

convolutional
forward pass

pyramid
heatmaps

Non Maximum
Suppression

bounding
boxes

Figure 5: The deployment process of the proposed face detection CNNs.

In all our experiments we trained the CNNs using Stochastic Gradient Descent (SGD). We start with a learning rate of 0.001 for the first 200,000 iterations
and then we lower to 0.0001. The parallel layers of the combined model shown
in Figure 3 were initially locked as they had a fixed learning rate of zero value.
After training the layers conv4 to conv7, the locked layers were unlocked to
finetune and finalize the model. The weights of the network were initialized
using the Xavier method [68]. Figure 6 shows the results of the described procedure for the FDDB dataset where it can be seen that the proposed progressive
addition of training samples boosts the training accuracy avoiding local minima.
3.5. Training dataset
The CNN was trained with positive samples extracted from the AFLW [69],
MTFL [70] and WIDER FACE [29] datasets. The first consists of 21K images
with 24K face annotations while MTFL consists of 12K face annotations, and
WIDER FACE contains 32K images with about 390K face annotations, with
half of these intended for training. All three datasets include real world images
with expression, pose, gender, age and ethnicity variations.
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Figure 6: The results of the proposed training methodology on the FDDB dataset for the
face detection CNN. A similar approach was used for the part-based CNN and the combined
CNN.

In total, 168K faces were extracted from all three datasets, as well as 156K
negative examples. As both positive and negative examples are mirrored with a
probability of 0.5 by our models, a total of 648K images were passed through the
network and contributed to its training and convergence. The mirroring transformation proved to be quite effective, as it increased the number of training
samples and also led to a large number of combinations of images to be entered
in each training batch, thus driving the CNN to achieve better generalization.
The WIDER FACE database provides manually created rectangle annotations with a wide range of height to width ratio. Our CNN is designed to detect
square face regions as our training examples were squares. In order to maximize the Intersection over Union (IoU) metric between the predicted bounding
boxes and the ground truth boxes of the WIDER dataset a regression model
was trained to predict the height to width ratio of the positive samples. This
technique produced better matching results.
For the AFLW dataset, the provided face rectangle annotations were used.
For the MTFL dataset, the given facial landmark annotations were used to
produce face rectangles in a similar manner with AFLW samples regarding the
positioning of faces. The final training images of faces were resized to 32 × 32.
This is a relatively small image size compared to image sizes typically used by
AlexNet and other deep networks (e.g., in [16] a fully-convolutional version of
AlexNet is trained with images of size 227 × 227). However, it has been shown
that images of this size contain enough information to train the CNN [71]. The
relatively small image size allowed for the reduction of the output image down
to 1 × 1 (a face/no-face result) without the use of pooling layers. We used
only convolutional, dropout and PReLU layers, as there was no need to further
decrease the training input.
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(a)

(b)

(c)
Figure 7: Comparison of different face detectors on FDDB dataset.
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4. Experiments
4.1. System analysis
We implemented the proposed face detector using the Caffe Deep Learning
framework [72]. The output of the network corresponds to the scores of the
CNN for every 32 × 32 window with a stride of 2 pixels in the original image. In
order to detect faces smaller or larger than 32 × 32 we scale the original image
up or down respectively. We apply the non maximum suppression strategy
according to which all bounding-boxes with a possibility lower than the score of
the maximum window multiplied by a constant factor are removed. The system
was able to detect faces in the FDDB dataset that were not included in the
annotated samples. These detections were removed as they would count for
false positives and lead to a deteriorated performance.
During deployment of the CNN, we add an extra average pooling layer to
the final output of the network. The addition of this layer reduces the number of
false positives. The heatmap produced by the CNN is smoothened and only the
pixel coordinates having values greater than a specified threshold are stored.
Additionally, the heatmap pixel coordinates having neighbouring coordinates
with similar values are stored resulting in reduced false positives and improved
performance.
4.2. Evaluation
The proposed detector was evaluated on the challenging dataset Face Detection Data Set and Benchmark (FFDB) [16]. Some of the recently published
methods compared in this Section include: DP2MFD [40], DDFD, Faceness [47],
Headhunter, JointCascade [37], SURF [33], ACF [36], CCF [73] and MT-CNN
[74]. For evaluation, the toolbox provided by [35] which includes corrected annotations for the aforementioned benchmark was used. FDDB dataset is one of
the most commonly used benchmarks for face detection and consists of 2,845
images with 5,171 face annotations collected from journalistic articles. It is
a really challenging dataset mainly due to the fact that it is rich in occluded
and out-of-focus cases. FDDB faces are annotated with elliptic regions. As
stated in [35] changing the output format of detections to ellipses increases the
overlap region between the detections and ground truth boxes. However, our
detector achieves a high recall rate without this conversion. Figure 7 shows
the results on the FDDB dataset. The original face detection CNN achieves a
recall rate of 88.9% on this dataset, while the combined face and parts-based
detection CNN achieves a recall rate of 92.6%, outperforming many recently
published face detection methods. Figure 8 shows samples of face detection in
this dataset. Recently several CNNs that are based on VGG or on ResNet50
with a corresponding number of parameters exceeding 1M have been proposed
to deal with small resolution faces using image pyramids. The resulting models
are very slow and they cannot perform real-time face detection even when they
use state-of-the-art desktop GPUs. They are usually able to perform detection
at 1-3 frames per second.
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Figure 8: Face detection examples in the FDDB dataset using the proposed CNN.

The proposed detector was also evaluated on the WIDER Face Dataset [29].
The images are split into 61 event categories containing 32K images in total
which depict about 393K faces. The dataset is split into training, validation
and testing sets, each containing 50%, 10% and 40% respectively of the images
corresponding to each event category, and half of the faces were indeed used
for training as discussed in Section 3.5. The faces depicted in this dataset
exhibit a very wide variety in terms of scale, pose, occlusions, facial expressions
and ethnicity and include many blurred and out-of-focus faces. Figure 9 shows
the precision recall curves for this dataset and Figure 10 shows an example
of face detection in an aerial shot from this dataset, while Figure 11 shows
examples of face detection in professional cycling events, on images obtained
by the VOC2012 dataset [75]. Both Figures illustrate that the proposed face
detector is capable of detecting faces of intense pose and occlusion variations.
4.3. Computational Complexity
The complexity of the compared competitive algorithms is very large in
comparison to the proposed networks. Indeed, the proposed face detection and
facial parts detection CNNs have 76,375 and 104,280 free parameters respectively, whereas the previously proposed deep CNN [16] had 60 million parameters. This issue is very important during training as well as during testing and
deployment. The proposed lightweight model can be easily deployed to smart
devices (e.g., smartphones, notepads, etc.) or robotic systems (e.g., drones) that
do not have expensive and energy consuming multiple GPUs installed. Additionally, the proposed approach proves that when we have to deal with a specific
task (i.e. face detection), even if it is very complex, we can design and train
17
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Figure 9: Comparison of different face detectors on WIDER dataset. The first row shows
results achieved by using MTLF and ALFW training data, while the second row shows results
achieved using the WIDER FACE dataset training partition for the training process.

Figure 10: Face detection example of an aerial shot from the WIDER FACE dataset with
scores produced by the proposed CNN.
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(a)

(b)

Figure 11: Examples of detection on professional cyclists’ faces, on images from the VOC2012
dataset [75].

smaller and efficient architectures that outperform deeper and larger networks
in performance and in execution time.
Formally, the computational complexity of a convolution with N filters of size
d × d on a single channel input is O(d2 N hw), where h and w are the height and
width of the produced heatmap. It’s worth noting that the size of the produced
heatmap is affected by both the filter size and the length of the strides taken
during the convolution. Moreover, the complexity of a convolutional layer is
multiplied by the number of channels of its input. For a forward pass through
a convolutional neural network, this complexity adds up for each convolutional
layer with the heatmap dimensions decreasing.
This gives the proposed models a direct computational advantage over more
complex networks with deeper architectures, i.e., a larger number of layers.
Furthermore, as the proposed models are trained using small 32 × 32 × 3 input
images, the produced heatmaps’ sizes are kept to a minimum, in contrast to
related methods which use larger inputs. During deployment, the relatively
small number of channels per convolutional layer in combination with the fewer
layers in comparison to related methods, are what give the proposed models a
computational advantage, making them very fast, and suitable for deployment
on mobile applications.
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4.4. Time Performance
Table 4 summarizes floating point operations and time measurements for
our models (denoted by FD-CNN and PBD-CNN for the face detection and
the parts-based detection networks respectively) as well as for the architectures
proposed in [16] (denoted by DDFD) and in [45] (denoted by VGG16 R-CNN).
More specifically, the floating point operations and execution time (in seconds)
required for the forward pass of an RGB image of size 227 × 227 are compared.
The last column shows the time required for a forward pass of the original image.
Our models are trained to detect faces of size 32 × 32. In order to detect faces
in different sizes the original image is scaled up and down. However, it should
also be noted that the DDFD detector is able to detect faces of size 227 × 227,
and would also require multiple passes of resized images in order to detect all
faces in the original image. The time required for a forward pass for our models
is about 6 to 7 times less than the time required for one forward pass of the
original image in DDFD even when the input image size that is used is the one
that is more appropriate for DDFD. When the face size we want to detect is
smaller than 227 × 227 the proposed model is one to two orders of magnitude
faster than the competitive ones. Finally, the last row corresponding to the
VGG16 architecture serves to show that larger models are impractical when it
comes to real time applications.
Table 4: Execution times and FLOPs comparison between the proposed CNNs and other
neural network face detectors.

Network
FD-CNN
PBD-CNN
DDFD
VGG16 R-CNN

FLOPs
865M
1.1B
224B
634B

Time
0.007575
0.010429
0.049671
0.138781

Our model was also tested in an application where images from a video
camera were given as input to detect faces from. Using an NVIDIA GTX 1080
graphics card, our model was able to detect faces at a rate of 31 frames per
second, for an input image size of 320 × 240, making it suitable for use in realtime applications.
4.5. Discussion
We have shown both in theory and experimentally the time-wise advantage
of the proposed methods, which makes the task of face detection very fast.
The low number of floating point operations required, along with the speedup
provided by even low-end GPUs, allow for the deployment of the models on
UAVs with limited computational capabilities.
Moreover, the proposed models achieve results comparable to those achieved
by more complex and computationally expensive models, making very accurate
face detections. The pyramid scheme used enables the proposed models to accurately detect faces of various sizes. The proposed training scheme, consisting of
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multiple steps of hard negative and progressive positive sample mining, allows
the models to accurately detect faces under severe pose, occlusion and other
variations. In combination with the readily available vast volume of annotated
datasets, we have shown that a lightweight architecture may achieve competitive
results, given an appropriate training procedure.
In conclusion, the proposed methods are at once lightweight enough to be
deployed on mobile applications and accurate enough to be comparable to stateof-the-art face detection methods, thus offering fast and accurate face detection
making them suitable for deployment for drone-assisted intelligent video shooting.
5. Conclusion
In this paper, a novel fast deep convolutional neural network architecture
was presented for the task of large scale and real time face detection in the
wild. The experiments on publicly available benchmarks show the success of the
proposed method. The presented detector is able to recognize faces in a wide
range of orientations and expressions. It does not require any extra modules
usually used in deep learning methods such as SVM or bounding-box regression.
Our work, extends previously published detectors by using a lightweight model
that improves run time and training speed. Additionally, the proposed model
combines outputs of two different networks trained for face detection and local
facial parts. It also outperforms the DDFD detector in the challenging FDDB
dataset by a magnitude of 8%. We show that a properly trained smaller model
is efficient and outperforms a more complex and large network used for the same
task. Last but not least, our method is suitable for real-time face detection and
can be deployed to smart devices and robotic systems, e.g. for intelligent video
shooting purposes using UAVs.
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Abstract
In this paper, the Semi-Supervised Subclass Support Vector Data Description is presented, a method that operates in both the supervised and the semisupervised One-class classification case. The proposed method consists a novel
extension of the standard SVDD method, by introducing two additional terms its
optimization problem. These two terms correspond to expressing global and local
geometric data information respectively, during the classifier optimization process. Global geometric data information is employed by minimizing the global
target class variance, assuming that subclasses may have been formed within
as well. In addition, by exploiting the semi-supervised learning smoothness assumption, local neighborhood information between all available (labeled and unlabeled) data is preserved, even in the supervised learning case. We show that the
adoption of both terms results in a regularized feature space, where low variance
directions have been emphasized, while local geometric data information have
been preserved. The proposed method has been evaluated in classification problems related to face recognition, human action recognition and generic One-class
classification problems, comparing favorably against related One-class classification methods in both the semi-supervised and the supervised learning cases.
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1. Introduction
One-class classification (OCC) involves only a single class, the so-called target class, which must be distinguished from the rest of the world. It is commonly
employed when sampling for different classes (negative examples) is difficult, expensive or even impossible, providing invaluable applications in failure detection
tasks, medical diagnosis, mobile fraud detection [1]. It have also been applied to
hyperspectral image classification [2], image segmentation [3], face authentication [4] video summarization [5], human action recognition and face recognition
[6, 7, 8]. One of the most successful OCC methods is the Support Vector Data
Description (SVDD) classifier [9].
The SVDD training phase determines the minimum bounding hypersphere
which encloses the labeled examples of the target class. Test patterns that fall
inside this hypersphere are classified to the target class, or are considered as outliers, otherwise. Over the years, many SVDD extensions have been proposed to
increase training/test speed [10, 11], improve classification accuracy [6, 8, 12] and
perform semi-supervised learning [13, 14]. For example, SVDD have been extended in order to automatically determine optimized Gaussian kernel parameters
(i.e., the sigma) [10], or employ fuzzy rough feature sets [15]. A training approach
that obtains a solution in a regularized space, resembling a hyperellipsoid in the
input space, can be obtained by employing the whitening transform in the training
data [5, 12, 16, 17]. Moreover, as in every Support Vector based classification
method, removing the non-support vectors from the training set would not affect
2

the final SVDD classification model, as highlighted in [18]. A method that allows
fast SVDD testing was presented in [11], where the authors propose the calculation of feature vector preimages, in order to apply the relationships between this
feature vector and the SVDD hypersphere center to re-expresses the center with a
single vector, rather than as a linear combination of the support vectors. Recently,
SVDD has been extended in the context of semi-supervised learning [19], by employing relationships between labeled and unlabeled training patterns, expressed
with Nearest Neighbourhood (kNN) graph structures, in order to learn the optimal hypersphere in a regularized space, where locality information is preserved
[2, 20].
Despite the important advancements of OCC methods over the past years, particular characteristics commonly being exploited by state-of-the-art image and
video multiclass classification methods [21, 22, 23, 24], are yet to be examined
in the OCC case. Such particular characteristics include modeling and recognizing innate diverse classes, such as recognizing crowd scenes, action recognition
in scenes shot using different settings (e.g., illumination changes, indoor and outdoor scenes), by addressing each diversion within a class as a different subclass.
Thereby, within-class class dispersion is minimized by exploiting subclass information that has been extracted by employing e.g., an additional unsupervised step.
Moreover, there are cases where the labeled data only represent a subset of all the
data available to train the classifer. To each respective end, methods exploiting
subclass information [8] and methods exploiting unlabeled data [19] have been
devised. However, none of the available OCC methods is able to combine semisupervised classification and subclass information at the same time.
In this paper, the Semi-Supervised Subclass Support Vector Data Description
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(S3 SVDD) is presented, a method that operates in both the supervised and the
semi-supervised One-class classification case. The proposed method consists a
novel extension of the standard SVDD method, by introducing two additional
terms its optimization problem. These two terms correspond to expressing global
and local geometric data information respectively, during the classifier optimization process. Global geometric data information is employed by minimizing the
global target class variance, assuming that subclasses may have been formed
within as well. In addition, by exploiting the semi-supervised learning smoothness assumption, local neighborhood information between all available (labeled
and unlabeled) data is preserved, even in the supervised learning case. We show
that the adoption of both terms results in a regularized feature space, where low
variance directions have been emphasized, while local geometric data information
have been preserved. The proposed method has been evaluated in classification
problems related to face recognition, human action recognition and generic Oneclass classification problems, comparing favorably against related One-class classification methods in both the semi-supervised and the supervised learning cases.
The rest of the paper is structured as follows. in Section 2, we review the
related work in SVDD based classification, i.e., the standard SVDD [9] and the
Subclass SVDD [8] methods. The proposed method is detailed in Section 3. Experiments for evaluating the performance of the proposed method for both supervised and semi-supervised classification are provided in Section 4. Finally,
conclusions are drawn in Section 5.
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2. Related Work
In this section, we present the preliminaries required to introduce the proposed method. We consider the supervised classification case, where the labeled
D−dimensional feature vectors xi ∈ RD , i = 1, . . . , N originate from a target
single class and are, therefore, employed to train the classifiers. The Standard
SVDD [9] classifier is briefly described in Subsection 2.1. In Subsection 2.2, we
describe the Subclass SVDD [8], which features one of the core regularization
terms of the proposed method.
2.1. Support Vector Data Description
The standard SVDD method [9] aims at generating a hypersphere, having
center a ∈ RD and radius R, which encloses the target class training vectors
xi , i = 1, . . . , N . The primal SVDD optimization problem is defined as follows
[9]:
2

Minimize: R + c
R,ξi ,a

N
X

ξi

(1)

i=1

subject to : kxi − ak2 ≤ R2 + ξi ,
ξi ≥ 0,

i = 1, . . . , N,

where ξi , i = 1, . . . , N are the slack variables and c > 0 is a free parameter that
allows some training error (i.e., soft margin formulation), in order to increase the
generalization performance. The equivalent dual-Wolf optimization problem is
given by minimizing:
L=

N
X

γi xTi xi

−

i=1

N X
N
X
i=1 j=1

5

γi γj xTi xj ,

(2)

subject to :
N
X

0 ≤ γi ≤ c,

γi = 1,

(3)

i=1

where γi is the Lagrange multiplier corresponding to each constraint of the primal
SVDD optimization problem (1). For each training sample xi that satisfies the
constraint ξi = 0, the corresponding Lagrange multiplier γi is equal to zero. The
optimal hypersphere center is a linear combination of the Lagrange multipliers
and the support vectors:
a=

N
X

γi xi .

(4)

i=1

The hypersphere radius is the distance R of the hyperpshere center to the boundary. The radius can be calculated by using any of the support vectors xk whose
coefficient satisfies γk > 0, excluding items that fall outside of the description [9]
(i.e., the support vectors whose coefficient are γi = c), as follows:
R2 = kxk − ak2 .

(5)

By expressing the center a in terms of support vectors, the radius can be obtained
as follows:
2

R =

xTk xk

−

N
X

γi xTi xk

i=1

−

N X
N
X

γi γj xTi xj .

(6)

i=1 j=1

By observing (6), the hypersphere radius is expressed in a dot product form.
In order to determine solutions in feature spaces of increased dimensionality, dot
products can be replaced with kernel products. The kernel products represent data
similarity in a feature space F, with a kernel function κ(xi , xj ) = φ(xi )T φ(xj ),
where φ(·) : RD 7→ F is a (usually nonlinear) function which maps the training
data from the input space to the feature space, e.g., the polynomial or the Radial
Basis Function (RBF) function.
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Finally, a given test sample x ∈ RD is classified to the target class if it satisfies
the following inequality:
κ(x, x) − 2

N
X

γi κ(x, xi ) +

i=1

N X
N
X

γi γj κ(xi , xj ) 6 R2 .

(7)

i=1 j=1

2.2. SVDD exploiting subclass information
In the case where the target class covariance matrix is not the unity matrix, or
when the class has subclasses, the hypersphere generated by the standard SVDD,
might be suboptimal. A recently proposed extension of the SVDD, namely the
Subclass SVDD [8], handles this case by minimizing the dispersion of the training data with respect to subclass information. Subclasses can be determined in
the input space by applying the k−means algorithm, e.g., [25]. By considering
the case where s subclasses are formed within the target class, the within class
dispersion can be expressed with a matrix S ∈ RD×D , as follows:
S=

N X
s
X
Nj
i=1 j=1

N

eji (xi − x̄j )(xi − x̄j )T ,

(8)

where eji is an index denoting that the training sample xi belongs to the j−th subclass (i.e., eji = 1), and x̄j is the average vector of the j−th subclass. The number
of subclasses s can either be set manually, based on previous knowledge about the
problem at hand, or be automatically determined as an additional classifier hyperparameter during the classifier training process, by applying k-fold (e.g., 5−fold)
cross-validation on the training data. In order to incorporate subclass information
in the SVDD optimization process, the following optimization problem have been
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proposed [8]:
Minimize: R2 + c
R,ξi ,a

N
X

ξi

(9)

i=1

subject to : (xi − a)T S −1 (xi − a) ≤ R2 + ξi ,
ξi ≥ 0,

i = 1, . . . , N,

where the description no longer represents a hypersphere, but a hyperellipsoid
with hyperellipsoid center a, R is the Mahalanobis distance from the hyperellipsoid center, ξi are the slack variables and c is a trade-off parameter between
training error and generalization performance.
The above described optimization problem is equivalent to the following dual
optimization problem:
Minimize:
γi

N
X

γi xi S

−1

xi −

i=1

N X
N
X

γi γj xi S −1 xj

(10)

i=1 j=1

subject to :0 ≤ γi ≤ c,

N
X

γi = 1,

(11)

i=1

where γi are the support vector coefficients (i.e., Lagrange multipliers) for each
training sample xi . Values of γi > 0 denote that xi is a support vector. Here, it
should be noted that the parameter c can take any positive value. A value c = 0,
eliminates the chance of convergence, since the constraints in (11) will never be
met. Moreover, setting any value c ≥ 1, leads to the same solution for c = 1, since
P
the support vector coefficients should satisfy N
i=1 γi = 1. Thus, the parameter c
should be limited to values of (0, 1].
The primal variable a (i.e., the hyperellipsoid center) can be recovered as
follows:
a = S −1 Xγ,
8

(12)

where X = [x1 , . . . , xN ]T is the datamatrix and γ ∈ RN is a column vector
whose ith column contains the support vector coefficient γi of xi .
The primal variable R can be recovered from a support vector xk whose coefficient satisfies 0 < γi < c, as follows:
R2 = kxk − ak2 = kxk − S −1 Xγk2 .

(13)

In order to decide whether a test sample x ∈ RD falls inside the hyperellipsoid, the following decision value is obtained:
f (x) = R2 − kx − ak2 ,

(14)

where the test sample is classified to the target class when f (x) ≥ 0, or otherwise
considered as outlier.
By expressing the primal variables in terms of support vectors, using the equations (12) and (13), the following solution is obtained:
f (x) = kxk − S −1 Xγk2 − kx − S −1 Xγk2 .

(15)

In the cases where a mapping function φ(·) has been employed, the matrix S
is defined the arbitrary dimensionality space F. Moreover, in the case where the
feature space dimensionality is higher than N , the matrix S is of rank N , thus not
invertible. To this end, a linear classifier can be applied in a subspace determined
by applying kernel PCA on the training data [5, 12, 16, 17].
In Subclass SVDD [8], a two step approach is followed. First, the matrix S is
decomposed as follows:
S=Φ

k
1 X
Nj ej eTj
N j=1

9

!
ΦT = ΦM ΦT ,

(16)

where ej ∈ RN is a vector having elements eji = 1, if the training data xi belongs
to the j−th subclass (having Nj elements), or zero otherwise, M ∈ RN ×N is the
matrix that encodes subclass information in a pairwise manner and the matrix Φ
contains the training data representations in F, i.e., Φ = [φ(x1 ), . . . , φ(xN )]T .
Next, a regularized version of S is employed, such that S̃ = S + rI, where
r is a regularization parameter allowing the matrix S to be invertible and I is an
identity matrix of appropriate dimensions. By exploiting the Woodbury identity,
the inverse of S̃ is given by:
S̃

−1


−1
1
1
1
−1
= I − 2Φ M + K
ΦT ,
r
r
r

(17)

where K = ΦT Φ is the so-called kernel matrix. By employing (17) in (10),
following function should be minimized:
N
X




1
1 T
1
−1
−1
L=
γi
kii − 2 ki (M + K) ki −
r
r
r
i=1


N X
N
X
1
1 T
1
−1
−1
−
γi γj
kij − 2 ki (M + K) kj ,
r
r
r
i=1 j=1

(18)

where kij = κ(xi , xj ) expresses data similarity in F between xi and xj and ki is
the i−th column of the kernel matrix K.
Function (18) is of the same form as the standard SVDD optimization function
(2), while using the modified kernel:
1
1
κ̃(xi , xj ) = κ(xi , xj ) − 2 kiT
r
r


M

−1

1
+ K
r

−1
kj .

(19)

Finally, in order to decide whether a test sample x ∈ RD belongs to the training
class, the standard SVDD solution (7) can be employed, using the modified kernel
found in (19).
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3. S3 SVDD
In this section, we describe in detail the proposed method and its properties.
Consider a set X = {xi , . . . , xN }, containing N = ` + u available data, from
which ` are labeled and u are unlabeled. In the OCC case, we expect that all
labeled data belong to the target class, while no information for the unlabeled data
is available.
We consider the case where a non-linear continuous function φ(·) : RD 7→ F
has been employed to all available data, mapping them from the input space to the
feature space F, and the ith data representation is denoted as φi = φ(xi ). Also
let Φ ∈ R|F |×` be the matrix containing the labeled data representations in F
and Φ̃ ∈ R|F |×N the corresponding matrix containing labeled and unlabeled data
mappings. Then, K = ΦT Φ, K ∈ R`×` denotes the kernel matrix between the
labeled data, while K̂ = Φ̃T Φ̃, K̂ ∈ RN ×N denotes the kernel matrix containing
data similarity between all data (labeled and unlabeled) and K̃ = Φ̃T Φ, denotes
the N × ` matrix that contains data similarity of labeled data, with all available
data. Both K and K̃, are submatrices of K̂.
The mathematical formulation of the proposed S3 SVDD classifier is derived
as follows. First, by following the basic semi-supervised learning smoothness
assumption, we expect that items that fall close to each other, are more likely to
share the same label. According to data similarity, the outputs of the decision
function should be smooth on adjacent data. To this end, we assume that a kNN
graph G = {X , W } is formed between all available data X and W is the graph
weight matrix, whose elements Wij are initiated with a heat-kernel function:



 exp − kxi −x2j k22 , if xi is labeled and xj ∈ Ni
2σ
Wij =
(20)
 0,
otherwise,
11

where σ 2 is the variance between the training data, which the normal scaling factor
of the distances between the training samples, i, j = 1, . . . , N are the indices
of labeled and unlabeled data respectively and Ni denotes if the element xj is
among the kNN neighbors of any labeled sample xi . We discard the kNN data
relationships between unlabeled data as in [19], since we only require the solution
to be supported by labeled data. In all our experiments, we have fixed k = 5 since
such a value usually provides good results [26], limiting the outliers regularizing
the hyperellipsoid center.
Additionally, we require that the Subclass SVDD regularization term to be
expressed for the ` labeled examples (which belong to the target class). In all
our experiments, we have fixed the number of subclasses to be s = 3, in order to
restrict the available parameters to be tuned and moreover, it has shown to provide
stable performance in our previous work [5, 8] in supervised learning. Finally,
by introducing the two terms, the proposed optimization problem is formed as
follows:
2

Minimize: R + c
R,ξi ,a

`
X

ξi + c

i=1

0

N
X

wij (fi − fj )2

(21)

i,j

subject to : (φi − a)T S −1 (φi − a) ≤ R2 + ξi ,
ξi ≥ 0,

i = 1, . . . , `,

where ξi ≥ 0 are the slack variables, c is the standard SVDD parameter, Wij
contains data similarity between φi and φj (if they belong to the same neighborhood, or zero otherwise), fi is the output of the standard SVDD decision function
defined in (22) for φi and c0 ≥ 0 is an additional parameter allowing unlabeled
data information to be incorporated in the Subclass SVDD optimization problem.
In the case where c0 = 0, the optimization problem degenerates to the Subclass
12

SVDD optimization problem (9). For the case where c0 > 0, we would like to
simplify the third term of the optimization problem. First, we consider the decision function for a training sample x ∈ RD , combined with a kernel function, as
follows:
f (x) = R2 − kφ(x) − ak2 ,

(22)

and the difference between the outputs of fi and fj can be simplified as follows
[11]:
fi − fj = 2(φi − φj )T a.

(23)

Finally, we substitute the third term of the proposed optimization problem with
the following equal expression:
N
X

wij (fi − fj )2 = 4aT Φ̃T LΦ̃a = aT Da,

(24)

i,j

where L is the graph Laplacian matrix corresponding to the graph weight matrix
W and D = 4Φ̃T LΦ̃.
The optimization problem defined in (21) can be solved by finding the saddle
points of the Lagrangian:
2

L=R +c

N
X

0

T

ξi + c a Da −

i=1

−

N
X

N
X

βi ξi −

i=1




γi R2 + ξi − (φi − a)T S −1 (φi − a) ,

(25)

i=1

where βi and γi are Lagrange multipliers. By zeroing gradient the gradients of the
Lagrangian with respect to R, ξi and a, we obtain the following formula for the
primal variable a:
a = S −1 + c0 D
13

−1

S −1 Φγ.

(26)

Its detailed derivation is explained in Appendix A. The Lagrange multipliers βi
can be discarded, by demanding that 0 ≤ γi ≤ c. After derivations described in
Appendix B, we obtain the following optimization problem:
Minimize:
γi

` X
`
X
i=1

−

1
γi φi ( 0 D −1 + S)−1 γj φj
c
j=1

` X
`
X

γi φi S

i=1 j=1

−1

γj φj −

`
X

γi φi S −1

(27)

i=1

subject to : 0 ≤ γi ≤ c.
The S3 SVDD optimization problem can be solved using standard SVDD implementations [27], by employing a kernel matrix Q ∈ R`×` , having the following
values:
1
q(xi , xj ) = φTi S −1 φj + φTi ( 0 D −1 + S)−1 φj .
c

(28)

Since we work in spaces of arbitrary dimensionality, we require that both matrices S and D are invertible. Thus, we employ their regularized versions, defined
as
S̃ = S + r1 I and D̃ = D + r2 I,

(29)

where r1 and r2 are regularization parameters increasing the ranks of the matrices,
and I are identity matrices of appropriate dimensions. Moreover, r1 and r2 can
tuned to control the amount of regularization. In all our experiments, we have
employed values of r1 and r2 equal to 10l , where l = −3, . . . , 3.
As proven in Appendix C, the kernel matrix Q is of the following form:
h
−1 i
Q = K αI − β M −1 + K

−1
1
T
−1
K̃,
+γ K̃
(L + K̂ + M̃ ) + K̂
r2
14

(30)

where M̃ ∈ RN ×N is a matrix of the same rank as M (described in Subsection
2.2), being equal to M in the positions of the labeled data, and having zeros
otherwise (i.e., in the positions of the unlabeled data) and for notation simplicity,
we employ the parameters a, b, γ, where α =

1
+r1 r2
r1
r1r2 +1

,β =

1
,
r12

and γ =

r22
.
(r1 r2 +1)2

Finally, the decision value for a test vector x ∈ RD can be obtained through (7),
replacing the kernel matrix with Q.
The proposed method provides an extension of the Subclass SVDD [8], in
the context of semi-supervised learning. Global within-class variance information
about the labeled data, as well as local neighborhood information pairwise relationships between labeled and unlabeled data are incorporated in the SVDD optimization process. The resulting hypershere center is regularized by both terms. In
the case where no unlabeled data are available (i.e., the supervised learning case),
the proposed method has the effect of combining local and global geometric data
information described by the matrices M and L. For the supervised learning case,
and by ignoring local geometric data information, the proposed S3 SVDD method
degenerates to Subclass SVDD. Moreover, by assuming that no subclasses are
formed within the target class (i.e., s = 1), then the matrix S becomes the standard within-class scatter matrix. Thus, for a value of s = 1, when no unlabeled
data are available and when local geometric information is ignored, the proposed
method degenerates to Ellipsoid SVDD methods [16, 17]. Additionally, in the
semi-supervised case, we have implemented the smoothness assumption from a
graph-theoretic perspective. If the first term of the proposed method is ignored,
i.e, S = I, the proposed method degenerates to Graph-based SVDD [19]. Thus,
the methods described in [16, 17, 19] can be considered as special cases of the
proposed method.

15

We demonstrate the regularization effects introduced by the proposed method
by using a 2D example, as depicted in Figure 1. In this example, although the
set of labeled data belong to a single class only, its items form two distinct subclasses. Moreover, let us assume that there also exists a set of unlabeled data,
that fall very close to the labeled data. We have employed the standard SVDD
and the proposed method in this dataset, in order to obtain the generated classification boundaries. We evaluate the boundaries empirically, by examining two
different parameter settings cases. First, we determine the parameters such that
the boundaries generated by both SVDD and the proposed method tightly enclose
all training data, as can be seen in Figures 1.a and 1.c, for standard SVDD and
the proposed method, respectively. Next, we depict the classification boundaries
using modified parameter settings, such that the positive test space is expanded, as
can be seen for standard SVDD in Figure 1.b and the proposed method in Figure
1.d,. We examine this case since this is a commonly followed procedure, in order
to increase a classifier generalization performance. As be seen, when appropriate parameter settings are employed (Figures 1.a and 1.c, a toy 2D dataset can be
modeled well enough by both methods. However, when trying to expand the positive classification space, the boundaries generated by the proposed method, seem
to follow the data distribution more appropriately than the ones generated by standard SVDD. This can be explained by the additional regularization introduced by
the two terms, and the improved distribution modeling using the unlabeled data.
These properties are very important in realistic applications.
Finally, we discuss the parameters r1 and r2 defined in (30), which control
the regularization effect. In practice, different combinations of r1 and r2 should
be employed depending on the application at hand and the target class distribu-
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(a) SVDD, C1

(c) S3 SVDD, C1

(b) SVDD, C2

(d) S3 SVDD, C2

Figure 1: Red crosses represent positive labeled data, black crosses represent unlabeled data, circles represent support vectors. The light color represent the classification space where the classifier
desicion is positive (items in that space belong to the target class), and dark color represent the
negative decision (items in that space are classified as outliers). C1 denotes the use of tight training
data enclosure parameter settings. C2 presents the case of more loose boundaries that could be
used in order to alleviate overfitting, in order to improve generalization performance.

tion. That is, the parameters r1 and r2 along with the standard SVDD parameter
c should be optimally chosen, which increases the training algorithm complexity.
In our experiments, we have employed cross-validation for determining the optimal parameters r1 and r2 from a set of predefined values, discussed in the Section
4. However, no additional computational complexity is introduced in the optimization process, other than calculating the kernel matrix in (30), since standard
SVDD implementations are thereby employed.
4. Experiments
In this section, we describe the experiments conducted in order to evaluate
the performance of the proposed S3 SVDD classifier, in supervised and semisupervised OCC problems. For comparison reasons, we have also applied the
standard SVDD classifier [9], the Semi-Supervised One-class Support Vector Machines classifier (S2 OC-SVM) [2] and the Graph-based SVDD (S2 SVDD) [19].
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We refer to the competing methods with their respective acronyms, hereafter.
For all methods, we have determined the optimal set of parameters using a
cross-validation procedure, by applying grid search on a set of predefined values. The set of predefined values was the same for all methods. Unless stated
otherwise in the following subsections, we have employed the RBF kernel function and Euclidean distances, where the corresponding scaling factor was equal to
a = {0.01, 0.1, 1, 5, 10, 100}. The regularization parameters r1 and r2 , along with
the corresponding regularization parameter r of S2 SVDD and S2 OC-SVM, were
set equal to 10l , where l = −3, . . . , 3. The kNN graphs employed by the proposed method, S2 OC-SVM and S2 SVDD were formed using (20), for k = 5. The
SVDD parameter c and the corresponding SVM parameter ν, were determined
from a set of values equal to c = ν = {0.001, 0.01, 0.05, 0.1, . . . , 0.9}, using a
cross-validation procedure.
Since we focus on video and image data classification applications, we have
formed One-class classification problems, related to Face Recognition and Human
Action Recognition. Moreover, in order to demonstrate the generic effectiveness
of the proposed method, we have also conducted experiments in generic OCC
problems. We have employed publicly available datasets to this end. For datasets
not providing training and test splits, we have employed the 5−fold cross validation procedure, i.e., we have split the datasets into 5 sets and for each fold, we
have employed 4 sets for training the classifiers and 1 set for testing. The reported
performance is the average obtained performance for all folds. In all other cases,
we have employed the standard training and test partitions provided by the dataset
providers.
In order to apply the methods in the semi-supervised learning scenario, we
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have followed an additional procedure. We have used the labels of a randomly
selected subset of the training data, using a variable p ∈ (0, 1], such that ` = pN ,
where ` is the number of the labeled data and N is the total number of all training
data. Value of p = 1 denotes the supervised OCC scenario (` = N ), while a value
of p = 0.2 suggests that only 20% of the employed training data were labeled.
In order to derive correct conclusions for the performance of each method, we
have repeated each experiment (for each value of p) 5 times, and report the mean
performance and the corresponding standard deviation. Here we should note that
the exact same set of randomly selected hidden labels of the training data were
employed for all competing methods. We should also note that, for the standard
SVDD case, unlabeled data information is not employed at all in the training
process.
In Subsections 4.1 and 4.2, we describe in detail the experiments conducted in
face recognition and human action recognition, respectively. Finally, experimental
results in generic OCC problems are described in Subsection 4.3.
4.1. Experiments in Face Recognition
In our first set of experiments in face recognition, we have employed the PubFig+LFW [28] dataset. This dataset consists of 13, 002 facial images representing
83 individuals from PubFig83, divided into 2/3 training (8720 faces) and 1/3
testing set (4, 282 faces), as well as 12, 066 images representing over 5, 000 faces
which form the distractor set from LFW. For each facial image, the extracted
features include the Histogram of Oriented Gradients (HOG), Local Binary Patterns (LBP) and Gabor wavelet features. The extracted features were reduced to
2048 dimensions with Principal Component Analysis (PCA), from which we only
employed the first 1536 dimensions as in [28]). In order to create balanced clas19

sification problems, for each of the 83 individuals, we have employed the training
images for this class and tested on the respective test set of this class, as well the
first 500 images (fixed for each OCC problem) from the distractor set. That is,
each (of the 83) test set consists of a number of test images expected to belong
in the target class, while the 500 from the distractor set should not. This scenario
represents the face authentication scenario [4].
For evaluation metric in face recognition, we have employed the g-mean metric [29], which is the geometric mean of the recall and precision:
g=

√

prec × rec,

(31)

which have been found to be suitable for binary classification problems, especially
when the data are imbalanced.
Experimental results in PubFig+LFW dataset are depicted in Table 1. Bold
values denote the maximum obtained performance. We report the average g-mean
metric obtained in each of the 83 OCC problems. For the semi-supervised classification scenario, since each experiment is repeated 5 times, we report the average
g-mean metric, as well as the standard corresponding deviation. By observing
the experimental results, it can be seen that the proposed S3 SVDD method outperforms the competition by a large extent. A surprising fact in this dataset, is
that the standard SVDD outperformed the semi-supervised methods, although
kNN regularization is not employed at all in the SVDD case. This can be explained by the fact that the distribution of the dataset features, might lie in spaces
where 5NN-based regularization might not be optimal. On the other hand, the
proposed method, although it employs the same 5NN regularization process, alleviates overfitting by additionally employing the within-class covariance matrix in
its optimization process.
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Table 1: Average g-means and Standard Deviations within semi-supervised classification folds in
PubFig+LFW dataset
SVDD

S2 OC-SVM

S2 SVDD

S3 SVDD

p=0.2

65.44 ± 0.48

65.35 ± 0.14

59.45 ± 0.18

74.59 ± 0.20

p=0.3

72.44 ± 0.51

64.90 ± 0.13

58.35 ± 0.49

75.53 ± 0.36

p=0.5

75.17 ± 0.22

64.24 ± 0.15

57.44 ± 0.22

76.55 ± 0.19

p=0.7

75.27 ± 0.11

63.93 ± 0.07

57.44 ± 0.20

76.65 ± 0.15

74.86

63.60

57.67

76.52

Algorithm/P

Supervised

In our second set of experiments, we have employed classic face recognition
datasets, i.e. the AR [30], Yale [31] and ORL [32] datasets. The datasets contain
2600, and 2432 and 400 frontal facial images belonging to 100, 38 and 40 subjects,
respectively. In order to image feature vectors, we have resized the images to 40 ×
30 pixels and employed the pixel luminance to produce a D = 1200 dimensional
vector for each facial image. Since no standard experimental protocol is defined
on these datasets, we have performed a cross-validation procedure. That is, we
have performed data splits resulting into 5 sets. We have employed 4 sets for
training the classifiers and left the 1 set for testing purposes. We have repeated the
procedure 5 times (for each test set) and report the average performance obtained.
Experimental Results are depicted in Table 2. The reported performance was
obtained in a similar fashion to the PubFig+LFW case. In the ORL case, values
of p < 0.5 are not reported, since the remaining labeled examples for each class
are too few, thus no statistically important results can be obtained. The proposed
method outperforms the competition in most cases. The semi-supervised methods
outperform the standard SVDD, unlike the PubFig+LFW case. Since the employed feature vectors contain essentially the pixel luminance information, which
may not be as discriminating as the features employed in the PubFig+LFW sce-
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nario, the classification power of semi-supervised methods is enhanced by adopting the additional criteria in their optimization process.
Table 2: Average g-means rates and standard deviations within semi-supervised classification folds
in various face recognition datasets, using standard features
Dataset

AR
SVDD

S OC-SVM

S2 SVDD

S3 SVDD

p=0.2

55.67 ± 1.26

70.49 ± 0.39

69.09 ± 0.44

73.47 ± 0.58

p=0.3

64.04 ± 1.00

72.66 ± 0.51

71.28 ± 0.61

75.99 ± 0.46

p=0.5

70.39 ± 0.59

74.96 ± 0.41

74.06 ± 0.27

77.60 ± 0.44

p=0.7

72.44 ± 0.46

75.99 ± 0.30

75.23 ± 0.41

78.30 ± 0.33

74.20

77.16

76.42

79.68

Algorithm/P

Supervised

2

Dataset

YALE
SVDD

S OC-SVM

S2 SVDD

S3 SVDD

p=0.2

62.18 ± 0.75

69.76 ± 0.51

66.05 ± 0.53

66.53 ± 0.72

p=0.3

64.20 ± 0.55

70.89 ± 0.42

67.51 ± 0.42

67.70 ± 0.57

p=0.5

66.70 ± 0.57

71.98 ± 0.47

69.48 ± 0.41

69.08 ± 0.47

p=0.7

67.74 ± 0.41

72.47 ± 0.37

70.23 ± 0.36

69.21 ± 0.32

69.00

73.22

71.09

70.10

SVDD

S2 OC-SVM

S2 SVDD

S3 SVDD

p=0.5

-

78.89 ± 3.10

73.52 ± 2.29

98.51 ± 0.36

p=0.7

-

83.46 ± 4.79

79.71 ± 2.14

99.44 ± 0.12

77.08

85.45

82.34

99.40

Algorithm/P

Supervised

2

Dataset
Algorithm/P

Supervised

ORL

In our third set of experiments, we have performed experiments in AR, Yale
and ORL datasets for the supervised learning case, only using augmented feature
vectors, in order to include subclass information in all competing methods. To
this end, we have created an alternative data representation y ∈ RD , by employing the following approach. First, we have determined 3 subclasses in the input
space using k−means, in exactly the same way as they are calculated for the proposed S3 SVDD. Next, contrary to the proposed method, we have calculated the
matrix S explicitly (in the input space), using equation (8). Then, we calculated
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a transformation, such that Y = WX, where WT W = S−1 and X includes all
the (labeled) training data. We have calculated W in a similar manner as in calculating the whitening transform, i.e., by performing eigenanalysis of S, since S
is in essence a modified version of the standard within-class covariance matrix.
Therefore, the augmented datamatrix Y includes subclass information. Finally,
we have employed Y instead of X in the all competing methods.
Experimental results are shown in Table 3. As can be seen, subclass information employed in the feature vectors, affected the performance of the competing
methods in a similar fashion. There was an overall increase of performance among
the ORL and Yale datasets, and an overall decrease in the AR dataset. Moreover,
there was no change in the performance rankings. Experimental results denote
that subclass information extracted in the input space, is not carried optimally to
the feature space, when it is introduced as a feature. This can be explained by the
fact that by using this approach, subclass information is separated from the classifier optimization process. Moreover, the combination of local and global data
relationships, has different regularization effects in the feature space than employing only local data relationships, regardless of having subclass information in the
input space or not. Therefore, our approach of combining such information in the
feature space is superior.
Finally, in our fourth set of experiments in face recognition, we have employed two additional datasets, namely the Caltech Faces [33] and Georgia Tech
face database [34]. We have determined the performance of the competing methods in the supervised learning case, using features extracted by a deep neural
network architecture. To this end, we have employed the VGG faces descriptor
[35], i.e., we have performed a forward pass to the network, and extracted the
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4096-dimensional features from the fc7 convolution layer, the final layer before
the classifier. With the specific features, we should note that instead of Euclidean
distances, we have employed cosine distances in order to form the RBF kernel for
this specific experiments, since it is known that they work well with such features.
Experimental results are shown in Table 3. The proposed method outperformed
the state-of-the-art in almost our experiments in face recognition.
Table 3: Average g-means rates in Face Recognition datasets, using advanced features, in the
supervised learning case
Feature type
Algorithm/Dataset
SVDD

Subclass info
AR

Yale

ORL

VGG fc7
Caltech Georgiatech

68.94

70.48 92.24

64.95

65.10

S OC-SVM

75.01

78.55 95.40

94.46

93.24

S2 SVDD

73.11

76.36 94.54

91.92

90.68

77.76

75.06 96.68

99.85

99.99

2

3

S SVDD

4.2. Experiments in Human Action Recognition
In our human action recognition experiments, we have employed the i3DPost
multi-view action database [36], the IMPART Multi-modal/Multi-view Dataset
[37], as well as the Hollywood2 [38], Hollywood3D [39] and Olympic Sports
[40] publicly available datasets. The i3DPost dataset contains 512 segmented
high-resolution (1080 × 1920 pixel) videos depicting eight human actors performing eight activities. The IMPART dataset was collected using a multi-camera
outdoor setup, which consists of 14 fixed cameras placed around each person performing 12 actions. The Hollywood2 dataset consists of 810 training and 884 test
video segments, of 12 activities. Finally, the Hollywood3D dataset consists of 359
training and 307 test stereoscopic video segments depicting 14 actions. In our experiments, we have employed only the right video channel. Finally the Olympic
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Sports dataset consists of 783 videos depicting athletes performing 16 sport activities, which have been collected from YouTube and were annotated using Amazon
Mechanical Turk. In terms of performance metrics for the human action recognition case, we report the mean average precision (mAP), which is the standard
metric employed in Human Action recognition problems [22, 41, 42].
In order to obtain vectorial video representations for each video segment depicting each action, we have employed the dense trajectory-based video description [41]. This video description calculates five descriptor types, namely the Histogram of Oriented Gradients, Histogram of Optical Flow, Motion Boundary Histogram along direction x, Motion Boundary Histogram along direction y and the
normalized trajectory coordinates on the trajectories of densely-sampled video
frame interest points that are tracked for a number of consecutive video frames
(7 frames are used in our experiments). We have employed these video segment
descriptors in order to obtain five video segment representations by using the Bagof-Words model [22], and combined them with kernel methods using a late fusion
approach [43], i.e.,:
1 X kxdi − xdj k22
k(Xi , Xj ) = exp −
d d
2σd2

!
,

(32)

xdi ∈ RD is a video feature vector for d = 5 (number of descriptor types) and σd
is a parameter scaling the Euclidean distance between xdi and xdj .
In the i3DPost and IMPART datasets, we have employed a 3-fold cross validation procedure, where we have split the datasets in 3 mutually exclusive sets.
Each set included videos depicting all activities. We have employed the videos
depicting each distinct activity from two sets in order to train the classifiers, and
tested on the remaining one. This procedure was repeated for all activities, and
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repeated 3 times for each fold. In the Hollywood2, Hollywood 3D and Olympic
Sports datasets, we employed the standard training and test videos, provided by
the dataset providers [38, 39, 40].
In Table 4, we report the obtained mAP rates for each dataset. That is, we
have formed OCC classification problems, where each classifier was trained using labeled examples from a single class, as well as unlabeled examples from their
5NN neighbors (except the standard SVDD case). As can be seen, the proposed
method provides enhanced performance in most of the semi-supervised classification cases. Moreover, the proposed method outperformed the competitors in every
supervised classification case, and in some cases, by a large margin. Moreover, it
can be also seen that both S2 SVDD and S2 OC-SVM outperformed the standard
SVDD. This was also reported in our face recognition experiments, especially
when the VGG features were employed. In both cases, the feature vectors employed were of high dimensionality and the datamatrices in all cases where sparse.
Thus, it can be assumed that data were lying in manifold whose actual dimensionality was lower, and this effect was described by the kNN term. The proposed
method was able to outperform the competition because in addition to the kNN
term, global within-subclass variance was minimized at the same time. Thus, we
conclude that both local and global regularization terms have contributed to the
increased classification performance.
4.3. Experiments in Generic OCC problems
In our final set of experiments, we have evaluated the performance in generic
OCC problems, that are publicly available in the UCI repository [44]. The corresponding OCC versions were obtained from the Netherlands Pattern Recognition
Laboratory [27], which have been modified to include binary labels only. Since
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Table 4: Mean Average Precision and standard deviation within semi-supervised classification
folds in Human Action Recognition Datasets
Dataset

i3DPost
SVDD

S2 OC-SVM

S2 SVDD

S3 SVDD

p=0.2

75.14 ± 1.48

81.25 ± 0.68

80.30 ± 0.58

77.96 ± 2.00

p=0.3

77.60 ± 1.11

82.57 ± 0.60

81.67 ± 0.64

80.80 ± 1.35

p=0.5

80.58 ± 0.95

83.36 ± 0.36

82.84 ± 0.70

83.55 ± 1.03

p=0.7

82.57 ± 0.47

83.82 ± 0.18

83.32 ± 0.30

86.11 ± 1.02

83.78

84.11

83.70

87.18

SVDD

S2 OC-SVM

S2 SVDD

S3 SVDD

p=0.2

51.46 ± 1.13

62.74 ± 0.52

61.46 ± 0.76

61.53 ± 2.28

p=0.3

51.56 ± 0.58

62.64 ± 0.67

61.07 ± 0.70

62.59 ± 2.45

p=0.5

52.11 ± 0.65

62.81 ± 0.61

61.27 ± 0.34

63.78 ± 2.00

p=0.7

53.15 ± 0.64

62.76 ± 0.31

61.27 ± 0.24

65.21 ± 1.17

53.44

62.94

61.24

66.85

SVDD

S2 OC-SVM

S2 SVDD

S3 SVDD

p=0.2

26.29 ± 0.72

26.37 ± 0.30

26.40 ± 0.33

31.70 ± 1.16

p=0.3

26.04 ± 0.63

26.63 ± 0.29

26.64 ± 0.27

31.48 ± 1.71

p=0.5

26.08 ± 0.78

26.45 ± 0.31

26.50 ± 0.28

31.78 ± 1.00

p=0.7

26.03 ± 0.42

26.41 ± 0.15

26.45 ± 0.09

31.40 ± 1.24

25.22

26.75

26.52

29.82

Algorithm/P

Supervised
Dataset
Algorithm/P

Supervised

IMPART

Dataset
Algorithm/P

Supervised

Hollywood2

Dataset

Hollywood3D
SVDD

S2 OC-SVM

S2 SVDD

S3 SVDD

p=0.2

24.65 ± 0.23

27.53 ± 0.17

27.41 ± 0.17

29.26 ± 1.29

p=0.3

24.19 ± 0.45

27.36 ± 0.21

27.58 ± 0.25

27.62 ± 1.25

p=0.5

24.26 ± 0.27

27.49 ± 0.19

27.54 ± 0.19

28.35 ± 0.74

p=0.7

23.87 ± 0.26

27.37 ± 0.14

27.50 ± 0.09

28.08 ± 0.90

23.38

27.44

27.64

29.82

Algorithm/P

Supervised
Dataset

Olympic Sports
SVDD

S2 OC-SVM

S2 SVDD

S3 SVDD

p=0.2

36.71 ± 2.14

45.54 ± 0.23

44.97 ± 0.45

50.50 ± 2.26

p=0.3

35.82 ± 1.29

45.85 ± 0.41

45.04 ± 0.16

51.04 ± 2.76

p=0.5

35.75 ± 0.89

45.30 ± 0.22

44.94 ± 0.16

51.64 ± 3.82

p=0.7

36.58 ± 0.92

45.29 ± 0.17

45.05 ± 0.14

53.02 ± 2.60

36.89

44.98

44.99

57.20

Algorithm/P

Supervised
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no specific train and test data are predefined by the dataset providers, we have
performed the 5-fold cross validation procedure. For each fold, we kept 80% for
training purposes and 20% for testing. In order to implement the semi-supervised
scenario, we have followed the procedure described in the beginning of Section
4. We note that for semi-supervised methods, we have employed both labeled and
unlabeled training data, except for the standard SVDD case, where we only used
the positive labeled ones.
In Table 5, we report the obtained mAP rates for all competing methods. The
proposed method outperformed the competition in every case. Additionally, it can
be seen that the standard SVDD outperformed the semi-supervised learning methods in almost every case. By combining both facts, it can be explained that local
geometric data relationships between k = 5 neighboring data did not contribute
in a positive manner in regularizing the obtained classification space, and based
on our insights, a different value of neighbors may did have a positive effect in
the obtained results, e.g., k = 10, 15. However, the same value of k = 5 was used
for the proposed method as well, where it was shown that it still outperformed the
standard SVDD and alleviated the negative effects by exploiting subclass information.
5. Conclusion
In this paper, we have described a novel semi-supervised OCC method based
on SVDD, that is regularized by two additional terms, combing global and local geometric data relationships. Our experiments indicated that there are cases,
where either or both of of the additional terms contribute to derive the classification space, where enhanced classification performance is obtained. Therefore, the
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Table 5: Mean Average Precision and standard deviation within semi-supervised classification
folds in generic OCC problems
Dataset

Breast Malignant
SVDD

S2 OC-SVM

S2 SVDD

S3 SVDD

p=0.2

98.49 ± 0.35

97.92 ± 0.09

97.94 ± 0.06

98.80 ± 0.31

p=0.3

98.48 ± 0.27

97.97 ± 0.11

97.93 ± 0.09

98.84 ± 0.29

p=0.5

98.62 ± 0.22

97.95 ± 0.70

97.91 ± 0.10

98.82 ± 0.15

p=0.7

98.72 ± 0.17

97.97 ± 0.11

97.98 ± 0.15

98.80 ± 0.18

98.71

97.95

97.95

99.00

SVDD

S2 OC-SVM

S2 SVDD

S3 SVDD

p=0.2

98.82 ± 0.28

98.80 ± 0.09

98.86 ± 0.04

99.18 ± 0.30

p=0.3

98.83 ± 0.29

98.82 ± 0.07

98.85 ± 0.08

99.14 ± 0.29

p=0.5

98.97 ± 0.26

98.79 ± 0.08

98.79 ± 0.08

99.16 ± 0.16

p=0.7

99.04 ± 0.16

98.85 ± 0.06

98.86 ± 0.11

99.18 ± 0.19

99.02

98.80

98.80

99.34

SVDD

S2 OC-SVM

S2 SVDD

S3 SVDD

p=0.2

67.82 ± 2.52

52.78 ± 1.19

51.25 ± 1.34

69.35 ± 2.03

p=0.3

68.88 ± 3.01

52.89 ± 1.17

52.22 ± 1.52

70.05 ± 2.29

p=0.5

69.18 ± 1.20

52.74 ± 1.20

52.32 ± 1.13

70.59 ± 1.24

p=0.7

69.36 ± 1.69

52.55 ± 0.81

52.07 ± 1.24

70.45 ± 1.78

68.91

52.04

52.66

70.77

Algorithm/P

Supervised
Dataset
Algorithm/P

Supervised

Breast Benign

Dataset
Algorithm/P

Supervised

Diabetes

Dataset

Heart
SVDD

S2 OC-SVM

S2 SVDD

S3 SVDD

p=0.2

78.22 ± 5.12

65.01 ± 1.61

65.79 ± 1.56

81.10 ± 3.29

p=0.3

79.78 ± 4.56

65.01 ± 1.01

65.88 ± 1.44

81.53 ± 3.65

p=0.5

80.78 ± 2.24

64.43 ± 0.62

66.17 ± 1.89

81.03 ± 1.94

p=0.7

83.10 ± 2.82

64.12 ± 0.45

65.63 ± 0.56

84.07 ± 1.97

82.87

63.91

65.33

83.30

Algorithm/P

Supervised
Dataset

Liver
SVDD

S2 OC-SVM

S2 SVDD

S3 SVDD

p=0.2

75.76 ± 3.99

75.50 ± 0.83

75.17 ± 0.61

79.31 ± 1.94

p=0.3

75.16 ± 3.10

75.59 ± 0.76

75.45 ± 0.71

79.74 ± 2.12

p=0.5

77.72 ± 2.76

75.38 ± 0.49

75.20 ± 0.38

81.75 ± 2.31

p=0.7

80.17 ± 2.92

75.28 ± 0.66

75.11 ± 0.59

81.36 ± 2.69

81.10

75.78

75.29

81.90

Algorithm/P

Supervised
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proposed method is superior to existing OCC methods in both the semi-supervised
and the supervised learning case as well.
Future work could include applications or extensions in different classification
problems and methods. Moreover, since we have proven that exploiting two regularization parameters at the same time for the SVDD case is beneficial, adding
even more regularization terms describing different properties of the data, could
be promising. However, we should note that every additional regularization term
usually requires optimizing an additional hyperparameter. To this end, methods
automatically determining the optimal parameters settings would be another research direction. Finally, the proposed method exploits spaces that have been
explicitely estimated using transformation on a standard RBF kernel matrix. Estimating this space directly with a continuous piece-wise mapping function, i.e.,
novel kernel functions perhaps based on deep learning, could be promising.
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Appendix A. Deriving the S3 SVDD hypersphere center
1

For easier derivative calculation, we employ a vector be defined as u = S 2 a,
where a is the actual hypersphere center. In addition, by employing u in equation
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(24), the proposed S3 SVDD optimization problem takes the following form:
2

Minimize: R + c
R,ξi ,u

`
X

1

1

ξi + c0 uT S 2 DS 2 u

(A.1)

i=1
1

Subject to : kS − 2 φi − uk22 ≤ R2 + ξi ,
ξi ≥ 0,

i = 1, . . . , `,

which can be solved by finding the saddle points of the Lagrangian:
2

L=R +c

N
X

0

1
2

T

1
2

ξi + c u S DS u −

−

βi ξi −

i=1

i=1
N
X

N
X



1
γi R2 + ξi − kS − 2 φi − uk2 ,

(A.2)

i=1

leading to the following optimality conditions:
N

X
ϑL
=0⇒
γi = 1,
ϑR
i=1

(A.3)

ϑL
= 0 ⇒ βi = c − γi ,
ϑξi

(A.4)

Condition (A.4) can always be met if we demand 0 ≤ γi ≤ c, thus the Lagrange
multipliers βi can be discarded. Finally, by zeroing the gradient of L with respect
to u, we obtain:
ϑL
=0⇒
ϑu
1

1

1

⇒ 2c0 S 2 DS 2 u + 2u = 2S − 2 Φγ ⇒
1

1

⇒ c0 SDS 2 u + S 2 u = Φγ ⇒
⇒ c0 SDa + a = Φγ ⇒
⇒ c0 Da + S −1 a = S −1 Φγ ⇒
−1 −1
⇒ a = S −1 + c0 D
S Φγ,
which is the S3 SVDD hypersphere center.
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(A.5)

Appendix B. Derivation of the Lagrangian of S3 SVDD
After replacing (A.3),(A.4) in the Lagrangian function (A.2) (using the hypershere center a instead of u), we obtain the following:
L = c0 aT Da −

`
X

γi (φi − a)T S −1 (φi − a).

(B.1)

i=1

Let B = S −1 + D. By substituting (A.5) in (B.1), the Lagrangian takes the
following form:
L=

` X
`
X

γi φi S −1 B −1 c0 DB −1 S −1 γj φj

i=1 j=1

−

` X
`
X

γi φi S −1 B −1 S −1 B −1 S −1 γj φj

i=1 j=1

−

`
X

γi φi S −1 =

i=1

=−

`
X

γi φi S

−1

i=1

−

` X
`
X

γi φi S −1 B −1 S −1 γj φj

(B.2)

i=1 j=1

Moreover since:
1
(S −1 + D)−1 = S − S( 0 D −1 + S)−1 S,
c

(B.3)

the Lagrangian takes its final form as follows:
L=

` X
`
X
i=1

−

1
γi φi ( 0 D −1 + S)−1 γj φj
c
j=1

` X
`
X

γi φi S

−1

γj φj −

i=1 j=1

`
X
i=1
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γi φi S −1 .

(B.4)

Appendix C. Derivation of the kernel matrix
The S3 SVDD optimization problem can be solved using standard SVDD implementations, by employing the kernel matrix Q ∈ R`×` , having the following
values:
1
q(xi , xj ) = φTi S −1 φj + φTi ( 0 D −1 + S)−1 φj .
(C.1)
c
Since we work in spaces of arbitrary dimensionality, we require that both matrices S and D are invertible. Thus, we employ their regularized versions, defined
as
S̃ = S + r1 I and D̃ = D + r2 I,

(C.2)

where r1 and r2 are parameters set to a small value increasing the ranks of the
matrices, and I are identity matrices of appropriate dimensions.
Since the matrix S is the same matrix employed in Subclass SVDD described
in Section 2, its inverse is obtained from equation (17), replacing the regularization parameter r with r1 , as follows:
S̃

−1


−1
1
1
1
−1
ΦT ,
= I − 2Φ M + K
r1
r1
r1

(C.3)

where M is a ` × ` matrix encoding subclass information between the labeled
data, having values as described below equation (16). In a similar fashion, the
inverse of D is given by:
D̃

−1



1
1
1
−1
= I − 2 Φ̃ L + K̂ Φ̃T ,
r2
r2
r2

(C.4)

where Φ̃ contains labeled and unlabeled data representations in the feature space
F. We employ the same notation, as in Section 3. Then, we sum the quantity in
the parenthesis:


1
1
r1 r2 + 1
−1
(S + D ) =
I − 2 Φ̃ L + K̂ Φ̃T + ΦM ΦT .
r1 r2
r2
r2
−1
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The matrix Φ is a submatrix of Φ̃, containing the labeled data representations. Let
us replace Φ with Φ̃. The added values included in Φ̃ should not be employed in
the calculations. To this end, let us replace M , by defining a matrix M̃ ∈ RN ×N ,
which is of the same rank as M , being equal to M in the positions of the labeled
data, and having zeros otherwise (i.e., in the positions of the unlabeled data).
Without loss of generality, the quantities can therefore be added. Let L̃ = L +
1
K̂
r2

+ M̃ describe this summation. Then, the inverse of (C.5) is:
(S + D −1 )−1 =


−1
r2
I − Φ̃ L̃−1 + K̂
Φ̃T ,
r1 r2 + 1

(C.6)

Finally, after replacing all the above mentioned equations in (C.1), we obtain the
following solution:
h
−1 i
Q = K αI − β M −1 + K

−1
+γ K̃ T L̃−1 + K̂
K̃,
where : α =

1
+r1 r2
r1
r1r2 +1

,β =

1
,
r12

and γ =

r22
.
(r1 r2 +1)2
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Abstract
Multi-robot conflict resolution is a challenging problem, especially in dense
environments where many robots must operate safely in a confined space. Centralized solutions do not scale well with the number of robots in dynamic scenarios: a centralized communication can cause bottlenecks and may not be robust
enough when channels are unreliable; the complexity of algorithms grows with
the number of robots, making online re-computation too expensive in many situations. In this work, we propose a decentralized approach for conflict resolution
where robots show reactive and safe behaviors, avoiding collisions with both
static and dynamic objects, even under unreliable communication conditions
and with low resources. They detect conflicts with neighboring obstacles locally
and then apply rules to surround them in a roundabout fashion, assuming that
others will follow the same policy. The method is designed for unicycle robots
with range-finder sensors, and it is able to cope with noisy sensors and secondorder dynamic constraints, ensuring always collision-free navigation. Besides, a
set of metrics and scenarios for benchmarking in multi-robot collision avoidance
are proposed. We also compare our method with others from the state of the art
through extensive simulations. Experiments with real robots are also presented
in order to show the feasibility of the system.
Keywords: Dense conflict resolution, decentralized multi-robot systems,
safety-enhanced and reactive behaviors, benchmarking, collision avoidance

1. Introduction
Multi-robot systems are becoming more common in the last decades thanks
to recent advances in communication, control and perception technologies. The
use of cooperative teams of multiple robots, both aerial and ground, is of interest
in many applications such as surveillance, traffic management, industrial robots,
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etc. [1, 2]. However, when the number of robots cooperating becomes large,
scenarios (mainly indoors) may turn into dense environments. In those highly
dynamic scenarios with many robots operating in a confined space, collision
avoidance becomes a challenging problem. Robots need to consider trajectories
from many other teammates, additional obstacles, and so on; so efficient and
safe conflict resolution algorithms become essential. This is even more important
as we move into the realm of cooperating aerial vehicles, where a collision no
matter how small becomes critical.
Centralized approaches take into account information from all teammates to
plan collision-free routes for each robot. However, they do not scale with the
size of the team, since they rely on central communication facilities and their
complexity usually increase with more robots. Decentralized conflict resolution
methods are more adequate for dense teams in cluttered setups, since they are
more robust under communication constraints and shared resources. We focus
on decentralized approaches where robots can show myopic (or reactive) and
safe behaviors even with low resources on board and unreliable communication
conditions. This is particularly relevant in highly dynamic scenarios where
robots need to react constantly to situations, and re-planning over a horizon
time may consume too many resources, or sticking to an initial fixed plan is
infeasible.
We propose to detect potential conflicts with neighboring obstacles using
local information, and then apply some rules so that robots can avoid each other
orderly in a roundabout fashion. The conflict resolution works on the basis that
all robots in the team follow the same rules. The underlying idea is somehow
similar to the Generalized Roundabout Policy [3], which we tailor to unicycle
robots (i.e., those that can move in any direction but with a rotation rate
associated). Thus, the way each robot reserves space around to avoid collisions
is different, since we exploit that unicycle robots can rotate in place, while [3]
forces them to circulate in roundabouts without stopping. Besides, we address
arbitrary static obstacles, and cope with noisy sensors and second-order dynamic
constraints (velocities do not change instantaneously when accelerating).
We extend our previous work [4], where we already proposed a decentralized
conflict resolution algorithm for multiple robots. A similar state machine for
local robot behavior is still used, but we generalize the detection of potential
conflictive obstacles around by assuming range-finder sensors on board. Constant communication among the robots is not assumed, but position information
shared by neighbors is used only when available. However, robots never share
their orientations, velocities nor goals, and a global map is not required.
Additionally, there have been remarkable efforts recently in benchmarking
approaches for robot navigation [5, 6]. However, this is still an open issue,
mainly for multi-robot systems. In this paper, we propose a set of metrics and
scenarios to benchmark the performance and scalability of multi-robot collision
avoidance approaches. We also run extensive simulations to compare different
methods in the state of the art, including our proposed algorithm. Moreover, we
show experimental results of our system working in a real multi-robot testbed.
In summary, the contributions of our work are the following:
2

• A novel decentralized algorithm for conflict resolution in dense multi-robot
teams based on collision detection with range-finder sensors. Robots require only local information to navigate reactively and safely (without
collisions), even with uncertain sensors, unreliable communications and
dynamic constraints. We name our algorithm SWAP: safety-enhanced
avoidance policy.
• The algorithm only requires local information to perform obstacle avoidance. Global positioning information from other robots can be integrated
when available. This is considered to make the system more general, but
it is not a requirement.
• The system copes with static and dynamic obstacles. Those are integrated in an equivalent manner and robots are able to avoid them without
livelocks/deadlocks independently of their shape.
• A thorough discussion on the properties of the algorithm in terms of safety,
liveness, robustness, computational complexity and scalability.
• A set of metrics and scenarios for benchmarking in multi-robot collision
avoidance. Some of the metrics and scenarios are extracted from the
literature and adapted to the multi-robot paradigm. Others are novel.
Extensive simulations are presented to compare alternative methods from
the state of art within those benchmarking scenarios.
The remainder of the paper is organized as follows: Section 2 surveys related work; Section 3 presents the problem definition; Section 4 describes our
algorithm for conflict resolution; Section 5 discusses further the algorithm properties; Section 6 presents benchmarking scenarios and extensive simulation results; Section 7 describes experimental results with real robots; and Section 8
includes conclusions and future work.
2. Related Work
In the literature, the problem of collision-free robot navigation has been
widely studied and different classifications are possible [7]. In particular, this
paper focuses on dynamic scenarios where there are multiple robots involved.
Most related works are based on mathematical programming and control theory,
velocity obstacles or potential fields; and hence, a review of these families of
methods is presented in the remainder of this section.
Mathematical programming and control theory
Multi-robot path planning has been approached from a control-theoretic
point of view. A thorough review of methods based on mathematical programming is provided in [8]. Many of these methods achieve optimal solutions, but
they involve complex computation that makes them less suitable for real-time
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collision avoidance. Moreover, many of them do not consider other obstacles
apart from the robots themselves.
A centralized solution is proposed in [9], splitting the problem into subproblems with less robots that are later executed sequentially (hence, it is not
optimal in terms of arrival time). In [2], they use a method for tessellation of
the underlying motion area in a number of cells, which are treated as shared
resources in a distributed resource allocation problem. The decentralized Generalized Roundabout Policy is presented in [3] for conflict resolution, using reserved areas and traffic rules for the vehicles. Under certain assumptions, they
guarantee safety and even liveness (i.e., vehicles will reach their destinations in
a finite time).
Additionally, it has been reported relevant to consider robots dynamics and
to plan over a time horizon (reasoning over future situations) [10]. Even though
these methods avoid better local minima, they also require higher computation time and are less adequate for real-time planning. A distributed kinodynamic planner is presented in [10], guaranteeing safe navigation for vehicles
with second-order dynamics. Others apply Model Predictive Control to achieve
collision-free trajectories for multiple robots [11]. In [12], techniques from optimal control and mathematical programming are used to generate continuous
velocity profiles that satisfy dynamic constraints, avoid robot collisions, and
minimize the task completion time. They show results with non-holonomic
robots, but the paths to follow are fixed a priori.
Velocity obstacles
Many authors achieve collision-free trajectories by reasoning about velocity
obstacles, i.e., they define regions in the velocity space where collisions are
prevented given the current robot velocities. These methods have proven to
be very efficient in practise with simulations of large teams of vehicles, but
they assume that robots can share or sense velocities and positions of obstacles
(and usually shapes). Moreover, most of them do not give theoretical proof of
convergence, and do not assure the absence of collisions or livelocks/deadlocks
under noisy sensors or second-order dynamics.
The algorithms Reciprocal Velocity Obstacles (RVO) [13] and Optimal Reciprocal Collision Avoidance (ORCA) [14] introduce the concept of reciprocal
velocity obstacles to avoid undesirable oscillations when robots avoid each other
(all robots follow a similar behavior). AccelerationVelocity Obstacles (AVO) [15]
extend RVO, reasoning over second-order dynamics. All these algorithms can
select velocities reactively for large teams in a decentralized fashion. ORCA
guarantees collision-free trajectories except for densely packed conditions, but
given perfect knowledge of positions and velocities of others. Moreover, they
prevent certain oscillatory velocity profiles (conflicting robots varying their velocities in a loop because of each other) [13] by selecting velocities in the boundaries of the velocity obstacles. This solution is sensitive to noisy sensors, since
observing velocities erroneously may lead robots to collide. Therefore, further
extensions are required to deal with inaccurate localization and sensing. In [16],
the uncertainties in robot positions are modeled by convex hulls. They report
4

that using a disk representation is not appropriate in certain situations where
the position uncertainty is not typically circular, such as corridors. The Hybrid
Reciprocal Velocity Obstacles [17] also consider uncertainties in positions and
velocities, apart from dealing with non-collaborative obstacles by means of a
high-level roadmap. However, collisions and livelocks are still possible.
Additionally, there are extensions of ORCA to cope with certain types of
non-holonomic vehicles [18]; or to navigate in 3D environments with multiple
aerial robots [1, 19, 20].
Potential fields and vector fields
Approaches based on artificial potential fields are also commonplace in robot
navigation. Basically, the robot is kept at a safe distance from obstacles by
repulsive forces, while being drawn towards the goal by attractive forces. The
Vector Field Force (VFF) [21] is one of the first algorithms considering this
idea, but they do not show results with multiple robots nor moving obstacles.
Potential field methods have low computational requirements and are suitable
for real-time collision avoidance, but they do not usually achieve optimal paths,
and can present problems with local minima and densely packed environments.
Nonetheless, there also exist the navigation functions, which are special types
of artificial potential fields that can be designed to have no local minima. In particular, decentralized navigation functions are applied to multi-robot collision
avoidance in [22, 23]; whereas [24] propose new theoretical insights by reformulating some assumptions in the previous works that did not hold for multi-robot
systems. In [25], they propose rules of the road to assign priorities to the vehicles. In [26], the authors contribute with a version of the Dynamic Windows
Approach (dynamic and kinematic constraints of robots are considered) based
on artificial potential fields whose convergence can be proved, but they do not
extend the method to multiple robots.
In addition, approaches based on vector field histograms are well known.
The original Vector Field Histogram (VFH) [27] and its successors VFH+ [28]
and VFH∗ [29], build a polar histogram with local obstacle measurements and
look for directions heading to open spaces. They could be applied to multi-robot
teams, but they rarely account for robot dynamic nor kinematic constraints, and
do not study convergence properties.
Other reactive approaches
In terms of reactive algorithms that only use local information to avoid
collisions, there are more approaches that cannot be included in the above categories. This paper focuses on approaches with low computational requirements
that can work in real time and scale better with large teams of robots. In this
sense, the bug algorithms represent a simple approach to navigate toward a goal
surrounding static obstacles. A review of these types of algorithms can be found
in [30]. They are purely reactive and can converge to the final goal, but they
cannot handle dynamic obstacles. The Bubble algorithm [31] is another purely
reactive method to drive robots around, and it is to some extend similar to the

5

VFH. Again, the algorithm is not prepared to work with dynamic obstacles, let
alone densely packed environments.
3. Problem Definition
We address multi-robot conflict resolution in densely packed environments.
In particular, the team of robots must navigate in a 2D scenario with static
obstacles of arbitrary shapes and unknown positions. Let N = {1, . . . , n} be
a set of robots with positions {pi (t) = (xi (t), yi (t))}i=1,...,n and orientations
{θi (t)|θi (t) ∈ [0, 2π]}i=1,...,n . Let I = {p1 (0), . . . , pn (0)} be the initial configuration and G = {g1 , . . . , gn } the goal configuration, such that gi ∈ R2 , ∀i. The
problem to solve is the following: Given the initial configuration I of the set N ,
they should be able to navigate to their goal configuration G without collisions.
We assume a unicycle model for the robots, which means that the direction of
their velocity vector is determined by their angular orientation [7]. Orientation
changes are limited by a turning rate constraint, but robots can rotate in situ,
i.e. they can modify their orientation without varying their 2D position (e.g.,
differential-drive vehicles). Moreover, we consider second-order dynamics in the
linear and angular variables, so the robots cannot stop instantly at any time if
required. In particular, the kinematic model used for each robot is the following:
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0
1
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where the linear and angular velocities, v and ω, can be controled with the
acceleration-based control inputs uv and uω , respectively. The parameters τv ,
kv , τω and kω determine the robot dynamics. Also, the control inputs of the
system saturate, in such a way that the linear and angular velocities cannot
exceed vmax and ωmax , respectively.
In terms of sensing capabilities, we assume range-finder sensors for the
robots, which allow them to know the distance to obstacles in a finite number
of directions around (beams). Therefore, each robot has a polar representation
of the obstacles in its neighborhood. Moreover, each robot can localize itself.
For this purpose, robots could use the onboard range-finder sensor or any other
localization system. We assume noisy sensors, so robots can only observe their
positions with a bounded error: we define an uncertainty disk of radius el around
the observed position where the actual position should lie. The range-finder sensor also produces distance measurements to obstacles up to a maximum range
of rmax and with a bounded error er . We denote the range-finder field of view
as f ov and the number of beams as nb .
Besides, there may be a communication system between the neighboring
robots to transmit their positions. This information can be incorporated in
others’ polar representation of obstacles when available. However, our system
does not rely on those data and must still work with no communication, since we
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assume noisy channels with possible delays, failures, occlusions, etc. The robots
do not share any information about their orientations, velocities nor goals.
Our approach does not impose explicitly specific optimization criteria, such
as the traveled distance or the time to reach the goal. Instead, we prioritize
safety, which means that robots should never collide. We try to achieve that by
using a reactive and decentralized method with low computational requirements.
4. Safety-enhanced Avoidance Policy
In order to address the above conflict resolution problem, we propose SWAP:
safety-enhanced avoidance policy, a decentralized algorithm which prioritizes
safety for the robots (no collisions), and is able to drive them reactively toward
their goals using only local information. In particular, the robots use the information provided by their range-finder sensors to detect conflicts and resolve
them modifying their trajectories, assuming that others will follow the same policy. For that, they build a polar representation of their surroundings and define
angular sectors of orientations that would allow them to navigate safely. Then,
some rules are defined so that the robots can manoeuvre avoiding each other
in a counter-clockwise fashion and stop when completely surrounded. In the
following sections, we explain how the conflicts are detected, and how they are
solved by means of a set of navigation behaviors, which are activated according
to local Finite State Machines running on each robot.
4.1. Conflict detection
Collisions are defined using a circular approximation of the shape of each
robot, which we name Safety Region. Each robot uses also a polar representation of its surroundings given by the readings of its range-finder sensor. The
obstacles within this polar representation are inflated with an Inflation Region
to determine which are conflictive.
Definition 1. The Safety Region (SR) of a robot is a circle of radius rsr that is
centered on its middle and encompasses its whole contour. Formally, the Safety
Region of a robot i is defined as SRi = {d ∈ R2 : ||d − pi || ≤ rsr }. The value of
rsr can vary from one robot to another depending on their shape and size. Then,
a collision is considered to take place in two cases: (1) when the SR of two or
more robots intersect, i.e., ∃i 6= j : SRi ∩ SRj 6= ∅; (2) when any other external
object enters the SR of a robot. We consider here as external objects static
features of the scenario and dynamic obstacles not controlled by our system.
Definition 2. The Inflation Region (IR) of a robot is the region created by
inflating all the obstacles in its field of view. Let R = {range(k)}k=1,...,nb be
the set of range-based readings of a robot. If the previous readings are inflated
a distance rir towards the robot, the previous set can be transformed into R0 =
{range0 (k)}k=1,...,nb = {range(k) − rir }k=1,...,nb . Thus, the Inflation Region is
the area included between R and R0 . Moreover, a conflict is considered to take
place for a robot when its Safety Region intersects with its Inflation Region.
7
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Figure 1: (Left) Regions of a robot surrounded by two other robots and a static obstacle,
from a top view. (Right) Corresponding polar graph centered in the robot. In blue, the SR
of the central robot; in dark orange, the noisy readings from its range-finder sensor; in light
orange, its IR. Robot A is out of the f ov, but included thanks to the communication system.
The overlaps between the IR and the SR represent the conflictive areas, and the red crosses
indicate the direction angle for each conflict, which corresponds to the closer point of each
conflictive area with respect to the robot.

Figure 1 depicts an example of a robot with some static and dynamic obstacles around, where the above regions are represented. The obstacles are ignored
until they become a conflict, which implies a potential collision that needs to be
avoided. For a safe operation, the Inflation Region must be such that a robot
can detect a conflict and still stop in time before a collision occurs. This idea
is illustrated in Figure 2.
First, let dbr be the braking distance of the robot, i.e., the maximum distance
required to fully stop assuming that it was moving at full speed vmax . Then,
Figure 2 depicts the worst case scenario of two robots moving against each other
at full speed. Once they detect the conflict, they will try to avoid the obstacle
(as it will explained later) and, in case they cannot do it, they will still brake
not to collide. If we set rir = 2dbr + er + γ, the conflict will be detected in time
to stop the collision:
• The term 2dbr represents the necessary distance so that both robots can
stop without colliding in the worst case.
• The term er is the maximum possible error of the range sensor, and it is
included to consider the fact that the detected obstacles may actually be
closer than measured.
• The parameter γ is an offset that can be designed to take into account
other potential errors, communication delays, etc. Moreover, if the external shape of the robot could not be measured exactly (e.g., the sensor
ranger is mounted on the top of the robot and does not see properly others’ contours), this variable may be used to compensate those errors by
inflating the readings.
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Furthermore, note that if the robots could distinguish between static or
dynamic obstacles (e.g., by having a map with the static obstacles or advanced
sensing capabilities), the previous rir may be adjusted more by not considering
the dbr term twice for static obstacles. When no extra information is available,
the system is conservative and all obstacles are assumed to be dynamic.

Figure 2: Worst case scenario of two robots travelling at maximum speed against each other.
The SR and the required inflation distance are shown for the left robot. It can be seen how
both robots will be able to stop in time without colliding after detecting the conflict.

Additionally, robots could share their positions by means of unreliable communication if they are within range. Robots work assuming no communication, but they use it when available. In particular, each robot can use the
positions received by its m neighbors P = {pj }j=1,...,m to populate with obstacles areas that are out of their f ov (for instance, see Figure 1). For those,
rir = 2dbr + 2el + rsr + γ:
• The term 2dbr represents the necessary distance so that both robots can
stop without colliding in the worst case.
• The term 2el considers the maximum error in the positioning systems.
Both robots could be actually closer than they measure.
• The term rsr is included because each robot inflates the received other’s
position with the SR to detect collisions.
• The parameter γ is an offset that can be designed to take into account
other potential errors, communication delays, etc.
Each intersection between the Safety and Inflation Regions of a robot is
treated as a different conflict, and the robot must manoeuvre to resolve all its
conflicts. We denote C = {Ck }k=1,...,|C| as the set of conflictive regions of a
robot.
Finally, note that we assume that rmax is enough to detect conflictive obstacles. Also, the Safety and Inflation Regions could vary from one robot to
another depending on their size and dynamics. We assume here homogeneous
robots for simplicity and discuss the heterogeneous case later.
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4.2. Computing forbidden directions
Robots analyze locally their conflicts to define which are the headings that
will ensure safe navigation without collisions. For each conflict Ck ∈ C, the
robot defines the direction angle of the conflict ϕk as the orientation of the
closer point of Ck with respect to the robot 1 . Figure 1 shows an example with
the direction angles for different conflicts. For each conflict, the robot defines
also a sector of forbidden directions (ϕk − π/2, ϕk + π/2), which means that
navigating towards a direction out of this interval, the robot will be safe. This
is depicted geometrically in Figure 3, where a robot computes the forbidden
directions for its two conflicts. Basically, we can draw a line perpendicular
to the direction of the conflict with respect to the robot and navigate in that
direction safely, without approaching to the obstacle. At some point, the robot
will leave the obstacle aside and will be able to surround it.
After analysing all its conflicts, a robot could have a sector of safely navigable
directions (non-colored sector in Figure 3). In that case, an avoidance angle is
defined in order to resolve the conflicts by surrounding obstacles.
Definition 3. The avoidance angle ϕa is the orientation of a robot such that:
(1) it lies in the boundary of its forbidden sector; and (2) it allows the robot to
leave this forbidden sector on its left side.
By setting the same rule for selecting the avoidance angles for all robots, they
will resolve conflicts by avoiding each other in a counter-clockwise manner. For
instance, in Figure 3 there are two possible robot orientations in the boundary
of the forbidden sector, but only one (hence selected as ϕa ) will allow it to
surround an obstacle counter-clockwise, leaving the forbidden sector to its left.
4.3. Navigation behaviors
Robots try to reach their goal positions safely by resolving conflicts that they
encounter. This is done by following some navigation behaviors encoded into a
Finite State Machine (FSM). Each robot runs locally in a decentralized fashion
the same FSM, which is in charge of setting different speed and orientation
commands depending on the state. Thus, all robots follow the same navigation
behaviors, which allows them to solve conflictive situations. Each navigation
FSM has the next states:
• Free: This is the normal navigation behavior, where the robot can go
freely towards its goal. Let ϕg be the goal orientation in the local polar
coordinate system of the robot. Then, the robot is Free if there are no
conflicts or there are conflicts but two conditions are met: (1) ϕg does
not belong to the forbidden sector; and (2) the goal is not behind the
robot, i.e., ϕg ∈ [−π/2, π/2]. In this state the robot navigates at full
speed towards its goal, by commanding linear velocity vref = vmax and
orientation θref = ϕg .
1 In order to avoid noisy measurements when computing the minimum distance of a conflictive obstacle, a low-pass filter is first applied to the readings of the range sensor.
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Figure 3: (Left) Forbidden and navigable areas of a robot with two conflicts, from a top
view. (Right) Corresponding polar graph centered in the robot. In blue, the boundary of the
SR of the central robot. For each conflict, its direction is marked with a red cross and its
corresponding forbidden sector in a different color. The robot has two possible orientations in
the boundary of its forbidden sector, but only the one leaving it to its left is selected as the
avoidance angles ϕa .

• Blocked: The robot enters this state when it detects conflicts around and
there are no possible orientations out of the forbidden sector (there does
not exist ϕa ). This means that it is Blocked and surrounded by obstacles,
so the robot stops (vref = 0) and waits until any of the moving obstacles
is gone and an escape orientation ϕa appears.
• Rencontre: The robot enters this state when it detects conflicts that must
and can avoid before navigating toward its goal, i.e., it is not Free but not
Blocked either. In this situation the robot needs to resolve the conflicts
escaping through the avoidance angle, so it starts stopping to prevent
collisions (vref = 0) at the same time that tries to reach the orientation
θref = ϕa . Once it is oriented correctly, the avoidance manoeuvre is safe
and the robot can switch to the Rendezvous state. Note that the robot
may be oriented correctly before stopping completely.
• Rendezvous: This state occurs when a robot is performing a manoeuvre to avoid a conflictive obstacle. The robot is oriented to ϕa and can
surround the obstacle counter-clockwise. During this operation, a linear velocity vref = va ≤ vmax is commanded for safety reasons, and a
heading θref = ϕa maintained. As the robot moves, ϕa varies, which
could cause an oscillatory behavior with the robot switching continuously
between Rendezvous and Rencontre to decelerate, reorientate and go forward again. This is prevented with a tolerance error ϕth in the robot
orientation, i.e., the robot does not leave the Rendezvous state as long as
its orientation holds |θ − ϕa | ≤ ϕth .
In this FSM, which is depicted in Figure 4, transitions are possible among all
states. However, there are some typical storylines for the navigation behaviors.
For instance, a robot would usually travel toward its goal in Free state, and
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Figure 4: Finite State machine with the navigation behaviors that rule SWAP. In red, the
typical transitions while avoiding one or more obstacles. In green, the typical transitions
during a blocking situation. Other transitions (in black) are possible but less common.

then it may encounter a conflict. If the conflict is in front of the robot (not
ignorable), it will switch to the Rencontre state and eventually to Rendezvous,
surrounding the conflictive obstacle counter-clockwise until it is Free again. If
two robots encounter each other and perform this operation simultaneously,
they will swap their positions. If multiple robots converge to the same point,
those in the middle become surrounded and Blocked, until the external ones
release them.
Finally, Algorithm 1 describes all steps to run an iteration of SWAP in a
decentralized manner at a given robot. First, the IR is computed from the
readings of the range-finder sensor as in Section 4.1 (lines 1-2). If the robot
receives information through the communication system, that is incorporated
into the IR too (lines 3-8). Then, the avoidance angle is calculated as in Section 4.2 (lines 9-13); and the FSM selects the current navigation behavior and
the corresponding references in linear velocity and orientation (line 14).
5. Discussion
In this section, we provide further discussion to analyze better the properties
of our approach, as well as its limitations.
5.1. Safety
Safety is one of the main objectives in this work. The idea is to ensure multirobot navigation with no collisions at all. In Section4, it has been explained how
SWAP is designed so that robots can always avoid collisions, stopping in time
in the worst case scenario. Of course, this comes at a cost, since designing
parameters like dbr , er or el may lead to conservative policies, where robots
12

Algorithm 1 SWAP(p, θ, R)
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

rir ← 2dbr + er + γ
IR ← inflate(R, rir )
sendInfo(p)
P ← receiveInfo()
if P =
6 ∅ then
rir ← 2dbr + 2el + rsr + γ
IR ← IR ∪ inflate(P, rir )
end if
C ← IR ∩ SR
for all Ck ∈ C do
ϕk ← closestPointAngle(Ck )
end for
ϕa ← computeAvoidanceAngle({ϕk }k=1,...,|C| )
vref , θref ← FSM(ϕa , ϕg , θ)
return vref , θref

prioritize safety over performance. Nonetheless, this seems to be adequate in
crowded situations, where the algorithm would ensure safe navigation even with
sensor uncertainties and no communication at all.
In addition, our robots never move backwards, so they can only provoke
conflicts with obstacles in front of them. This entails that robots do not need to
detect all possible conflicts around with a full field of view. A field of view of at
least 180◦ would suffice though, which is more common in real robotic systems.
For instance, a common situation can be that of two robots driving toward the
same direction, one behind the other and faster. In that case, the robot behind
will overtake the slower one, which will ignore the conflict at first. The robot
behind will enter into Rencontre, slowing down as it tries to leave the other at
its left. In the middle of the process, the slower robot will detect the other and
start to slow down or even stop in order to let it pass.
SWAP would also work for heterogeneous robots with different Safety Regions (rsr ), braking distances (dbr ) or even sensor noise (er , el ). Those parameters could be communicated among neighboring robots in order to resolve
conflicts more efficiently, or in the worst case, upper bounds could be used.
Moreover, nothing precludes the algorithm from using non-circular shapes for
the Safety Regions, adapting better to different robot shapes.
5.2. U-shaped and non-collaborative obstacles
A single robot following SWAP can always reach its destination as long as
there is a conflict-free trajectory in the scenario, regardless of the shapes of the
static obstacles. Once the robot encounters an obstacle, it proceeds to surround
it counter-clockwise until it finds again free space toward the goal, acting as a
bug algorithm [30].
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Figure 5: Robot trying to avoid a U-shaped obstacle to reach its goal g. In red, the livelock
situation: the robot detects a wall in front of it (A); it starts to surround it counter-clockwise
(B); and it gets free eventually (C), turning back to its goal again. In yellow, the path that
would be followed by SWAP: the robot keeps surrounding the wall (C), since its goal is behind
and it does not switch to Free.

Some reactive algorithms (e.g., our previous work [4]) present problems with
U-shaped obstacles (convex contours); livelocks where robots never overcome an
obstacle completely could happen. An example of this situation is depicted in
Figure 5. A robot finds a U-shaped obstacle and starts to surround it counterclockwise to resolve the conflict. However, at some point it sees no more conflicts
in the direction of its goal and turns back to it, ending up into a livelock.
SWAP addresses these situations with the combination of two different mechanisms. First, recall that robots with conflicts only become Free again if their
goals are not behind them or all conflicts disappear. This requirement of not
having the goal behind would avoid livelock situations like the one in Figure 5,
forcing the robot to keep surrounding the obstacle instead of turning back when
the goal gets out of the forbidden sector.
However, imprecisions in the control systems when surrounding an obstacle
could still make robots separate too much from it, becoming Free (no conflict
anymore) before the surrounding is complete and getting into livelocks. Therefore, we include a control mechanism so that robots try to keep a constant
distance to the obstacle they are surrounding when they are in Rencontre or
Rendezvous, preventing undesired transitions to Free due to momentary separations from the obstacle. Moreover, this mechanism is also useful to avoid
collisions with moving obstacles that get closer to the robot while surrounded.
Additionally, there may be non-collaborative obstacles in some scenarios,
such as other vehicles not following the rules in SWAP. In that case, the noncollaborative vehicles could enclose others preventing them to reach their destinations. SWAP could only ensure passive safety in this case, which means that
robots would not provoke collisions with others, but they could be hit by the
14

non-collaborative ones.
A final comment is that, though SWAP can drive robots to their destinations,
solutions are not necessarily optimal. For instance, two or more robots could
encounter each other within a corridor without place for all of them to pass
through. In that case, all robots would turn back to resolve their conflicts by
following the walls of the corridors backwards. Even though they would be
able to surround the static obstacle eventually and find a path again to their
goals, the optimal solution would be that one of the robots passes through
the corridor while the others go backward. These and other situations such
as avoiding U-shaped obstacles in a bug manner can be alleviated by using a
higher-level path planner on top of our reactive SWAP. In that configuration,
SWAP would act as a local navigation system receiving waypoints from a global
planner. Nonetheless, note that, although not optimally, SWAP is still able to
drive robots safely toward their goals standalone.
5.3. Liveness
Liveness is a property that guarantees that the robots will reach their destinations in a finite time, not getting stuck into deadlocks/livelocks [3]. In this
section, the liveness of SWAP is discussed. Previously, we explained how a single
robot is able to reach its goal with SWAP, surrounding any kind of static obstacle without getting into livelocks (as long as there exist a conflict-free path).
However, proving that SWAP allows all robots to reach their goals in a generic
multi-robot scenario is complex. For instance, if two goals are too close and
a robot is occupying one of them, the other could never be occupied in order
to prevent collisions. Therefore, liveness will be studied here for a strict set of
assumptions, although the discussion could be valid qualitatively for a wider
range of situations.
Theorem 1. Given a set of n robots following SWAP from an initial configuration I with no conflicts, their goal configuration G must hold ||gi − gj || ≥ dg =
2rir + 4rsr , ∀i 6= j in order to ensure there will be no livelocks/deadlocks.
Proof. If G does not fulfill the above property, there exist the possibility of
having robots that will never reach their goals. Imagine, for instance, some
robots that reached their goals and stay there static. Imagine also that they
surround the goal of another robot in the scenario. If the separation between the
static robots is lower than dg , the remaining robot may not be able to navigate
through them to reach its goal without being stopped by conflicts (a robot closer
than dg /2 would be conflictive).
The question now is whether the above condition is sufficient or not. This
is not true for all cases, but we can draw that the condition suffices for a wide
variety of practical setups. In the following, we further discuss this.
Robots that get blocked by others will become free eventually as their neighbors go away toward their goals and release them. However, a deadlock situation
in our algorithm appears when ni robots are Blocked (blocked set) by other ne
robots (blocking set), whose goals are occupied by the former. In that case, the
15

ni = 7
ne = 6

Figure 6: (Left) Blocking situation. Seven robots are blocked (yellow) by six blocking robots
(brown). The robots are represented as non-overlapping circles of radius dg /2, provoking
conflicts to each other. Following the constraint in Theorem 1, no more than 2 goal points
could be occupied by the blocked robots. (Right) Circles forming a centered hexagonal lattice.
Each layer l is represented with a different color.

external robots would never be able to reach their goals (livelock), whereas the
internal ones would get into a deadlock (see Figure 6, left).
If we have a blocked set of robots, they may only be occupying a finite
number of goal points ng according to Theorem 1; and those could belong to
external robots. We need to check whether ng ≥ ne , and hence there may exist
enough external robots to surround the ni robots and force an infinite blocking
situation. Otherwise, the internal robots would end up getting released and
navigating to their goals. Therefore, we want to find the minimum number
of blocking robots necessary to block ni robots. The most favorable situation
will be when the blocked robots are as packed as possible, since there will be
less in the outer layer and it will be easier to surround them. The problem of
packing circular forms as densely as possible is a well-known geometrical problem
called circle packing; and it has been proved [32] that the densest distribution
is achieved by forming a hexagonal lattice (see Figure 6, right). In order to be
Blocked, robots need to be at conflictive distance, so they could be represented
as non-overlapping circles with an inter-distance of dg /2 (see Figure 6, left).
Given a packed situation like the one in Figure 6, the total number of circles
in the centered hexagonal lattice can be computed as ni = 3(l)(l − 1) + 1, with
l ∈ N ; being the ones in the last layer 6(l − 1). In that case, note that only
the blocked robots in the outer layer are relevant to determine the number of
required blocking robots. Therefore, we would need ne ≥ 6(l − 1). Moreover,
if the condition in Theorem 1 holds, and we try to place as many goals as
possible within the blocked set, goals would form another 6-connected lattice
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with point-to-point distances equal to dg . In that case, it can be proved that:
(
h l + l − 1 if l is even
2
ng ≤
,
(2)
h l+1
if l is odd
2

where hl = 3(l)(l − 1) + 1. For example, in Figure 6 (left) ni = 7, ne = 6 and
ng ≤ 2. The 6 external robots would be surrounding the 7 internal forever only
if their goal positions were occupied by the blocked robots. Since we can only
fit 2 goal points as maximum, the other 4 blocking robots would leave away
eventually. Then, 7 robots could not be blocked with only 2 blocking robots.
It is important to remark that Theorem 1 would not be sufficient for very
large sets of robots. In particular, for ni = 127, we could place 37 goal points
within the blocked area and we would only need 36 external robots to block.
However, having so many robots packed at the same place and being surrounded
synchronously by so many others is a very unlikely situation for practical setups
as the ones proposed in this paper. Moreover, in Section 6, we test our algorithm
probabilistically for random configurations, showing liveness in all cases.
5.4. Complexity
SWAP is computationally not expensive and scales well with the number of
robots, since this was one of its primary objectives. SWAP runs Algorithm 1 at
each robot in a decentralized and local fashion. Algorithm 1 needs to analyze all
incoming inputs and process the conflicts around, so it is O(k), where k = |C| is
the number of conflictive obstacles for a given robot. Note that the complexity
of the algorithm does not depend on the total number of robots n, but only on
the local conflicts, which makes it scalable.
5.5. Robustness and other issues
SWAP is robust against uncertainties in the sensors, second-order dynamics
and unreliable communication, providing safe solutions. As we reduce parameters such as dbr , er or el , robots would become less conservative, being able to
go through narrower situations; but at certain point, the likelihood of collisions
would stop being zero and increase gradually.
Besides, it is important to remark that robots can work asynchronously.
Each robot deals with its conflicts locally and regardless of what others are doing, i.e., there are no synchronous avoidance manoeuvres. Furthermore, robots
do not need to stop to avoid a collision. When they detect conflicts, they start
reducing their speed as they reorientate to their avoidance headings. Full stops
will only take place at extreme situations very crowded, where many robots
could get blocked; or when the dynamics of the linear velocity are much faster
than those of the orientation (i.e., τω >> τv ).
The algorithm also provides some mechanisms to be robust against non-ideal
robot dynamics, avoiding unnecessary oscillations. Robots enter in Rendezvous
when they reach the right orientation to perform the avoidance manoeuvre.
However, they cannot follow that orientation perfectly due to their dynamic
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constraints. Therefore, PID controllers are used to regulate their headings and
the threshold ϕth is set to prevent them from switching continuously between
Rencontre and Rendezvous, avoiding repetitive decelerations and accelerations.
Finally, SWAP is designed to work with unicycle robots. Collision avoidance
is performed mainly by means of heading manoeuvres, but robots are not always
required to stop and turn in situ. In contrast, they follow an approach of
stopping while turning. This gives some room to adapt the algorithm to other
kinds of vehicles with non-holonomic constraints, although SWAP was primarily
thought to operate more efficiently in packed environments with unicycle robots.
6. Simulations
In this section, we present simulated results that compare our approach with
others from the state of the art. There have been some recent work in the literature for benchmarking in robot navigation [5, 6]. Nonetheless, this is still an
open and critical issue, mainly for multi-robot conflict resolution. Therefore,
we put some effort in this paper to propose benchmarking scenarios and metrics that allow the community to compare their multi-robot collision avoidance
approaches. First, we describe these metrics and scenarios for benchmarking.
Then, we present experimental results in extensive simulations comparing our
algorithm with other representative ones from the state of the art.
6.1. Metrics
There is a high variety of metrics that can be used to compare approaches for
multi-robot collision avoidance. Safety, performance and scalability are critical
issues, so we have selected a set of metrics that can evaluate those features in a
significant manner.
Failure rate. The failure rate (Fr ) measures the percentage of robots that fail to
reach their goal configuration safely. We consider that a robot has failed when
it gets stuck in a deadlock/livelock situation or collides with an obstacle. This
metric is relevant to evaluate the safety and liveness of the algorithm.
Collision rate. The collision rate (Cr ) complements the Fr and measures the
percentage of robots that collide with other obstacles, assessing the safety of
the algorithm.
Normalized traveled distance. This distance, denoted as N T D, is the distance
that is traveled by a robot to reach its goal from its initial position. The distance
is normalized with respect to the shortest collision-free path. This metric is
relevant to evaluate the efficiency of the algorithm. The closer to 1, the better.
Normalized traveled time. This metric, denoted as N T T , is analogous to the
distance traveled, but measuring time. The normalizing time is that of a robot
travelling through the shortest collision-free path at maximum velocity. There
are algorithms where robots could travel distances close to optimal, but spend
much time stopped instead. Therefore, measuring traveled distance and time
together is key to assess the performance of the algorithm. As for the N T D,
the closer to 1, the better.
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Relative rotational energy. This metric estimates the amount of power that
a robot consumes by rotating while travelling to its goal. The total energy
consumed can be split into two terms: translational energy Et and rotational
energy Er ; accounting for energy associated
R with linear andR rotational movements, respectively. First, we define Et = |v|dt and Er = |ω|dt; and then,
r
. This metric is relewe measure the relative rotational energy as Eη = ErE+E
t
vant, since some algorithms may be more adequate for certain types of vehicles
depending on the amount of rotation they impose.
Cycle execution time. This metric (Tc ) measures the time that takes the algorithm to execute an iteration on a robot. The lower this execution time is, the
higher the frequency at which the algorithm can be run on the robots. This
metric is relevant for the scalability of the system. Of course, the metric is
highly dependant on the machine used, but under similar conditions, it gives an
idea of the level of computational load for different algorithms.
6.2. Benchmarking scenarios
In order to assess the performance of the algorithms, it is key to select
a representative set of scenarios where the robots encounter a good range of
potential complex situations for collision avoidance. First, we seek for densely
packed situations where second-order dynamics and noisy sensors become more
relevant to avoid the collisions. These scenarios are also interesting to evaluate
scalability issues. Second, we pursue scenarios with different types of static
obstacles (concave shapes, convex shapes, free space). The following scenarios
are proposed as benchmarks:
Free random configurations 2 . In this scenario, there is a free space with no
obstacles apart from the robots themselves, and random initial and goal configurations are drawn in order to test the algorithms within a variety of situations.
If we keep constant the size of the arena as we increase the number of robots,
we can evaluate how the system behaves with higher densities of robots. Particularly, we draw configurations uniformly distributed in the space but imposing
some constraints: (1) the robots do not start colliding; (2) there is enough separation between goals to let other robots pass; (3) initial and goal points must
be separated a minimum distance, so that the robots have to travel significantly
along the scenario, avoiding useless configurations with robots starting too close
to their final goals.
Circular configurations. In this scenario, there is also a free space with no
obstacles apart form the robots themselves. However, the initial configuration
is always a circle with all robots at equidistant distance, and each robot must
travel to its antipodal position in the circle (see Figure 7). Thus, we provoke a
highly conflictive situation at the center of the circle, where all robots will try to
pass through. Previous works on velocity obstacles [13, 14] have also proposed
this scenario for similar reasons.
2 For simplicity, in the remainder of the paper, we denote the benchmarks as Free-space,
Circular, Square and H-shaped
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Square configurations. This scenario has also been proposed previously [13]
to test RVO. It is a symmetric scenario with four static square obstacles and
square initial and goal configurations for the robots. An example can be seen in
Figure 7, where each robot needs to reach is antipodal position in the diagonally
opposed square. Thus, the system is tested with the existence of static obstacles
and narrow corridors.
H-shaped obstacles. Some previous works [13, 4] have reported problems with
certain types of convex obstacles. Due to this, we include this scenario with an
H-shaped obstacle. The robots are distributed on the symmetry axis at both
sides of the H and have to reach the opposite side, so they must overcome an
U-shaped obstacle to reach their destination (see Figure 7). We consider that
this scenario is relevant to check the ability of the system to cope with convex
obstacles where robots could get trapped.

Figure 7: Scenarios for the simulations with examples of initial and goal configurations. Static
obstacles are shown in black/grey, robots are placed at their initial positions and their goals
are represented as crosses. The yellow lines connect the initial and goal positions of example
pairs of robots. (Top, left) Circular benchmark. (Top, right) Square benchmark. (Bottom,
left) H-shaped benchmark. (Bottom, right) Scenario for tuning parameters of the algorithms.

6.3. Simulation setup
In order to compare algorithms for multi-robot conflict resolution, we developed a MATLAB simulator implementing all the benchmarking scenarios from
the previous section. In the simulator, 2D scenarios with static obstacles modeled as polygons are allowed. The robots are represented by rectangular shapes
of 0.5 × 0.7m, and follow the dynamic model in Section 3, where the parameters have been set to τv = 0.5s, τω = 0.2s, kv = 1, kω = 1, vmax = 1m/s and
ωmax = 1rad/s. All robots have PID controllers implemented to reach smoothly
their commanded orientation and linear velocities.
Robots have a simulated laser range-finder pointing forward with f ov =
270◦ , nb = 270 and rmax = 30m. A Gaussian noise N (0, σr ) is added to the dis20

tance measurements of the laser. Also, each robot can observe its own position
and orientation, but with an additional Gaussian noises N (0, σp ) and N (0, σφ ),
respectively. If required by the collision avoidance algorithm (SWAP does not
require it), robots can also observe their velocities with another Gaussian noise
N (0, σv ). The values of all these noises vary for each experiment and will be
detailed later.
A communication system without delays nor failures is simulated for the
robots. With this system, robots can broadcast their noisy positions and velocities (direction and module) depending on the needs of the tested collision
avoidance algorithm. Besides, the simulator emulates that the collision avoidance approach is run locally at each robot in a synchronized fashion, at a frequency of 10 Hz. We used a single 32-bit computer with a dual core CPU@3GHz
and 4GB of RAM to run all simulations.
We compare our approach for multi-robot conflict resolution with some representative algorithms from the state of the art, including instances from velocity
obstacles (ORCA), pure potential fields (VFF), vector field histograms (VFH,
VFH+), and the Bubble algorithm. These are decentralized and reactive algorithms without high computational load, since they only use local information
and do not plan for future steps 3 . The information shared by the robots differs depending on the case: Bubble, VFF, VFH, VFH+ and SWAP use laser
measurements and do not share robot positions (except for SWAP) nor velocities; ORCA does not use the laser sensors though, and robots have to share
their positions and velocities. ORCA also requires a previous knowledge of the
positions and shapes of the static obstacles, while the others can use the laser
sensor instead. The metrics in Section 6.1 were computed for all the algorithms
without taking into account the failing robots (except for Fr and Cr ) 4 .
6.3.1. Parameter tuning
Each of the tested algorithms has different parameters associated. In order
to tune the values of those parameters and evaluate the algorithms in similar
conditions, we used the tuning scenario in Figure 7 (bottom, right). This scenario consists of two robots starting at opposite positions that have to avoid
each other and then a static wall before reaching their destinations. Given
the dynamics of the robots, the size of the scenario was prepared so that they
could reach full speed before detecting each other and before detecting the walls,
making the avoidance more complex. We set the simulator noise parameters to
σr = 0.05m, σp = 0.05m, σφ = 0.087rad, σv = 0.05m/s; and repeated the
experiment 1000 times for each algorithm. The parameters of each algorithm
were handcrafted to ensure Fr ≤ 1% in the tests5 . The obtained parameters
that were used for each algorithm during our simulations are depicted in Table 1.
3 VFH∗

is excluded because it is not purely local.
our experiments, a robot was considered into a deadlock when it was stopped for a
time twice longer than its normalizing time (see Section 6.1); and into a livelock when its
N T D > 15.
5 We were only able to achieve a F ≤ 7% for the VFF algorithm.
r
4 In
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Algorithm
SWAP
ORCA [14]
Bubble [31]
VFF [21]
VFH [27]
VFH+ [28]

Parameters
rsr = 0.33m, er = 0.1m, el = 0.1m, dbr = 0.48m,
γ = 0.015m, ϕth = π/15rad, va = 0.5m/s
V max = 1m/s, V pref = 1m/s, r = 0.33m, τ = 5s
Ki = 14, N = 180, δt = 0.1
Fcr = 0.1N , Fct = −0.012N , Ks = 22.47, w = 0.1
Ws = 4, n = 54, α = π/36rad,
a = 2.83, b = 1, l = 7, threshod = 6
Ws = 4, n = 54, α = π/36rad, a = 2.83, b = 1,
rr = 0.33m, ds = 0.5, τlow = 10, τhigh = 20

Table 1: Values of the parameters for each algorithm. Those were obtained with a tuning
procedure to achieve a safe behavior with each algorithm in a typical scenario with noise and
varied obstacles. The meaning of each parameter can be seen in the corresponding original
paper.

6.4. Simulations for Free-space scenarios
In these experiments, we used the Free-space scenario of size 50 × 50m, increasing the size of the team up to 70 robots. For each size, 100 simulations were
run, drawing random initial and goal configurations from a uniform distribution. In particular, we imposed a minimum distance between initial positions of
2m, 5m between goal positions (Theorem 1 holds), and 10m from the initial to
the goal position of each robot. Moreover, there was no noise for the laser and
positioning systems, so robots could localize themselves and sense the obstacles
accurately.
Figure 8 shows the results of the experiments for the different algorithms.
SWAP is the only one able to ensure zero Fr and Cr for high densities of robots,
while the others get worse performance as the number of robots increases, as they
do not consider second-order dynamics. It can be seen that VFH+ also keeps
the robots safe, and its failure rate is due to livelocks. The worst performance
is achieved by VFF, due to local minimum on the potential fields that lead the
robots to collide.
SWAP, VFH+ and Bubble increase slightly the N T D in denser scenarios
while the others do not; showing VFH+ a worse profile than SWAP and Bubble.
In terms of N T T , ORCA and VFH keep it almost constant for higher numbers
of robots; while SWAP, VFH, VFH+ and Bubble show a linear increase due to
the more frequent stops of the robots. Some relatively good results here (e.g.,
N T D for VFF) can be explained by the fact that the metrics are only computed
for the successful robots, which are not many in some cases. Moreover, it can
be drawn that VFH and ORCA make the robots drive closer to each other,
augmenting the chances of collisions, but reducing their traveled distances.
Regarding Eη , it can be seen that VFH and VFH+ impose clearly more
rotational movements for the robots. As expected, this metric is also increasing
for SWAP, but for low densities of robots, its value is similar to those from
ORCA, Bubble and VFF. Tc is constant for all algorithm except for SWAP and
ORCA, where it increases linearly. In these simulations, the communication
system is assumed to be perfect, i.e., robots get information from all others
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Figure 8: Comparison of the different metrics for the Free-space simulations. The horizontal
axes show the number of robots; the vertical axes show mean and standard error (whiskers)
for 100 runs.

in the scenario. This means that, as the number of robots increases, they
need to process more information. Mainly ORCA, where all robots share their
positions and velocities. Nonetheless, in real setups, only communication among
neighbors would be required.
As a summary, Bubble, VFF and VFH do not work well for multi-robot
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scenarios, while VFH+ performs well in terms of safety and could be combined
with a higher-level planner to avoid livelocks. In scenarios not very packed,
ORCA seems to be a good choice achieving good values of arrival time and
distance traveled. Our algorithm SWAP is the only one achieving safety and
liveness in packed situations, and at the same time it presents a performance
similar to ORCA for low densities of robots.
6.5. Simulations for Free-space scenarios with noise

Figure 9: Comparison of Fr and Cr for Free-space simulations with noisy sensors. The
horizontal axes show the level of noise (σb ); the vertical axes show mean and standard error
(whiskers) for 100 runs.

In these experiments, we tested the robustness of the algorithms under noisy
conditions. In particular, we used the Free-space scenario with the same initial
and goal configurations indicated in the previous section for 20 robots. However,
we increased gradually the level of noise from usual values in real robots to high
values. We set a base standard deviation σb and computed the noisy variables
as σp = σv = σr = 0.01σb and σφ = [(6σb /10 − 2)]π/180.
Figure 9 shows the resulting Fr and Cr for the different algorithms6 . SWAP
is able to deal with noisy sensors, keeping a zero failure rate. This happens
despite having noise levels higher than those considered by the algorithm (the
highest level is σr = σp = 0.15m, while er = el = 0.1m). VFH+ also behaves
without collisions. Indeed, the noise helps the algorithm, since it allows robots
to escape from the livelock situations. ORCA does not ensure safe trajectories
for the robots, but it still performs well for low levels of noise. Recall that
ORCA works selecting velocities in the boundaries of the velocity obstacles.
This is sensitive to noisy sensors, since observing velocities erroneously may
lead robots to collide.
6 VFF

is not included because it was not able to manage noisy situations at all.
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6.6. Simulations for Circular scenarios
In these experiments, we used the Circular scenario with a radius of 50m and
no noisy measurements. The scenario was populated with robots increasingly,
until reaching the packed situation of 40 robots going toward the center. Table 2
shows the results of the experiments for the different algorithms. Since some
metrics are only computed considering the successful robots, the cases without
successful robots have the value None for the corresponding metrics.
In this symmetric scenario, Bubble, VFH and VFF do not behave well, failing
in most cases. SWAP is the only algorithm able to perform all experiments
without failures. In between, ORCA and VFH+ show an interesting pattern
where the results do not necessarily get worse with more robots (e.g., ORCA is
able to achieve a 100% of success for 5 and 15 robots, but it enters on a livelock
with 10 robots). We do believe that these algorithms were very sensitive to
the initial angles between each robot and its two neighbors in this symmetric
circular configuration. Those initial angles depended on the number of robots
in the scenario and led to different subdivisions of the space for the robots, and
hence to varied results.
Regarding the N T D, SWAP, ORCA and VFH+ present similar results, not
increasing the minimum traveled distances significantly. Regarding the N T T ,
ORCA achieves better results than VFH+ and SWAP, where the robots take
longer to resolve the conflictive situation in the center. Also, as expected, ORCA
requires less rotational energy than VFH+ and SWAP, since it resolves the conflicts varying robots’ velocities instead of with turns. Finally, as it was explained
before, the execution time for ORCA grows with the number of robots because
we used in these experiments a centralized communication facility, so ORCA
needs to process more information as there are more robots in the scenario.
6.7. Simulations for Square scenarios
In these experiments, we used the Square scenario, consisting of four squares
of 12 × 12m placed symmetrically with a separation of 20m. The four corridors
were 8 × 12m and the robots’ initial and goal configurations were squares with
an inter-robot distance of 4m. A single simulation with 100 robots and without
noise was run. Table 3 summarizes the results for the different algorithms.
As it can be seen, the scenario is really challenging, due to the combination
of static and moving obstacles, a highly packed situation, and the narrow corridors7 . All algorithms presented high rates of failure except for SWAP, which
was able to cope with the scenario safely. VFH+ was also able to keep the
robots safe, but they still got into livelocks. It is also noticeable that SWAP
presented a high value of N T T . This is because the robots had to follow the
walls to overcome the static obstacles and got stuck in the middle long while
resolving the crowded situation.
7 A video of the experiment for SWAP can be seen at https://project.nes.uni-due.
de/videos/ferrera/SquaresSimulationSWAP.avi or on the attachment ”SquaresSimulationSWAP.avi”
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VFF

VFH

Bubble

VFH+

ORCA

SWAP

Scenario
Alg. robots
5
10
15
20
25
30
35
40
5
10
15
20
25
30
35
40
5
10
15
20
25
30
35
40
5
10
15
20
25
30
35
40
5
10
15
20
25
30
35
40
5
10
15
20
25
30
35
40

Fr (%)
0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00
100.00
0.00
0.00
28.00
26.67
51.43
20.00
0.00
40.00
66.67
65.00
48.00
50.00
42.86
52.50
0.00
100.00
100.00
100.00
100.00
100.00
97.14
100.00
100.00
90.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
90.00
92.00
100.00
80.00
95.00

Cr (%)
0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00
24.00
26.67
40.00
20.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00
12.50
0.00
100.00
100.00
100.00
100.00
100.00
97.14
100.00
0.00
90.00
100.00
100.00
92.00
86.67
85.71
97.50
80.00
40.00
93.33
90.00
84.00
96.67
80.00
92.50

Circular scenario with radius 50m
NTD
NTT
Eη
1.02 ± 0.000 1.10 ± 0.000 0.07 ± 0.000
1.04 ± 0.000 1.19 ± 0.000 0.13 ± 0.000
1.06 ± 0.000 1.27 ± 0.000 0.17 ± 0.000
1.10 ± 0.002 1.44 ± 0.007 0.25 ± 0.003
1.09 ± 0.006 1.40 ± 0.018 0.21 ± 0.005
1.09 ± 0.003 1.46 ± 0.010 0.23 ± 0.003
1.15 ± 0.004 1.65 ± 0.008 0.31 ± 0.002
1.09 ± 0.001 1.50 ± 0.009 0.23 ± 0.003
1.00 ± 0.000 1.02 ± 0.001 0.01 ± 0.001
None
None
None
1.01 ± 0.004 1.10 ± 0.011 0.05 ± 0.007
1.02 ± 0.003 1.09 ± 0.006 0.05 ± 0.006
1.03 ± 0.005 1.18 ± 0.021 0.08 ± 0.006
1.04 ± 0.007 1.16 ± 0.023 0.08 ± 0.006
1.04 ± 0.006 1.20 ± 0.015 0.08 ± 0.007
1.03 ± 0.004 1.14 ± 0.014 0.07 ± 0.006
1.02 ± 0.001 1.10 ± 0.002 0.22 ± 0.001
1.03 ± 0.004 1.19 ± 0.006 0.21 ± 0.003
1.06 ± 0.043 1.26 ± 0.052 0.22 ± 0.007
1.03 ± 0.009 1.29 ± 0.014 0.23 ± 0.008
1.15 ± 0.082 1.35 ± 0.082 0.23 ± 0.004
1.10 ± 0.042 1.33 ± 0.050 0.23 ± 0.004
1.09 ± 0.020 1.40 ± 0.028 0.25 ± 0.005
1.10 ± 0.023 1.35 ± 0.031 0.25 ± 0.004
1.03 ± 0.000 1.10 ± 0.000 0.05 ± 0.000
None
None
None
None
None
None
None
None
None
None
None
None
None
None
None
1.04 ± 0.000 1.25 ± 0.000 0.08 ± 0.000
None
None
None
None
None
None
1.02 ± 0.000 1.10 ± 0.000 0.22 ± 0.000
None
None
None
None
None
None
None
None
None
None
None
None
None
None
None
None
None
None
None
None
None
None
None
None
None
None
None
1.02 ± 0.013 1.25 ± 0.015 0.08 ± 0.002
1.00 ± 0.000 1.33 ± 0.053 0.06 ± 0.006
None
None
None
1.03 ± 0.005 1.35 ± 0.062 0.08 ± 0.010
1.02 ± 0.012 1.41 ± 0.017 0.08 ± 0.003

Tc (ms)
0.47 ± 0.014
0.49 ± 0.003
0.53 ± 0.004
0.59 ± 0.002
0.64 ± 0.003
0.71 ± 0.003
0.71 ± 0.002
0.81 ± 0.002
0.40 ± 0.024
0.90 ± 0.006
0.97 ± 0.008
1.23 ± 0.009
1.86 ± 0.013
2.15 ± 0.015
2.85 ± 0.018
2.99 ± 0.019
0.28 ± 0.005
0.32 ± 0.002
0.32 ± 0.001
0.32 ± 0.001
0.32 ± 0.000
0.32 ± 0.000
0.32 ± 0.000
0.32 ± 0.000
0.13 ± 0.020
0.11 ± 0.011
0.11 ± 0.006
0.11 ± 0.002
0.11 ± 0.002
0.11 ± 0.003
0.11 ± 0.001
0.11 ± 0.003
0.25 ± 0.015
0.25 ± 0.002
0.23 ± 0.001
0.23 ± 0.001
0.23 ± 0.001
0.23 ± 0.001
0.23 ± 0.000
0.23 ± 0.000
0.16 ± 0.027
0.14 ± 0.002
0.14 ± 0.002
0.14 ± 0.001
0.14 ± 0.001
0.14 ± 0.001
0.14 ± 0.001
0.14 ± 0.000

Table 2: Results of the different metrics for the simulations with the Circular scenario. Each
value represents the mean ± the standard error among all robots (except for Fr and Cr , which
only have a single value per case).
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H-shaped

Square

Sce.

Alg.
SWAP
ORCA
VFH+
Bubble
VFH
VFF
SWAP
ORCA
VFH+
Bubble
VFH
VFF

Fr (%)
0.00
91.00
21.00
75.00
83.00
100.00
0.00
100.00
66.67
66.67
100.00
100.00

Cr (%)
0.00
91.00
0.00
73.00
70.00
98.00
0.00
0.00
0.00
66.67
100.00
100.00

NTD
1.57 ± 0.023
1.11 ± 0.009
1.35 ± 0.019
1.41 ± 0.031
1.20 ± 0.017
None
1.22 ± 0.082
None
1.05 ± 0.000
1.07 ± 0.000
None
None

NTT
3.87 ± 0.100
1.43 ± 0.057
2.03 ± 0.038
2.55 ± 0.090
1.47 ± 0.031
None
2.09 ± 0.217
None
1.24 ± 0.000
1.85 ± 0.000
None
None

Eη
0.37 ± 0.007
0.07 ± 0.005
0.34 ± 0.005
0.25 ± 0.011
0.30 ± 0.008
None
0.27 ± 0.03
None
0.25 ± 0.00
0.28 ± 0.00
None
None

Tc (ms)
1.26 ± 0.001
2.12 ± 0.017
0.36 ± 0.002
0.12 ± 0.002
0.23 ± 0.001
0.14 ± 0.002
0.81 ± 0.016
1.98 ± 0.032
0.49 ± 0.005
0.14 ± 0.017
0.24 ± 0.004
0.17 ± 0.025

Table 3: Results of the different metrics for the simulations with the Square and the H-shaped
scenarios. Each value represents the mean ± the standard error among all robots (except for
Fr and Cr , which only have a single value per case).

Figure 10: Paths followed by the five Pioneers in Experiment A (left) and Experiment B
(right). In Experiment B there were static columns of the testbed in the middle, which are
depicted as black squares.

6.8. Simulations for H-shaped scenarios
In this experiment, we used the H-shaped scenario with an H of 8m of height
and 2m of width, and three robots at each side with an inter-robot separation
of 2m. A single simulation for each algorithm was run without noise, obtaining
the results depicted in Table 3. SWAP, ORCA and VFH+ were able to keep
the robots without collisions, but only SWAP was able to drive all robots to
their goals overcoming the convex obstacle by surrounding it.
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7. Real Experiments
We also tested our conflict resolution approach with real robots8 , showcasing
the feasibility of the system under realistic conditions. For that, we performed
a number of experiments using an indoor testbed with multiple ground robots.
In particular, we used the CONET multi-robot testbed [33], which is installed
at the University of Seville (Spain) and covers an area of more than 500m2
(22 × 24m). The testbed has five skid-steer robots (Pioneer 3-AT), each of them
with a Hokuyo 2D laser.
In our experiments, each robot was able to localize itself by means of an
Adaptive Monte-Carlo Localization algorithm, which combined measurements
from the Hokuyo laser with a given static map of the scenario. The accuracy
of the localization was around 0.20m. Robots were sharing with others their
localization by an IEEE 802.11 wireless bridge, and they were always within
communication range for this setup. In order to detect the conflictive obstacles
around, each robot was using its Hokuyo laser and the positioning information shared by others. Besides, we run our algorithm for conflict resolution in
Section 4 on board each robot at 2Hz, using the same parameters as in the
simulations9 .
A first experiment (Experiment A) consisted of five robots forming a circle
in a part of the testbed without static obstacles. The goal of each robot was
located at its antipodal position, enforcing a crowded confrontation at the center
of the circle. In a second experiment (Experiment B), the robots were placed
again forming a circle, but this time there were two static obstacles in the
middle. Those were two square columns of 0.8m × 0.8m. Figure 10 shows how
the robots reached their goals without colliding, even with static obstacles close
to the confrontation area10 . Note that the paths depicted in the figure come
from the noisy robot localizations, but the actual paths followed were smoother.
Additional results are summarized in Table 4, which shows that the conflictive situations were solved without increasing traveled distances more than 1.41.
N T T is also shown to prove that the time that robots were delayed is bounded
and acceptable. Moreover, the average linear speed for Experiment A was a
72.67% of the maximum velocity specified for the robots (vmax ), whereas for
Experiment B it was a 69.2%. This means that robots did not need to decrease
their velocities dramatically in order to avoid the confrontation.
8. Conclusions
This paper presents SWAP, an algorithm for multi-robot conflict resolution.
The algorithm is decentralized, reactive and focuses on achieving safe behaviors,
mainly in packed situations with many robots in confine spaces. With the use
8 The

source code is available at https://github.com/multirobot-ferr/swap
set vmax = 0.15m/s to avoid serious damage in case of potential collisions.
10 A video of the experiment B can be seen at https://project.nes.uni-due.de/videos/
ferrera/RealExperimentSWAP.avi or on the attachment ”RealExperimentSWAP.avi”
9 We
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Experiment A
Experiment B

Robot
p(0)(m)
g(m)
1
(−8.89, 1.68) (−5.03, −2.08)
2
(−6.96, 3.64) (−7.04, −3.66)
3
(−5.22, 1.59) (−9.33, −2.27)
4
(−8.06, −0.70) (−4.93, 4.67)
5
(−5.95, −0.67) (−9.62, 5.00)
1
(5.58, −3.23) (−5.50, 2.99)
2
(5.77, 3.02) (−5.46, −3.37)
3
(−5.52, 3.09) (5.79, −3.37)
4
(0.01, 7.02)
(0, −4.95)
5
(−5.58, −3.29) (5.74, 2.94)

NTD
1.41
1.28
1.15
1.33
1.28
1.33
1.26
1.30
1.23
1.35

NTT
1.84
1.50
1.98
1.75
1.67
1.97
1.88
1.75
1.77
1.89

Table 4: Results for real experiments with 5 robots. Initial and final positions are given
together with N T D and N T T . Robots do not increase traveled distances significantly (maximum N T D = 1.41 only for one case). The N T T values are slightly higher, but still reasonable
and in line with the simulated results.

Figure 11: Screenshots of the experiment B, where 5 Pioneer 3-AT running SWAP are commanded to simultaneously cross a room with two static obstacles in the middle. From left to
right, the temporal evolution of the experiment.

of local range-finder measurements and low resources, our results show that the
method is scalable; and it is able to reach goal configurations safely with noisy
sensors, second-order dynamics, different types of static obstacles, and highly
conflictive situations.
We propose some benchmarks for multi-robot collision avoidance, including
varied scenarios and adequate metrics. Then, we run extensive simulations to
compare SWAP with other algorithms from the state of the art, demonstrating
empirically liveness and safety for complex situations. We also run our algorithm
with real robots in order to show the feasibility of the method.
The paper focuses on unicycle robots and safety is achieved at the cost of
increasing rotational movements and the average time to reach the goal. Alternative methods such as ORCA work with velocity profiles instead of orientation
changes (improving traveled distance and time), but robots still collide in packed
situations and need to sense others’ velocities and positions.
Future work will consider Ackermann vehicles. In that case, robots would
perform forward and backward manoeuvres within their reserved spaces in order
to reorientate in Rencontre. Also, we will consider to combine the system with
a higher-level planner in order to optimize traveled distances and time foreseeing
potential conflictive situations.
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LiDAR-based Control of Autonomous Rotorcraft
for the Inspection of Pier-like Structures
Bruno J. Guerreiro, Carlos Silvestre, Rita Cunha, David Cabecinhas

Abstract—This paper addresses the problem of trajectory
tracking control of autonomous rotorcraft in operation scenarios
where only relative position measurements obtained from LiDAR
sensors are possible. The proposed approach defines an alternative kinematic model, directly based on LiDAR measurements,
and uses a trajectory-dependent error space to express the
dynamic model of the vehicle. An LPV representation with
piecewise affine dependence on the parameters is adopted to
describe the error dynamics over a set of predefined operating
regions, and a continuous-time H2 control problem is solved
using LMIs and implemented within the scope of gain-scheduling
control theory. The performance of the proposed control method
is validated with comprehensive simulation and experimental
results, using a mock-up scenario of a pier inspected by a
quadrotor.
Index Terms—Trajectory Tracking, Sensor-based Control, LiDAR, Aerial Vehicles.

I. I NTRODUCTION
The structural components of large infrastructures are affected in their strength and durability by aging, exposure to
aggressive/corrosive environment, and wear & tear, especially
in places where construction or maintenance errors occurred
[1]. As it is essential to perform regular inspection surveys, the
cost and risk reduction stemming from the improved detection
and from the replacement of the standard procedures support
the widespread adoption of automatic inspection tools in a
near future, for which autonomous rotorcraft vehicles are ideal
platforms that can be equipped with multiple sensors, such as
multi-spectral camera arrays or light detection and ranging
(LiDAR) sensors, as in the vehicle depicted in Fig. 1.
The development of trajectory tracking control systems is
both a challenge and a fundamental requirement to accomplish
high performance autonomous flight near infrastructures, particularly, in the absence of GPS measurements. To address
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Fig. 1. Aerial vehicle developed for infrastructure inspection.

the trajectory tracking control problem, several authors have
focused on using nonlinear techniques, such as backstepping,
feedforward control [2], or model predictive control [3]. An
alternative to tackle the design of controllers for vehicles
with complex nonlinear dynamic models, is to resort to gainscheduling control theory [4], where a simple controller is
designed for each region of operation, and an overall stabilizing controller is obtained by switching between them. In
combination with gain-scheduling techniques, linear parameter
varying (LPV) models and linear matrix inequalities (LMIs)
are frequently used for the design of each controller (see [5]
and [6]), which together constitute powerful tools for tackling
complex problems. Several examples in the literature attest its
level of success, such as [7]–[9].
The use of LiDARs to obtain vehicle localization in GPSdenied environments is by now an ubiquitous and mandatory
technology in mobile robots [10]. However, in the field of
unmanned aerial vehicles (UAVs) this problem has only been
addressed in recent years, for instance in [11] or [12], which either assume that the environment map is known or use computationally demanding simultaneous localization and mapping
(SLAM) strategies. In comparison with video cameras, also
used in visual structure from motion algorithms [13], LiDARs
offer better depth resolution, range, and horizontal field of
view at the cost of lower angular and vertical resolution.
The sensor-based control approach proposed in this paper does not aim at providing a localization algorithm, but
rather to devise simple and reliable sensor-based trajectory
tracking control methodologies, which can enable the automatic inspection of large infrastructures, under mild geometric
assumptions. It is assumed that no reliable GPS signal is
available, as near large infrastructures antenna shadowing and
multipath problems can severely degrade the signal quality,
but both the absolute attitude and the 3-D position of the
vehicle relative to an inspection target can be accurately
measured resorting to an inertial measurement unit (IMU) and
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a 2-D LiDAR sensor (which can provide horizontal profiles
of the environment as well as the distance to the ground
using a mirror). This sensor-based control approach relies
on the formulation of a nonlinear LiDAR-based kinematics
for the position of the vehicle relative to the structure. A
trajectory-dependent error space is then defined to express
the dynamic model of the vehicle, which should be driven
to zero by the trajectory tracking controller to be designed,
and the flight envelope is partitioned into a set of overlapping
regions of operation, for which an LPV representation with
piecewise affine dependence (a linear transformation followed
by a translation) on the parameters is considered. By imposing
an affine parameter dependent structure, a continuous-time
state feedback controller can be derived in order to guarantee
stability and H2 -norm performance bound over a polytopic
set of parameters using a finite number of LMIs, and the
overall controller is implemented within the framework of
gain-scheduling control theory using the D-methodology to
switch between controllers [14].
In summary, the main contributions of this paper are: i) the
formulation of a LiDAR-based kinematics for aerial vehicles;
ii) the formulation of a sensor-based trajectory tracking error
space dynamics; iii) the design of trajectory tracking controllers based on gain-scheduling theory, LPV model representation, and LMI controller design tools extended for polytopic
systems; and iv) the validation with realistic simulation and
experimental results. Relative to the preliminary versions of
this work that can be found in [15], [16], and [17], this
paper introduces a different vehicle model, redefines the errorspace parametrization to better suit the particular characteristic
of rotorcraft at low speed trimming trajectories, extends the
simulation results, and provides experimental validation for the
proposed algorithms. Similar work using a quadrotor for vertical pier inspection has been addressed in [18], [19], where the
authors use either LiDAR or a camera to control the horizontal
position of the vehicle. Beyond the contributions highlighted
above, the strategy presented here (and in the preliminary
versions) formulates the control problem on the space of the
sensors and uses a gain-switching control methodology that
considers different operating regimes over the vehicle’s flight
envelope, which may lead to better performance and stability
guarantees in the same operating conditions.
The paper is organized as follows. The model of a general
rotorcraft is presented in Section II, while in Section III
the LiDAR kinematics and error space are introduced. The
control synthesis and implementation details are provided in
Section IV, preceding the simulation and experimental results
in Section V. Finally, the concluding remarks and directions
of further work are given in Section VI.
II. ROTORCRAFT DYNAMIC M ODEL
This section summarizes the rotorcraft dynamic model, in
particular, for quadrotors [20], [21]. A comprehensive coverage of rotorcraft flight dynamics can be found in [22], [23]
which can be adapted for quadrotor and multirotor vehicles,
as done in [24].
The vehicle is modeled as a rigid-body driven by forces
and moments applied at its center of mass, which include

the contribution of the rotors, fuselage, and gravity. In order
to properly define the rigid-body kinematics and dynamics,
consider the definition of an Earth-fixed reference frame
{E} (neglecting the Earth’s rotation rate), using a local tangent
plane to the Earth’s surface of the reference ellipsoid at a
convenient location and using the north-east-down (NED)
convention, in which the x-axis of the coordinate frame points
north, the y-axis points east, and the z-axis points towards the
center of the Earth. To describe the relative motion of the
vehicle, a body-fixed frame {B} is defined with origin at the
vehicle’s center of mass, with the x-axis pointing forward,
the y-axis pointing right, and the z-axis pointing down. The
notation used throughout this paper considers that the subscript
and superscript in a rotation matrix indicate the original and
transformed frames, respectively, whereas the superscript in a
vector indicates the frame in which it is described.
A. Rigid-body Dynamics
Considering SE(3) := R3 ×SO(3) as the special Euclidean
group in 3-D space, then, the pair (E pB , E
B R) ∈ SE(3)
denotes the configuration of {B} relative to {E}, also denoted by (p, R), for the sake of notation simplicity. The
rotation matrix R ∈ SO(3) can also be parameterized by

T
the ZYX Euler angles λ = φ θ ψ , with θ ∈ (− π2 , π2 ),
φ, ψ ∈ R. These parameters can readily be defined by using
λ ) = Rz (ψ) Ry (θ) Rx (φ), where, for instance, Rx (.)
R(λ
denotes the basic rotation of a given angle about the x-axis. In
addition, let the linear and angular velocities of {B} relative

T
to {E}, expressed in {B}, be given by B vB = u v w


T
and Bω B = p q r , respectively, which are also denoted
as v and ω for simplicity of notation. Then, the kinematic
equations of motion of a generic rigid-body can be written as
(

λ) v
ṗ = R(λ

(1a)

λ = Q(λ
λ) ω
λ̇

(1b)

λ ) := Q(φ, θ) relates the vehicle angular
where matrix Q(λ
velocity with the time derivative of the Euler angles. To avoid
singularities that may happen when using Euler angles, the
attitude kinematics can also be defined in the special orthogω ), where the operator S(.)
onal group, SO(3), as Ṙ = R S(ω
denotes a skew-symmetric matrix such that S(a) b represents
the cross product a × b, for some a, b ∈ R3 .
The dynamics of a rigid-body are described by the NewtonEuler equations of motion, which, considering that {B} is
coincident with the center of mass and explicitly showing the
dependence on the Earth’s gravity force, can be written as

 
  

ω) v
fext + m g
m I3 0
v̇
m S(ω
=
+
,
(2)
ω
ω ) JB ω
next
0
JB ω̇
S(ω
where m is the mass of the body, JB is the tensor of inertia
about frame {B}, the external forces and moments acting on
the rigid-body are respectively denoted by fext and next , the
gravitational acceleration vector expressed in body coordinates
is denoted by g = g(φ, θ) := g RT e3 = g RTx (φ) RTy (θ) e3 ,
g stands for
 the earth
T gravity acceleration (assumed constant),
and e3 = 0 0 1 .
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B. Rotorcraft Dynamics
Building on the rigid-body dynamics introduced above, the
rotorcraft nonlinear dynamics can be obtained by defining the
external forces and moments as functions of the control vector,
u, the linear and angular velocity of the vehicle, and the wind
velocity vector, vw , described in {B}. Most rotorcraft vehicles,
such as traditional helicopters and most multirotor vehicles,
use a thrust force along the vehicle’s vertical axis in addition
to three independent torques, one for each body rotation axis,
as the main way to maneuvering towards a given trajectory.
With the emergence of a multitude of commercially available rotorcraft vehicles, such as the Ascending Technologies
Pelican or the Mikrocopter QuadroXL quadrotors [25], [26],
many control strategies try to benefit from the existence of
a well tuned inner-loop system that controls the attitude of
the vehicle, tuned for the specific motors and their respective
performance characteristics.
Given the typical on-board processing limitations of the
proprietary inner-loop, it is customary to implement simple
attitude controllers, such as those with proportional-derivative
(PD) or proportional-integral-derivative (PID) action, possibly, with feedback linearization terms to simplify and have
stability guarantees for the resulting closed-loop dynamics.
These controllers usually receive as inputs attitude references
in roll/pitch and angular velocity references in yaw, changing
the velocities of the rotors to generate the necessary torques.
Considering the angular dynamics in Eq. (2) and the angular
kinematics of Eq. (1b), using a stabilizing control law such as
ω ) JB ω + JB Q−1 (λ
λ )[Q̇(λ
λ ) ω − K2 (λ̇
λ − e3 eT3 uIL )
next =S(ω
λ − uIL )]
− Π Te3 K1 Π e3 (λ

(3)

the resulting angular inner-loop system is given by
λ = −K2 (λ̇
λ − e3 eT3 uIL ) − Π Te3 K1 Π e3 (λ
λ − uIL ) , (4)
λ̈


where Π e3 = I2 02×1 , K1 = diag(kφ , kθ ) and K2 =
diag(kφ̇ , kθ̇ , kψ̇ ) are positive definite matrices, and the inner
T
loop input vector is denoted as uIL = uφ uθ uψ̇ ,
accounting for the desired roll angle, pitch angle, and yaw
angular rate, respectively. The resulting system is linear and
the state variables φ, θ, and ψ̇ converge exponentially to
constant input references uφ , uθ , and uψ̇ , respectively. This
result can be derived using a feedback linearization strategy,
as detailed in [27].
λ according to
Finally, considering that ω is related with λ̇
(1b), the velocity dynamics equation can be written as
ω ) v + g(φ, θ) − m−1 (uT e3 + fD (v, vw ))
v̇ = −S(ω

(5)

where vw denotes the wind velocity disturbance and fD (v, vw )
accounts for the drag effects acting on the vehicle, which
can either be computed using computational fluid dynamics
software or wind tunnel testing.
C. Equilibrium Trajectories
The dynamic equilibrium of a rigid-body requires that the
net sum of the external forces and moments acting on the body
are zero. This implies that the linear and angular velocities

expressed in the body frame can assume non-zero but constant
values while the accelerations are required to be zero. A
trimming or equilibrium trajectory of a vehicle, denotes the
kinematic component of the state for which the dynamic
component of the state remains in the equilibrium set. For the
considered class of vehicles and for each trimming trajectory,
λC ∈ R3 , uC ∈ R4 , φC , θC ∈ R, respectively
the variables vC , λ̇
denote the constant trimming values of the linear velocity,
Euler angles vector derivative, input vector, roll angle, and
pitch angle. The trimming trajectory components
aredenoted

T
by pC (.) : R+ → R3 and λ C (.) = φC , θC , ψC (.) , with
ψC (.) : R+ → R, implying that the yaw angle, ψC (.), can
change without violating the equilibrium condition, although
satisfying a constant rate imposed by ψ̇C = uψ̇ . As shown
in [28], the set of achievable trimming trajectories, E, corresponds to straight lines and z-aligned helices described by the
vehicle with arbitrary, but constant, linear velocity and yaw
angle relative to the path.
Further consider an additional frame, denoted as the horizontal body-fixed frame, {H}, such that E pH = p denotes the
position of frame {H} described in frame {E}, E
H R := Rz (ψ)
is the rotation from frame {H} to frame {E}, and H
B R :=
Ry (θ) Rx (φ) the rotation from frame {B} to frame {H}.
A versatile parametrization can be introduced by using the
velocity vector described in the horizontal body-fixed frame
{H}, H vC = Ry (θC ) Rx (φC ) vC , combined with the yaw
angular velocity, ψ̇C , yielding

T 
T
ξ = H vCT ψ̇C = H uC H vC H wC ψ̇C
.
(6)
III. S ENSOR - BASED E RROR DYNAMICS
The use of sensor-based controllers is most useful when
the relative position measurements are more accurate than the
available absolute position measurements. This is the case of
the close inspection of an infrastructure, where the visibility
of the GPS satellite constellation is compromised, whereas
the accuracy of LiDAR sensors increases with the proximity
to the infrastructure. Thus, it is assumed that there is no access
to absolute position measurements, but accurate estimates of
the body velocities and attitude are available, which might
be obtained using optical flow sensors and IMUs. Without
loss of generality, the LiDAR is assumed to be at the center
and aligned with the body-fixed frame, as the transformation
between the LiDAR frame and {B} is known.
A. Pier Geometry and Center Position
Consider that at each sampling instant, the horizontally
mounted LiDAR provides a set of nL data points in frame
{B}, from which a subset is selected as the region of interest
for control purposes, (ρBi , αBi ), for i = 1, . . . , n, where ρBi
stands for the range distance measurement and αBi is the
respective bearing. It is assumed that the inspection targets are
approximately cylindrical, which includes many bridge piers,
industrial chimneys, wind turbine towers, etc. Although the
methodology proposed hereafter considers piers with circular
section, it can also tackle piers with sections described by an
ellipse or a rectangle, at the cost of a degradation of trajectory
tracking performance, as will be discussed later.
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x

in frame {B}, denoted as zBg , can be easily projected into the
z-axis of frame {H} using zg = zBg cos φ cos θ.
Note that the horizontal ground assumption, which is somehow restrictive, could be easily overcome with the use of an
additional laser scanner placed in the yz-plane of frame {B},
replacing the range only sensor in the z-axis.

½1
®1

®n
y

pctr
½n

Fig. 2. Laser measurements intersecting the pier.

B. LiDAR Kinematics

The main goal is to detect invariant points, or landmarks,
from which we can infer the relative position of the vehicle.
As this task is more challenging in frame {B}, the original
measurements of the LiDAR in frame {B} are transformed
and projected into frame {H}, where they are denoted as
(ρi , αi ). The relation between range and angular information
in {B} and their projection into {H} can be expressed as

The equations of motion for the LiDAR kinematics are
naturally divided into the horizontal plane and the vertical
axis kinematics. Nonetheless, they can be considered as a
unique sensor that provides the position of the center of
the pier at ground level, pp , which can be expressed as

T
E
E
pp = Rz (α) ρ 0 zg , or as pp = H
pB ).
E R( pp −
Defining
the
generalized
LiDAR-based
position
vector
as

T
η = ρ α zg , after some algebraic manipulation, the
LiDAR-based kinematics equation can be written as

ρ2i = ρ2Bi [(cos αBi cos θ+sin αBi sin φ sin θ)2+(sin αBi cos φ)2 ]
αi = atan2(sin αBi cos φ, cos αBi cos θ + sin αBi sin φ sin θ)
where atan2(., .) denotes the four quadrant inverse of the
tangent function. It is straightforward to see that the intersection of any vertical cylindrical pier with the xy-plane of
frame {H} yields a circle. In this way, the laser measurements
(ρi , αi ) that represent the pier also represent an arc of a
circle. Using basic notions of geometry, it can be seen that,
given any point outside the circle and in the same plane,
there are only two lines that pass through this point and
are tangent to the circle, as shown in Fig. 2. These lines
are approximated by the first and last laser measurements
that intersect the pier, provided that the angular resolution of
the laser is sufficiently high, which is typically below 0.25
degrees. Therefore, the center of the pier can be estimated
using the first and last laser measurements transformed into
the {H} frame, respectively (ρ1 , α1 ) and (ρn , αn ), where n
is the number of laser measurements that intersect the pier. The
expressions for the equivalent range and angle of the center
of the pier, respectively denoted as ρ and α, are given by
ρ=

ρ1 + ρn
1
2 cos( αn −α
)
2

,

α=

α1 + αn
.
2

(7)

The fact that only the first and last measurements of the laser
are used to estimate the center of the pier indicates that if its
shape is not exactly a cylinder, the algorithm will still be valid.
The deviations from the desired trajectory can be regarded as
a consequence of a perturbation to the nominal system, as the
center of the pier measured by the laser will not correspond
exactly to the real value.
In order to have a complete 3-D position measurement,
an additional altitude sensor is necessary. In the approach
presented in this paper, part of the horizontal LiDAR profile is
deflected towards the ground using a mirror, thus providing a
good measurement of distance to the ground along the z-axis
of the sensor frame {B}, without additional sensors. Further
assuming that the ground surrounding the inspection area is
planar and horizontal, together with the fact that the pitch and
roll angles are available, the distance-to-ground measurement

η̇η = rη (r) − Iη (ρ) RTz (α) Ry (θ) Rx (φ) v ,
(8)

T H
where rη (r) =
 0 −r  0 , B R = Ry (θ) Rx (φ), and
Iη (a) = diag( 1 1/a 1 ), for all a 6= 0. Thus, this new
position kinematics equation can be used to replace (1a) and
formulate a trajectory dependent error space to be used in a
sensor-based control synthesis.
C. Error Dynamics
Consider the vehicle equations of motion presented in (1b),
(4), and (5), as well as the sensor-based position kinematics
(8), denoting the desired trimming values for the state and
λC , λ C (.), and uC . For the
input vectors as vC , η C (.), λ̇
envisioned applications, the trimming trajectories of interest
are z-aligned helices and hover, which are characterized by
constant values of range and bearing of the pier center in
frame {H}, denoted as ρC and αC . This subset of the possible
trimming trajectories, EL ⊂ E, can be described by the

T
parameterization ξ L = ρC αC H wC ψ̇C , where H wC
is the desired z-component of the velocity vector described
in {H}. This parameterization can be mapped onto the more
general parameterization already introduced in (6), considering

T
that H vC = Rz (αC ) 0 −ρC ψ̇C H wC .
h Defining thei LiDAR-based state vector as xL =
T

T

∈ R12 , the error vector can be simply
λ , λT
vT , η T , λ̇
defined as xe = xL − xC , where xC is the desired state
trajectory. Let also ue = u − uC and vwe = vw , which
considers that there is no disturbance at trimming, vwc = 0.
Then, in the new error coordinate system, it can be shown
that the linearization of the sensor-based dynamics given by
(1b), (4), (5), and (8) along a trimming trajectory is time
invariant, following the approach in [8] and [28], and noting

T

T
λC = 0 0 ψ̇C , the
that η̇η C = 0 0 H wC
and λ̇
nonlinear error dynamics can then be expressed as


v̇
 η̇η − η̇η C 
 .
ẋe = fe (xe , ue , vw , xC , uC ) = 
(9)
 λ̈
λ 
λ − λ̇
λC
λ̇
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The linearization of (9) about the origin, or equivalently,
the linearization of (1b), (4), (5), and (8) about the trimming
trajectory can be expressed in the generalized error space as
δ ẋe = Aξe δxe + Bξe δue + Bξwe δvw

(10)

∂
where Aξe = ∂x
fe (.) ξ is a constant matrix for each trimming
trajectory defined by ξ , considering similar definitions for
Bξe and Bξwe . For a small enough region of operation, the
nonlinear system can be accurately approximated by a linear
parameter varying (LPV) system, that continuously depend
on the parameter vector ξ . Introducing the output vector to
be controlled z, the general exogenous input vector w, and
redefining the state and input vectors as x = δxe and u = δue ,
an LPV system can be defined as

ẋ = A(ξξ )x + Bw (ξξ )w + Bu
(11a)

z = Cx + Dw + Eu

(11b)

P(ξξ i ) for all i = 1, . . . , nj , i.e., the vertices of the parameter
set can be uniquely identified with the vertices of the system.
Using this polytopic structure with [6, Proposition 1.19], the
quadratic stability of the system for a given region of operation
can be established if a certain Lyapunov equation of the
closed-loop system can be satisfied for all for all ξ ∈ E0j .
The H2 synthesis problem can be described as that of
finding a control matrix K that stabilizes the closed-loop
system and minimizes the H2 -norm of Tzw (ξξ ), denoted by
kTzw (ξξ )kH2 . It is assumed that matrix D(ξξ ) = 0 in order to
guarantee that kTzw (ξξ )kH2 is finite for every internally stabilizing and strictly proper controller. The following theorem
is used for controller design and relies on results available
in [5] and [6], after being rewritten for the case of polytopic
LPV systems. In the following, tr (.) denotes the trace of the
argument matrix.

Thus, it follows that there is a linear time invariant plant (11),
associated with each trimming trajectory ξ ∈ EL , for which a
linear controller can be designed.
Recalling the terms of the dynamic equations (4) and (5)
that depend on the input vector u, it can be seen that the
resulting linearized error space matrix B is constant for every
trimming trajectory, resulting in an exact representation.

Theorem 1 (Polytopic stability). If there are real matrices
X = XT  0, Y  0, and W such that


A(ξξ )X+XAT(ξξ )+B(ξξ )W+WT BT(ξξ ) Bw (ξξ )
≺ 0 (12a)
BTw (ξξ )
−I


Y
C(ξξ ) X + E(ξξ ) W
 0 (12b)
X CT (ξξ ) + WT ET (ξξ )
X

IV. C ONTROLLER D ESIGN

for all ξ ∈ E0j , where K = W X−1 , then, the closedloop system is quadratically stable and there exists an upperbound γ for the continuous-time H2 -norm of the closed-loop
operator, i.e., kTzw (ξξ )kH2 < γ for all ξ ∈ E j .

In this section a LMI approach is used to tackle the
continuous-time state feedback H2 synthesis problem for polytopic LPV systems such as (11). The system is parameterized
by ξ , which is a possibly time-varying parameter vector and
belongs to the convex set E j = co(E0j ). Here, the operator
co(.) denotes the convex hull of the elements of the argument
set, E0j = {ξξ 1 , . . . , ξ nj }, where ξ 1 to ξ nj are the vertices of a
polytope. It is also noted that the controller synthesis presented
in the following subsection will only be valid for a specific
operating region, here represented by E j ⊂ E.
A. Synthesis
Applying the static state feedback law given by u = K x
to (11) results in the closed-loop Tzw (ξξ ). It can be seen
that testing for stability or solving the synthesis problem
without any further result, involves an infinite number of LMIs.
Thus, several different structures for LPV systems have been
proposed which reduce the problem to that of solving a finite
number of LMIs. An affine polytopic description is adopted,
which can also be used to model a wide spectrum of systems
and, as shown in the results presented in Section V, is an
adequate choice for the system at hand.
Definition 1 (Affine polytopic LPV). The system (11) is said
to be a polytopic LPV system if the system matrix verifies
P(ξξ ) ∈ co (P1 , . . . , Pnr ) for all ξ ∈ E j , i = 1, . . . , nj , where




A(ξξ ) Bw (ξξ ) B(ξξ )
Ai Bwi Bi
P(ξξ ) =
, Pi =
.
C(ξξ ) D(ξξ ) E(ξξ )
Ci Di Ei
Moreover, if E j is a polytopic set, such as E j = co(E0j ), E0j =
{ξξ 1 , . . . , ξ nj }, and P(ξξ ) depends affinely on ξ , then Pi =

tr (Y)< γ 2 (12c)

Proof. As a proof outline, it can be seen that satisfying the
LMI system for all ξ ∈ E0j is equivalent to satisfying the
same system of LMIs for all ξ ∈ E j , as the system (11)
is a polytopic LPV system. The proof that satisfying (12)
implies kTzw (ξξ )kH2 < γ for all ξ ∈ E j can be obtained from
the definition of H2 -norm of Tzw (ξξ ). Further details and the
complete proof of this result are provided in [27].
With this result, the optimal solution for the continuous-time
H2 control problem is approximated through the minimization
of γ subject to the LMIs of Theorem 1.
B. Implementation
To guarantee that the closed-loop system has zero steadystate error in position
 and yaw
T angle, the integral of the
output vector ye = η Te ψe
is included in the design as
a performance output, augmenting the state dynamics with
the equation ẋi = ye . To meet the design requirements,
the weighting function associated with the integral state is
chosen as W1 = diag(5, 5, 3, 7), the actuation weight is
W2 = diag(15I3 , 3), and the state weight is given by
W3 = diag(0.01I6 , 5I3 , 0.01I2 , 5). Additionally, dynamic
weights are used for the actuation vector u, so that higher
actuation frequencies are penalized, as well as for the disturbance process w to represent the Von Karman disturbance
model transfer functions (see [22] and references therein).
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The parameter vector for the
 sensor-based control
 approach,
previously defined as ξ L = ρC αC H wC ψ̇C , is considered to parameterize a subset, EL , of all possible trimming
trajectories, E. For the implementation of the overall controller
within the framework of the gain scheduling theory, the set of
trimming trajectories EL is partitioned into nr = 128 overlapping polytopic regions of operation, E j for j = 1, . . . , nr ,
such that the union of all operating regions completely covers
the set of trimming trajectories. The controller implementation
is based on the D-methodology, comprehensively described in
[14], which moves all integrators to the plant input, and adds
differentiators where needed to preserve the transfer functions
and the stability characteristics of the closed-loop system. The
bump-less transfer property of this implementation methodology allows for the controller to switch between regions of
operation without having to interpolate between controllers.
The gain-switching controller is therefore defined by partitioning ρC ∈ [0.4, 2] m into 2 intervals; αC ∈ [−135, 135] deg
into 8 intervals; ψ̇C ∈ [−40, 40] deg/s into 4 intervals; and
H
wC ∈ [−0.5, 0.5] m/s into 2 intervals. The operating regions
spanned by the interval αC ∈ [−135, 135] deg is coincident
with the field-of-view of the Hokuyo LiDAR used in the experimental results, thus, if another sensor with increased fieldof-view is used, the flight envelope can be easily extended.
The state-space nonlinear system is approximated by affine
functions on the parameters ξ ∈ E j , for j = 1, . . . , nr , using
least squares fitting. The error introduced by this approximation can be evaluated by comparing, for each ξ , the resulting
LPV system matrices, e.g., A(ξξ ), with the linearization of the
nonlinear system at the same point, AN L (ξξ ) := ∂∂xf ξ . Noting
that similar definitions can be used for each system matrix,
this error can be defined as
kAN L (ξξ ) − A(ξξ )kF
Ã(ξξ ) = 100
,
kAN L (ξξ )kF
considering that k.kF is the Frobenius norm of the argument
matrices. In practice, a finite number of points in a given zone
j is used for the respective LPV approximation, which can be
defined as Ê j := {ξξ 1 , . . . , ξ nj }, and amounts to nj = 74 =
2401 points for each of the nr regions of operation used in the
presented results. Thus, the maximum approximation error for
a given region E j can be defined as Ãjmax = maxξ i ∈Ê j Ã(ξξ i ).
These indicators for the presented case show that the average
maximum errors throughout the nr regions is 0.3% in the case
of matrix A, and 9.4% for matrix Bw , while the maximum
errors are respectively 0.53% and 12.5%, noting that B has
no approximation error, as mentioned in Section III-C.
V. S IMULATION AND E XPERIMENTAL R ESULTS
To further validate the proposed strategy, experimental trials
were conducted at the Sensor-based Cooperative Robotics
Research (SCORE) laboratory, University of Macau. The setup
consists of an Ascending Technologies Pelican quadrotor with
custom processing and interface programs, instrumented with
an Hokuyo UTM-30LX 2-D LiDAR to acquire horizontal
profiles of the environment, a mock-up scenario of a pier to
be inspected, and a VICON motion capture system with 12
cameras [29] (as shown in Figs. 1 and 3), which provides

Fig. 3. LiDAR-based trajectory tracking control: Astec Pelican quadrotor
with Hokuyo LiDAR, mock-up pier, and laboratory setup.

accurate estimates of the position, attitude, linear and angular
velocities of any vehicle placed inside the working area with
the correct markers. Although this quadrotor is fully capable
of running the proposed control methodologies within the onboard CPU, a rapid prototyping and testing architecture was
used, which runs in the Matlab® /Simulink® environment and
seamlessly integrate the controller and the vehicle through a
WiFi UDP communication link. The LiDAR data is acquired
on board the vehicle and processed to obtain the sensorbased measurements α and ρ, as well as the altitude of the
vehicle using a mirror that deflects the first 50 laser angular
positions towards the ground (see Fig. 3). The Pelican internal
IMU estimates are used in the proposed controller to obtain
the attitude and angular velocity, whereas the vehicle linear
velocity is obtained using the VICON system. In the future,
this last variable will be obtained using an optical flow sensor,
such as the PX4FLOW board [30].
To perform accurate infrastructure inspection, an autonomous quadrotor is required to cover the infrastructure
comprehensively in order to detect cracks, corrosion, leaks, or
any other indicator that further maintenance procedures are required. Therefore, the required flight envelope is characterized
by low speed, high yaw maneuverability, good vertical flight
capabilities, and the possibility of describing helices around
the infrastructure. To complement the experimental results,
this section also provides realistic simulation results in the
same conditions as the experimental trials. Two simulation
trials were carried out using the nonlinear dynamic quadrotor
model presented above: (i) with wind disturbance, and (ii) with
no disturbance or measurement noise. In addition to the wind
disturbance noise generated using the Von Karman disturbance
model, as described in Section IV-B, the simulation scenario
presented below also includes a discrete wind gust with
amplitude 2.5 m/s in each axis, rising time of 2.5 s, constant
direction in the earth-fixed frame, and applied at t = 36 s.
Considering the envisioned applications, in the results provided in this paper the vehicle is required to track a trajectory
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Fig. 4. LiDAR-based trajectory tracking control: scenario and vehicle trajectories, both experimental and simulated (with and without wind disturbance).
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composed of: (i) take off followed by stationary hover at
the initial position relative to the pier, with slight transition to the desired initial position, with ρC = 1.0 m, and
αC = ψ̇C = H wC = 0; (ii) an ascending helix completing
three loops around the pier and keeping the vehicle facing
the pier, with ρC = 1.0 m, αC = 0 deg, ψ̇C = 24 deg/s,
and H wC = −2.65 cm/s; (iii) a stationary hover at the final
position: ρC = 1.0 m, and αC = ψ̇C = H wC = 0. The
sensor-based trajectory tracking results are presented in Figs.
4-7, featuring the laser-based position and attitude, the control
action, and the transitions between regions of operation. The
instants when the vehicle takes off from the ground, transitions
from the initial hover to the ascending helix trajectory, when
the wind gust is applied (for the simulation results only), as
well as when the vehicle transitions from the ascending helix
to a stationary hover at the final position are also represented
in these figures with vertical lines, respectively, at t = 0.0 s,
t = 13.5 s, t = 36 s, and t = 58.5 s. A video that shows the
vehicle performing an helix trajectory around the Pier is
available at https://youtu.be/phjW7tHwNCQ.
It can be seen that the vehicle can adequately handle the
transitions from hover to the ascending helix and vice-versa,
converging to the desired trajectory as well as attenuating the
effects of the wind disturbance and measurement noise, when
they exist. This can be observed in Fig. 5, noting that the
tracking errors of the simulation results with (without) wind
disturbance are lower than 22 cm (8 cm) in ρ, 14 deg (14 deg)
in α, and 34 cm (13 cm) in zg . Regarding the experimental
results, it can be seen that the tracking errors are lower than
36 cm in ρ, 28 deg in α, and 24 cm in zg , not considering
the initial take-off. This degradation of performance relative
to the simulation results might be attributed to unmodeled
dynamics, model parameters not well identified/tuned, high
and nonlinear measurement noise, delays introduced by the
additional sensor processing, as well as to the controller
implementation environment and the communications between
the vehicle and Simulink.
After the wind gust is applied in the simulation trials, the
actuation has to adapt to the constant direction of the wind gust
(in frame {E}) while changing the vehicle direction to track
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Fig. 6. LiDAR-based trajectory tracking control: control signals.

the reference trajectory, as can be seen in Fig. 6. Nonetheless,
the tracking errors remain within the same order of magnitude
as those of the transitions from and to hover, even under
the influence of the wind gust. Regarding the experimental
results, another source of disturbance that is not considered
in the model (in particular the wind dynamic weights) is the
type of wind disturbance that results from flying the vehicle
in a confined space such as the one where the experiments
took place. As it is largely studied and acknowledged that the
proximity of this type of vehicles with the ground generates
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Fig. 7. LiDAR-based trajectory tracking control: active zone.

an increased lift force, similar distances to walls and ceiling
will also induce distortions in the air flow generating a wind
disturbance that might not be well represented by the Von Karman models. Nevertheless, the controller is able to follow the
desired trajectory with acceptable performance while dealing
with all these perturbations, as can be seen in the actuation
signals of Fig. 6, which are clearly not at trim.
Regarding the operating region transitions, presented in Fig.
7, it can be seen that the higher number of transitions is
concentrated on the take-off part of the trajectory, where the
vehicle must quickly reach and maintain a stationary hover.
Also, the transitions between operating regions (and their
respective controller gains) can also be observed during other
changes of desired trajectory, consistently showing that the
overall gain-switching controller is effective in stabilizing the
vehicle and converging to the desired trajectory, even under
demanding perturbations.
VI. C ONCLUDING R EMARKS
This paper presented the design and experimental validation
of a LiDAR-based trajectory tracking control methodology
for autonomous rotorcraft, considering that no absolute position solution, such as GPS, is available for control. The
major contributions of this work are the introduction of a
LiDAR-based nonlinear kinematics, formulated in 3-D space,
and the definition of a trajectory-dependent error space to
express the dynamic model of the vehicle and the sensorbased kinematics. The effectiveness of the proposed control
method was validated with experimental results and the performance assessment complemented with simulations, using a
nonlinear model of the vehicle and realistic mission scenarios.
The quality of the obtained results clearly indicates that the
proposed methodologies are well suited to be employed in the
automatic inspection of large infrastructures using autonomous
rotorcraft. Future work includes the performance evaluation of
the proposed controllers during automatic inspection operation
near real world infrastructures.
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1. Introduction
Mathematical optimization is fundamental to solving
many problems in computer vision. This fact is apparent
as demonstrated by the plethora of papers that use optimization techniques in any major computer vision conference. For instance, camera calibration, structure from motion, tracking, or registration are traditional computer vision
problems that are posed as optimization problems. Formulating computer vision problems as optimization problems
faces two main challenges: (1) Designing a cost function

(b) ICP

Clean Data
Find θ,t

Corrupted Data

θ

(c) DO

tx

(d) Conv. Regions

Many computer vision problems are formulated as the
optimization of a cost function. This approach faces two
main challenges: (1) designing a cost function with a local optimum at an acceptable solution, and (2) developing
an efficient numerical method to search for one (or multiple) of these local optima. While designing such functions
is feasible in the noiseless case, the stability and location of
local optima are mostly unknown under noise, occlusion, or
missing data. In practice, this can result in undesirable local optima or not having a local optimum in the expected
place. On the other hand, numerical optimization algorithms in high-dimensional spaces are typically local and
often rely on expensive first or second order information to
guide the search. To overcome these limitations, this paper proposes Discriminative Optimization (DO), a method
that learns search directions from data without the need of a
cost function. Specifically, DO explicitly learns a sequence
of updates in the search space that leads to stationary points
that correspond to desired solutions. We provide a formal
analysis of DO and illustrate its benefits in the problem of
2D and 3D point cloud registration both in synthetic and
range-scan data. We show that DO outperforms state-ofthe-art algorithms by a large margin in terms of accuracy,
robustness to perturbations, and computational efficiency.

(a) Data
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Figure 1. 2D point alignment with ICP and DO. (a) Data. (b) Level
sets of the cost function for ICP. (c) Inferred level sets for the proposed DO. (d) Regions of convergence for ICP and DO. See text
for detailed description (best seen in color).

that has a local optimum that corresponds to a suitable solution. (2) Selecting an efficient and accurate algorithm
for searching the parameter space. Traditionally these two
steps have been treated independently, leading to different
cost functions and search algorithms. However, in the presence of noise, missing data, or inaccuracies of the model,
this traditional approach can lead to having undesirable local optima or even not having an optimum in the expected
solution.
Consider Fig. 1a-left which illustrates a 2D alignment
problem in a case of noiseless data. A good cost function
for this problem should have a global optimum when the

two shapes overlap. Fig. 1b-left illustrates the level sets of
the cost function for the Iterative Closest Point (ICP) algorithm [4] in the case of complete and noiseless data. Observe that there is a well-defined optimum and that it coincides with the ground truth. Given a cost function, the next
step is to find a suitable algorithm that, given an initial configuration (green square), finds a local optimum. For this
particular initialization, the ICP algorithm will converge to
the ground truth (red diamond in Fig. 1b-left), and Fig. 1dleft shows the convergence region for ICP in green. However, in realistic scenarios with the presence of perturbations
in the data, there is no guarantee that there will be a good
local optimum in the expected solution, while the number of
local optima can be large. Fig. 1b-center and Fig. 1b-right
show the level set representation for the ICP cost function
in the cases of corrupted data. We can see that the shape of
cost functions have changed dramatically: there are more
local optima, and they do not necessarily correspond to the
ground truth (red diamond). In this case, the ICP algorithm
with an initialization in the green square will converge to
wrong optima. It is important to observe that the cost function is only designed to have an optimum at the correct solution in the ideal case, but little is known about the behavior
of this cost function in the surroundings of the optimum and
how it will change with noise.
To address the aforementioned problems, this paper proposes Discriminative Optimization (DO). DO exploits the
fact that we often know from the training data where the solutions should be, whereas traditional approaches formulate
optimization problems based on an ideal model. Rather than
following a descent direction of a cost function, DO directly
learns a sequence of update directions leading to a stationary point. These points are placed “by design” in the desired solutions from training data. This approach has three
main advantages. First, since DO’s directions are learned
from training data, they take into account the perturbations
in the neighborhood of the ground truth, resulting in more
robustness and a larger convergence region. This can be
seen in Fig. 2, where we show DO’s update directions for
the same examples of Fig. 1. Second, because DO does
not optimize any explicit function (e.g., `2 registration error), it is less sensitive to model misfit and more robust to
different types of perturbations. Fig. 1c illustrates the contour level inferred1 from the update directions learned by
DO. It can be seen that the curve levels have a local optimum on the ground truth and fewer local optima than ICP
in Fig. 1b. Fig. 1d shows that the convergence regions of
DO change little despite the perturbations, and always include the regions of ICP. Third, to compute update direc1 Recall

that DO does not use a cost function. The contour level is approximately reconstructed using the surface reconstruction algorithm [13]
from the update directions of DO. For ICP, we used the optimal matching
at each parameter value to compute the `2 cost.

Find θ,t

Figure 2. Update directions of DO in Fig. 1c.

tions, traditional approaches require the cost function to be
differentiable or continuous, whereas DO’s directions can
always be computed. We also provide a proof of DO’s convergence in the training set. We named our approach DO to
reflect the idea of learning to find a stationary point directly
rather than optimizing a “generative” cost function.
We demonstrate the potential of DO in problems of rigid
2D and 3D point cloud registration. Specifically, we aim
to solve for a 2D/3D rotation and translation that registers
two point clouds together. Using DO, we learn a sequence
of directions leading to the solution for each specific shape.
In experiments on synthetic data and cluttered range-scan
data, we show that DO outperforms state-of-the-art local
registration methods such as ICP [4], GMM [14], CPD [17]
and IRLS [3] in terms of computation time, robustness, and
accuracy. In addition, we show how DO can be used to track
3D objects.

2. Related Work
2.1. Point cloud registration
Point cloud registration has been an important problem
in computer vision for the last few decades. Arguably, Iterative Closest Point (ICP) [4] and its variants [9, 18] are the
most well-known algorithms. These approaches alternate
between solving for the correspondence and the geometric
transformation until convergence. A typical drawback of
ICP is the need for a good initialization to avoid a bad local
minimum. To alleviate this problem, Robust Point Matching (RPM) [10] uses soft assignment instead of binary assignment. Recently, Iteratively Reweighted Least Squares
(IRLS) [3] proposes using various robust cost functions to
provide robustness to outliers and avoid bad local minima.
In contrast to the above point-based approaches, densitybased approaches model each point as the center of a density function. Kernel Correlation [20] aligns the densities of the two point clouds by maximizing their correlation. Coherent Point Drift (CPD) [17] assumes the point
cloud of one shape is generated by the density of the other
shape, and solves for the parameters that maximize their
likelihood. Gaussian Mixture Model Registration (GMM-

Reg) [14] minimizes the L2 error between the densities of
the two point clouds. More recently, [6] uses Support Vector Regression to learn a new density representation of each
point cloud before minimizing L2 error, while [11] models
point clouds as particles with gravity as attractive force, and
solves differential equations to obtain the registration.
In summary, previous approaches tackle the registration
problem by first defining different cost functions, and then
solving for the optima using iterative algorithms (e.g., expectation maximization, gradient descent). Our approach
takes a different perspective by not defining new cost functions, but directly learning a sequence of updates of the rigid
transformation parameters such that the stationary points
match the ground truths from a training set.

2.2. Supervised sequential update (SSU) methods
Our approach is inspired by the recent practical success
of supervised sequential update (SSU) methods for body
pose estimation and facial feature detection. Cascade regression [8] learns a sequence of maps from features to refinement parameters to estimate the pose of target objects
in single images. Explicit shape regression [7] learns a sequence of boosted regressors that minimizes error in search
space. Supervised descent method (SDM) [23, 24] learns a
sequence of descent maps as the averaged Jacobian matrices
for solving non-linear least-squares functions. More recent
works include learning both Jacobian and Hessian matrices [22]; running Gauss-Newton algorithm after SSU [1];
and using different maps in different regions of the parameter space [25]. Most of these works focus on facial landmark alignment and tracking.
Building upon previous works, we provide a new interpretation to SSU methods as a way of learning update steps
such that the stationary points correspond to the problem
solutions. This leads to several novelties. First, we allow
the number of iterations on the learned maps to be adaptive
rather than constant as in previous works. Second, we apply
DO to the new problem setting of point cloud registration,
where we show that the updates can be learned from only
synthetic data. In addition, we provide a theoretical result
on the convergence of training data and an explanation for
why the maps should be learned in a sequence, which has
been previously treated as a heuristic [24].

3. Discriminative Optimization (DO)
3.1. Intuition from gradient descent
DO aims to learn a sequence of update maps (SUM)
to update an initial estimate of the parameter to a stationary point. The intuition of DO can be understood when
compared with the underlying principle of gradient descent.

Let2 J : Rp → R be a differentiable cost function. The gradient descent algorithm for minimizing J can be written as,
xk+1 = xk − µk

∂
J(xk ),
∂x

(1)

where xk ∈ Rp is the parameter at step k, and µk is a step
size. This update is performed until the gradient vanishes,
i.e., until a stationary point is reached [5].
In contrast to gradient descent where the updates are derived from a cost function, DO learns the updates from the
training data. A major advantage is that no cost function is
explicitly optimized and the neighborhoods around the solutions of perturbed data are taken into account when the
maps are learned.

3.2. Sequence of update maps (SUM)
DO uses an update rule that is similar to (1). Let h :
Rp → Rf be a function that encodes a representation of the
data (e.g., h(x) extracts features from an image at positions
x). Given an initial parameter x0 ∈ Rp , DO iteratively
updates xk , k = 0, 1, . . . , using:
(2)

xk+1 = xk − Dk+1 h(xk ),

until convergence to a stationary point. The matrix3
Dk+1 ∈ Rp×f maps the feature h(xk ) to an update vector. The sequence of matrices Dk+1 , k = 0, 1, . . . learned
from training data forms the SUM.
Learning a SUM: Suppose we are given a training set
(i)
(i)
(i)
p
as a set of triplets {(x0 , x∗ , h(i) )}N
i=1 , where x0 ∈ R
th
is the initial parameter for the i problem instance (e.g.,
(i)
the ith image), x∗ ∈ Rp is the ground truth parameter
(e.g., position of the object on the image), and h(i) : Rp →
Rf provides information of the ith problem instance. The
goal of DO is to learn a sequence of update maps {Dk }k
(i)
(i)
that updates x0 to x∗ . In order to learn Dk , we use the
following least-square regression:
Dk+1

N
1 X (i)
(i)
(i)
kx∗ −xk + D̃h(i) (xk )k2 . (3)
= arg min
N
D̃
i=1
(i)

After we learn a map Dk+1 , we update each xk using (2),
then proceed to learn the next map. This process is repeated
until some terminating conditions, such as until the error
does not decrease much, or until a maximum number of
iterations. To see why (3) learns stationary points, we can
(i)
(i)
(i)
see that for i with xk ≈ x∗ , (3) will force Dh(i) (xk ) to
2 Bold capital letters denote a matrix X, bold lower-case letters a column vector x. All non-bold letters represent scalars. 0n ∈ Rn is the
vector of zeros. Vector xi denotes the ith column of X. Bracket
subscript
√
[x]i denotes the ith element of x. kxk denotes `2 -norm x> x.
3 Here, we use linear maps for their computational efficiency, but other
non-linear regression functions can be used in a straightforward manner.

Algorithm 1 Training a sequence of update maps (SUM)

3.3. Theoretical analysis

(i)
(i)
Input: {(x0 , x∗ , h(i) )}N
i=1 , K, λ
K
Output: {Dk }k=1

This section provides theoretical analysis for DO.
Specifically, we show that under a weak assumption on h(i) ,
it is possible to learn a SUM that strictly decreases training
error in each iteration. First, we define the monotonicity at
a point condition:

for k = 0 to K − 1 do
Compute Dk+1 with (4).
for i = 1 to N do
(i)
(i)
(i)
Update xk+1 := xk − Dk+1 h(i) (xk ).
5:
end for
6: end for

1:
2:
3:
4:

Algorithm 2 Searching for a stationary point
Input: x0 , h, {Dk }K
k=1 , maxIter, 
Output: x
1: Set x := x0
2: for k = 1 to K do
3:
Update x := x − Dk h(x)
4: end for
5: Set iter := K + 1.
6: while kDK h(x)k ≥  and iter ≤ maxIter do
7:
Update x := x − DK h(x)
8:
Update iter := iter + 1
9: end while

Definition 1 (Monotonicity at a point) A function f : Rp →
Rp is monotone at a point x∗ ∈ Rp if it satisfies (x −
x∗ )> f (x) ≥ 0 for all x ∈ Rp . f is strictly monotone if
the equality holds only at x = x∗ .4
With the above definition, we can show the following result:
Theorem 1 (Strict decrease in training error under a
sequence of update maps (SUM)) Given a training set
(i)
(i)
{(x0 , x∗ , h(i) )}N
i=1 , if there exists a linear map D̂ ∈
Rp×f such that, for each i, D̂h(i) is strictly monotone at
(i)
(i)
(i)
x∗ , and if ∃i : xk 6= x∗ , then the update rule:
(i)

min
D̃

N
λ
1 X (i)
(i)
(i)
kx∗ − xk + D̃h(i) (xk )k2 + kD̃k2F , (4)
N i=1
2

where λ is a hyperparameter. The pseudocode for training
a SUM is shown in Alg. 1.
Solving a new problem instance: When solving a new
problem instance, we are given an unseen function h and
an initialization x0 . To solve this new problem instance,
we update xk , k = 0, 1, . . . with the obtained SUM using (2) until a stationary point is reached. However, in
practice, the number of maps is finite, say K maps. We
observed that many times the update at the K th iteration
is still large, which means the stationary point is still not
reached, and also the result parameter xK is far from the
true solution. For the registration task, this is particularly
the problem when there is a large rotation angle between
the initialization and the solution. To overcome this problem, we keep updating x using the K th map until the update
is small or the maximum number of iterations is reached.
This approach makes DO different from previous works in
Sec. 2.2, where the updates are only performed up to the
number of maps. Alg. 2 shows the pseudocode for updating
the parameters.

(i)

(5)

with Dk+1 ∈ Rp×f obtained from (3), guarantees that the
training error strictly decreases in each iteration:
N
X

be close to zero, thereby inducing a stationary point around
(i)
x∗ . In practice, to prevent overfitting, ridge regression is
used to learn the maps:

(i)

xk+1 = xk − Dk+1 h(i) (xk ),

i=1

(i)

(i)

kx∗ − xk+1 k2 <

N
X

(i)

(i)

kx∗ − xk k2 .

(6)

i=1

The proof of Thm. 1 is provided in the supplementary material. In words, Thm. 1 says that if each instance i is similar
(i)
in the sense that each D̂h(i) is strictly monotone at x∗ ,
then sequentially learning the optimal maps with (3) guarantees that training error strictly decreases in each iteration.
Note that h(i) is not required to be differentiable or continuous. The SDM theorem [24] also presents a convergence
result for a similar update rule, but it shows the convergence
of a single function under a single ideal map. It also requires an additional condition called ‘Lipschitz at a point.’
This condition is necessary for bounding the norm of the
map, otherwise the update can be too large, preventing the
convergence to the solution. In contrast, Thm. 1 explains
the convergence of multiple functions under the same SUM
learned from the data, where the learned maps Dk can be
different from the ideal map D̂. Thm. 1 also does not require the ‘Lipschitz at a point’ condition to bound the norms
of the maps since they are adjusted based on the training
data. Not requiring this Lipschitz condition has an important implication as it allows robust discontinuous features,
such as HOG [24], to be used as h(i) . In this work, we will
also propose a discontinuous function h for point-cloud registration. Lastly, we wish to point out that Thm. 1 does not
guarantee that the error of each instance i reduces in each
iteration, but guarantees the reduction in the average error.
4 The

strict version is equivalent to the one used in the proof in [24].
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Figure 3. Feature h for registration. (a) Model points (square) and
scene points (circle). (b-c) Weights of sb that are on the ‘front’ or
‘back’ of model point m1 are assigned to different indices in h.

4. DO for Point Cloud Registration
This section describes how to apply DO to register point
clouds under rigidity. For simplicity, this section discusses
the case for registering two 3D shapes with different numbers of points, but the idea can be simply extended to 2D
cases. Let M ∈ R3×NM be a matrix containing 3D coordinates of one shape (‘model’) and S ∈ R3×NS for the second
shape (‘scene’). Our goal is to find the rotation and translation that registers S to M5 . Recall that the correspondence
between points in S and M is unknown.

4.1. Parametrization of the transformations
Rigid transformations are usually represented in matrix
form with nonlinear constraints. Since DO does not admit
constraints, it is inconvenient to parametrize the transformation parameter x in such matrix form. However, the matrix
representation of rigid transformation forms a Lie group,
which associates with a Lie algebra [12, 15]. In essence,
the Lie algebra is a linear vector space with the same dimensions as the degrees of freedom of the transformation;
for instance, R6 is the Lie algebra of the 3D rigid transformation. Each element in the Lie algebra is associated with
an element in the Lie group via exponential and logarithm
maps, where closed form computations exists (provided in
supplementary material). Being a linear vector space, Lie
algebra provides a convenient parametrization for x since it
requires no constraints to be enforced. Note that multiple
elements in the Lie algebra can represent the same transformation in Lie group, i.e., the relation is not one-to-one.
However, the relation is one-to-one locally around the origin of the Lie algebra, which is sufficient for our task. Previous works that use Lie algebra include motion estimation
and tracking in images [2, 21].

4.2. Features for registration
The function h encodes information about the problem
to be solved, e.g., it extracts features from the input data.
5 The transformation that register M to S can be found by inversing the
transformation that registers S to M.

For point cloud registration, we observe that most shapes
of interest are comprised of points that form a surface,
and good registration occurs when the surfaces of the two
shapes are aligned. To align surfaces of points, we design h
to be a histogram that indicates the weights of scene points
on the ‘front’ and the ‘back’ sides of each model point (see
Fig. 3). This allows DO to learn the parameters that update
the point cloud in the direction that aligns the surfaces. Let
na ∈ R3 be a normal vector of the model point ma computed from neighboring points; T (y; x) be a function that
applies rigid transformation with parameter x to vector y;
Sa+ = {sb : n>
a (T (sb ; x) − ma ) > 0} be the set of scene
points on the ‘front’ of ma ; and Sa− contains the remaining
scene points. We define h : R6 × R3×NS → R2NM as:
[h(x; S)]a =



1
1 X
exp − 2 kT (sb ; x) − ma k2 ,
z
σ
+

(7)

sb ∈Sa

[h(x; S)]a+NM =



1 X
1
exp − 2 kT (sb ; x) − ma k2 , (8)
z
σ
−
sb ∈Sa

where z normalizes h to sum to 1, and σ controls the width
of the exp function. The exp term calculates the weight
depending on the distance between the model and the scene
points. The weight due to sb is assigned to index a or a +
NM depending on the side of ma that sb is on. Note that h
is specific to a model M, and it returns a fixed length vector
of size 2NM . This is necessary since h is to be multiplied to
Dk , which are fixed size matrices. Thus, the SUM learned
is also specific to the shape M. However, h can take the
scene shape S with an arbitrary number of points to use with
the SUM. Although we do not prove that this h complies
with the condition in Thm. 1, we show empirically in Sec. 5
that it can be effectively used for our task.

4.3. Fast computation of feature
Empirically, we found that computing h directly is slow
due to pairwise distance computations and the evaluation
of exponentials. To perform fast computation, we quantize
the space around the model shape into uniform grids, and
store the value of h evaluated at the center of each grid.
When computing features for a scene point T (sb ; x), we
simply return the precomputed feature of the grid center that
is closest to T (sb ; x). Note that since the grid is uniform,
finding the closest grid center can be done in O(1). To get a
sense of scale in this section, we assume the model is meansubtracted and normalized so that the largest dimension is
in [−1, 1]. We compute the uniform grid in the range [−2, 2]
with 81 points in each dimension. We set any elements of
the precomputed features that are smaller than 10−6 to 0,
and since most of the values are zero, we store them in a
sparse matrix. We found that this approach significantly reduces the feature computation time by 6 to 20 times while
maintaining the same accuracy. In our experiments, the precomputed features require less than 50MB for each shape.
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Figure 4. Results of 3D registration with synthetic data under different perturbations. (Top) Examples of scene points with different
perturbations. (Middle) Success rate. (Bottom) Computation time.

5. Experiments
This section provides experimental results in 3D data
with both synthetic and range-scan data. The experimental
results for 2D cases are provided in the supplementary document. All experiments were performed on a single thread
on an Intel i7-4790 3.60GHz computer with 16GB memory.
Baselines: We compared DO with two point-based approaches (ICP [4] and IRLS [3]) and two density-based approaches (CPD [17] and GMMReg [14]). The codes for all
methods were downloaded from the authors’ websites, except for ICP where we used MATLAB’s implementation.
For IRLS, the Huber cost function was used. The code of
DO was implemented in MATLAB.
Performance metrics: We used the registration success
rate and the computation time as performance metrics. We
considered a registration to be successful when the mean
`2 error between the registered model points and the corresponding model points at the ground truth orientation was
less than 0.05 of the model’s largest dimension.
Training the DO algorithms: Given a model shape M,
we first normalized it to lie in [−1, 1], and generated the
scene models for training by uniformly sampling with replacement 400 to 700 points from M. Then, we applied
the following three types of perturbations: (1) Rotation
and translation: We randomly rotated the model within 85
degrees, and added a random translation in [−0.3, 0.3]3 .
These transformations were used as the ground truth x∗

in (4), with x0 = 06 as the initialization. (2) Noise and
outliers: Gaussian noise with standard deviation 0.05 was
added to the sample. We considered two types of outliers.
First, sparse outliers of 0 to 300 points were added within
[−1, 1]3 . Second, structured outliers were simulated with a
Gaussian ball of 0 to 200 points with the standard deviation
of 0.1 to 0.25. This created a group of dense points that
mimic other objects in the scene. (3) Incomplete shape: We
used this perturbation to simulate self occlusion and occlusion by other objects. This was done by removing points on
one side of the model. Specifically, we uniformly sampled
a 3D unit vector u, then we projected all sample points to
u, and removed the points with the top 40% to 80% of the
projected values. For all experiments, we generated 30000
training samples, and trained a total of K = 30 maps for
SUM with λ = 2×10−4 in (4) and σ 2 = 0.03 in (7) and (8),
and set the maximum number of iterations to 1000.

5.1. Synthetic data
We performed synthetic experiments using the Stanford
Bunny model [19] (see Fig. 4). The complete model contains 36k points. We used MATLAB’s pcdownsample to
select 472 points as the model M. We evaluated the performance of the algorithms by varying five types of perturbations: (1) the number of scene points ranges from 100 to
4000 [default = 200 to 600]; (2) the standard deviation of the
noise ranges between 0 to 0.1 [default = 0]; (3) the initial angle from 0 to 180 degrees [default = 0 to 60]; (4) the number
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Figure 5. Results of 3D registration with range scan data. (a) shows a 3D model (‘chef’), and (b) shows an example of a 3D scene. In
addition to the point clouds, we include surface rendering for visualization purpose. (c) shows the results of the experiment. (d) shows
an example of registration steps of DO. The model was initialized 60 degrees from the ground truth orientation with parts of the model
intersecting other objects. In addition, the target object is under 70% occlusion, making this a very challenging case. However, as iteration
progresses, DO is able to successfully register the model. (e) shows the results of baseline algorithms.

of outliers from 0 to 600 [default = 0]; and (5) the ratio of incomplete scene shape from 0 to 0.7 [default = 0]. While we
perturbed one parameter, the values of the other parameters
were set to the default values. Note that the scene points
were sampled from the original 36k points, not from M.
The range for the outliers was [−1.5, 1.5]3 . All generated
scenes included random translation within [−0.3, 0.3]3 . A
total of 50 rounds were run for each variable setting. Training time for DO took 236 seconds (including generating the
training data and pre-computing features).
Examples of test data and the results are shown in Fig. 4.
While ICP required low computation time for all cases, it
had low success rates when the perturbations were high.
This is because ICP tends to get trapped in the local minimum closest to its initialization. CPD performed well in
all cases except when the number of outliers was high, and
it required a high computation time. IRLS was faster than
CPD; however, it did not perform well when the model was
highly incomplete. GMMReg had the widest basin of convergence but did not perform well with incomplete shapes.
It also required long computation time due to the annealing steps. For DO, its computation time was much lower
than those of the baselines. Notice that DO required higher
computation time for larger initial angles since more iterations were required to reach a stationary point. In terms of
the success rate, we can see that DO outperformed the baselines in almost all test scenarios. This result was achievable
because DO does not rely on any specific cost functions,
which generally are modelled to handle a few types of per-

turbations. On the other hand, DO learns to cope with the
perturbations from training data, allowing it to be significantly more robust than other approaches.

5.2. Range-scan data
In this section, we performed 3D registration experiment
on the UWA dataset [16]. This dataset contains 50 cluttered scenes with 5 objects taken with the Minolta Vivid
910 scanner in various configurations. All objects are heavily occluded (60% to 90%). We used this dataset to test
our algorithm under unseen test samples and structured outliers, as opposed to sparse outliers in the previous section.
The dataset includes 188 ground truth poses for four objects. We performed the test using all the four objects on
all 50 scenes. From the original model, ∼300 points were
sampled using pcdownsample and used as the model
M (Fig. 5a). We also downsampled each scene to ∼1000
points (Fig. 5b). We initialized the model from 0 to 75 degrees from the ground truth orientation with random translation within [−0.4, 0.4]3 . We ran 50 initializations for each
parameter setting, resulting in a total of 50 × 188 rounds for
each data point. Here, we set the inlier ratio of ICP to 50%
as an estimate for self-occlusion. Average training time for
DO was 260 seconds for each object model.
The results and examples for the registration with DO
are shown in Fig. 5c and Fig. 5d, respectively. IRLS, CPR,
and GMMReg has very low success in almost every scene.
This was because structured outliers caused many regions to
have high density, creating false optima for CPD and GMM-
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Figure 6. Result for object tracking in 3D point cloud. (a) shows the 3D models of the kettle and the hat. (b) shows tracking results of DO
and ICP in (top) 3D point clouds with the scene points in blue, and (bottom) as reprojection on RGB image. Each column shows the same
frame. (See supplementary video).

Reg which are density-based approaches, and also for IRLS
which is less sensitive to local minima than ICP. When initialized close to the solution, ICP could register fast and provided some correct results because it typically terminated at
the nearest–and correct–local minimum. On the other hand,
DO provided a significant improvement over ICP, while
maintaining low computation time. We emphasize that DO
was trained with synthetic examples of a single object and
it had never seen other objects from the scenes. This experiment shows that we can train DO with synthetic data, and
apply it to register objects in real challenging scenes.

5.3. Application to 3D object tracking
In this section, we explore the use of DO for 3D object
tracking in 3D point clouds. We used Microsoft Kinect to
capture videos of RGB and depth images at 20fps, then reconstruct 3D scenes from the depth images. We performed
the test with two reconstructed shapes as the target objects:
a kettle and a hat. In addition to self-occlusion, both objects
presented challenging scenarios: the kettle has an overall
smooth surface with few features, while the hat is flat, making it hard to capture from some viewpoints. During recording, the objects went through different orientations, occlusions, etc. For this experiment, we subsampled the depth
images to reduce the input points at every 5 pixels for the
kettle’s videos and 10 pixels for the hat’s. To perform tracking, we manually initialized the first frame, while subsequent frames were initialized using the pose in the previous
frames. No color from RGB images was used. Here, we
only compared DO against ICP because IRLS gave similar results to those of ICP but could not track rotation well,
while CPD and GMMReg failed to handle structured outliers in the scene (similar to Sec. 5.2). Fig. 6b shows examples of the results. It can be seen that DO can robustly track
and estimate the pose of the objects accurately even under
heavy occlusion and structured outliers, while ICP tended to

get stuck with other objects. The average computation time
for DO was 40ms per frame. This shows that DO can be
used as a robust real-time object tracker in 3D point cloud.
The result videos are provided as supplementary material.
Failure case: We found that DO failed to track the target object in some cases, such as: (1) when the object was
occluded at an extremely high rate, and (2) when the object
moved too fast. When this happened, DO would either track
another object that replaced the position of the target object,
or simply stay at the same position in the previous frame.

6. Conclusions
This paper proposes discriminative optimization (DO), a
methodology to solve parameter estimation in computer vision by learning update directions from training examples.
Major advantages of DO over traditional methods include
robustness to noise and perturbations, as well as efficiency.
We provided theoretical result on the convergence of the
training data under mild conditions. In terms of application, we demonstrated the potential of DO in the problem
of 2D and 3D point cloud registration under rigidity, and
illustrated that it outperformed state-of-the-art approaches.
Future work of interest is to design a feature function that
is not specific to a single model, which would allow two
input shapes to register without training a new sequence of
maps. Beyond 2D/3D point cloud registration, we believe
DO could be applied to a much wider range of problems
in computer vision, such as non-rigid registration, camera
calibration, or fitting shape models to videos.
Acknowledgment We would like to thank Susana Brandao for providing
3D model of the kettle. This research was supported in part by Fundação
para a Ciência e a Tecnologia (project FCT [UID/EEA/50009/2013] and a
PhD grant from the Carnegie Mellon-Portugal program), the National Science Foundation under the grants RI-1617953, and the EU-Horizon 2020
project #731667 (MULTIDRONE). The content is solely the responsibility
of the authors and does not necessarily represent the official views of the
funding agencies.

References
[1] E. Antonakos, P. Snape, G. Trigeorgis, and S. Zafeiriou.
Adaptive cascaded regression. In ICIP, 2016. 3
[2] E. Bayro-Corrochano and J. Ortegn-Aguilar. Lie algebra approach for tracking and 3D motion estimation using monocular vision. Image and Vision Computing, 25(6):907921,
2007. 5
[3] P. Bergström and O. Edlund. Robust registration of point sets
using iteratively reweighted least squares. Computational
Optimization and Applications, 58(3):543–561, 2014. 2, 6
[4] P. J. Besl and H. D. McKay. A method for registration of 3-D
shapes. IEEE Transactions on Pattern Analysis and Machine
Intelligence, 14(2):239–256, 1992. 2, 6
[5] S. Boyd and L. Vandenberghe. Convex Optimization. Cambridge University Press, 2004. 3
[6] D. Campbell and L. Petersson. An adaptive data representation for robust point-set registration and merging. In ICCV,
2015. 3
[7] X. Cao, Y. Wei, F. Wen, and J. Sun. Face alignment by explicit shape regression. In CVPR, 2012. 3
[8] P. Dollár, P. Welinder, and P. Perona. Cascaded pose regression. In CVPR, 2010. 3
[9] A. Fitzgibbon. Robust registration of 2D and 3D point sets.
In BMVC, 2001. 2
[10] S. Gold, A. Rangarajan, C.-P. Lu, P. Suguna, and E. Mjolsness. New algorithms for 2D and 3D point matching:
pose estimation and correspondence. Pattern Recognition,
38(8):1019–1031, 1998. 2
[11] V. Golyanik, S. Aziz Ali, and D. Stricker. Gravitational approach for point set registration. In CVPR, 2016. 3
[12] B. Hall. Lie Groups, Lie Algebras, and Representations: An
Elementary Introduction. Springer, 2004. 5
[13] M. Harker and P. O’Leary. Least squares surface reconstruction from measured gradient fields. In CVPR. 2
[14] B. Jian and B. C. Vemuri. Robust point set registration using gaussian mixture models. IEEE Transactions on Pattern
Analysis and Machine Intelligence, 33(8):1633–1645, 2011.
2, 3, 6
[15] Y. Ma, S. Soatto, J. Kosecka, and S. S. Sastry. An Invitation
to 3-D Vision. Springer-Verlag New York, 2004. 5
[16] A. Mian, M. Bennamoun, and R. Owens. On the repeatability and quality of keypoints for local feature-based 3D object
retrieval from cluttered scenes. IJCV, 89(2):348–361, 2010.
7
[17] A. Myronenko and X. Song. Point set registration: Coherent point drift. IEEE Transactions on Pattern Analysis and
Machine Intelligence, 32(12):2262–2275, 2010. 2, 6
[18] S. Rusinkiewicz and M. Levoy. Efficient variants of the ICP
algorithm. In Proc. 3rd Int. Conf. 3-D Digital Imaging and
Modeling, 2001. 2
[19] Stanford Computer Graphics Laboratory. The stanford 3D
scanning repository. https://graphics.stanford.
edu/data/3Dscanrep/, Aug 2014. Accessed: 201608-31. 6
[20] Y. Tsin and T. Kanade. A correlation-based approach to robust point set registration. In ECCV, 2004. 2

[21] O. Tuzel, F. Porikli, and P. Meer. Learning on lie groups for
invariant detection and tracking. In CVPR, 2008. 5
[22] G. Tzimiropoulos. Project-out cascaded regression with an
application to face alignment. In CVPR, 2015. 3
[23] X. Xiong and F. De la Torre. Supervised descent method and
its application to face alignment. In CVPR, 2013. 3
[24] X. Xiong and F. De la Torre. Supervised descent method for
solving nonlinear least squares problems in computer vision.
CoRR, abs/1405.0601, 2014. 3, 4
[25] X. Xiong and F. De la Torre. Global supervised descent
method. In CVPR, 2015. 3

Lightweight Two-Stream Convolutional Face
Detection
Danai Triantafyllidou, Paraskevi Nousi and Anastasios Tefas
Department of Informatics, Aristotle University of Thessaloniki, Thessaloniki, Greece
danaitri22@gmail.com, paranous@csd.auth.gr, tefas@aiia.csd.auth.gr

Abstract—Video capturing using Unmanned Aerial Vehicles
provides cinematographers with impressive shots but requires
very adept handling of both the drone and the camera. Deep
Learning techniques can be utilized in this process to facilitate the
video shooting process by allowing the drone to analyze its input
and make intelligent decisions regarding its flight path. Fast and
accurate on-board face detection for example can lead the drone
towards capturing opportunistic shots, e.g., close ups of persons
of importance. However, the constraints imposed by the drones’
on-board processing power and memory prohibit the utilization
of computationally expensive models. In this paper, we propose a
lightweight two-stream fully Convolutional Neural Network for
face detection, capable of detecting faces in various settings in
real-time using the limited processing power Unmanned Aerial
Vehicles possess.

Fig. 1. An example of face detection in various poses and occlusions. The
bounding boxes show output of the trained CNN. The scores shown are the
result of the last convolutional layer of the face detection stream.

I. I NTRODUCTION
Video shooting using Unmanned Aerial Vehicles (UAVs),
or drones, allows for capturing impressive shots, but requires
adept manipulations of both the drone and the camera. Thus,
capturing shots that are meaningful cinematography wise
involves real-time control of the drone’s course as well as
the the camera’s angle at the same time. There are also safety
constraints to be taken into account, such as privacy issues or
safe landing sites among others.
Certain aspects of the video shooting process with drones
may be aided with Machine Learning techniques, as nowadays
professional as well as commercial drones contain on-board
processing units. Utilizing Machine Learning techniques in the
video shooting process can assist the capturing of opportunistic
shots, e.g., by first recognizing a person of importance the
drone could then fly closer and capture close-up shots of
that person. Drones with Graphics Processing Units (GPUs)
in particular can be aided by Deep Learning techniques, as
GPUs routinely speed up common operations such as matrix
multiplications.
One such aspect of the video shooting process is that of
face detection, as detecting and analyzing faces can lead
the drone to capture important moments. Face detection is
the first step to face and facial expression recognition and
tracking, among other tasks which can be greatly beneficial
to the quality of shots captured by the drone. For example,
in sports events, if the drone detects the face of an important
athlete, it can then be programmed to follow that person while
capturing opportunistic shots, such as the athlete performing
a remarkable feat or smiling after winning, etc.

Recently, Convolutional Neural Networks (CNNs) have
been used for the task of face detection with great results
[1]–[3]. However, using such models on drones for real-time
face detection is prohibited by the hardware constraints, such
as limited processing power and low memory, that drones
impose. Fast execution time is of the essence for models
designated to run on-board, especially as drones must also
resolve other important issues such as obstacle avoidance, replanning, SLAM [4], etc. Utilizing large models such as the
aforementioned ones for face detection on drones becomes
prohibitive by the low processing power and memory present
on drones. The fully connected layers in the aforementioned
models contribute the most to their time performance as they
consist of significantly more parameters than their convolutional counterparts. Thus, a fully convolutional neural network,
i.e., one that does not contain fully connected components, is
better suited for the task of face detection when processing
power is limited.
This observation comprises the intuition behind the design
of our proposed fully convolutional model. Without fully
connected layers, the proposed model is very light-weight
and exhibits minimal computational complexity in both the
training and testing process, while attaining great performance
detection-wise. By utilizing multiple convolutional layers, our
model is able to produce heatmaps which indicate both a)
the existence or not of a face in the given image and b) the
dimensions of a detected face. This is achieved by training a
two-stream convolutional network with a number of common
layers. More specifically, four layers of convolutions are

applied to the input before the network breaks off into two
streams, each consisting of three layers and responsible for its
assigned task (i.e., face detection and size of face regression).
This paper’s main contributions include the proposition of a
very light-weight model which consists of only 106.123 free
parameters while still accurately detecting faces of variable
sizes, capable of performing both face detection and face
size regression at the same time by utilizing a two-stream
convolutional neural network. The model is comprised by ten
convolutional layers in total, with each stream containing three
layers, making the network deep. However, the number of
channels per convolutional layer does not exceed 48, contributing to the model’s fast performance. Furthermore, a novel
training method which involves the addition of progressively
harder positive and negative examples is proposed to train
these lightweight models effectively. Properly training a small
and lightweight network can lead to improved performance of
the network over larger architectures.
The proposed fully convolutional two-stream neural network
is evaluated on the challenging WIDER dataset [5], which contains faces with high variations in size, pose, occlusions etc, as
well as on the FDDB dataset [6]. An example of face detection
where the faces exhibit various poses and occlusions is shown
in Figure 1. Because of the network’s computationally lightweight components, the model is suitable for on-board use on
drones to achieve very fast and accurate face detection and
facilitate the video shooting process.
The rest of this paper is organized as follows. Section II
presents previous work related to the task of face detection.
Section III analyzes our proposed method, which is evaluated
in Section IV. Last, our conclusions are summarized in Section
V.
II. R ELATED W ORK
The work proposed by Viola and Jones [7], was the first
method to apply Haar-like features in a cascaded classifier and
made real-time face detection possible. Thereafter, the main
line of research was focused on the combination of robust
descriptors with classifiers. Much effort has been also devoted
to replacing Haar-like features with more complicated ones
like SURF [8], HOG, ACF [9], and NPD [10]. In [11], a
joint-cascade method achieved excellent results by introducing
an alignment step in the cascade structure. However, complex
cascade methods increase the computational cost and often require pose/orientation annotations. Another common approach
to face detection is to deploy a deformable parts-based model
to model the information between facial parts [12], [13]. Such
methods, have critical drawbacks as they lack in computational
efficiency and are prohibitive of real-time detection.
In recent years, Deep Convolutional Neural networks
(CNNs) have dominated many tasks of computer vision as
they, in most cases, significantly outperform traditional methods. Along with the popularity of deep learning in computer
vision, deep learning approaches have been explored for
face detection tasks. A deep network named Alexnet [14],
which was trained on ILSVRC 2012 [15], rekindled interest

in convolutional neural networks and outperformed all other
methods used for large scale image classification. The RCNN method proposed in [16] generates category-independent
region proposals and uses a CNN to extract a feature vector
from each region. Then it applies a set of class-specific linear
SVMs to recognize the object category. In [3], a cascade of
CNNs was proposed which consists of 6 CNNs and operates
on multiple resolutions. In [1] a deep CNN with three output
branches for face/non-face classification, face pose estimation
and facial landmarks localization was proposed. The model
consists of three convolutional layers each followed by a max
pooling layer and the last pooling layer is followed by a
fully connected layer, whose output comprises the input of
the three aforementioned branches. Recently, a face detector
called DDFD, [2], showed that a CNN can detect faces in a
wide range of orientations using a single model. The model
accepts input images of size 227 × 227, and scales images
up or down to detect faces larger or smaller than this size
respectively.
All the above methods use very complex networks having
more than 1M number of parameters that renders them inappropriate for large-scale visual information analysis or realtime face detection with constrained computational power. In
contrast, our proposed model is capable of running on drones
with limited processing power.
III. P ROPOSED M ETHOD
A. CNN Architecture
We trained a fully convolutional neural network comprised
of ten convolutional layers interspersed by dropout layers.
The architecture of the CNN is summarized in Figure 2,
where each convolutional layer is accompanied by a PReLU
activation and a dropout layer. Table I displays the number
of trainable parameters, where conv accompanied by an index
denotes a convolutional layer and prelu accompanied by the
same index denotes the respective activation layer. Our model
has two output branches, one for face/no face classification
(layers conv#-det and prelu#-det) and one for bounding box
regression (layers conv#-reg and prelu#-reg). A softmax function is applied to the output of the last convolutional layer
of the detection branch, which produces probabilities for the
face/non-face task. Channel-wise parameters were learned for
each PReLU layer. The regression branch was trained with
positive examples of size 32 × 32 to predict the width to
height ratio of face examples and was connected to the fourth
layer of the CNN trained for the task of face detection in a
parallel manner as shown in Figure 2. Training this network
requires the optimization of 106.123 free parameters in total.
In all our experiments, we start with a learning rate of 0.001
for the first 200.000 iterations and then lower it to 0.0001. The
CNN was trained using Stohastic Gradient Descent (SGD).
The weights of the network were initialized using the Xavier
method [17].

Fig. 2. Architecture of the proposed two-stream convolutional face detector.

TABLE I
CNN A RCHITECTURE
layer

kernel
filters
output
parameters
Common Convolutional Layers
conv1
3×3
24
30 × 30 × 24
648
prelu1
30 × 30 × 24
24
conv2
4×4
24
14 × 14 × 24
9216
prelu2
14 × 14 × 24
24
conv3
4×4
32
11 × 11 × 32
12288
prelu3
11 × 11 × 32
32
conv4
4×4
48
8 × 8 × 48
24576
prelu4
8 × 8 × 48
48
Bounding Box Regression Convolutional Layers
conv1-reg
4×4
32
5 × 5 × 32
24576
prelu1-reg
5 × 5 × 32
32
conv2-reg
3×3
16
3 × 3 × 16
4608
prelu2-reg
5 × 5 × 32
32
conv3-reg
3×3
1
1×1×1
144
Face Detection Convolutional Layers
conv5-det
4×4
32
5 × 5 × 32
24576
prelu5-det
5 × 5 × 32
32
conv6-det
3×3
16
3 × 3 × 16
4608
prelu6-det
3 × 3 × 16
16
conv7-det
3×3
2
1×1×2
288

B. Progressive positive and hard negative example mining
The light-weight architecture of the proposed model establishes the need for an effective training methodology, to allow
the model to accurately detect faces and correctly localize
the predicted bounding boxes. Intuitively, the model should
learn easier positive examples first, followed by progressively
harder positive examples as the training process proceeds
and converges. As the network learns to accurately detect
easy examples, slightly harder ones are added to the training
dataset. The difficulty of a training example is determined
by the probability produced by the network itself for this
particular training image. We call this method of adding positive examples to the training set progressive positive example
mining.
A similar intuition is followed for the purpose of collecting
negative examples. Hard negative examples must be collected
in conjunction to the positive ones to avoid false positives
and force the training process to differentiate between faces
and examples mistaken for faces. Given some images which
serve as negative examples, the network produces scores that

represent the probability that these images depict faces. The
higher the score, the harder the example is for the network to
distinguish. Thus, such examples must be added to the training
set of the network first to guide the training process. This
process simulates hard negative example mining.
Given an initial set of both positive and negative examples,
a new set of negative and positive examples are fed into the
network and scores are produced for both sets. False positives
from the set of negative examples for which the network produces a high score are considered as hard negative examples
and added to the dataset. Respectively, false negatives from
the set of positive examples for which the network produces
a high score are considered as easy positive examples and
appended to the dataset. The network is trained with the newly
augmented dataset and the process is repeated iteratively.
The process of gradual training in stages, as described,
resolves a significantly important issue which was indeed
validated in practice: in the event of a training set being
unequally distributed between the two classes, a training batch
may contain little to no actual samples of one of the classes.
As a result, the network may be deprived of the presence of
samples of said class and, by extension, the ability to identify
between the two classes may be negatively impacted.
C. Training dataset
The CNN was trained with positive examples extracted from
the AFLW [18], MTFL [19] and WIDER FACE [5] datasets.
The training images include real world examples and are rich
in with expression, pose, gender, age and ethnicity variations.
The first consists of 21K images with 24K face annotations,
MTFL consists of 12K face annotations, and WIDER FACE
contains 32K images with about 390K face annotations, with
half of these intended for training. The number of the training
images was increased by applying horizontal mirroring (flip)
so as to achieve better generalization of the CNN.
IV. E XPERIMENTS
A. System Analysis
The first output branch of our model contains the probability
scores of the CNN for every 32 × 32 region in the original

B. Evaluation
The proposed detector is evaluated on the FDDB dataset [6],
which depicts of about 5 thousand faces. For evaluation, the
toolbox provided by [21] which includes corrected annotations
for the aforementioned benchmark was used. Our model
achieves a 91.7% recall rate on this dataset, as shown in
Figure 3. Recently several CNNs that are based on VGG or on
ResNet50 with a corresponding number of parameters exceeding 1M have been proposed to deal with small resolution faces
using image pyramids. The resulting models are very slow and
cannot perform real-time face detection even when state-ofthe-art desktop GPUs are used, making them unsuitable for
use on drones due to the existing hardware limitations.
The detector is also evaluated on the WIDER Face Dataset
[5]. The images are split into 61 event categories containing
32K images in total which depict about 393K faces. The
dataset is split into training, validation and testing sets, each
containing 50%, 10% and 40% respectively of the images
corresponding to each event category. Figure 4 shows the
precision recall curves for this dataset. Our model (ts-CFD)
achieves a recall rate of 75.2%, 71.9% and 49.3% on WIDER
easy, medium and hard partitions respectively.

1.0
0.9
0.8
0.7
True positive rate

input image with a stride of 2 pixels. As stated previously,
our model is fully convolutional and therefore able to produce
a classification heatmap of the given input. Non-maximum
suppression (NMS) is applied to eliminate highly overlapped
detection regions. Firstly, we sort all the bounding boxes
according to their score. Let max score be the maximum
score of all boxes and si the score of the ith bounding box.
If si < 0.95 ∗ max score the bounding box is removed.
Secondly, we group the remaining bounding boxes using
OpenCV [20]. The final position of the bounding box is
calculated by averaging all the bounding boxes. The same
applies for the calculation of the final probabilty score.
In order to detect faces smaller or larger than 32 × 32 we
scale the original image up or down respectively. An image
pyramid is built from the image to cover faces at different
scales. At each level i of the pyramid, the image is resized by
a factor of 2−i/step . Positive values of i scale down the original
image, while negative values allow the detection of faces
smaller than 32 × 32. In our experiments, the step parameter
is set to 8. However, even by setting it to 4 it can provide
formidable detection results. During deployment of the CNN,
we add an extra average pooling layer to the classification
output. It has been verified that this layer reduces the number
of false positives as only the heatmap pixel coordinates having
neighboring coordinates with similar values are stored.
The second output branch of our model contains a map
with the regression scores of the CNN. The regression layers
are connected to the output of the 4-th convolutional layer
of the detection branch and therefore calculate the regression
scores for a volume of size 8 × 8 × 48. During deployment,
we multiply each dimension of the predicted bounding box by
the regression score in order to acquire rectangular detection
boxes.
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Fig. 3. Comparison of ROC curves on the FDDB dataset. Our model achieves
a 91.7% recall rate.

The complexity of the competitive algorithms is very large
compared to the proposed network. Our model consists of
106.123 whereas the fully convolutional AlexNet architecture
proposed in [2] had 60 million parameters. Table II shows
execution times for our model (denoted by ts-CFD) and the
aforementioned face detector (denoted by DDFD) for RGB
images of size 227 × 227. A variant of the Faster R-CNN
for face detection [22], based on the VGG-16 architecture,
is also compared (denoted by FRCNN). These experiments
were conducted on a mid-range GPU with computational
capabilities similar to those of on-board embedded GPUs.
The results indicate that our proposed network is capable of
processing 129 images per second, significantly outperforming
the other techniques.
TABLE II
E XECUTION TIMES , FLOP S AND FRAMES PER SECOND COMPARISON
BETWEEN THE PROPOSED CNN, DDFD AND VGG-16 ARCHITECTURE .

Floating point operations
Time (in seconds)
Frames per second

DDFD
224B
0.035108
28.5

FRCNN
634B
0.132594
7.5

ts-CFD
393M
0.007749
129

V. C ONCLUSIONS
A very fast and light-weight two-stream fully convolutional
face detector was proposed in this paper, capable of predicting
both the existence or not of a face in a given image as well
as the size of the predicted face. The model thus encapsulates
both face classification and face size regression into a common
framework with a significantly small number of trainable
parameters.
The model was evaluated on the very challenging WIDER
dataset and found capable of detecting faces of various sizes,
poses and occlusions while maintaining very low execution
times. This is indicative of the fact that the model is suitable
for on-board use in drones with limited processing power for
real-time face detection.

(a)

(b)

(c)

Fig. 4. Comparison of different face detectors on WIDER dataset for the (a) easy, (b) medium and (c) hard subset of faces.
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Abstract—In this paper a novel human crowd detection
method, that utilizes deep Convolutional Neural Networks
(CNN), for drone flight safety purposes is proposed. The aim of
our work is to provide light architectures, as imposed by the
computational restrictions of the application, that can effectively distinguish between crowded and non-crowded scenes,
captured from drones, and provide crowd heatmaps that can be
used to semantically enhance the flight maps by defining no-fly
zones. To this end, we first propose to adapt a pre-trained CNN
on our task, by totally discarding the fully-connected layers and
attaching an additional convolutional one, transforming it to a
fast fully-convolutional network that is able to produce crowd
heatmaps. Second, we propose a two-loss-training model, which
aims to enhance the separability of the crowd and non-crowd
classes. The experimental validation is performed on a new
drone dataset that has been created for the specific task, and
indicates the effectiveness of the proposed detector.
Index Terms—Crowd detection, Drones, Safety, Convolutional
Neural Networks, Deep Learning.

1. Introduction
The recent advent of Drones in a wide range of applications such as visual surveillance, rescue, and entertainment,
is accompanied by the demand of safety. Apart from the
robustness, a primary step to settle the issue of safety constitutes in defining no-fly zones for crowd avoidance, since
a drone may operate close to crowds, and is potentially exposed to environmental hazards or unpredictable errors that
render emergency landing inevitable. Furthermore, Drone
flight regulations in several Countries’ national legislation,
especially in European Countries, request that the drones
should not fly over crowds, and even more several laws
define the minimum distance the drone can fly near a
crowd. Thus, it is of utmost importance for the drone to
be able to detect crowds in order to define no-fly zones and
proceed to re-planning during flying operations. This feature
will also allow for pushing on relaxing the restrictions for
autonomous flying of drones keeping safe individual persons
and crowds in the flying area. To this aim, in this paper
we address the problem of crowd detection from drones,

towards crowd avoidance utilizing the state-of-the-art deep
CNNs, [1], [2].
Over the last few years, deep CNNs have been established as one of the most promising avenues of research in
the computer vision area, providing outstanding results in a
series of vision recognition tasks, such as image classification [3], [4], face recognition [5], digit recognition [6], [7],
pose estimation [8], object and pedestrian detection [9], [10],
and content based image retrieval [11], [12]. It has also been
demonstrated that features extracted from the activation of a
CNN trained in a fully supervised fashion on a large, fixed
set of object recognition tasks can be re-purposed to novel
generic recognition tasks, [13].
CNNs comprise of a number of convolutional and subsampling layers with non-linear neural activations, followed
by fully connected layers (an overview of the utilized network is provided in Fig. 1). That is, the input image is
introduced to the neural network as a three dimensional
tensor with dimensions (i.e., width and height) equal to the
dimensions of the image and depth equal to the number
of color channels (usually three in RGB images). Three
dimensional filters are learned and applied in each layer
where convolution is performed and the output is passed to
the neurons of the next layer for non-linear transformation
using appropriate activation functions. After multiple convolution layers and subsampling the structure of the deep
architecture changes to fully connected layers and single
dimensional signals. These activations are usually used as
deep representations for classification, clustering or retrieval.
The size of the input image is fixed and usually scaling is
performed before feeding the image to the network whenever there are fully-connected layers in the CNN. In order
to allow for arbitrary image dimensions the CNN should be
fully convolutional.
In this work, we propose a crowd detection method for
drone flight safety, using fully convolutional deep CNNs.
Our focus is to provide a lightweight CNN model, which,
satisfying the computational and memory limitations of
our application, can distinguish between crowded and noncrowded scenes, captured from drones and provide semantic
heatmaps that can be used to semantically enrich the flying
zones. First, we utilize a pre-trained CNN model, we adapt
it by discarding the fully-connected layers, we add a final
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Figure 1. Overview of the CaffeNet Architecture

initialized randomly, and retrain the network on the specific
dataset, using backpropagation. The basic reason underlying
this practice is the insufficient amount of training data.
Furthermore, a CNN model, trained on large dataset, have
learned in the earlier layers more generic features, that could
be useful in other tasks.
Thus, we first replace the last layer with a new classification layer that represents the two classes, Crowd and
Non-Crowd, of our problem, following the aforementioned
practice. This approach serves as baseline against the proposed method.

2.1. Modifying a pretained model
convolutional layer, and subsequently we retrain all the
convolutional layers on the utilized dataset. Second, we
propose a novel two-loss-training procedure, which aims
to enhance the separability of the crowd and non-crowd
classes. Finally, we created a new drone crowd dataset to
evaluate the proposed approach since there is no such dataset
publicly available.
The fully-convolutional nature of the proposed model
is very important in handling input images with arbitrary
dimension, and estimating a heatmap for the crowded areas. This will allow for semantically annotating the corresponding maps and defining no-fly zones. Additionally, the
proposed fully-convolutional model will allow for handling
low computational and memory resources on the drone
whenever there is another process (e.g., replanning, SLAM,
etc.) that takes place, and only low dimensional images can
be processed on the fly for crowd avoidance.
The remainder of the manuscript is structured as follows.
The proposed method is described in detail in Section 2.
The dataset used for the evaluation is presented in Section
3. Experimental results are provided in Section 4. Finally,
conclusions are drawn in Section 5.

2. Proposed Method
In this paper we propose a human crowd detection
method for drone flight safety, that uses deep CNNs.
We utilize the BVLC Reference CaffeNet model, which
is an implementation of the AlexNet model trained on
the ImageNet Large Scale Visual Recognition Challenge
(ILSVRC) 2012 to classify 1.3 million images to 1000
ImageNet classes, [3]. The model consists of eight trained
neural network layers; the first five are convolutional and
the remaining three are fully connected. Max-pooling layers
follow the first, second and fifth convolutional layers, while
the ReLU non-linearity (f (x) = max(0, x) ) is applied to
every convolutional and fully connected layer, except the
last fully connected layer (denoted as FC8). The output of
the FC8 layer is a distribution over 1000 ImageNet classes.
The softmax loss is used during the training. An overview
of the CaffeNet architecture is provided in Fig. 1.
A common practice in classification problems is to
utilize a pre-trained CNN model, trained on large datasets
such as Imagenet, replace the classification layer with a new
one that represents the labels of a specific dataset and is

Despite the effectiveness of the CaffeNet model, consisting of 61M parameters, the computational limitations of
our application render it prohibitory to use it on the fly,
even if the training procedure has been performed offline.
Towards this end, since the fully-connected layers of the
CaffeNet, as in most CNN models, occupy the most of
the parameters (59M parameters out of a total of 61M
parameters), we propose a new model by discarding the
fully-connected portion of the network, and by attaching
an extra convolutional layer, denoted as CONV6. The new
convolutional layer, with receptive field equal to the whole
input, is initialized randomly, while all the convolutional layers up to the CONV5 are initialized on CaffeNet’s weights.
The softmax loss is used during training. We denote this
model by One-Loss Convolutional.
This modification drastically reduces the amount of the
model parameters, and consequently the computational cost
is restricted. Additionally, this also allows arbitrary-sized
input images, since the fixed-length input requirement concerns the fully-connected layers. Consequently, this allows
for using low-resolution images, which can be very useful
in our application, since it can further restrict the computational cost.

2.2. Two-Loss Convolutional model
Inspired by the Linear Discriminant Analysis (LDA)
[14] method, which aims at best separating samples of
different classes, by projecting them into a new lowdimensional space, which maximizes the between-class separability while minimizing their within-class variability, we
also propose a new model architecture. The new model,
apart from the softmax loss layer which preserves the between class separability, includes an extra loss layer which
aims at bringing the samples of the same class closer to
each other.
To achieve this goal, considering a labeled representation
(xi , yi ), where xi is the image representation and yi is
the corresponding image label, we adapt the CNN model,
aiming to minimize the squared distance between xi and its
m relevant representations. Here, we define as relevant an
image belonging to the same class to another.
Let I = {Ii , i = 1, . . . , N } be the set of N images of the
training set, and x = M AC5 (I) the output of the so-called

M AC5 layer of the CaffeNet model on an input image I.
The M AC5 layer, is an extra pooling layer which implements the Maximum Activations of Convolutions (MAC)
[15], over the width and height of the output volume, for
each of 256 feature maps of the CONV5 layer. Then we
denote by X = {xi ∈ R256×1 , i = 1, . . . , N } the set of
N feature representations emerged in the M AC5 layer, and
by Ri = {rk ∈ R256×1 , k = 1, . . . , K i } the set of K i
relevant representations of the i-th image. We compute the
mean vector of the m representations of Ri to the certain
image representation xi , and we denote it by µi+ ∈ R256×1 .
Then, the new target representations for the images of
I can be determined by solving the following optimization
problem:
min J + = min

xi ∈X
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Figure 2. One-Loss Convolutional and Two-Loss Convolutional models.

kxi − µi+ k22 ,

(1)

i=1

We solve the above optimization problem using gradient
descent. The first-order gradient of the objective function
J + is given by:
!
N
X
∂
∂J +
i 2
=
kxi − µ+ k2
∂xi
∂xi i=1
(2)

∂
=
(xi − µi+ )| (xi − µi+ )
∂xi
= 2(xi − µi+ ),
The update rules for the n-th iteration can be formulated as:
(n+1)

xi

(n)

= xi

(n)

− 2ζ(xi

− µi+ ),

xi ∈ X ,

(3)

where the parameter ζ, ∈ [0, 0.5] controls the desired distance from the relevant representations.
Thus, using the above representations as targets in the
CONV5 layer, we formulate an additional regression task
for the neural network. The Euclidean loss is used during
training for the regression task. The network is initialized on
the CaffeNet’s weights up to CONV5 layer and the two-losstraining is performed using back-propagation. This model
is denoted as Two-Loss Convolutional. The two proposed
models are illustrated in Fig. 2.
The proposed Two-Loss Convolutional model can be
considered as having an extra regularization layer that exploits information from the data samples that are relevant
to the input image. The additional cost for retargeting is
performed once during the training and does not affect the
complexity of the model during deployment and testing.

Figure 3. Sample images of the Crowd-Drone dataset.

political rally, etc). Non-crowded videos have been also
gathered by searching for unspecified drone videos. Noncrowded images (e.g., bikes, cars, buildings, etc.) also randomly selected from the UAV1232 , and senseFly-Exampledrone3 datasets. Sample frames from the gathered video
sequences are provided in Fig.3.
In order to validate the performance of the proposed
method, we left out of the training entire video sequences,
and from their corresponding extracted frames we formulated the test set.
Thus, the train and test image datasets are described
below:
Train
Test
Crowd
2184
727
Non Crowd
1914
429
Total
4098
1156
TABLE 1. DATASET I NFORMATION

3. Dataset
In order to assess the performance of the proposed
method, since there is no publicly available crowd dataset
of drone videos/images, we constructed our own dataset by
querying specific keywords to the Youtube1 video search
engine. We selected 60 drone videos with keywords describing crowded events (e.g. parade, festival, marathon, protests,
1. http://www.youtube.com/

4. Experimental Results
In this section we present the experiments conducted in
order to evaluate the proposed method.
2. https://ivul.kaust.edu.sa/Pages/Dataset-UAV123.aspx
3. https://www.sensefly.com/drones/example-datasets.html

Figure 4. Heatmaps: The left part of each of ten pairs of images shows the original image, and the right one the corresponding heatmap.

We implemented the proposed method using the Caffe
Deep Learning framework, [16]. We use the adaptive moment estimation algorithm (Adam) [17], instead of the simple gradient descent for the network optimization, with the
default parameters. The parameter ζ in (3) is set to 0.4.
Table 2 illustrates the experimental results of the proposed method against the baseline CNN with fully connected layers and the one-loss fully convolutional CNN. Performance is measured in terms of Classification Accuracy.
The best result is printed in bold.
Training Approach
Parameters Layers Accuracy
CaffeNet
61M
8
0.9299
One-Loss Convolutional
2.3M
6
0.91
Two-Loss Convolutional
2.3M
6
0.9532
TABLE 2. C LASSIFICATION ACCURACY

From the provided results, we can observe that the
One-Loss-Convolutional model performs slightly worse than
the refined CaffeNet model since the drastic reduction of
the model parameters affects also the performance, however the model parameters reduction is very important and
can be considered that compensates for the slightly reduced accuracy. Finally, we see that the proposed TwoLoss-Convolutional training procedure, achieves considerably improved performance against the baselines, with a
significantly lighter architecture (2.3M parameters compared
to 61M of the baseline CNN).
In Fig.4 we provide the heatmaps for the class Crowd
of the proposed classifier. That is, ten test images of size
1024 × 1024 are fed to the network, and we compute the
output of the network at the layer CONV6, for the label
Crowd which is the desired heatmap.

5. Conclusions
In this paper we proposed a novel human crowd detection method, for drone flight safety purposes, utilizing
fully convolutional deep CNNs. The first approach, includes
the CaffeNet model adaptation in order to comply with the
computational requirements of the specific application, and
also benefit from the fully-convolutional networks properties. Second motivated by the LDA method, we also proposed a two-loss-training procedure, which optimized the
lightweight model to distinguish between crowded and noncrowded images and concurrently enhance the two classes
separability. Experimental evaluation on the constructed
Crowd-Drone dataset indicates the effectiveness of the proposed method, outperforming the CaffeNet’s baseline.
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Abstract—Unmanned Aerial Vehicles, also known as drones,
are becoming increasingly popular for video shooting tasks
since they are capable of capturing spectacular aerial shots.
Deep learning techniques, such as Convolutional Neural Networks (CNNs), can be utilized to assist various aspects of
the flying and the shooting process allowing one human to
operate one or more drones at once. However, using deep
learning techniques on drones is not straightforward since
computational power and memory constraints exist. In this
work, a quantization-based method for learning lightweight
convolutional networks is proposed. The ability of the proposed
approach to significantly reduce the model size and increase
both the feed-forward speed and the accuracy is demonstrated
on two different drone-related tasks, i.e., human concept detection and face pose estimation.

1. Introduction
Unmanned Aerial Vehicles (UAVs), also known as
drones, are becoming increasingly popular for video shooting tasks since they are capable of capturing spectacular
aerial shots that would be otherwise very difficult to obtain.
However, flying a drone in a professional shooting setting
requires at least two operators for each deployed drone, i.e.,
one for controlling the flight path and avoiding no-flight
zones or other possible hazards, and one for controlling the
camera.
Deep learning techniques, such as Convolutional Neural
Networks (CNNs), can be utilized to assist various aspects
of the flying and the shooting process allowing one human
to operate one or more drones at once. This work is focused
on developing techniques that will assist the video shooting
of athletic events, e.g., road bicycle races or boat races.
Several aspects of the flying and the shooting process can
be assisted. First, a drone must be able to quickly identify
whether one or more humans exist in a scene. Note that apart
from the main drone camera, multiple smaller resolution
cameras might be also available to aid this task. After
humans have been identified in a scene, their positions are
inferred and it is determined whether they are part of the
crowd or they are persons of interest, e.g., the cyclists in
the case of a bicycle race event. In the first case, the drone
must fly away from the crowd (since the crowd defines a
no-flight zone), while in the latter it must carefully follow

the persons of interest, while avoiding any detected no-flight
zones. After detecting a person of interest the drone must
appropriately rotate the camera towards him. Since different
shots have different specifications, the relative position of
the person with respect to the camera, as well as the pose
of his face (tilt and the pan) must be estimated in order to
calculate the appropriate shooting angle.
Even though CNNs can be used to perform the aforementioned tasks, deploying them on drones is not straightforward, since there are significant memory and processing power constraints for any process running on-board.
Therefore, it is crucial to develop lightweight deep learning
models that would be able to run on-board and perform
real-time classification and detection tasks. Existing stateof-the-art CNNs, such the VGG-16 [1], consist of hundreds
of millions parameters, making them unsuitable for handling
real-time tasks when the aforementioned constraints exist.
Interestingly, most of the parameters of these models are not
spent in the convolutional layers, but in the fully connected
layers that are responsible for handling the feature maps
extracted from the last convolutional layer. For example,
for the VGG-16 network [1], almost 90% of the model’s
parameters are needed for just three fully connected layers,
while only 10% of the parameters are used for its 13
convolutional layers. The reason for this is the large number
of feature maps extracted from the last convolutional layer.
Motivated by the aforementioned observation a new type
of quantization-based convolutional layer is proposed in
this work to allow for reducing the size of CNN models.
This layer is inspired by the well known Bag-of-Features
(BoF) model [2], [3], which is used to quantize an arbitrary
number of feature vectors into a constant length histogram
representation. The pipeline of the Bag-of-Features model
is the following. First, a number of feature vectors are
extracted from an image that are then quantized into a predefined number of bins, that are called codewords. Finally,
the histogram representation of each image is compiled by
counting the number of feature vectors that were quantized
into each bin. In this work the features extracted from
the last convolutional layer are used. The proposed layer
effectively quantizes and compresses the representation extracted from the convolutional layers, while also allows the
network to handle arbitrary sized images. This is possible
since the representation extracted from the proposed layer
is decoupled from the size of the input image that is fed to

the network. This is in contrast to regular CNN formulations
where altering the input image size also alters the size of
the extracted feature maps.
The main contribution of this work is the proposal of
a novel BoF-based quantization layer that can significantly
reduce the size of CNNs, while increasing their classification
accuracy and speed. However, as explained in Section 3,
the computational complexity of existing BoF formulations,
such as [2], [3], is quite high thus making them unsuitable
for the tasks considered in this work. To overcome this
limitation, a fast linear variant of the BoF model is proposed. This variant can be readily implemented with existing
deep learning tools allowing for easily using the proposed
technique, even with existing pretrained CNNs. The proposed Convolutional Linear BoF model is evaluated using
two different drone-related tasks, i.e., concept detection of
humans using the VOC-2012 dataset [4], and pose (tilt and
pan) estimation of human faces for calculating the optimal
shooting angle [5]. It is experimentally demonstrated that
the proposed method can greatly reduce the model size and
increase the feed-forwarding speed, as well as improve the
accuracy of the models.
The rest of the paper is structured as follows. Related
work is introduced and compared to the proposed Convolutional Linear BoF model in Section 2. The proposed method
is presented in detail in Section 3. Finally, the proposed
method is evaluated in Section 4, while conclusions are
drawn and future work is discussed in Section 5.

2. Related Work
Dealing with large CNNs is a well recognized problem
in the literature. Many techniques have been proposed to
reduce the model size [6], [7], [8], [9]. Usually compression
and pruning techniques are used to reduce the size of CNN
models [6], [7], [9]. Such techniques focus on compressing
an already trained CNN, instead of training a CNN with
fewer parameters in the first place. Some of these works [7],
[9], also use vector quantization techniques. However, proposed the method uses a differentiable quantization scheme
that allows for training both the quantizer and the rest of the
network simultaneously. This is in contrast with compression techniques that merely use fixed quantization to reduce
the size of the model. Nonetheless, the method proposed
in this work can be combined with the aforementioned
approaches to further reduce the size of the model.
The proposed method is also related to supervised dictionary learning approaches for the BoF representation [10],
[11], [12], [13], [14]. All these methods are designed to
work with handcrafted feature extractors instead of trainable
convolutional layers. To the best of our knowledge, this is
the first work that formulates the BoF model as a linear
convolutional layer that can be used in any CNN network
and allows for training the resulting network from scratch,
while reducing the size of the model and increasing the
feed-forwarding speed.

3. Proposed Method
The proposed Convolutional Linear BoF model, abbreviated as CL-BoF, is composed of a feature extractor, i.e.,
a set of convolutional and pooling layers, followed by the
proposed Linear BoF layer and a set of fully connected
layers. First, the feature extraction procedure is briefly discussed. Then, the proposed Linear BoF layer is presented
in detail. Finally, the used fully connected architecture and
the learning algorithm are presented.
Let Xi be an image that is fed to the convolutional
feature extractor. Various CNN architectures, such as the
VGG [1], or the ResNet [15], can be used for the feature
extraction step after removing their fully connected layers.
The last convolutional layer is used to extract the feature
vectors that are fed to the proposed Linear BoF layer. The
j -th feature vector extracted from the i-th image is denoted
by xij ∈ RD , where D is the number of feature maps
extracted from the last convolutional layer. The number of
the extracted feature vectors is denoted by Ni and depends
on the size of the feature map and the used filter size.
After the feature extraction process, the i-th image is
represented by a set of Ni feature vectors xij ∈ RD
(j = 1, . . . , Ni ). Instead of fusing the extracted feature vectors, which is the standard practice for CNNs [1], [15], the
proposed Linear BoF layer is used to compile a fixed-length
histogram for each image by quantizing its feature vectors
into a predefined number of histogram bins/codewords. The
length of the extracted histogram vector does not depend
on the number of available feature vectors, allowing the
network to handle images of arbitrary size without any modification and readily adapting to the available computational
resources.
The Linear BoF layer is composed of two sublayers: an
inner product layer that measures the similarity of the input
features to the codebook and a pooling layer that builds the
histogram of the quantized feature vectors. In the regular
BoF model [3], the similarity between each feature vector
xij and each codeword vk is calculated as:
[dij ]k = exp(

−||vk − xij ||2
)∈R
σ

(1)

where σ is a scaling factor. However using this similarity
definition requires calculating the pairwise distances between all the feature vectors and the codewords and then using the exponential function to transform these distances into
similarities. Instead of using these computationally intensive
steps, the Linear BoF uses the dot product to measure the
similarity between each codeword and each feature vector:
[dij ]k = abs(vkT xij ) ∈ R

(2)

where abs(x) is the absolute value operator, which is used
to ensure that Equation (2) properly encodes the similarity
between the feature vectors and the codewords. This definition allows for a significant speed-up of the calculations.
Furthermore, a regular convolutional layer can be used to
implement the pairwise similarity calculation using NK

filters of dimension D × 1 × 1, where NK is the number of
the used codewords.
Then, l1 normalization is used to obtain the normalized
membership vector for each feature vector xij :
uij =

dij
∈ RNK
||dij ||1

(3)

This vector describes the similarity of the feature vector xij
to each codeword vk . Finally, the histogram si is extracted
for each image by pooling (using a sum pooling layer) the
extracted membership vectors:
si =

Ni
X

uij ∈ RNK

(4)

j=1

The Linear BoF layer receives the feature vectors of
an image and compiles its histogram representation. This
histogram is then fed to a classifier that decides the class of
the image. To this end, a multilayer perceptron (MLP) with
one hidden layer is used.
Without loss of generality it is assumed that the i-th
training image is annotated by a label ti and there are
NC different labels. It is straightforward to extend the
proposed method to multi-label classification problems [16],
or detection tasks [17].
Let WH ∈ RNH ×NK be the hidden layer weights and
WO ∈ RNC ×NH be the output layer weights, where NH
is the number of hidden neurons. Then, the hidden layer
activations for the input histogram si of the i-th image are
computed as:
hi = φ(relu) (WH si + bH ) ∈ RNH

(5)

where φ(relu) (x) = max(0, x) is the rectifier activation
function which is applied element-wise and bH ∈ RNH
is the hidden layer bias vector. The output of the MLP is
calculated as:
yi = φ(sof tmax) (WO hi + bO ) ∈ RNC

(6)
NC

where each output neuron corresponds to a label, bO ∈ R
is the output layer bias vector and φ(sof tmax) is the softmax
activation function.
The categorical cross entropy loss is used for training
the network:
L=−

NC
N X
X

[ti ]j log([yi ]j )

(7)

i=1 j=1

where ti ∈ RNC is the target output vector, which depends
on the class of the input image (ti ) and it is defined as:
[ti ]j = 1, if j = ti , or [ti ]j = 0, otherwise.
All the parameters of the CL-BoF network can be
learned using regular back-propagation and gradient descent:
∆(Wconv , V, WM LP ) = −η(

∂L
∂L
∂L
,
,
)
∂Wconv ∂V ∂WM LP
(8)

where the notations Wconv , V, and WM LP are used to
refer to the parameters of the convolutional layers, the

Linear BoF layer and the classification layers respectively.
Instead of using the simple gradient descent, the Adam
algorithm is utilized [18]. The Adam algorithm computes
adaptive learning rates for each of the optimization parameters using estimates of the first and second moments of the
gradient. For all the conducted experiments a learning rate
of η = 10−4 was used.
The codebook in the BoF model is usually initialized
by clustering the set of all feature vectors S = {xij |i =
1, . . . , N, j = 1, . . . , Ni }, where N is the number of training
images, using the k-means algorithm. However, when the
inner product similarity (Equation (2)) is used instead of
the euclidean-based similarity (Equation (1)) it is no longer
meaningful to use euclidean-based clustering. Indeed, it
was experimentally established that randomly initializing the
codebook (using Glorot uniform initialization [19]) works
better than using k-means initialization. The fully connected
layers were also initialized using Glorot uniform initialization.

4. Experiments
4.1. Evaluation Setups
The proposed method is evaluated on two different
drone-related concept detection and classification tasks. The
first task concerns concept detection [20], where the concept
of humans is to be detected. As described before, being
able to quickly detect humans in a given scene is crucial
to appropriately control both the flight path and the camera
of the drone. For the concept detection task, the VOC-2012
dataset, which contains images with and without humans, is
used. The VOC-2012 is a challenging dataset, since humans
appear in a wide range of natural settings. The predefined
train split (5717 images) and validation split (5823 images)
were used. Approximately 40% of the dataset images depict
a human.
The second task is related to face pose estimation. After
detecting the face of the main actor, e.g., a cyclist, the drone
must be able to identify his pose to calculate the appropriate
shooting angle. The Head Pose Image Database [5], is used
to evaluate the proposed method for this task. Both the pan
and the tilt of each face must be predicted. The Head Pose
Image Database contains discrete annotations for the tilt
(-90, -60, -30, -15, 0, +15, +30, +60, and +90 degrees) and
the pan (-90, -75, -60, -45, -30, -15, 0, +15, +30, +45, +60,
+75, and +90 degrees). Since the pose estimation procedure
is expected to run after a face has been detected, the face was
extracted from each image using the supplied annotations.
Accuracy, average precision per class (macro precision)
and average recall per class (macro recall) were used to
evaluate the classification performance. Accuracy measures
the percentage of the predicated labels that exactly match
the ground truth. Precision is defined as the ratio of true
positives over the sum of true positives and false positives,
while recall is defined as the ratio of true positives over the
sum of true positives and false negatives. For the head pose

TABLE 1. C ONCEPT D ETECTION E VALUATION
Method
CNN
CL-BoF (8)
CL-BoF (128)

# Conv. Params
6,529,664
6,529,664
6,529,664

# BoF Params
4,096
65,536

# FC Params
4,719,362
706
33,538

# Total Params
11,249,026
6,534,466
6,628,738

Accuracy
78.81
81.13
82.43

Recall
77.95
77.26
78.25

Precision
77.58
82.64
85.16

estimation, the mean prediction error (in degrees) is also
reported.

input image). In Table 2, the classification accuracy and
the classification speed is compared for images of various
sizes. A mid-range GPU with 4GB of RAM was used for
the conducted experiments. Feeding smaller images into the
network can greatly reduce the classification time without
significantly harming the classification accuracy. Note that
this was not possible with regular CNN formulations, since
altering the size of the input images also alters the size
of the extracted feature maps (the fully connected layers
can only process inputs of fixed size, in contrast to the
proposed Linear BoF layer). The ability to process images
of various sizes with lower computational cost is especially
important in order to effectively use the secondary lowresolution cameras of a drone.

4.2. Concept Detection Evaluation

4.3. Head Pose Estimation Evaluation

The concept detection evaluation results are shown in
Table 1. For both the CNN and the CL-BoF models the
convolutional layers were initialized using a VGG model [1],
that was pretrained on ImageNet [21]. Batch normalization
is used after the last convolutional layer [22]. For the
baseline CNN model the initial fully connected layers were
discarded and replaced by a 256×2 fully connected layer.
For the CN-BoF model the fully connected layers were also
replaced by a Linear BoF layer followed by a 256×2 fully
connected layer. Either 8 codewords (CL-BoF (8)) or 128
codewords (CL-BoF (128)) were used for the Linear BoF
layer. For the CL-BoF (8) a 64×2 fully connected layer
was utilized. During the training process, the input images
were randomly flipped and rotated (up to 10 degrees) with
probability 0.5. The optimization ran for 10,000 iterations
using batch size 16. The last pooling layer was removed
from the CL-BoF model during the test to ensure that an
adequate number of feature vectors are extracted regardless
the used image size.
The proposed CL-BoF model performs better than the
regular CNN model, even when only 8 codewords are used.
Using more codewords, increases the detection accuracy
even more, but also requires slightly more parameters. Even
when 128 codewords are used the total parameters used after
the convolutional layers are reduced by almost two orders
of magnitude, while the total number of parameters in the
network are reduced by 41%.
In the previously conducted experiments the input images were resized to 224×224 pixels. However, the CL-BoF
is also capable of handling arbitrary sized images without
re-training. This allows for readily adapting the model to
the available computational resources (the time needed for
feed-forwarding the network depends on the size of the

For the head pose estimation evaluation the following
convolutional architecture was used for extracting the feature
vectors. Four convolutional layers (two with 32 3 × 3 filters
and another two with 64 3×3 filters), followed by a 2×2
max pooling layer and another four convolutional layers
(two with 128 3×3 filters and another two with 256 3×3
filters) and a 2×2 max pooling layer were utilized. Again,
batch normalization was used after the last convolutional
layer and the rectifier activation function was utilized on
all layers. Both the CNN and the CL-BoF networks were
trained from scratch for 20,000 iterations using batch size
of 32. Two sets of Linear BoF and fully connected layers
were used (one set for tilt estimation and one set for the
pose estimation). The same number of hidden neurons and
codewords as in the concept detection experiments were
used for each set. All the images that were fed to the network
was resized to 48×48 pixels.
The experimental results are reported in Table 3. As
before, using the proposed CL-BoF model reduces the pose
estimation error by more than 25%, while allowing for using
a smaller network (the size of the network is reduced over
75% compared to a regular CNN).

TABLE 2. C ONCEPT D ETECTION : ACCURACY AND S PEED
E VALUATION FOR I MAGES OF VARIOUS S IZES USING THE P ROPOSED
CL-B O F M ODEL
Image size
224x224
200x200
176x176
152x152
128x128
104x104

Clas. Accuracy
82.43%
82.62%
82.12%
81.69%
79.13%
74.65%

Clas. Time per Image
9.11 msec
6.91 msec
5.10 msec
3.68 msec
2.52 msec
1.65 msec

5. Conclusions and Future Work
In this paper a novel fast BoF-based quantization layer
for training and deploying lightweight convolutional neural
networks was proposed. This layer can reduce the size of
CNNs, as well as increase the speed of the feed-forward
process and the classification accuracy. The proposed Linear
BoF can be readily implemented with existing deep learning
tools allowing for easily using the proposed technique, even
with existing pretrained CNNs. The proposed Convolutional

TABLE 3. FACE P OSE (PAN AND T ILT ) E VALUATION
Method
CNN
CL-BoF (8)
CL-BoF (128)

# Conv. Params
1,172,768
1,172,768
1,172,768

# BoF Params
4,096
65,536

# FC Params
4,724,758
2,582
71,702

Linear BoF model was evaluated using two different dronerelated tasks, i.e., concept detection of humans using the
VOC-2012 dataset and pose (tilt and pan) estimation of
human faces for calculating the optimal shooting angle. It
was experimentally established that the proposed layer can
significantly increase the classification/detection speed and
accuracy, while reducing the total number of parameters
needed for the model.
There are several interesting future work directions.
First, the proposed method can be combined with convolutional object detectors, e.g., [17], to increase their speed
and reduce the size of the deployed models. Also, spatial
pyramid matching schemes similar to [23] can be used
to further increase the accuracy of the model. Finally, the
proposed approach can be extended to learn compact representations for various tasks, such as face recognition, using
discriminant autoencoding techniques similar to [24].
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# Total Params
5,897,526
1,179,446
1,310,006

Accuracy (Pan / Tilt)
68.92% / 61.94%
71.72% / 66.23%
75.38% / 67.10%

Error (Pan / Tilt)
6.68◦ / 7.05◦
5.52◦ / 5.55◦
4.60◦ / 5.15◦
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Abstract. Among the most crucial components of an intelligent system
capable of assisting drone-based cinematography is estimating the pose
of the main actors. However, training deep CNNs towards this task is not
straightforward, mainly due to the noisy nature of the data and instabilities that occur during the learning process, significantly slowing down
the development of such systems. In this work we propose a temporal
averaging technique that is capable of stabilizing as well as speeding up
the convergence of stochastic optimization techniques for neural network
training. We use two face pose estimation datasets to experimentally
verify that the proposed method can improve both the convergence of
training algorithms and the accuracy of pose estimation. This also reduces the risk of stopping the training process when a bad descent step
was taken and the learning rate was not appropriately set, ensuring that
the network will perform well at any point of the training process.
Keywords: Pose Estimation, Deep Convolutional Neural Networks, Stochastic Optimization

1

Introduction

Unmanned Aerial Vehicles (UAVs), or drones, are capable of capturing spectacular aerial shots of various events, e.g., athletic events, concerts, etc., that
would be otherwise difficult and expensive to obtain. This has led many media
producers to use drones to film outdoor events instead of resorting to other more
established, yet expensive means, such as hiring a helicopter and a crew to film
the aerial shots. However, flying a drone in a professional filming setting requires
at least two operators. The first one is responsible for controlling the flight path
of the drone and avoiding possible hazards, while the second one for controlling
the main shooting camera. Assisting parts of the flying and the shooting process
using machine learning techniques, such as deep neural networks [11], and reinforcement learning techniques [14], has the potential to reduce the load of the
human operators, increasing the quality of the captured shots and reducing the
cost of the film productions.

Among the most crucial components of an intelligent system capable of assisting the filming process is estimating the pose of the main actors. For example,
consider the problem of controlling the camera during a bicycle race event. After
detecting a bicycle the drone must rotate its camera towards the bicyclist. To
this end, the face pose, i.e., tilt and pan, of the bicyclist must be estimated in
order to calculate the appropriate shooting angle according to the specifications
of each shot type. Simple computer vision methods can be used to tackle this
problem [24]. However, with the advent of deep convolutional neural networks
(CNNs) it was established that it is possible to train CNNs capable of performing pose estimation significantly better than the conventional pose estimation
methods [23].
Note that training deep CNNs is not always a straightforward task, slowing
down the development of such systems. Several methods have been proposed to
stabilize and smoothen the convergence of the training procedure [5], [6], [7], [9],
[22]. During our experiments we also observed instabilities during the training
process, even though a state-of-the-art stochastic optimization technique, the
Adaptive Moment Estimation method (ADAM) [9], was used. If a slightly larger
learning rate than the optimal was selected the training process was unstable. On
the other hand, if the learning rate was too small, the optimization process slowed
down significantly. Furthermore, the unstable behavior of CNNs used for pose
estimation can be also partially attributed to the noisy nature of the data. After
detecting a face using an object detector, such as the YOLO detector [19], or the
SSD detector [13], the bounding box of the face is cropped, resized and then fed
to the pose estimation CNN. However, the object detector is usually incapable
of perfectly centering and determining the bounds of the face introducing a
significant amount of noise into the aforementioned process.
The main contribution of this work is the proposal of a temporal averaging
technique that is capable of stabilizing as well as speeding up the convergence
of stochastic optimization for neural network training. The proposed technique
uses an exponential running average on the parameters of the neural network to
bias the current parameters towards a stabler state. As we show in Section 3,
this is equivalent to first taking big descent steps to explore the solution space
and then annealing towards stabler states. It was experimentally verified using
two face pose estimation datasets that the proposed method can improve both
the convergence of the utilized training algorithms and the accuracy of pose
estimation. The more stable convergence of the algorithm also reduces the risk
of stopping the training process when a bad descent step was taken and the
learning rate was not appropriately set, ensuring that the network will perform
well at any point of the training process (after a certain number of iterations
have been performed).
The rest of the paper is structured as follows. First, the related work is briefly
introduced and discussed in Section 2. Then, the proposed method is presented
in detail in Section 3 and the experimental evaluation is provided in Section 4.
Finally, conclusions are drawn and future work is discussed in Section 5.

2

Related Work

Several methods have been proposed for training deep neural networks as well as
for improving the convergence of stochastic gradient descent. For example, using
batch normalization [7], rectifier activation units [5], and residual connections
[6], [22], allows for effectively dealing with the problem of vanishing gradients.
Furthermore, advanced optimization techniques, such as the ADAGRAD algorithm [1], and the ADAM algorithm [9], adjust the learning rate for each parameter separately effectively dealing with gradients of different magnitudes and
allowing for improving the convergence speed. Each of these techniques deal with
a specific problem that arises during the training of deep neural networks. The
method proposed in this paper is complementary to these methods since it addresses a different problem, i.e., improves the stability of the training procedure
regardless of the selected learning rate. This is also demonstrated in Section 4
where the proposed method is combined with some of the aforementioned methods to improve the convergence speed and the stability of the training process.
Parameter averaging techniques were also proposed in some works to deal
with the noisy stochastic updates of gradient descent [18], [20], where after completing the training of the neural network the weights of the network are replaced
with the average weights, as calculated during the training process. A more deliberate technique was proposed in [9], where an exponential moving average
over the parameters of the network is used to ensure that higher weight is given
to the recent states of the network. A similar approach is also adopted for deep
reinforcement learning tasks [12]. The method proposed in this paper is different
from the method proposed in [9], since the weights of the network are not averaged after each iteration. Instead, a number of descent steps are taken, e.g., 10
optimization steps, and after them the parameters of the networks are updated.
This allows for better exploring the solution space and increasing the convergence speed, while maintaining the stability that the averaging process offers, as
demonstrated in Section 4.

3

Proposed Method

In this Section the used notation is introduced and the proposed Long-Term
Temporal Averaging (LT-TA) algorithm is presented in detail. Then, we examine the behavior of the LT-TA algorithm by analyzing the proposed parameter
update technique.
Let θ denote the parameters of the neural network that is to be optimized
towards minimizing a loss function L. The notation θt is used to denote the
parameters after t optimization iterations. Also, let f (θ, x, η) be an optimization
method that provides the updates for the parameters of the neural network,
where x is the training data and η the hyper-parameters of the optimization
method, e.g., the learning rate. Any optimization technique can be used ranging from the simple Stochastic Gradient Descent method [4], to more advanced
techniques, such as the ADAM method [9].

Algorithm 1 Long-Term Temporal Averaging Algorithm
Input: A training set of data X , the initial parameters of the network θ0 , and an
optimization method f (·) along with its hyper-parameteres η
Parameters: the target update rate α∞ , the update rate decay m, the exploration
window NS , and the number of iterations N
Output: The optimized parameters θ
1: procedure PAST Algorithm
2:
θpast ← θ0
3:
for t ← 1; t ≤ N ; t + + do
4:
Sample a batch x from X
5:
θt ← f (θt−1 , x, η)
6:
if mod (t, NS ) = 0 then
7:
α ← α∞ + (1 − α∞ ) exp(−m(t/N s))
8:
θpast ← αθt + (1 − α)θpast
9:
θt ← θpast
return θpast

The proposed method is shown in Algorithm 1. The proposed algorithm
keeps track of a exponentially averaged version of the parameters of the network denoted by θpast . These parameters are initially set to the current state of
the network (line 2) and represent the stable state of the network. During the
optimization (lines 3-5) the proposed algorithm performs regular optimization
updates (line 5). However, every NS iterations the current weights of the network
are annealed towards the previous (past) stable state θpast . As we demonstrate
later in this Section this is equivalent to performing large exploration descent
steps during the NS iterations and then slowing down the learning in order to
update the stable version of the network. The rate a, used for the updating the
stable parameters of the network (line 8), is determined using an exponential
decay strategy (line 7). During the initial iterations less weight is given to the
past state of the network, since usually we start with a randomly initialized
neural network. However, as the optimization progress the past weights of the
network converge towards their stable state. Therefore, the update rate is decayed towards a∞ . For all the conducted experiments, a∞ is set to 0.5, while
the decay rate m is set to 10−3 . Thus, for the initial iterations the update rate
is close to 1, while as the training procedure converges it is slowly decayed to
0.5. After the performing N iterations the algorithm returns the stable version
of the optimized parameters θpast .

To better understand how the proposed algorithm works consider the first NS
iterations when the simple stochastic gradient descent algorithm with learning

rate η is used to provide the optimization updates:
∂L
∂θ0
∂L
θ2 = θ1 − η
∂θ1
..
.
θ1 = θ0 − η

(1)

∂L
∂θNS −2
∂L
= θNS −1 − η
∂θNS −1

θNS −1 = θNS −2 − η
θNS

It is easy to see that after NS optimization steps the weights of the network can
be expressed as a weighted sum over the descent steps:
θNS = θpast − η

NX
S −1
i=0

∂L
∂θi

(2)

since θpast = θ0 . After these iterations the exponentially averaged copy of the
parameters of the network is updated (line 8 of Algorithm 1) as:
θpast = (1 − α)θpast + αθNS −1 = θpast − αη

NS
X
∂L
∂θ
i
i=0

(3)

Therefore, updating the exponentially averaged copy of the parameters θpast is
equivalent to lowering the learning rate of the previous updates to αη while
updating the parameters θpast . However this is not equivalent to performing
optimization with the lowered learning rate. To understand this note that the
intermediate states θ1 , θ2 , . . . , θNS are calculated using the original learning rate
η instead of the lowered rate αη:
θi = θi−1 − η

∂L
∂θi−1

(4)

That is, during the NS steps the proposed algorithm explores the solution space
by taking large steps towards the descent direction, while the stable state θpast
is updated using a lowered learning rate. This increases the convergence speed,
while ensuring that relatively large descent steps that overshoot the local minima
will not significantly affect the stability of the training procedure.

4

Experiments

Two datasets were used to evaluate the proposed method: the Annotated Facial
Landmarks in the Wild dataset (AFLW) [10], and the Head Pose Image Dataset
(HPID) [3]. The Annotated Facial Landmarks in the Wild (AFLW) dataset [10],

is a large-scale dataset for facial landmark localization. The 75% of the images
were used to train the models, while the rest 25% for evaluating the accuracy
of the models. The face images were cropped according to the supplied annotations and then resized to 32 × 32 pixels. Face images smaller than 16 × 16
pixels were not used for training or evaluating the model. Some examples of
cropped images are shown in Figure 1. The Head Pose Image Dataset (HPID)
[3] is a smaller dataset that contains 2790 face images of 15 subjects in various
poses taken in a constrained environment. Some sample images are shown in
Figure 2. Again, all images were resized to 32 × 32 pixels before feeding them to
the used CNN. For both datasets the horizontal pose (pan) is to be predicted.
The AFLW dataset provides continuous pose targets, while the HPID dataset
provides discrete targets (13 steps).

Fig. 1. Cropped face images from the ALFW dataset

Fig. 2. Cropped face images from the HPID dataset

During the training the following data augmentation techniques were used:
1. random vertical flip with probability 0.5
2. random horizontal shift up to 5%
3. random vertical shift up to 5%

4. random zoom up to 5%
5. random rotation up to 10◦
The vertical and horizontal shifts simulate the behavior of face detectors that are
usually unable to perfectly align the face in the images, while the zooming and
the rotation transformations increase the invariance of the network to various
shooting specifications.
Deploying a deep learning model on a drone with limited processing and
memory resources imposes significant restrictions on the complexity of the model.
To this end, a lightweight CNN with less than 300K parameters is used. The architecture of the used deep convolutional neural network is shown in Table 1.
Local contrast normalization (LCN) is used after each of the two convolutional
blocks [8], while the dropout technique is used to regularize the learning process [21]. Finally, the ADAM algorithm [9], with learning rate η = 0.001, and
the default hyper-parameters (β1 = 0.9 and β2 = 0.999) is used for optimizing
the network using mini-batches of 32 samples.
Table 1. Architecture of the used CNN
Layer Type
Output Shape
Input
32 × 32 × 3
Convolutional (3 × 3)
30 × 30 × 16
Convolutional (3 × 3)
28 × 28 × 16
Max Pooling (2 × 2)
14 × 14 × 16
LCN + Dropout (p = 0.5) 14 × 14 × 16
Convolutional (3 × 3)
12 × 12 × 32
Convolutional (3 × 3)
10 × 10 × 32
Max Pooling (2 × 2)
5 × 5 × 32
LCN + Dropout (p = 0.5)
5 × 5 × 32
Dense
256
Dense
1

First, the ALFW dataset is used to evaluate the proposed method. The
results are shown in Table 2. The proposed Long-Term Temporal Averaging
method (abbreviated as LT-TA) outperforms both the plain Temporal Averaging
(abbreviated as TA), as well as the baseline learning technique, i.e., using only
the ADAM algorithm without any temporal averaging. For both the TA and the
LT-TA techniques the weight update parameter is exponentially decayed to 0.5
(Algorithm 1). The proposed LT-TA method reduces both the training and the
testing mean angular error as well as it stabilizes the learning process by reducing
the error deviation during the last training iterations (the train error deviation
during the last 5,000 iterations is reported). These results are also confirmed by
the learning curve depicted in Figure 3, where the mean angular error during the
training process is ploted. Note how the proposed LT-TA method stabilizes the

convergence of the training process (the error spikes are significantly reduced).
Using a smaller learning rate can also have similar effect, but it also slows down
the convergence.
The evaluation results for the HPID dataset are reported in Table 3. Again,
the proposed method reduces both the train and the test error, while reducing
the instabilities of the algorithm during the training process (the deviation is
reduced from 0.21 to 0.11). This is also confirmed by the learning curves shown
in Figure 4, where the LT-TA method reduces the fluctuations of the error
(especially in the last iterations).
Table 2. ALFW Dataset Evaluation: Comparing the proposed Long-Term Temporal
Averaging (LT-TA) method to the plain Temporal Averaging (TA) and the baseline
learning methods. The mean angular error is reported. The train error deviation refers
to the error deviation during the last 5,000 iterations.
Method Train Error Train Deviation Test Error
Baseline
7.41
0.32
8.16
TA
7.24
0.18
8.01
LT-TA
6.98
0.17
7.72

Table 3. HPID Dataset Evaluation: Comparing the proposed Long-Term Temporal
Averaging (LT-TA) method to the plain Temporal Averaging (TA) and the baseline
learning methods. The mean angular error is reported. The train error deviation refers
to the error deviation during the last 5,000 iterations.
Method Train Error Train Deviation Test Error
Baseline
4.57
0.21
5.99
TA
4.02
0.21
5.89
3.63
0.11
5.74
LT-TA

5

Conclusions

In this work we proposed a Long-Term Temporal Averaging technique that first
takes big descent steps to explore the solution space and then uses an exponential
running average on the parameters of the neural network to bias the current
parameters towards stabler states. The more stable convergence of the algorithm
also reduces the risk of stopping the training process when a bad descent step
was taken and the learning rate was not appropriately set, ensuring that the
network will perform well at any point of the training process (after a certain
number of iterations have been performed). It is demonstrated, using two face
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Fig. 4. HPID Dataset Evaluation: Comparing the mean angular error during the training process

image dataset for pose estimation, that the proposed technique is capable of
stabilizing as well as speeding up the convergence of stochastic optimization
techniques for neural network training.
There are several interesting future research directions. First, the proposed
technique can be evaluated under a wider range of learning scenarios, e.g., different learning rates, network architectures, datasets, etc. This also includes several
other tasks that are needed for intelligent drone-based cinematography, such as
face recognition [2], [16], and learning compact representations [15], [17], that can
be used to develop lightweight models for tasks running on-board. Furthermore,
the update rate for the exponentially averaged parameters can be dynamically
determined. For example, the relative change of the loss function can be used to
adjust the update rate, or second order statistics can be also taken into account,
similar to [9].
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Discriminatively Trained Autoencoders for Fast
and Accurate Face Recognition
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Abstract. Accurate face recognition is vital in person identification
tasks and may serve as an auxiliary tool to opportunistic video shooting using Unmanned Aerial Vehicles (UAVs). However, face recognition
methods often require complex Machine Learning algorithms to be effective, making them inefficient for direct utilization in UAVs and other
machines with low computational resources. In this paper, we propose
a method of training Autoencoders (AEs) where the low-dimensional
representation is learned in a way such that the various classes are more
easily discriminated. Results on the ORL and Yale datasets indicate that
the proposed AEs are capable of producing low-dimensional representations with enough discriminative ability such that the face recognition
accuracy achieved by simple, lightweight classifiers surpasses even that
achieved by more complex models.

Keywords: Autoencoders, dimensionality reduction, face recognition.

1

Introduction

Face recognition is an important task in Machine Learning, and is vital in the
problem of person identification as a person’s facial image constitutes his/her
most prominent biometric features [6]. Correctly identifying a person given a
facial image may, for example, facilitate the task of automatic video capturing
using Unmanned Aerial Vehicles. In such a scenario, after faces have been detected in the video stream provided by the UAV, the faces may be analyzed by a
face recognition framework so as to identify persons of interest, e.g., important
athletes in sports competitions. After correct identification has been established,
the UAV may then use tracking algorithms to track a person, thus aiding the
capture of opportunistic shots of this nature.
As face recognition is a very popular problem, many algorithms have been
proposed for its solution over the past years. Autoencoders, in particular, have
emerged as tools useful to this task and many variants have been proposed
in literature, yielding impressive results. Typically, such methods on the one
hand produce low-dimensional representations, lowering subsequent computational costs, but on the other hand, further analysis of the low-dimensional representations by computationally expensive classifiers is required, as lightweight

classifiers may not possess enough discriminative ability to produce accurate
predictions. However, deploying such methods on UAVs, which are afflicted by
limited computational capabilities, is inefficient. Intuitively, if the data representation obtained by an AE contains enough discriminative ability itself, even a
simple, lightweight classifier should yield significant recognition accuracy.
This is the main intuition behind this work: we seek to incorporate label
information into the training process of an AE, for the purpose of dimensionality reduction in conjunction with producing discriminative features so as to
facilitate even lightweight classifiers. The representations produced by such an
AE should be discriminative enough, such that a very simple classifier should be
able to differentiate well between samples of different classes and a more complex
classifier may be trained faster and more effectively. Furthermore, the compression of the data dimensionality reduces the computational costs imposed on the
classifiers.
The main contribution of this work is the proposal of a method to implicitly
incorporate label information into the training process of autoencoders, by shifting the data samples in the input space in a way such that they become more
easily classifiable. The proposed method is lightweight, as it doesn’t require any
specialized loss functions or tuples of samples for the training process, making
it suitable for deployment in mobile applications, e.g., on UAVs for identification of persons of interest. Moreover, significantly improved accuracy results are
achieved in various classifiers, including computationally inexpensive ones such
as the Nearest Centroid classifier.
The rest of this paper is structured as follows. Section 2 provides insight
into related work on the subject of discriminative dimensionality reduction approaches and highlights the advantages of the proposed method. In Section 3,
after a brief summary of autoencoders, the proposed discriminatively trained
autoencoders are introduced. Section 4 presents the experimental setup used for
the evaluation of the proposed method as well as the performance of various
classifiers when using the proposed methodology. Finally, our conclusions are
drawn in Section 5.

2

Related Work

Autoencoders [12] have been widely deployed in the past to facilitate several
classification tasks, including the task of face recognition [10]. As autoencoders
are trained in an unsupervised fashion, research interest steered towards incorporating supervised information into their training process, so as to produce
hidden representations better suited to specific tasks.
In facial expression recognition, for example, [13] proposed a method to discriminate between features that are relevant to the facial expression recognition
and features that are irrelevant to this purpose. In [8] the use of pose variations
at given degrees of yaw rotation of the same face was suggested for mapping
the variations back to the neutral pose progressively, by manipulating the loss
functions for the variations.

In [14], the label information is incorporated into an AE’s training process by
augmenting the loss function so as to include the classification error. In another
approach, [16] employ discriminative criteria by forcing pairs of representations
corresponding to the same face to be closer together in the latent Euclidean
subspace than to other representations corresponding to different faces, using a
triplet loss method. However, heuristically selecting such triplets is very computationally expensive. Similarly, in [4], gated autoencoders, which require pairs of
samples as inputs, were deployed for the task of measuring similarity between
parents and children.
Methods such as the aforementioned ones focus on either incorporating the
classification error into the AE’s objective, or by utilizing carefully selected tuples
of samples. In contrast, the method proposed in this work does not require any
complex loss functions, which may disrupt the convergence of the reconstruction
error of the AE, or the selection of any specialized tuples, which imposes heavy
computational costs during the training process of the AE.

3

Proposed Method

In the following sections, a summary of autoencoders is presented. Then, by
exploiting supervised information, the proposed discriminative autoencoders are
introduced and analyzed.
3.1

Autoencoders

Autoencoders (AEs) are neural networks which learn to map their input into
a latent subspace of typically lower dimension so as to reconstruct their input
through the latent (or hidden) representation [17, 18]. As the input can be reconstructed given the hidden representation, the latter can be thought of as a
low-dimensional representation of the input data.
The process through which the input is mapped to the latent representation is
referred to as the encoding part of the AE and it may consist of several layers of
neurons accompanied by non-linear activation functions. These non-linearities
enable the AE to uncover more complex relations in the data, and separates
autoencoders from linear dimensionality reduction algorithms.
Formally, an Autoencoder learns to map its input x ∈ RD into a hidden
representation y ∈ Rd , using one or more layers of non-linearities:
y = f (x; θenc )

(1)

where f denotes the encoding procedure and θenc is the set of parameters of the
encoding part. The hidden representation y is then decoded through a similar
procedure, i.e., one with a symmetrical architecture of layers, to produce the
reconstruction x̂ of the input:
x̂ = g(y; θdec )

(2)

where g denotes the decoding procedure and θdec is the set of parameters of the
decoding part.
The parameters {θenc , θdec } of the network are initialized either randomly
or by using an improved initialization method [5], and updated through an error backpropagation algorithm, such as ADAM [9], so as to minimize the error
between the produced reconstruction and the network’s input, e.g., the mean
squared error between the reconstruction and the input:
` = kx̂ − xk22
3.2

(3)

Discriminative Autoencoders

The latent representation produced by an AE is learned via minimizing the
network’s reconstruction error. Intuitively, if the target to be learned for each
sample is a modified version of itself, such that it is closer to other samples of the
same class, the network will learn to reconstruct samples which are more easily
separable. This modification should intuitively be reflected by the intermediate
representation, thus producing well-separated low-dimensional representations
of the network’s input data.
(t)
(0)
Let x̃i be the target reconstruction of sample xi , then for t = 0, x̃i ≡ xi
corresponds to the standard AE targets. The target shifting process may be
repeated multiple times, each time building on top of the previous iteration.
The exponent t denotes the current iteration. The objective to be minimized for
these discriminative autoencoders becomes:
` = kx̂ − x̃(t) k22

(4)

The new targets may be shifted so that the samples are moved towards their
class centroids, weighted by a small value α:
(t+1)

x̃i

(t)

= (1 − α)x̃i + α(

1 X (t)
x̃j )
|Ci | (t)

(5)

x̃j ∈Ci

where Ci is set of samples belonging to the same class as the i-th sample.
Respectively, the distances between samples and centroids of rival classes
could be enlarged by moving each sample away from the mean of all samples
belonging to other classes:
(t+1)

x̃i

(t)

= (1 + α)x̃i − α(

X (t)
1
x̃j )
N − |Ci | (t)

(6)

x̃j ∈C
/ i

where N is the number of samples in the dataset. However, Equation (6) can
be modified to only include the centroids of rival classes within a given range
of each sample, or only the top k nearest rivalling centroids to the i-th sample,
instead of the mean of all rival class samples.

4

Experiments

The proposed methodology is evaluated on two popular face recognition datasets,
through measuring the accuracy achieved by several classifiers using as input the
latent representations obtained by the discriminative AEs.

4.1

Datasets

The proposed methodology is evaluated on the ORL faces dataset [15] as well
as the Extended Yale B dataset [11]. For both datasets, the grayscale images
depicting the faces to be recognized are resized to 32 × 32, meaning the original
data dimension is 1024. The dimension is downscaled by a factor of 4, down to
256, by the AEs.
The ORL dataset consists of 400 pictures depicting 40 subjects under slight
pose, expression and other variations. Five-fold cross-validation is commonly
used for the conduction of experiments with this dataset, where five experiments
are conducted using 80% of the images per person as training data and selecting
a different portion of the dataset for each fold such that all images serve as
training and testing data at different runs.
The cropped version of the Yale dataset is used in our experiments, which
contains images depicting 38 individuals under severe lighting variations and
slight pose variations. Typically, half of the images per person are selected as
training data and evaluation is performed on the remaining half images. We
follow the same dataset splitting methodology performed five times and average
the results over all folds.

4.2

Classifiers

The performance of four different classifiers is compared for the representations
obtained by a classical AE and the representations obtained by the proposed
AEs as well as for the original 1024-dimensional feature vectors corresponding
to the pixel intensities.

Multilayer Perceptron A Multilayer Perceptron (MLP) [3], without hidden
layers, maps its input to output neurons which correspond to the various classes
describing the data. Thus the input layer has as many neurons as is the dimensionality of the input data, and the output layer has as many neurons as is the
number of classes. The softmax function is typically used as the activation function in the output layer of neurons, in order to produce a probability distribution
over the possible classes, which may then be used for the optimization of the
network’s parameters via the minimization of the categorical cross-entropy loss
function.

Nearest Centroid The Nearest Centroid (NC) classifier assigns samples to the
class whose centroid (i.e., mean of samples belonging to that class) lies the closest
to them in space. The dimensionality of the data heavily affects the performance
of this classifier, as the distances between very high-dimensional data have been
shown to be inefficient for determining neighboring samples [1].
k-Nearest Neighbors Similarly to the NC classifier, the k-Nearest Neighbors
(kNN) [2] classifier assigns samples to the class to which the majority of its k
nearest neighbors belongs to. The dimensionality of the data affects the performance of this classifier as well, as it requires the computation of distances
between all data samples.
Support Vector Machine A Support Vector Machine (SVM) [7] aims to find
the optimal hyperplane to separate samples belonging to different classes. The
kernel method can be utilized by SVMs to map the input data into a higherdimensional space which is more easily separable by linear hyperplanes. In our
experiments, the Radial Basis Function (RBF) kernel was used for this classifier.
4.3

Experimental Results

The accuracy achieved by the above classifiers is evaluated and compared for six
types of inputs (parentheses show the respective notation used in corresponding
Tables and Figures):
1. the original 1024-dimensional feature vectors, corresponding to pixel intensities (No AE)
2. the 256-dimensional latent representations achieved by a standard AE (AE)
3. the 256-dimensional latent representations achieved by the proposed AEs
where the targets were shifted:
(a) towards their class centers (dAE-1)
(b) towards their class center as well as away from the nearest rival-class
center (dAE-2)
For fair comparison between the results obtained by the standard AE and
the proposed AEs the same architecture, number of epochs and initialization was
used. In total, the target shifting process is applied five times over the training
process of the AE. As for the hyperparameter α, a value of 0.4 was used for the
shift towards the class centers and a small value of 0.01 for the shift away from
rival centers, to ensure the shift in the input space is smooth.
The performance achieved by the evaluated classifiers for all input representations for the ORL dataset is summarized in Table 1. The dAE-2 method yields
the best improvement for all classifiers, even though using the dAE-1 method
the results still surpass those achieved by using the pixel intensities and the
low-dimensional representations obtained by the standard AE.
Although the performance achieved by the MLP using the pixel intensities
representation is quite high, the high-dimensionality of the data imposes higher

computational costs both in training and deployment. More importantly, the
performance achieved by the less computationally intensive NC classifier is very
close to the performance achieved by the MLP, and yields 10% and 15% improved
accuracy results over the accuracy achieved when using the pixel intensities
representation and the representation obtained by the standard AE respectively.

No AE
AE
dAE-1
dAE-2

MLP
NC
kNN
SVM
96.25 ± 1.58 85.25 ± 1.22 88.25 ± 5.51 90.75 ± 1.69
92.75 ± 2.42 79.50 ± 1.87 82.25 ± 4.35 88.75 ± 2.50
96.00 ± 2.29 94.75 ± 2.29 95.25 ± 2.42 95.50 ± 1.69
97.00 ± 1.50 95.50 ± 1.87 96.25 ± 2.09 96.50 ± 1.87
Table 1. ORL dataset accuracy results.

Table 2 summarizes the accuracy achieved by all classifiers and input representations for the Yale dataset. The proposed methods outperform the baselines
by a large margin. The disadvantage of the NC and kNN classifiers when data
dimensionality is high becomes very clear in this dataset when the pixel intensities are used as the data representation, indicated by their extremely inaccurate
predictions and low accuracy results.

No AE
AE
dAE-1
dAE-1

MLP
NC
93.52 ± 1.07 10.94 ± 1.61
88.25 ± 1.48 63.24 ± 2.06
94.40 ± 0.78 89.93 ± 0.68
94.30 ± 0.79 89.64 ± 0.91
Table 2. YALE dataset

kNN
SVM
54.91 ± 1.54 71.19 ± 1.40
73.70 ± 1.10 85.07 ± 1.48
91.12 ± 1.33 94.51 ± 0.63
91.43 ± 0.88 94.61 ± 0.74
accuracy results.

The results indicate that the proposed AEs are capable of generalizing well
and implicitly applying the shifting process to unknown test samples. Figures 1
and 2 illustrate and ascertain this hypothesis. The left plot in both Figures is a
3-dimensional projection of the hidden representation learned by the standard
AE, obtained via PCA. The middle plot is a 3-dimensional PCA projection
of the representation learned by the dAE where the targets of the AE have
been shifted five times in total towards their class centers. Finally, the plot on
the right in both Figures is the 3-dimensional PCA projections of the hidden
representation of the test samples, obtained by the same dAE as the middle
projection. For both datasets, the 3D projections of the AE representation are
difficult to unfold into separable manifolds. Through iterative repetitions of the
target shifting process however, manifolds start to form and become obvious.
Furthermore, the test samples appear at positions close to their counterparts
used in the training process in the 3D projection, meaning that the AE learns
to map those samples closer to their manifold.

(a)

(b)

(b)

Fig. 1. ORL hidden representation 3-dimensional projection by PCA: (a) hidden representation of the training data obtained by standard AE, (b) hidden representation
of the training data obtained by dAE-1, and (c) hidden representation of the test data
also obtained by dAE-1.

(a)

(b)

(c)

Fig. 2. YALE hidden representation 3-dimensional projection by PCA: (a) hidden
representation of the training data obtained by standard AE, (b) hidden representation
of the training data obtained by dAE-1, and (c) hidden representation of the test data
also obtained by dAE-1.

The distribution shift that occurs to the training samples also affects the
test samples belonging to the same classes. This is partly due to the fact that
the testing samples follow more or less the distribution of the training samples
in the input space as well. However, in the original input space as well as the
subspace produced by the standard AE, the various class distributions are not
well separated at all, which makes classification by lightweight classifiers very
difficult. This is reflected by the extremely low accuracy results achieved by the
NC and kNN classifiers especially in the Yale dataset (Table 2).
Figures 3 and 4 show samples (left) and their reconstructions (right) as given
by the dAE-1 from the ORL and YALE dataset respectively. Figure 3a shows a
sample from a training subset of the ORL dataset and its reconstruction. The
pose variation of the input image is alleviated in the reconstruction, i.e. the face
depicted is frontalized making it easier to recognize. Figure 3b shows a sample

from a test subset of the ORL dataset and its reconstruction, where the facial
expression of the depicted face is neutralized.

(a)

(b)

Fig. 3. Examples of ORL reconstructions: (a) input and reconstruction of a training
sample, (b) input and reconstruction of a test sample.

Figure 4a shows a sample from a training subset of the YALE dataset and
its reconstruction, as it is given by the dAE-1. As the sample is moved towards
the centroid of its class, the illumination increases. Figure 4b shows a sample
of a test subset of the YALE dataset and its reconstruction by the same AE.
The network seems to have learned to generalize and is able to move the test
sample towards its class centroid, removing the harsh obscurities imposed by the
illumination imbalance.

(a)

(b)

Fig. 4. Examples of YALE reconstructions: (a) input and reconstruction of a training
sample, (b) input and reconstruction of a test sample.

The above reconstructions are consistent with the 3-dimensional projections
shown in Figures 1 and 2 as well as the results presented in Tables 1 and 2 for the
ORL and YALE datasets respectively: the discriminatively trained autoencoders
are able to learn to map their input into a low-dimensional representation which
is well-separated as well as to reconstruct a version of their input which is more
informative about the depicted person’s identity, by removing unrelated features
such as pose, facial expression and illumination.

5

Conclusion

A method of training autoencoders, such that the low-dimensional representations of the data are more easily separable, has been proposed in this paper.
The low-dimensional representation is learned in a way such that the reconstruction of the AE is a modified version of its input, which is shifted in space
so that samples belonging to the same class will lie closer together and further
from samples of rivalling classes. The proposed AE representations improve the
performance of various classifiers, as illustrated by experimental results on two
popular face recognition datasets. The classifiers’ tolerance to pose, lighting and
other variations is increased and they produce very accurate results while keeping the computational complexity low. Thus, the proposed AEs may be utilized
in mobile environments, such as UAVs, for the task of fast and accurate person
identification.

Acknowledgments
This project has received funding from the European Unions Horizon 2020 research and innovation programme under grant agreement No 731667 (MULTIDRONE). This publication reflects the authors views only. The European
Commission is not responsible for any use that may be made of the information
it contains.

References
1. Aggarwal, C.C., Hinneburg, A., Keim, D.A.: On the surprising behavior of distance metrics in high dimensional space. In: International Conference on Database
Theory. pp. 420–434. Springer (2001)
2. Belhumeur, P.N., Hespanha, J.P., Kriegman, D.J.: Eigenfaces vs. fisherfaces:
Recognition using class specific linear projection. IEEE Transactions on pattern
analysis and machine intelligence 19(7), 711–720 (1997)
3. Bhuiyan, A.A., Liu, C.H.: On face recognition using gabor filters. World academy
of science, engineering and technology 28, 51–56 (2007)
4. Dehghan, A., Ortiz, E.G., Villegas, R., Shah, M.: Who do i look like? determining
parent-offspring resemblance via gated autoencoders. In: Proceedings of the IEEE
Conference on Computer Vision and Pattern Recognition. pp. 1757–1764 (2014)
5. Glorot, X., Bengio, Y.: Understanding the difficulty of training deep feedforward
neural networks. In: Aistats. vol. 9, pp. 249–256 (2010)
6. Goudelis, G., Tefas, A., Pitas, I.: Emerging biometric modalities: a survey. Journal
on Multimodal User Interfaces 2(3), 217–235 (2008)
7. Guo, G., Li, S.Z., Chan, K.: Face recognition by support vector machines. In:
Automatic Face and Gesture Recognition, 2000. Proceedings. Fourth IEEE International Conference on. pp. 196–201. IEEE (2000)
8. Kan, M., Shan, S., Chang, H., Chen, X.: Stacked progressive auto-encoders (spae)
for face recognition across poses. In: Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition. pp. 1883–1890 (2014)

9. Kingma, D., Ba, J.: Adam: A method for stochastic optimization. arXiv preprint
arXiv:1412.6980 (2014)
10. Kotropoulos, C., Tefas, A., Pitas, I.: Frontal face authentication using variants of
dynamic link matching based on mathematical morphology. In: Image Processing,
1998. ICIP 98. Proceedings. 1998 International Conference on. vol. 1, pp. 122–126.
IEEE (1998)
11. Lee, K.C., Ho, J., Kriegman, D.J.: Acquiring linear subspaces for face recognition under variable lighting. IEEE Transactions on pattern analysis and machine
intelligence 27(5), 684–698 (2005)
12. Nousi, P., Tefas, A.: Deep learning algorithms for discriminant autoencoding. Neurocomputing (2017)
13. Rifai, S., Bengio, Y., Courville, A., Vincent, P., Mirza, M.: Disentangling factors
of variation for facial expression recognition. Computer Vision–ECCV 2012 pp.
808–822 (2012)
14. Rolfe, J.T., LeCun, Y.: Discriminative recurrent sparse auto-encoders. arXiv
preprint arXiv:1301.3775 (2013)
15. Samaria, F.S., Harter, A.C.: Parameterisation of a stochastic model for human
face identification. In: Applications of Computer Vision, 1994., Proceedings of the
Second IEEE Workshop on. pp. 138–142. IEEE (1994)
16. Schroff, F., Kalenichenko, D., Philbin, J.: Facenet: A unified embedding for face
recognition and clustering. In: Proceedings of the IEEE Conference on Computer
Vision and Pattern Recognition. pp. 815–823 (2015)
17. Vincent, P., Larochelle, H., Bengio, Y., Manzagol, P.A.: Extracting and composing
robust features with denoising autoencoders. In: Proceedings of the 25th international conference on Machine learning. pp. 1096–1103. ACM (2008)
18. Vincent, P., Larochelle, H., Lajoie, I., Bengio, Y., Manzagol, P.A.: Stacked denoising autoencoders: Learning useful representations in a deep network with a local
denoising criterion. Journal of Machine Learning Research 11(Dec), 3371–3408
(2010)

FACE DETECTION HINDERING
Panteleimon Chriskos⋆

Jonathan Munro†

Vasileios Mygdalis†

Ioannis Pitas†⋆

†

⋆

Department of Electrical and Electronic Engineering, University of Bristol, UK
Department of Informatics, Aristotle University of Thessaloniki, Thessaloniki, Greece
ABSTRACT

In this paper, we develop a face detection hindering method,
as a means of preventing the threats to people’s privacy, automatic video analysis may pose. Face detection in images
or videos is the first step in human-centered video analysis to
be followed, e.g. by automatic face recognition. Therefore,
by hindering face detection, we also render automatic face
recognition improbable. To this end, we examine the application of two methods. First, we consider a naive approach,
i.e., we simply use additive or impulsive noise to the input
image, until the point where the face cannot be automatically
detected anymore. Second, we examine the application of
the SVD-DID face de-identification method. Our experimental results denote that both methods attain high face detection
failure rates.
Index Terms— face detection, privacy protection, surveillance, face de-identification
1. INTRODUCTION
As a vast amount of visual media is daily shared, viewed and
stored on-line, serious threats to the depicted persons’ privacy may be posed. For example, World Wide Web monitoring systems that use face detection, tracking and recognition
[1] [2] in shared videos or images could also be used to violate privacy. Another major threat to privacy is due to the
wide use of video surveillance in public places by surveillance/traffic cameras [3] or drones, since, any person can potentially be identified on such videos and images. In this context, let us suppose that a malicious user attempts to recognize
and track a specific individual in visual media automatically.
The first step is to detect all faces in an image or video frame
then recognize these facial regions of interest (ROIs) and retain only the ones that depict the targeted individual. In order
to protect the targeted individual privacy, dedicated to hinder
face recognition, also known as face de-identification methods have been proposed.
This project has received funding European Union’s European Union
Horizon 2020 research and innovation programme under grant agreement No
731667 (MULTIDRONE). This publication reflects only the authors’ views.
The European Commission is not responsible for any use that may be made
of the information it contains.

To begin with, ad-hoc face de-identification methods [4]
apply masks on facial regions, e.g., by employing black bars
to cover the eyes or T-shaped masks that cover both the eyes
and nose and/or mouth. Other mask shapes can be used,
e.g. rectangular ones that reveal only the mouth and elliptical or circular ones that over the entire facial image ROI.
Other ad-hoc methods low-pass filter the facial image ROI
[4], apply random noise [3], use the negative of the facial
image, or swap face sub regions, such as eyes, nose or mouth,
belonging to different individuals [5]. Other de-identification
methods spatially subsample a facial image, resulting in pixelation, or apply a threshold to the facial image pixels [4].
Variational adaptive filtering in conjunction with face key
point detection has also been proposed to achieve face deidentification, while retaining the facial expression of the
depicted individual [6]. In [7] Active Appearance Models
and the k-Same-furthest model are used to retain facial expressions on de-identified images. A large family of face
de-dentification methods implement the k-anonymity model
[3] [8], so that any of the de-identified images can be misclassified as belonging to at least to k original individuals. The
de-identified image is calculated by averaging the k facial images that are most similar to the input image. Furthermore, an
objective function can be formulated and the optimal weights
for averaging the k most similar images are learned via gradient descent [9]. In [10], the least similar k images known
as k-Same-furthest, are used instead. Building upon previous
work, apart from using the least similar k images, unique
de-identified faces are generated a for each of the k original
faces [11]. The particularities of specific face identification
methods can be used in order to defeat them [12]. In [13],
facial images are replaced by 3D morphable facial models.
In [14], the initial face is replaced with a face from another
person. Another face de-identification method reduces the
number of eigenfaces used in reconstructing the facial images
[15].
Although there is much research in face de-identification,
this is not true in the case of face detector hindering. In this
paper, we aim at hindering face detection in the first place,
thus rendering face recognition improbable. Our proposed
approach is to perform facial image corruption as little as possible, so that automatic face detection fails, while the face is
still recognizable by humans. To this end, we examine the

application of two methods. First, we consider a naive approach, i.e., we simply use additive or impulsive noise to the
input image, until the point where the face cannot be automatically detected anymore. Second, we examine the application
of the so-called SVD-DID face de-identification method [16].
Our experiments denote that both methods have the potential
of hindering robust face detection in images.
The rest of this paper is organized as follows. In section 2,
additive or impulsive noise or the SVD-DID method are used
to hinder face detection. Section 3 describes the experiment
and results. Finally in Section 4, the conclusions are drawn.
2. HINDERING FACE DETECTION BY
CORRUPTING THE FACIAL IMAGE

As the final facial image tends to become darker than the input image due to energy loss, this is counterbalanced by increasing the facial image pixel luminance at the end of the
de-identification process, e.g. by adding a fixed luminance
value to the output facial image pixels.
2. SVD Coefficient Averaging (SVD-CA). In the next step,
the entries of the eigenvectors in matrices U, V are low-pass
filtered using an m × m circular averaging filter with m =
2R + 1 [19], where R is the radius of the circular filter, thus
producing the matrices UAV and VAV . The facial image
reconstruction solely from these averaged matrices leads to
poor image quality. To counterbalance this effect, the new
matrices UAV and VAV are blended with the original U, V
matrices as follows:

α ∗ UAV + U
α ∗ VAV + V
The most straight forward approach to hindering face deUCA =
, VCA =
,
(2)
1+α
1+α
tection is to apply noise to the image. Uniform noise:
nu (i, j) = β(η(i, j) − 0.5) (where η(i, j) ∼ U [0, 1]), or
where the parameter α adjusts the trade-off between visual
Gaussian Noise: ng (i, j) ∼ N (0, σ) can by used for imquality and face detection hindering potential. Similarly to
age corruption
{ In = I + n. Alternatively, impulsive noise
the previous step, facial image darkening is counterbalanced
255 or 0 for p > η(i, j)
by adding luminance to the output image pixels.
ni (i, j) =
, where η(i, j) ∼
I(i, j)
for p <= η(i, j)
3. SVD Modified Sobel Filtering (SVD-MSF). The final step
U [0, 1] can be used for the same purpose.
utilizes a modified Sobel filter in order to high pass filter [19]
The intensity of the noise (and hence its visibility) can be
matrices UCA and VCA . The modified Sobel filter coeffichanged by varying β, σ or p for uniform, Gaussian or impulcients have a 3 × 3 matrix form:
sive noise, respectively. In all cases increasing the parameter


values leads to an increase in the intensity of the noise. These
d
2d
d
noise patterns were then applied to the face region, found us0
0 ,
G= 0
(3)
ing the Viola and Jones face detector [17] on the original im−d −2d −d
age.
The SVD-DID method [16] utilizes the Singular Value
where parameter d specifies the intensity of the high pass filDecomposition (SVD) method to introduce artifacts in the
tering. Finally matrices UF and VF are blended with the
output image. It was originally proposed for face de-identification.original matrices U and V according to (2) resulting in the
Here we prove experimentally that it can be used for hindermatrices UF and VF , to be used in the calculation of the
ing face detection.
output facial image matrix Ad of the SVD-DID method:
Briefly, the SVD-DID method uses the facial image SVD
(4)
Ad = UF SCZ VFT .
matrix A ∈ ℜN ×M factorization as a product of three maN ×M
trices: the singular values matrix S ∈ ℜ
and the singularvector matrices U ∈ ℜN ×M and V ∈ ℜM ×M [18]:
3. EXPERIMENTAL FACE DETECTION
HINDERING RESULTS
A = USVT .
(1)
3.1. Experimental Setup
The eigenvectors of matrix AAT and AT A form the columns
Experiments to assess the effectiveness of the above methods
of matrices U and V respectively. The singular values in S
were performed on 653 401 × 321 pixel facial images depictare the square roots of the eigenvalues of matrix AAT . The
ing 15 different individuals from the XM2VTS [20] database.
SVD-DID method modifies the output image by altering the
The facial images are close-ups frontal ones and have a neuentries of matrices U, S and V. This is done in three distinct
tral background. From dataset [21], a subset was also used
steps:
containing 3471 images depicting 150 different individuals.
1. SVD Coefficient Zeroing (SVD-CZ). In the first step, we
The images were used both either RGB or 8-bit grayscale
note that the largest singular values correspond to the majorones. In both cases the results were similar and as such only
ity of facial image energy. In this step, we remove this inforthe results for the grayscale images are presented.
mation by zeroing the first NZ singular values in S (NZ ≤
To quantify face detector hindering the face detection failN ≤ M ), thus producing a new S matrix referred to as SCZ .
ure percentage Fp was used which is the number of images in

which a face is detected after applying the methods above, divided by the total number of facial images. However, even
if, after the face obfuscation process, a face is detected, this
does not mean that the actual face region has been detected.
In order to quantify the accuracy of the face detector after obfuscation metric r is defined as:
r=

|Im ∩ Im′ |
|Im ∪ Im′ |

(5)

where Im, Im′ are the facial image regions (pixel sets) found
on the original and the obfuscated image, respectively. The
[17] face detector has been used in all experiments. Using this
face detector on the XM2VTS images there were no false detections prior to corrupting the face ROI. In the other dataset
some false face detections were present and the true face ROI
was selected by selecting the largest of the detected regions
which were verified manually. In the case of perfect alignment of Im and Im′ , this metric is equal to 1, whereas lower
values indicate higher success in face detection hindering. To
quantify this face detection inaccuracy over an entire facial
∑Nf
imageset, the mean r̄ is calculated r̄ = N1f i=1
ri , where
Nf is the number of images in which a face is detected after
obfuscation.
Results using noise corruption. They are presented in
Table 1. It must be noted that, before the application of the
SVD-DID method, the face detector had 100 % face detection accuracy. It can be concluded that applying Uniform and
Gaussian noise on an image leads to poor results regarding
face detector hindering. In the subset of the XM2VTS dataset,
the corruption by uniform noise fails to prevent face detection,
since the percentage Fp is equal to zero and metric r̄ is high.
Similar results are obtained for the second dataset, but, in this
case, the percentage Fp is higher. Similar results are found
for the Gaussian noise. However, facial image corruption by
impulsive noise result in much better face detector hindering
than in the two previous cases. For high values of parameter
p, high Fp percentages can be attained and at the same time
metric r̄ is low. However this is achieved for p = 0.5 and
p = 0.8 meaning that over half of the original image pixels
are polluted by noise, leading to poor subjective facial image
quality, as shown in Figure 1. As most face recognition algorithms, e.g. the subspace based ones [22], are sensitive to face
localization and size errors, even relatively large values of r̄
(e.g. r̄ = 0.9 in Table 1 means that the detected images are
unrecognizable. All types of noise corruption are good in this
respect. Such obfuscated images are much more presentable,
as can be seen in Figure 2.
SVD-DID Results. The SVD-DID method is applied
only on the facial regions in order to minimize image quality
degradation. Table 2 presents Fp and r̄ for this method. It
can be deduced that for various SVD-DID parameter values,
the face detector failure percentages are high. The lowest
face detection failure percentage is equal to 85.76%, while
the highest is equal to 99.08% for the XM2VTS subset. The

Table 1. Face detection failure percentages after adding noise
Uniform Noise
Parameter
XM2VTS
Subset of [21]
β
Fp
r̄
Fp
r̄
50
0.00%
0.953 11.08% 0.921
100
0.00%
0.894 16.43% 0.875
150
0.00%
0.848 24.59% 0.830
Gaussian Noise
σ
Fp
r̄
Fp
r̄
25
0.00%
0.909 14.82% 0.891
50
0.15%
0.835 29.01% 0.820
75
8.73%
0.790 46.52% 0.764
Impulsive Noise
p
Fp
r̄
Fp
r̄
0.2
7.20 % 0.800 45.03 % 0.765
0.5
95.71 % 0.584 93.39 % 0.448
0.8
98.93 % 0.115 98.13 % 0.264

a)

b)

c)

Fig. 1. Facial image a) obfuscation using impulsive noise
with: b) p = 0.2, c) p = 0.5.

corresponding percentages are 79.27% and 97.49%, respectively, for the other dataset subset. Representative obfuscated
images, where face detection fails are shown in Figure 3. This
difference is mainly due to the number of singular values that
are zeroed during the SVD-CZ step, since, in the second
case, a larger percentage of data energy is removed, while
constructing the output image.
In all cases tabulated in Table 2, the added image pixel luminance is set to +100, to counter image darkening. The rest
of the parameters also cause slight variations in face detection failure percentages and, depending on their combination,
impact face detection failure percentages positively or negatively. As shown, the face detection failure percentages are
high, meaning that the face detector fails to detect any face in
an image. In fact, however, the face detector failures are even
higher, since detecting a face in an image does not necessarily mean that a face has been correctly localized, thus leading
in face recognition failures. Examples of such cases from the
XM2VTS image subset are presented in Figure 5, where the
SVD-DID method is applied for parameters values: N = 2,
lum = +100, α = 0.2, d = 0.5 and R = 5. Another example for the same parameters is displayed in Figure 4, where
the SVD-DID method is selectively applied on faces in an

a)

b)

c)

Fig. 2. a) Original facial image, b) obfuscated image with
impulsive noise, c) detected ROIs before and after image corruption.

a)

b)

c)

Fig. 3. Example of applying the SVD-DID method: a) original image b) face detection c) apply SVD-DID on face area
(NZ = 1, α = 0.5, d = 0.8, R = 5). No face is detected in
this image.

Table 2. Face detection failure percentages after applying
SVD-DID
Parameter Values
XM2VTS
Subset of [21]
NZ
α
d
R
Fp
r̄
Fp
r̄
1
0.2 0.1 5 89.74% 0.591 79.27% 0.658
1
0.2 0.1 10 88.82% 0.594 79.77% 0.655
1
0.2 0.5 5 91.58% 0.582 79.97% 0.646
1
0.2 0.5 10 87.44% 0.644 79.85% 0.666
1
0.5 0.1 5 85.76% 0.655 81.20% 0.669
1
0.5 0.1 10 85.91% 0.658 81.29% 0.658
1
0.5 0.5 5 86.68% 0.645 81.96% 0.662
1
0.5 0.5 10 86.52% 0.666 81.52% 0.652
2
0.2 0.1 5 93.72% 0.408 93.45% 0.296
2
0.2 0.1 10 94.33% 0.456 93.22% 0.276
2
0.2 0.5 5 94.95% 0.437 93.45% 0.304
2
0.2 0.5 10 94.33% 0.424 93.60% 0.290
2
0.5 0.1 5 91.88% 0.482 94.18% 0.300
2
0.5 0.1 10 92.34% 0.543 94.01% 0.284
2
0.5 0.5 5 91.88% 0.470 94.39% 0.273
2
0.5 0.5 10 92.96% 0.528 94.33% 0.288
5
0.2 0.1 5 97.09% 0.040 96.84% 0.089
5
0.2 0.1 10 96.63% 0.041 96.78% 0.095
5
0.2 0.5 5 97.24% 0.039 97.08% 0.087
5
0.2 0.5 10 96.17% 0.037 96.58% 0.095
5
0.5 0.1 5 98.32% 0.033 97.40% 0.075
5
0.5 0.1 10 97.70% 0.037 97.31% 0.081
5
0.5 0.5 5 99.08% 0.032 97.19% 0.072
5
0.5 0.5 10 98.16% 0.040 97.49% 0.079

image captured with an aerial drone. In this example, the proposed method had been applied only for the person depicted
on the left. It can be seen in Table 2 that, in the cases that a
face is detected after obfuscation, the r̄ values range from a
maximum of 0.667 to a minimum of 0.032 for XM2VTS and
0.6686 and 0.0723 respectively for [21], thus as in the failure
percentages, NZ plays a major role in the values of r̄.
These results confirm that the SVD-DID method it is very
good at hindering both face detection and face recognition.

Fig. 4. Example of selectively applying the SVD-DID method
on an image captured from an aerial drone.

4. CONCLUSIONS

Fig. 5. Examples of false face detection after applying the
SVD-DID method.

The experimental results verify that the SVD-DID method is
capable of hindering face detection. Its performance is much
better than noise corruption. This can be proven since face
detection failure percentages reach 99.08% and that the mean
overlap of the detected face regions before and after applying SVD-DID is equal to 0.032. Future work in this area will
focus on developing less visible and reversible face detector
obfuscation methods so that, image quality does not suffer as
much while the original image can be recovered. Furthermore
the effectiveness SVD-DID will be assessed against more robust face detectors e.g. based on deep neural networks.
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ABSTRACT

In this paper, we provide a preliminary study of basic requirements for autonomous UAV cinematography via 2D target
tracking. Our contribution is two-fold. First, we develop a
mathematical framework so as to determine hardware camera requirements (specifically, focal length), on a representative case study, i.e., orbiting a still or moving target. Second, we examine the on-board software requirements in order to successfully achieve autonomous target following. To
this end, we evaluate the performance of state-of-the-art realtime 2D visual trackers in videos captured by commercial
drones. Overall, it was found that state-of-the-art 2D visual
trackers are dependable and fast enough to be used in drone
cinematography, particularly when combined with periodic
target re-detection. A proposed variant of the Staple tracker
achieved the best balance between real-time performance and
tracking accuracy, on a dataset composed of 31 sports videos
recorded by commercial drones.
Index Terms— UAV cinematography, video tracking,
target following, target tracking, UAV shot types
1. INTRODUCTION
Unmanned Aerial Vehicles (“UAVs”, or “drones”), are a recent addition to the cinematographer’s arsenal. By exploiting their agility and ability to fly, drones are potentially able
to capture video streams that would be impossible otherwise.
One of the most demanding media production applications is
the aerial coverage of live outdoor (e.g., sports) events, since
it mainly involves filming multiple moving targets (e.g., athletes, boats, cars etc.). The drones must capture stable, noncluttered and visually pleasing AV streams, which requires
demanding drone piloting skills or impressive drone intelligence. Therefore, there is an increased need of defining the
potentials and limitations of drone application to cinematography.
The fundamental principle for autonomous UAV moving
target shooting is the drone’s ability to perceive and manipulate information about the target position/orientation in the
This project has received funding from the European Union’s European
Union Horizon 2020 research and innovation programme under grant agreement No 731667 (MULTIDRONE).

3D space. Towards this end, advanced vision-based methods [1, 2, 3, 4, 5, 6, 7] can be employed. The overall approach is the following. First, the target is detected/tracked
in a video stream captured by a drone camera, over a series
of successive video frames. The relative target position in the
3D space is estimated by using the 2D coordinates of the detected/tracked moving target and, thereby, the drone makes a
decision to move itself or the camera gimbal. The whole procedure should be executed fast enough in order to maintain
the target in the camera field of view. Although such algorithms have already been implemented in commercial drones,
their reliability is subject to constraints that have not been investigated thoroughly in the past, thus making updated theoretical analysis (e.g., [3]) necessary. Theoretical constraints
that should be taken under consideration include the drone
(and gimbal) maneuverability, as well as the drone’s target
perception capability.
This paper is structured as follows. In Section 2, we describe the related work in 2D visual tracking, as well as our
proposed implementation for a UAV platform. In 3, we analyze the theoretical foundation of the orbitting movement,
as a representative case study. Conducted experiments on 2D
tracking are analyzed in Section 4 and finally, our conclusions
are drawn in Section 5.
2. 2D TRACKING OVERVIEW
The most successful and recent 2D tracking approaches employ the tracking-by-detection approach [8, 9, 10]. That is,
a discrimination model w is learned incrementally within the
successive frames, and detects/recognizes the target ROI in
the next frame. This discrimination model can be viewed as a
Ridge Regression problem:
min
w

N
X

(wT xi − yi )2 + λkwk2 ,

(1)

i=1

where xi are the samples and yi their regression targets, and
λ a regularization parameter. This problem has the following
closed-form solution [11]:
w = (X T X + λI)−1 X T y,

(2)

where each row of X contains the samples xi and y contains
the elements yi , and I is an identity matrix of appropriate

dimensions. However, in order to properly train a tracker,
besides using the actual target ROI in the search region, samples resulted after circular shifts of the target ROI inside the
tracker search region, should be employed as well. By using
a dense sampling strategy, it induces the periodic assumption
of the local image patches. Therefore, when good sampling
practices are followed, the data matrix X is circulant [10],
and can be expressed as X = C(x). As a circulant matrix, it
has the following property:
X = F H diag(F x)F ,

(3)

where F is the so-called DFT matrix, and F H is its Hermitian
transpose. By replacing (3) in (2), we obtain:
ŵ∗ =

x̂∗
x̂∗

ŷ
,
x̂ + λ

(4)

where
denotes element-wise operations, ŵ is the FFT
transform of w, and ŵ∗ is the complex-conjugate of ŵ, and
the same equivalent notation is used for x and y.
Therefore, for a test feature patch z, we calculate its correlation map r̂ in the frequency domain for calculations purposes:
r̂ = ŵ ẑ,
(5)
and the inverse FFT of r̂ is the correlation map in the spatial
domain, i.e., our detected object.
In order for the correlation filter to be able to adapt to
occlusions, changes to target scale/pose/angle, illumination
changes etc., the filter is required to be updated, ideally in
a per frame basis. As have been proposed by [12], the Minimum Output Sum of Squared Error (MOSSE) filter is updated
as follows:
ŵf =

Af
,
Bf

(6)

Af = (1 − h)Af −1 + h x̂∗f
Bf = (1 − h)Bf −1 + h

x̂∗f

ŷf




x̂f + λ ,

(7)
(8)

where 0 < h ≤ 1 is the so-called learning rate, which is in
essence a balance between learning from the last frame and
forgetting all the previous frames.
In general, correlation-based trackers mostly differ on the
issue of representing the initial ROI, i.e., by employing different feature descriptors. fHOG features, color histograms,
deep neural representations have all been tried and tested
[13]. The DSST tracker [8] operates by extracting fHOG
features from the initial and target ROIs. This is applied to
both translation and scale tracking. The Staple tracker [9]
is an extension of DSST that exploits both fHOG and color
histogram features. The different descriptor types are fused
in a weighted fashion, to formulate a correlation filter that
considers them both during its training. Finally, our proposed
Staple2 implementation combines all the above approaches
and is described below.

2.1. Proposed Staple2 implementation
Since our implementation was based on the Staple tracker
[9], we refer to our proposed method as Staple2, hereafter. Since we focus on UAV tracking, we have introduced elements of the FAST [1] tracker to Staple. That
is, we have introduced the Peak-to-Sidelobe-Ratio metric
to estimate the tracking quality (for the correlation map extracted by the Staple tracker), that is computed as follows:
. Depending on the quality, we
P SR = max(r)−mean(r)
std(r)
have defined 2 thresholds t1 and t2 , where t1 > t2 , leaving
3 states: a) P SR > t1 , the algorithm tracks and updates
its discrimination model, b) t1 > P RS > t2 , tracking is
allowed, but the discrimination model is not updated and
c) P SR < t2 , the target is re-detected in the entire frame
with the discrimination model learnt by the tracker. Overall,
Staple2 is more robust and also faster, since the model is not
updated in every single frame.
3. CASE STUDY: ORBITTING A TARGET
A very common scenario in UAV cinematography is analyzed below as a representative case study, i.e., orbiting
a still or moving target (ORBIT). In this case, the camera gimbal is slowly rotating, so as to always keep the still
or linearly moving target properly framed, while the UAV
(semi-)circles around the target and, simultaneously, follows
the latter’s linear trajectory (if any) [14, 15]. Given a camera
frame-rate of T , time t is discrete, non-negative and proceeds in steps of T1 seconds. t = 0 indicates the start of an
ORBIT shooting session. At each time instance t, the 3D
positions of the UAV (X̃t = [x˜t1 , x˜t2 , x˜t3 ]T ) and the target
(P̃t = [p˜t1 , p˜t2 , p˜t3 ]T ), as well as an estimated 3D target
velocity vector (Ũt = [u˜t1 , u˜t2 , u˜t3 ]T ), are known in a fixed,
orthonormal, right-handed World Coordinate System (WCS),
with its z-axis vertical to a local tangent plane, parallel to the
sea level (hereafter called “ground plane”).
Additionally, at each time instance t, a current, orthonormal, right-handed target-centered coordinate system (TCS)
is defined. Its origin lies on the current target position, its
z-axis is vertical to the ground plane and its x-axis is the
L2 -normalized projection of the current target velocity vector
onto the ground plane. In case of a still target, the TCS x-axis
is defined as parallel to the projection of the vector P̃0 − X̃0
onto the ground plane. In both coordinate systems, the x − y
plane is parallel to the ground plane and the z-component is
called “altitude”. Below, vectors expressed in TCS are denoted without the tilde symbol (e.g., Xt , Pt and Ut ). Due
to the way TCS is defined, it holds that ut2 = 0. The 3D
scene point at which the camera looks at time instance t is
denoted by Lt (in TCS), thus defining the “LookAt vector”
Ot = Lt − Xt . i, j, and k are the TCS axis unit vectors
(corresponding to the x-axis, the y-axis and the z-axis, respectively).
During shooting an ORBIT, a current, orthonormal, righthanded target-centered coordinate system (TCS) is defined, in

which the UAV altitude remains constant, but may vary in the
World Coordinate System (WCS). The parameters that must
be specified are the desired 3D Euclidean distance λ3D =
kX̃t − P̃t k2 = kXt k2 (constant over time), the angle of the
entire rotation to be performed around the target (θ) and the
desired UAV angular velocity ω. Additionally, we can easily
derive the starting angle θ0 formed by the TCS x-axis (of time
instance 0) and the projection of the known initial position X0
onto the TCS x − y-plane. Then, ORBIT may be described in
TCS using a planar circular motion:
Tθ
]
t ∈ [0,
ω


x02
θ0 = arctan
x01
xt3 = x03 , ∀t
q
λ = λ23D − x2t3
Xt = [λ cos (t

ω
ω
+ θ0 ), λ sin (t + θ0 ), xt3 ]T
T
T
Lt = Pt .

(9)
(10)
(11)
(12)
(13)
(14)

Based on the above abstract description we would like to
specify the maximum allowable camera focal length f (determining zoom level), so that 2D visual tracking is not lost inbetween successive video frames due to rapid object motion.
Given that tracker behavior varies per algorithm, we simply
assume a maximum search radius Rmax (in pixels) defining
the video frame area within which the tracked object ROI of
time instance t + 1 must lie, relatively to the ROI position of
time instance t, in order to permit successful tracking. This
is true of all trackers. Thus, a distance Rt between two temporally successive target ROIs, where Rt > Rmax , implies
tracking failure. The case where Rt = Rmax marks the limit
scenario where the tracker marginally succeeds.
We also assume that, during time instance t, the target
ROI was at the center of the video frame. However, since
˜ itself is in fact estimated using tracking information, it
Pt+1
is assumed initially unknown at time instance t + 1. There˜ still coincides with the known, previous 3D target
fore, Lt+1
position and the actual target ROI of time t + 1 must be lo˜ gets estimated. Due to this
cated via tracking, so that Pt+1
uncertainty, below, the TCS is fixed to that of time instance
0. Without loss of generality, we assume t = 0 and examine
an entire ORBIT shooting session as repeated transitions between the first (t = 0) and the second video frame (by proper
manipulation of θ0 ).
Moreover, we can assume that the difference in target/UAV altitude between successive time instances is negligible in most realistic scenarios. Thus, the following hold:
Xt = [λ cos (θ0 ), λ sin (θ0 ), xt3 ]T
Xt+1 = [λ cos (

(15)

u1
ω
ω
+ θ0 ) + , λ sin (t + θ0 ), xt3 ]T (16)
T
T
T

Pt = [0, 0, 0]T
(17)
u1
Pt+1 = [ , 0, 0]T
(18)
T
Based on the above and the equations linking 3D world
coordinates with pixel coordinates [16], the following hold:
xd (t + 1) = ox −

f RT1 (Pt+1 − Xt+1 )
sx RT3 (Pt+1 − Xt+1 )

(19)

yd (t + 1) = oy −

f RT2 (Pt+1 − Xt+1 )
sy RT3 (Pt+1 − Xt+1 )

(20)

where ox , oy define the image center in pixel coordinates,
sx , sy denote the pixel size (in mm) along the horizontal and
vertical directions, and xd (t + 1), yd (t + 1) are the target center pixel coordinates at time instance t + 1. R1 , R2 and R3
refer, respectively, to the first, second and third row of the rotation matrix R that orients the camera gimbal according to
the LookAt vector and the current camera/UAV position. R is
easily derived as a change-of-basis matrix, transforming from
world to camera coordinates [17].
Using the above formulas, the limit constraint previously
mentioned and the assumption that the target ROI was at the
center of the t-th video frame, we arrive at the following equation:
q
Rmax = (xd (t + 1) − ox )2 + (yd (t + 1) − oy )2 . (21)
By substituting and solving for f , the following expression is derived from Eq. (21):


Rmax sx sy T x2t3 + λ2 + ut1 λ cos θ0 + Tω
r
f=
,
2
ω
s2x x2t3 (λT cos(θ0 + T
)+ut1 ) +λ4 s2y T 2 sin4 (θ0 + Tω )+D
ut1
ω
T 2 (λ2 +x2t3 )+2λT ut1 cos(θ0 + T
)+u2t1
(22)
where:



ω 2 2
ω
D = λ2 s2y sin2 θ0 +
T xt3 + λT cos θ0 +
E + u2t1 ,
T
T
(23)




ω
E = λT cos θ0 +
+ 2ut1 .
(24)
T
Eq. (22) provides the maximum focal length f as a function of the current target velocity and the current UAV position, relatively to the target. It can be evaluated at each video
frame of an ORBIT shooting session, so that the maximum
zoom level can be determined. Other hardware specifications
can be derived by following a similar analysis.
4. EMPIRICAL EVALUATION AND CUDA
ACCELERATION
In this section, we describe the experiments conducted in
order to evaluate the performance of state-of-the-art 2D
trackers, for the outdoor sports tracking scenario. To this
end, we have collected 31 sports videos recorded by commercial drones, including long term tracking examples (e.g.,

(a) Precision Plots

(b) Success Rates (One-pass evaluation)

(c) Average duration of overlap

Fig. 1: Tracking Evaluation Results
4min), depicting boat/bike/rowing races, football games,
wake-boarding races. Our implementation included the 13 of
the best performing trackers from both the VOT 2016 challenge [18] and the UAV tracking benchmark [19], using a
similar procedure, along with our proposed Staple2 tracker.
We have used a CPU C++ serial implementation for all trackers. The limitations of our evaluation platform include that
a) the CPU of this platform is stronger than a common drone
processing unit and b) no parallel implementation potentials
could be evaluated thoroughly. Thus, we partially parallelized
the most appropriate tracker using CUDA.
The 2D tracking evaluation results are summarized in Figure 1. Figure 1a depicts the best 10 tracker Precision plots,
i.e., the ratio of successful frames whose tracker output is
within the given threshold (x-axis of the plot, in pixels) from
the ground-truth, measured by the center distance between
bounding boxes. Figure 1b depicts the 10 best Success Rates,
i.e., the ratio of the frames whose tracked box has more overlap with the ground-truth box than the threshold. The values in the brackets in the figures are the AUC (area under
curve), each of which is the average of all success rates at different thresholds when the thresholds are evenly distributed.
Finally, Figure 1c depicts the percentage of the total duration
of the sequence (averaged over all sequences), on which the
the trackers managed to keep a p% precision threshold, in 5%
increments, which is in essence, how dependable a tracker is
for target following purposes.
As it can be seen, the best tracking precision is obtained
by Staple plus, which is an implementation of classic Staple
[9] with enhanced features [18], having a speed of about 7 fps.
In the UAV target following scenario, even with an i7 CPU
on-board, this tracker would definitely miss some frames, a
fact that limits the maximum supported target speed, as it has
been noted in the literature [20]. The second best implementation is the proposed, much faster Staple2 (49 fps). Finally,
as it can be seen in Figure 1c, Staple2 maintains at least 10%
overlap with the ground truth for the entire video duration,
making it the most dependable choice for UAV target following applications among the tested algorithms.
Since Staple2 was found to be the most appropriate
tracker for UAV target following applications, we have pro-

filed its code and found the hot spots. The most taxing spot
was a function that resizes and extracts the fHOG features,
since multiple various-scaled windows are extracted are analysed to detect the scale changes. Thus, we decided to accelerate this part of the code using CUDA, having two benefits: a)
The previous implementation was optimized with x86 SIMD
extensions which is incompatible with ARM architectures,
like e.g., platform Nvidia Jetson TX2, b) many other trackers
(including Staple, FAST, DSST) employ the same function
for scale estimation. Evaluation was performed on a desktop
PC with an NVIDIA QUADRO K620 GPU. The corresponding execution time of the function that resizes and extracts
the fHOG features for the various scales was measured both
on CPU and GPU. This is an important measure, since it
represents 45% of tracking execution time according to our
profiling. Using CUDA, above ×3 acceleration was obtained
compared to the CPU version (runtime of 3ms on CPU, 0.9ms
on GPU).
5. CONCLUSION
In this paper, we provide a theoretical treatment of the representative UAV orbit case. Our findings can be exploited for
specifying UAV hardware and, moreover, as a heuristic for
determining the possible UAV target-following scenarios under specific drone-camera configurations. Additionally, we
have also considered the relevant software requirements for
2D visual target tracking and conducted corresponding experiments in aerial sports videos. We have determined the most
appropriate 2D visual tracking implementation by combining
findings from several state-of-the-art methods. 2D tracking
can be dependably employed for target following, if combined with occasional whole frame detection. Currently, it is
typical for tracking scale to be addressed as a single optimization problem, while, in essence, it is two separate problems
that can be solved separately. Staple showcases the advantages of such an approach, which should be more thoroughly
investigated in the future.
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Abstract. This paper proposes a multidrone approach for autonomous
cinematography planning. The use of drones for aerial cinematography
is becoming a trend. Therefore, the aerial cinematography opens a new
field of application for autonomous platforms that need to develop intelligent capabilities. This becomes even more challenging if a team of
multiple drones are considered for cooperation. This paper introduces
the novel application of planning for cinematography, including the challenges involved and the current state of the art. Then, it proposes a first
version of an architecture for cooperative planning in cinematography applications, like filming sport events outdoors. The main features for this
architecture are the following. The system should be able to reproduce
typical shots from cinematography rules autonomously, shooting static
and mobile targets. It should also ensure smooth transitions along the
shots, implementing collision avoidance and being aware of no-fly zones,
security and emergency situations. Finally, it should take into account
the limited resources of the drones (e.g. battery life).
Keywords: Aerial cinematography; multi-robot planning; cooperative
robots

1

Introduction

The use of drones for cinematography and audio-visual applications is becoming
quite trendy. First, small drones are not expensive and can be equipped with
high-quality cameras that are available in the market for amateur and professional users. Second, they are able to produce unique video streams thanks to
their maneuverability and their advantageous view points when flying.
The process of getting video footage with aerial vehicles in an autonomous
manner is challenging though. It imposes a series of difficulties related with robot
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positioning and navigation, smooth control of the camera, collision avoidance,
etc., mainly when the application is outdoors.
A novel idea is to create a team of autonomous cameras for filming cooperatively outdoor events. When gathering a team of Unmanned Aerial Vehicles
(UAVs) with cameras onboard, additional challenges arise. It is true that different targets could be shot at the same time, or even the same one from several
points of view, enabling the composition of novel artistic shots. However, planning and scheduling is a relevant issue, given the uncertainties involved in the
events to film, the sensing capabilities of the UAVs themselves, the communication infrastructure, etc. The UAVs must be able to plan and follow smooth
trajectories without colliding and cooperate among themselves, ideally even taking into account their limited resources (e.g., battery life).
This paper proposes a multidrone approach for autonomous cinematography
planning. This work lies within the framework of the MultiDrone European
project4 , which is one of the first attempts to produce an intelligent team with
multiple UAVs for media production. The system developed will be tested for
filming sport events outdoors, such as football games, cycling or boat races.
The MultiDrone project started recently in January 2017 and it is still at a
design phase. Therefore, the primary objective of this paper is to present a first
version of the architecture for cooperative planning in the project, describing
the different modules involved and their interconnections. A review of the state
of the art for autonomous aerial cinematography is also included, providing a
good overview of the challenges for this novel application.
The main features for our architecture are the following. The system should
be able to reproduce typical shots from cinematography rules autonomously,
shooting static and mobile targets. It should also ensure smooth transitions along
the shots, implementing collision avoidance and being aware of no-fly zones,
security and emergency situations. Finally, it should take into account the limited
resources of the drones (e.g. battery life).
This paper is organized as follows: Section 2 describes related work for autonomous cinematography; Section 3 introduces the typical shots for aerial cinematography; Section 4 presents the overall architecture for planning; Section 5
describes more in detail the different components; and Section 6 gives conclusions
and next steps for future work.

2

Related Work

Cinematography is experiencing a remarkable upgrade due to the appearance of
drones. Given their maneuverability and the fact that they can be equipped with
high-quality cameras in a not very costly way, they are taking a relevant role
as aerial cinematographers. On the one hand, they provide new and interesting
features for cinematography directors, since they can access difficult places and
perform acrobatic trajectories. On the other hand, they also impose constraints
due to their dynamics and must follow cinematography rules.
4
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An interesting idea is to have aerial systems that can autonomously help the
director when shooting, eliminating the need for duplicated operators, controlling
the drone and the camera. For this purpose, a director could specify a set of
desired shots; and the drone should be able to fly there and place the camera at
the required position. Moreover, transitions between shots should fulfill visual
composition principles, so that the drone produces camera trajectories that are,
not only safe and feasible, but also visually pleasing.
In this application, several communities need to be brought together: (i) cinematographers can provide insight in canonical shot types for aerial cameras; (ii)
computer graphics researchers have studied algorithms to capture visually pleasing footage with virtual cameras; and (iii) roboticists have developed multiple
algorithms for aerial path planning.
In the literature, there is some recent work fusing the previous ideas to produce semi-autonomous aerial cinematographers [8, 7]. In these works, the user
or director specifies high-level commands such as shot types and positions, and
the drone is in charge of the navigation control. In [8], an outdoor application
to film people is proposed, and different types of shots from the cinematography
literature introduced (e.g., close-up, external, over-the-shoulder, etc). Timing for
the shots is considered by means of an easing curve that drives the drone along
the planned trajectory (i.e., the curve can modify the velocity profile). In [7], an
iterative quadratic optimization problem is formulated to get camera and target
smooth trajectories. No time constraints nor moving targets are included.
Path planning for aerial vehicles is also a well-known topic in robotics. For
instance, many works [14, 11, 1] present algorithms to design safe trajectories
for unmanned aerial vehicles. They deal with collision avoidance, dynamic constraints and control issues to execute the planned trajectories.
As mentioned above, designing virtual camera trajectories for pleasing footage
is a classic problem in computer graphics. For instance, [6, 10] and the references
therein present different works on pleasant interpolation between two camera
poses. Furthermore, it has been proven that the trajectories must be C 4 continuous in order to satisfy physical equations from quadrotors [9]. Note that some
previous works [14, 11] hold with this constraint and deal with obstacle avoidance
at the same time.
The approaches above focus mainly on static shots, i.e., when the drone
does not track a moving target. There are also numerous works on systems for
visual tracking of moving targets with aerial vehicles, although they are not usually thought to comply with cinematography rules. In particular, some propose
tracking controllers based on classic PIDs [17]; while others use alternative techniques for position control such as LQR [13]. An interesting work more related
to cinematography is also presented in [4], where a discrete POMDP is used
to take frontal shots from a moving target. The POMDP selects between two
actions: staying or moving to a new goal location (facing the target). The idea
is to estimate target’s intentions (changing location/orientation or staying) and
minimize camera movements accordingly. In [3], the video input from a robotic
camera, which tracks actively a pre-defined region-of-interest (e.g., centroids of
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players in a sport event), is processed in real time to produce a virtual camera
video output following a smooth, aesthetically pleasing trajectory.
In the literature, there is no much work on extending the previous concepts
to multi-camera systems. Indeed, the fact of using a team of aerial cameras for
cinematography may bring new artistic rules and novel kinds of shots to be
explored. The work in [15] is somehow related, since they propose a method to
place as few drones as possible to cover all the available targets in the scenario
without occlusion. However, this is done in a 2D space and considering that
cameras must be always facing the targets. Moreover, smooth transitions are
not considered, as they only reason about computing the shooting points. There
is also a recent work on several UAVs tracking the same moving target [12]. The
approach uses a fixed gimbal camera mounted on the UAV, which is controlled
through errors on image coordinates. UAV replacement is considered when its
battery is running out. In that case, the first UAV does not land until the second
one has the target also within its field of view. In [2], an optimization-based
algorithm is presented for the computation of a single, aesthetically pleasing
video, conforming to basic cinematographic guidelines (such as the 180-degree
rule and jump cut avoidance), from raw feeds coming separately from multiple
cameras. Operating also within a multi-camera context, automated editing can
be considered as a problem of camera selection over time [5].

3

Canonical Shot Types

In the literature, a lot can also be found about cinematographic rules and canonical types of shots. A complete guide on how to use drones for photography and
video shooting can be found in [16]. In order to understand better the problem
pre-requisites and the planning architecture proposed, this section provides a
summary of the most typical aerial shots that can be found in cinematography.
First, shots can be aimed at filming moving targets or static targets/scenes.
Besides, different kinds of movement patterns can be applied to the camera while
taking the shot.
Static shot: The drone is hovering and the camera fixed or surveying a static
scene (top-down or side-to-side).
Still shot: The drone is hovering and the camera tracking a moving target.
Lateral tracking shot: The drone flies sideways/in parallel to the target,
matching its speed if possible, while the camera remains always focused on the
moving target. The camera axis is approximately perpendicular to the target
trajectory and parallel to the ground plane.
Vertical tracking shot: The drone flies exactly above the target, matching its
speed if possible. The camera remains always focused, vertically down, on the
moving target. The camera axis is perpendicular to the target trajectory.
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Pedestal/elevator shot: The drone is slowly flying up or down, along the zaxis, with constant velocity. The camera rotates slowly (mainly along the pitch
axis), in order to always keep the linearly moving or static target properly
framed. The projections of the camera axis and the target trajectory on the
ground plane remain approximately parallel during shooting.
Reveal shot: The drone flies at a steady trajectory with constant velocity and
the camera in a fixed position. The target is initially out of frame (e.g., hidden
behind an obstacle) until the movement of the UAV reveals its position.
Orbital shot: The drone circles around the target, following the target’s trajectory (if it is moving). The camera is slowly rotating in order to always keep
the still or moving target properly framed. During shooting, the difference in
altitude between the drone and the target remains constant.
Fly-over shot: The drone follows/intercepts the target from behind/from the
front, flying parallel to its trajectory and with constant velocity, until passing
over the target. The camera is slowly rotating (mainly along the pitch axis), in
order to always keep the still or moving target properly framed. Once the target
is passed, the drone keeps flying along the same trajectory for some time, with
the camera still focusing on the receding target.
Fly-by shot: The drone follows/intercepts the target from behind/from the
front and to the left/right, passes it by and keeps on flying at a linear trajectory with steady altitude. The drone and target trajectory projections onto the
ground plane remain approximately parallel during shooting. The camera moves
to always keep the still or linearly moving target properly framed.
Chase/follow shot: The drone follows the target from behind/from the front,
at a steady trajectory, steady distance and matching its speed if possible. The
camera remains always focused on the target.

4

Overall Planning Architecture

In this section, the overall approach for planning and re-planning that will be
implemented in MultiDrone is described. In this architecture, planning can take
place at different phases and with different modules. For instance, computing a
safe path to a landing spot or to a specific shooting position can be considered
planning, but distributing different shooting tasks among the team members
and coordinating them is also planning. Moreover, planning will also be an online functionality. Given the commands from the director, an initial plan can
be computed. However, during the execution of the plan, the original circumstances may vary, making that initial plan no longer useful. Imagine for instance
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that some parts of the plan were not successfully accomplished (uncertainties in
UAVs’ actions or targets movements), that there were new commands from the
director, or that unexpected emergency events happened. All those situations
would trigger a new planning phase at the higher level.
In the system there will exist a high-level planner in charge of interpreting
high-level commands from the cinematography director, translate them into different tasks (e.g., positions to visit and specific shots to be taken) and distribute
them among the UAVs of the team. The whole set of high-level commands specified by the director will be denoted as the Shooting Mission, and it will be split
into sequential or parallel Shooting Actions to be performed by the different
UAVs in the team. Thus, each UAV will incorporate the necessary functionalities to perform its assigned Shooting Actions, making use of additional path
planners depending on each action. As stated above, the high-level planner will
be used for pre-planning, but also for re-planning after unexpected events or new
director’s commands.
This is illustrated in Figure 1, with the interconnections of the different
blocks. The director is able to specify a set of artistic shots or so-called highlevel commands through a GUI named Director Dashboard . Those commands
will make up the Shooting Mission, which could be saved into a XML-based
file with some language to describe missions. The mission together with the
mission configuration (i.e., specific parameters, annotated maps, etc.) are fed
into the High-level Planner , which splits it into Shooting Actions and assigns
them to the different UAVs as high-level plans. Each UAV runs onboard a UAV
Scheduler that is in charge of executing the actions assigned to it in the right
order. When the High-level Planner or any UAV need to compute a path to
navigate somewhere, they can make use of the Path Planner functionality to
find different types of safe paths to the destination. Then, different lower-level
controllers are activated at each moment depending on the action in hand for
the UAV, namely a Trajectory Follower or a Target Tracker . The former
is used to navigate along a specific path (it could be while shooting or not),
whereas the latter is used to track a specific target while shooting.

5

Modules Description

In this section, the different blocks from the planning architecture are described
in detail together with their interfaces.
5.1

High-level Planner

This module receives high-level commands specified by the cinematography director throughout the Director Dashboard. In particular, the idea is that the
director determines which shots are of interest from the artistic and cinematographic point of view, and at which specific times they should be taken. Thus,
the director’s input could be summarized as a list of desired Shooting Actions
List(ACTION), the so-called Shooting Mission. Table 5.1 describes the data type
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Fig. 1. Block diagram for the planning architecture.

ACTION, containing the information required to perform a Shooting Action. That
information may be partially specified by the director, and partially computed
by the planner (e.g., paths to reach a certain point).
In an ACTION data type, the director can specify different information depending on the type of action/shot, i.e., not all fields make sense for any shot.
First, starting positions for the camera (look-from) and for the target (look-at),
are specified. Depending on the shot, the UAV could place the camera at the corresponding position and point at the target and finish there, or could transition
towards the ending look-from/look-at positions while taking a visually pleasant
shot. However, the ending position could not make sense for some shots or could
be computed automatically in some cases. For instance, if the director wants an
Orbital or Vertical shot of a static point, the ending shot coordinates will be the
same as the starting ones; if the shot consists of tracking a moving target for a
certain time, it may not be possible to specify the ending position beforehand.
Additionally, a path to the start position or between the start and the end position could be provided. This could be specified by the director or pre-computed
by the High-level Planner making use of the Path Planner module. When not
specified, each UAV will be in charge of computing those paths individually accessing the same functionality. Note that during a transition, the trajectories for
the look-from and look-at points must be safe (no obstacle collision) and smooth
(visually pleasant), and they will also be influenced by the type of shot (Orbital,
Lateral, etc.); whereas only safety is relevant to reach the start position. This
will be considered by setting different parameters to the Path Planner, which
could compute different types of paths depending on the case.
The target size can be used (together with the distance to the target at
each moment) to determine the focal length for the camera, and it will depend
on the type of framing shot (i.e., long shot, medium shot, close-up, etc.). The
director can also specify a starting time for the shooting and a duration, which
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ACTION
Field name
Data type
Comment
Shot type
Discrete value
See Section 3
Look-from start position 3D global coordinates Initial position for camera
Look-at start position 3D global coordinates Initial position for target
Look-from end position 3D global coordinates Final position for camera
Look-at end position
3D global coordinates Final position for target
Path to start
List(WAYPOINT)
Path to go to start position
Path to shoot
List(WAYPOINT)
Path from start to end position
Target size
Pixels or image %
Size of target in image
Starting time
Time in seconds
Time to start shot
Duration
Time in seconds
Duration of the shot
Priority
Discrete level
Priority of this action
Cooperating UAVs
List of natural numbers IDs of other UAVs for this shot
Table 1. Structure for the data type ACTION, specifying parameters for a Shooting
Action.

will imply a velocity profile for the UAV. Since the timing of the action may
be uncertain, different alternatives will be studied. An acceptable time interval
could be specified, instead of a concrete time; or a triggering signal from the
director could be added to start each shot.
Besides, a priority level and the identifiers (IDs) of other UAVs performing
the action can be specified. Each action is assigned to and performed by a specific
UAV, but in multi-camera shots, several UAVs will be assigned actions correlated
(e.g., several UAVs tracking the same target from different perspectives). This
selection may be done by the director or automatically by the High-level Planner.
In those cases, information about the other UAVs involved could be useful for
coordination during the execution of the action.
The High-level Planner receives the annotated map with high-level information about the environment, i.e., positions of landing spots, re-charging areas,
points of interest for opportunistic shooting, no-fly zones, flight corridors, etc.
This data could be contained in an KML-based file and would be updated along
the mission, for instance, because new points of interest are detected or introduced by the director.
Once the High-level Planner gets the complete Shooting Mission, it must
convert it into a list of Shooting Actions List(ACTION) and solve an assignment
problem. There is a team of UAVs with certain resources (e.g., battery levels)
and a list of shots to be assigned to them. The planner must take into account
all the constraints in terms of time (meeting starting shot times and durations)
and resources (flight time is bounded for UAVs, there is a limited number of
UAVs), and solve the assignment trying to minimize for instance the travelled
distance for the UAVs (other criteria could be used here). In general, the Highlevel Planner will require to use the Path Planner at different levels. For instance,
safe paths to the start positions for each UAVs could be computed solving a
multi-UAV navigation problem.
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The High-level Planner outputs a particular list of actions for each UAV,
or an error whether there is no feasible plan. If there were priorities for the
actions, the planner could decide to assign those with highest priority and leave
others free. This plan can be delivered to each UAV so that they execute them
in parallel. Besides, anytime new inputs from the director are received or any
unexpected event happens (e.g., an emergency, a UAV failing to meet the plan,
an UAV idle after having finished its shot, etc.), the High-level Planner needs
to compute a new plan in order to account for those new circumstances, i.e.,
it must re-plan. Thus, another type of event to report to the planner is when
a UAV finishes its action and it is idle, because re-planning could be a way of
assigning it previous actions that were waiting because they had less priority.
5.2

Scheduler

This module will be in charge of executing the plan assigned to the UAV. For
that, different phases can be considered. First, the UAV needs to travel to its
starting position, which takes place before the shooting itself. If no path is specified, it can use the Path Planner module to get a path toward its destination.
Note that path should be safe but not necessarily fulfill with cinematography
constraints, since there is no shooting involved. Second, the UAV needs to transition from the starting shot position to the ending position while shooting. Again,
the Path Planner can be used to compute the transitioning path if not already
specified. However, this time the path must be smooth in terms of look-from
and look-at trajectories, since cinematographic constraints should hold. Finally,
the UAV could need to fly to a landing spot or toward a new shot, making use
again of the Path Planner.
Once the Scheduler has a path to follow, it forwards it to another module in
terms of the low-level control, the Trajectory Follower. Of course, the Scheduler
can report on the High-level Planner about the successful execution of the plan or
about any problems encountered in the process by means of the data type EVENT
(see Table 5.2). When the task of the UAV is tracking a moving target, another
module can be used, which is the Target Tracker. In this case, the Scheduler
specifies the starting position of the target and any other information available
and the Tracker controls the UAV to track it. Note that these two different
modules are needed in general because the behavior to follow a predefined path
and track a target are different. In the particular case that the movement of
the target could be predicted accurately, a path could be computed to track it
and the Trajectory Follower would be used. Moreover, the Scheduler could have
information about the other cooperating UAVs for a given shot, which could be
used for synchronization or formation control with other team-members before
starting tracking or taking the shot.
5.3

Path Planner

This module provides paths, i.e. a list of waypoints List(WAYPOINT), to a given
destination. See Table 5.3 for the structure of the data type WAYPOINT. Depending

10

Arturo Torres-González et al.

EVENT
Field name
Data type
Comment
Type
Discrete value
Emergency, idle, error, etc.
UAV position 3D global coordinates Position of UAV
Table 2. Structure for the data type EVENT, used to give feedback to the planner.

WAYPOINT
Field name
Data type
Comment
Look-from position 3D global coordinates Position for camera
Look-at position 3D global coordinates Position for target
UAV velocity
3D velocity
Velocity when passing by the waypoint
Table 3. Structure for the data type WAYPOINT, used to specify paths.

on the case, there may be different versions of the paths computed. Sometimes
the UAV only needs to travel somewhere without shooting. For that, standard
path planning algorithms for safe navigation could be applied. There would be
no need to specify positions for the look-at points, but only for the UAV (lookfrom). Velocities at each waypoint could also be specified as an option.
If the UAV needs to perform a transition between two frames while taking a
shot, we are interested in computing paths that make sense with cinematography. Thus, we may need to specify positions for the look-from and the look-at
points, which will translate into camera positions and gimbal angles. This path
generation problem has been considered in the literature in the past and could
be solved as a coupled optimization problem (UAV and gimbal). For instance,
the yaw of the drone could be fixed to point at the target direction all time.
In any case, the path planned for the UAV should satisfy some constraints in
terms of field of view, since the gimbal cannot usually move freely in any angular
range.
In summary, path planning is considered here to compute a path (list of
waypoints) to be followed by the UAV. All paths must be safe ensuring there
is no obstacle collision, but depending on the case, we may want to specify also
positions for the camera to point or velocities for each waypoint. Of course, the
module receives as input a detailed map of the environment for collision-free path
generation. Moreover, the option of computing collision-free paths for multiple
UAVs jointly may also be available within this module.
5.4

Trajectory Follower and Target Tracker

These modules are in charge of the low-level control of the UAV and the gimbal,
so-called Control Actions. The first one is used when a path can be specified
and must be followed. The trajectory of the look-from point would be followed
by controlling the movement of the UAV, whereas the trajectory of the look-at
point would require to control the gimbal. These two control schemes could work
independently depending on the method used. Moreover, the focal length of the
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camera could also be controlled during the execution of the trajectory. As the
UAV gets closer or farther to the target, for instance, for avoiding obstacles, the
focal length should adapt automatically to keep a constant target size. Moreover,
certain cinematography rules will be imposed, such as the rule of thirds, which
indicates that the target should be placed covering a third of the image.
In the case of tracking a moving target, it is plausible that there is no specific
trajectory for the UAV to follow. A particular control scheme for tracking would
be used. One option is to control the UAV to follow the target and point at
it (by fixing its heading), and at the same time control the gimbal to keep the
target centered on the image plane (or following the rule of thirds).

6

Conclusions

This paper presented a first version of a planning architecture for multidrone
filming applications. The application of planning for cinematography with a
team of UAVs has been introduced, together with the current state of the art
and the involved challenges. Then, a planning architecture has been proposed,
describing the main modules and their interfaces in detail. This architecture
is being implemented in the framework of the EU-project MultiDrone, where
multi-UAV planning algorithms will be developed and tested for outdoor media
production (e.g., filming football games, cycling or boat races).
As a next step, a simulated environment has been prepared to deal with multiple UAVs and cameras (gimbals) on board. This simulator is based on Gazebo 5
and uses an abstraction layer developed by the authors to send high-level commands to the UAVs 6 . The simulation will be useful to test the whole architecture and the planning algorithms before integrating them in real platforms.
The objective is to implement and test the whole system in a real application
throughout the MultiDrone project.
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Abstract. The work presented focuses in the simulations and real experiments of perimeter surveillance under communication constraints,
performed by teams of UAVs using a Bluetooth communication framework. When UAVs work in a colaborative manner, communication among
them is essential to perform properly their task. Moreover, energy consumption and weight of the devices equipped in a UAV are important
to be reduced at minimum possible, particularly in micro-UAVs. A coordination variables strategy is implemented to perform the perimeter
division.
Keywords: Bluetooth Low Energy, UAV, communication, coordination
variables

1

Introduction

Nowadays, there is a great development and investment in the field of the unmanned air systems or UAS, commonly called drones. There are uncountable
applications thanks to their adaptability to different tasks, as for instance in
agriculture, mapping, delivery services, border defense, search and rescue operations, etc. Due to this, they have been the subject of much research to improve
their autonomy, obstacle avoidance, localization, cooperation, path planing...
This article focuses in a group of robots which divides a perimeter to surveil
it in a cooperative manner. Any surveillance system is made of many activities
that can be summarized in three main activities:
– The detection of new events, intruders or information of interest. This task
is strongly dependent on the movement planification strategy of the aerial
robots, which is based on the information available and the estimations about
the problem, the environment and the situation of the rest of the aerial
robots.
– The communication between the elements of the system, so each of them
is aware of the whole system. This also involves the movement planification
strategy as it needs the system status.

2. STATE OF THE ART
– The assignment of the best robot to handle every detected event. This can be
made of two manners: as a centralized system, in which case a control station
decides which aerial robot should hanlde each task; and as a distributed
system, in which case a dynamic target allocation among the aerial robots
can be addressed to assign the targets in the most efficient way.
The work of this article is focused in the test of communication among the
robots of a team when range constraints exist. Real experiments have been performed with UAVs equipped with Bluetooth devices in order to allow them to
communicate themselves, and also with an algorithm based on coordination variables to partitioning the total perimeter assigned to the group.
This system has been proved on simulations and on a real location in the Escuela
Tecnica Superior de Ingenieria of Seville (Spain). The remain of the article is
structured as follows:
– Section 2 summarizes the state of the art work.
– Section 3 introduces and explained how works the Bluetooth devices chosen
to the experiments, and a briefly description of the framework that operates.
– Section 4 details the developed perimeter division protocol used.
– Section 5 shows both simulation and real experiments, and their evaluation.
– Section 6 presents the conclusions of the article.

2

State of the Art

The cooperation among robots to carry out a widely range of tasks has been
studied in all kind of robots. In [17], [14] authors develop a system with multiple
ground robots capable of covering area and tracking targets in a cooperative
manner. Being one robot behaves as master and reachs its objectives by other
robots who role the slaves. In [19] authors payed attention to aerial robots, which
track targets in the most optimal way using the information of their neighbors.
In [15], the system is also conformed with UAVs, the algorithm asigns missions
in autonomously way based on their level of importance.
The way the robots communicate among them depends on the application pursued. For instance, Zigbee is an standard protocol widely used for DIY projects.
In [18], [3] authors used this protocol for communicating nodes and robots in
relative large distance, but its main disadvantage is its greater energy requirements in comparison with other systems.
Authors in [13], [6] used bluetooth technology to connect the robots as opposed
due to its lower energy consumption and weight. In [16], [11], [5] authors worked
in the localization of the robots given the communication framework, though
due to being focused in ground robots the task was simpler.
In this article the commmunication framework used is the one exposed in [8],
based on standard Bluetooth Low Energy 4.1 connections. It works with the
Nordic nRF51 chipset in combination with the S130 SoftDevice [12].

2

3. BLUETOOTH DEVICES AND FRAMEWORK
The perimeter surveillance has been a field of study in lately years. A way of
approach to this problem is through UAS and ground stations in the perimeter to manage the communication [2], or also using a method based on linear
programming and Markow chain as it is posed in [4].
Other methods, more interesting when there are communication constrains,
are distributed and decentralized: authors in [9] proposed a robust solution based
on behaviour control of the multi-robot system. Another possibility are the coordination variables methods, which are proved to be fast convergent solution.
In [7], it is developed an algorithm to coordinate a team of small homogeneous
UAS to perform cooperatively a perimeter partitioning strategy, using coordination variables. This aforenamed algorithm slightly modified to consider heterogeneous robots is the one used in this paper, as poses in [1]

3

Bluetooth devices and framework

The use of Bluetooth Low Energy (BLE) has been steadily growing just since
its initial launch in the market of the wireless communications, aimed at applications such of Internet of Things (IoT). This involves monitoring of wireless
sensor networks and control of applications that are in continuous communication of state variables. The coordination of UAVs problem is very similar to this
statement.
In this work it is taken as a development framework an opensource implementation of a mesh network offered by M-Way Solutions [10]. This approach is placed
in the upper layers of application and host of the Nordic nRF51 chipset in combination with the S130 SoftDevide so that it manages the roles of the different
devices in the communications including self-healing capabilities and implementation with battery powered devices. This device is advantageous small and low
power consumption, which suits for micro-uav teams.
The S130 SoftDevice from Nordic enable the use of three central device connections and a peripheral. To manage the communication, the devices establishes
connections with its neighbors and also assigns group identifiers. All the nodes
that got the same group identifier will be considered part of a swarm, so they can
exchange information between. Due to this, this structure conforms a scatternet
topology (figure 1) which interconnects all the robots.
Everytime a connection is made, the SDK serves an ID and the RSSI for that
connection, which is corresponded to a power indicator in the received signal in
a radio communication, and this can be used in different wireless protocols.
About the specifications of the BLE technology, there is one specially important and remarkable, its data transfer limit. The conception of the BLE is
focused on the transmission of small amounts of data at 1 Mbps, and in short
distances up to 10 meters. Due to the management of limited data packages in
3

4. PERIMETER DIVISION PROTOCOL BASED ON COORDINATION
VARIABLES

Fig. 1. Example of the scatternt topology. Blue dots are the nodes, and the blue circles
represent the range of the communications

the connections, the BLE technology has another fundamental characteristic: a
transmission time under the 3 ms, letting it to work in real time developments.

4

Perimeter division protocol based on coordination
variables

The algorithm implemented to perform the perimeter surveillance is the one exposed in [1] based on coordination variables. It is a distributed and decentralized
algorithm. Due to the short range of communication most of the time a robot
of the patrol will be isolated from the others robots, so this kind of model allow
the multi-robot system to converge to the final path partitioning through local
decisions and asynchronous information exchanges, without any kind of hierarchical levels among the robots.
Being B the entire perimeter defined as:
B := {b(s) ∈ Rk : s ∈ [0, L]}

(1)

where b is a curve to cover the whole path B, s is defined as the distance to the
initial path position b(0) along the curve b, and L is the length of the path B,
being b(L) the final position.
sup
Each robot Qi decides autonomously its own segment Bi := [b(sinf
i ),b(si )]
in order to the total amount of robots patrol the entire perimeter B. Thus, each
Qi uses a back and forth motion between its own first segment point b(sinf
i ) and
its own last segment point b(ssup
).
i

Hence, any robot Qi knows its maximum motion speed vimax , its current direction movement (right or left in its own segment) di , and its current position
si into the curve b.
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4. PERIMETER DIVISION PROTOCOL BASED ON COORDINATION
VARIABLES
The algorithm implemented uses a set of variables called coordination variables,
which represent the minimum information necessary for each robot Qi to calculate its own segment Li . These variables are:
lengthi = L
speedsum
=
i

n
X

vjmax , ∀i = 1, 2, ..., n

(2)

j=1

Being lengthi the length of the total perimeter, and speedsum
the sum of all
i
robots maximum speed. In addition to these, each robot Qi has a set of intermediate variables which are required to calculate the coordination variables:
–
–
–
–

t
lengthlef
is the length of perimeter that Qi has currently on its left.
i
right
lengthi
is the length of perimeter that Qi has currently on its right.
lef t
speedi
is the sum of the speed of all the robot which are at left of Qi .
speedright
is the sum of the speed of all the robot which are at right of Qi .
i

The sequence of the algorithm is as following: the robot Qi moves at its maximum speed vimax along its segment Bi . In the case that it reachs the end of Bi ,
Qi does not stop its movement but continues till it communicates with another
Qj , and both exchange their variable information and updates their segments,
or it arrives at the end of the perimeter.
If robot Qj meets robot Qi by Qi right side, Qj sends it all the information
about its right side, scilicet, its sum of speeds speedright
and its length on its
j
right
right side lengthj
. Qi does the same but with the left side variables.
Then, both Qi and Qj use this new information to update their coordination
variables, lengthi and speedsum
:
i
t
speedsum
= speedlef
+ speedright
+ vimax
i
i
i
t
lengthi = lengthlef
+ lengthright
i
i

(3)

sup
And with this update they can calculate their segment [sinf
i , si ] as follows:

lengthi
speedsum
i
length
i
+ vimax
speedsum
i

t
sinf
= speedlef
i
i

ssup
i

=

sinf
i

(4)

If one robot reachs the initial si = 0 or ending si = L position in the perimenter, it also updates its variables according to its direction di and turns back.
The algorithm minimizes the information exchanges because robots only has
to communicate with their neighbors.
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5. EXPERIMENTAL TESTING

Fig. 2. A team of 4 UAVs with different speeds implementing a perimeter division
strategy

5

Experimental testing

A set of simulation and experimental results are provide to demonstrate the
effectiveness of the communication framework works and validate Bluetooth devices. Results show that UAVs divide the perimeter proportionally to their own
capabilities.
5.1

Simulation results

The proposed distributed algorithm is based on the coordination variables. UAVs’
model and communication framework simulation have been developed in C++.
The initial positions has been defined randomly, but the speeds have been chosen
proportionally between them in order to obtain a visual result understable at
one glance.
The first simulation consist on 4 UAVs patrolling single line of 160 m, similar to figure 2, being their speeds 1 m/s, 2 m/s, 3 m/s, and 4 m/s. Figure 3 (a)
shows the result. As it can be observed, each UAV patrol a length proportional
to their speed. For instance, the slower UAV patrol a length which is a quarter
of the faster UAV, accordingly to the relation between their speeds. It is highlighted that the final solution is not a unique point but a cycle. This will be
discussed in the next simulation.

(a) Patrolling a line

(b) Patrolling a square

Fig. 3. Graphic representation of the UAVs movements in the experiments
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5. EXPERIMENTAL TESTING
The second simulation is the same 4 UAVs patrolling not a single line, but
the square made of the previous line of 160 m, namely, a square of side 40 m.
Figure 3 (b) and figure 4 shows the result of this simulation.

Fig. 4. Simulation results of 4 UAVs patrolling a square of side 40 m. Images only
show the position of 2 of the 4 UAVs for clarity. Left image shows position X in meters
against time; right image shows position Y in meters against time

Though it seems that the UAVs have converged in no solution, the final
solution of this division problem is not a single point but a cycle. Indeed, taking
a careful glimpse, for instance, the left image of figure 4, we can easily see how
the system converges quickly to a cycle of 10 points which are clearly signaled
in figure 5. Through different simulation experiments, modifying the number of
robots, their speeds, the perimeter to surveil and other sets of variables, it is
enough clear that all them affects the number of points of the final solution of
the system, but which is the exact relation is not utterly determined, because of
being out of the scope of this article.

Fig. 5. Signalization of the cycle of ten points

The algorithm proposes is robust enough to variations in the system. The
last simulation performed present the same 4 UAVs patrolling the square of side
7
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40 meters, but two of them get lost at the middle of the mission. As it can
be observed in the figures 6 and 7, the other two UAVs patrolling the whole
perimeter converging in a new cycle solution.

Fig. 6. Simulation results of 4 UAVs patrolling a square of side 40 m, getting lost two
of them

Fig. 7. Simulation results of 4 UAVs patrolling a square of side 40 m. Images only
show the position of 3 of the 4 UAVs for clarity. Left image shows position X in meters
against time; right image shows position Y in meters against time

5.2

Real experiment

The location selected to carry out the real experiment was an outdoor zone of the
laboratories of the University of Seville Escuela Tecnica Superior de Ingenieria
that is shown in figure 8 (a). Only two UAVs were used in the experiment, in
order to demonstrate the communication framework. Thanks to the scalability
of the perimeter division algorithm, which was proved in the simulations, two
UAVs are enough: more robots would increase the number of point of the final
cycle solution, and would make the graphics more difficult to read.
Both UAVs were equipped with the required sensor to know their own GPS
position, and the aforenamed Nordic BLE device. Also they have an Intel NUC
8
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(a) Zone of the experiments

(b) Perimeter division

Fig. 8. Satellite images of the experiments

computer to compute the perimeter division algorithm and the communication
instructions load in them. The experiment takes approximately 3 minutes to
complete.

Fig. 9. The 3D representation is turned in order to ease the visualization of the connections (continuous line) and disconnections (dashed line) of the UAVs

Figure 8 (b) shows the result of the experiment over the satellite image of
the experiment zone. The UAVs patrol the perimeter till they meet themselves
or reach the end of the perimeter, in both case they updates their coordination
variables, recalculate their routes and turn back to continue their patrol. Figure
9 is included to show the connection and disconnection between both UAVs.
It is a remarkable fact that the bluetooth devices are able to maintain the connection further away than the 10 meters specified, even though to establish that
connection they do need to be in the 10 meter range. Finally, the figure 10 is the
same 3D representation but projected to over the latitude-longitude plane: in
this image is easier to see the perimeter, but slightly more difficult to see when
they connect or disconnect.
9
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Fig. 10. 3D representation of the connections (continuous line) and disconnections
(dashed line) of the UAVs projected over the longitude-latitude plane

6

Conclusions

Real outdoor experiments have been performed with satisfactory results. Both
communication framework and perimeter division algorithm have been demonstrated to be robust and efficient. The Nordic bluetooth devices are proved to
work properly, being an excellent option to use for UAVs communication thanks
to their low consumption energy and weight. The devices connect within the 10
meters range, and even maintain the communication till the 20 meters.
As future work it would be interesting evaluate the existent relation between the
number of UAVs, their capabilities, the length and shape of the perimeter, etc.,
and the number of points of the final solution cycle. Likewise, another future
work could be an experiment with more UAVs not only performing a perimeter
division but also allocating tasks, as tracking different moving targets or
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Abstract. This paper addresses the problem of deriving attitude estimation and trajectory tracking strategies for unmanned aerial vehicles (UAVs) using exclusively on-board sensors. The perception of the
vehicle position and attitude relative to a structure is achieved by robustly comparing a known pier geometry or map with the data provided
by a LiDAR sensor, solving an optimization problem and also robustly
identifying outliers. Building on this information, several methods are
discussed for obtaining the attitude of the vehicle with respect to the
structure, including a nonlinear observer to estimate the vehicle attitude
on SO(3). A simple nonlinear control strategy is also designed with the
objective of providing an accurate trajectory tracking control relative to
the structure, and experimental results are provided for the performance
evaluation of the proposed algorithms.

1

Introduction

Unmanned aerial vehicles (UAVs), more informally known as drones, were initially developed within a military context [3, 16], yet soon the world realized
that these small vehicles could be used in tasks other than warfare, such as the
inspection of infrastructures. The technological evolution has led to an increase
in the demand for more and larger wind turbines, cellphone towers, and power
lines, to name a few. All these large buildings and facilities are critical infrastructures that require maintenance through structural inspections and health
monitoring, which can become inefficient in situations where the access is difficult, time-consuming, and often dangerous. Small vehicles such as UAVs constitute a tailor-made solution, able to navigate and track trajectories with great
accuracy. While the motion control of aerial vehicles in free flight is reaching
?
??

Corresponding Author. E-mail: bguerreiro@isr.tecnico.ulisboa.pt.
C. Silvestre is also on leave from the Department of Electrical and Computer Engineering, Instituto Superior Técnico, Universidade de Lisboa, Portugal.
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its maturity, new challenges that involve interaction with the environment are
being embraced. Using local sensors, such as inertial measurement units (IMUs)
and light detection and ranging (LiDAR) sensors, some quantities required for
control tasks can be obtained depending solely on the vehicle. Having a GPS
enables these vehicles to fly autonomously, a feature that can become compromised in the vicinity of large infrastructures, as the GPS signal can be easily
occluded by these structures. This paper aims to take the interaction with the
environment one step further, using information from the vehicle’s surroundings.
Using LiDARs for self localization in GPS-denied environments is by now an
ubiquitous and mandatory technology in mobile robots [15], and more applications of this type of sensor are emerging for UAVs, as in [8] or [6]. In comparison
with video cameras, also used in visual structure from motion algorithms [17],
LiDARs offer better depth resolution, range, and horizontal field of view at the
cost of lower horizontal and vertical resolution. Building on the work presented
in [7, 4], this work extends the relative pose of the vehicle to include its attitude,
allowing a full 3-D structure dependent trajectory to be defined, provided that a
known geometry in the environment is present (such as a pier). For detecting the
geometric primitives necessary for relative pose estimation, several approaches
are available, either for circular-like piers [14] or for planar-wise structures [11],
where the edges detected in the environment are the foundations to obtain the 3D attitude estimate. Given the resolution limitations of the considered LiDARs,
this work assumes the existence of a rectangular section pier, for which one or
two faces are always visible to the LiDAR. An edge detection strategy is proposed, and based on simple geometric properties, the variations of the detected
edges can be used to extract a pair of 3-D vectors, in the vehicle and world
frames. With these vector pairs, several attitude estimation algorithms can be
used, such as the solution to the well-known Wahba’s problem [10], or more
evolved nonlinear filters [1]. This paper also proposes a nonlinear filter to compute the rotation matrix describing the motion of a vehicle based on the fusion
of LiDAR and IMU measurements. Finally, the motion control design yields a
trajectory tracking controller solely based on local sensory information, therefore
providing a relative positioning solution for GPS-denied environments.
The paper is organized as follows. Section 2 discusses the edge detection
approach, combining algorithms such as the Split & Merge and least square fitting. Section 3 designs several methods to obtain the vehicle’s attitude from the
detected edges. Next, Section 4 discusses the control strategies developed for trajectory tracking, whereas Section 5 compares the attitude estimation algorithms
using experimental data and validates the control strategy with experimental
trials. Finally, some concluding remarks are offered in Section 6.

2

Environment Perception

Detecting a structure and obtaining the necessary information to determine the
vehicle’s attitude greatly depends on the knowledge of its geometry. This paper
considers piers with a rectangular section, where the LiDAR can see one or two
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Fig. 1. Cuboid pier detection during an experiment: 2 edges (left) or 1 edge (right).

faces of the pier, depending on its relative pose. The intersection of this sensor’s
plane with these faces will result in two straight lines, hereafter simply referred
as edges.
The idea behind attitude determination is that a specific movement, in roll or
pitch, has an impact on both the edges’ lengths and angle between them (further
details can be found in [4]). The first step involves identifying how many edges
the vehicle is encountering at each moment, for which a strategy based on the
Split & Merge algorithm was developed [11, 12]. The basic principle to determine
if the LiDAR is detecting one or more edges is to compare a given threshold
with the perpendicular distance from each LiDAR measurement point pi =

T
xi yi zi ∈ R3 to a line. This distance can be defined as ei = pTi n + c, where

T
n = nx ny nz ∈ S2 is the unit vector normal to the line, as S2 denotes the unit
sphere in R3 , and c is the offset from the origin. Additional deciding factors are
also used, taking into account the number of LiDAR measurements supporting
each edge, the geometry of the edges relative to the existing knowledge about
them, rejecting outliers using the average distance between consecutive data
points, among others. Fig. 1 presents the output of this detection strategy, either
with both edges clearly visible, or in a transition stage, where the algorithm helps
deciding how many edges should be considered in the next phases.
With this rough estimate of each edge, a least squares line fitting can be used
to further improve these estimates. The problem at hand is in the form

min2

c,n∈S

N
X

e2i

i=1

s.t. ei = c + pTi n , ∀i=1,...,N
also found in [5], which after some mathematical manipulations, can be determined by the singular value decomposition (SVD) of a reduced problem. A
reduced space Hough transform was also considered [13], but as it yielded similar
results at a much higher computational cost, the option was to use exclusively
the LS fitting strategy.
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Fig. 2. Decomposition of the edges in {E}.

The following step involves the computation of the edge lengths, or equivalently, the boundary points of each edge, denoted as start point psi ∈ R3 and end
point pei ∈ R3 . At this stage, it is important to define the reference frames used
in the remaining of the paper, the first being the Earth-fixed frame {E}, which
is considered to be the local tangent plane with the north east down (NED) convention. There is also the body frame {B}, with the origin at the vehicle’s center
of mass, the x-axis pointing forward, and the z-axis pointing downward along its
vertical axis, whereas an intermediate horizontal frame {H} is also useful, which
can be seen as a projection of {B} on the xy-plane of {E}. Thus, the normed

T
direction of each edge can be represented by a vector qi = qxi qyi qzi ∈ R3 ,
expressed in {B}, such that qi = pei − psi .
The representation of the edges in {E} is also fundamental, as they can be
related through the rotation matrix from {B} to {E}, denoted by E
B R or simply
R
q
.
As
illustrated
in
Fig.
2,
their
projection
in the
as R, according to E qi = E
i
B
xy-plane of this reference frame corresponds to the section of the pier and can
be defined as li ∈ R3 , with Li := kli k for i = 1, 2. The z coordinate in frame
{E}, represented by hi , is directly linked to the attitude of the vehicle, resulting

T
in E qi = li ± hi e3 , where e3 = 0 0 1 .
Knowing the dimensions of the pier, either from the initial LiDAR profiles or
2
from a known map, the z coordinate can be obtained using h2i = kqi k −L2i from
the measured edges in {B} and the known edge lengths, which are independent
of the reference frame. Further using the cross product of both edges, to account
for the angle between them, leads to the following optimization problem
min

h21 ,h22 ∈R+
0

s.t.

3
X

ε2i

i=1
2

εi = h2i − kqi k + L2i ∀i=1,2
2

ε3 = h21 L22 + h22 L21 − kS(q1 )q2 k + L21 L22
where S(.) denotes the skew-symmetric matrix, such that S(a)b represents the
cross product a × b, for some vectors a, b ∈ R3 . The above problem implies
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there is ambiguity in the sign of each hi , which can be solved through continuity,
by choosing the closest value to the previous one, assuming there are no swift
movements around leveled flight.

3

Pose Estimation

This section builds on the previous detection strategies to propose several methods capable of accurately extracting a partial or the full attitude of the vehicle.
The first approach is to obtain the vehicle’s rotation about the z-axis, assuming
full knowledge about the remaining angular motions, as the information provided
by a simple IMU is usually sufficient to obtain the roll and pitch angles. On the
other hand, two additional strategies are presented to compute the 3-D attitude
of the vehicle from LiDAR data, either considering a closed-form solution to the
Wahba’s problem or a nonlinear attitude filter. Obtaining the relative position
of the vehicle is straightforward when either one or two edge measurements are
available and the geometry of the pier is known, for which it omitted from this
discussion.

3.1

Yaw Motion

As the roll and pitch angles can be obtained fairly easy and accurately using
accelerometers and gyroscopes, at low acceleration motions, a better estimate of
the yaw angle ψ can be obtained using LiDAR measurements, independently of
possible distortions on the Earth magnetic field. Thus, the LiDAR measurements
can be projected into {H} using H pi = Πe3 H
B R pi for i = 1, . . . , N , where
Πe3 = diag (1, 1, 0) and H
B R depends only on the roll and pitch angles.
As this projection leaves the yaw angle ψ as the only remaining degree of
freedom, a new optimization problem can be defined to fit simultaneously two
orthogonal edges to the data, after the Split & Merge algorithm, yielding

min

c1 ,c2 ,n∈S1

s.t.

NX
1 +N2

e2i

i=1

ei = c1 + H pTi T1 n , i = 1, . . . , N1
ei = c2 + H pTi T2 n , i = N1 + 1, . . . , N1 + N2


T

T
where T1 n = nx ny 0 , and T2 n = −ny nx 0 . With this approach, the estimation error of the relative heading can be reduced, as the data points of both
edges now contribute to an unified objective. The estimated edges in {E} can
H
then be computed using E qi = E
qi , while
HR
 the yaw angle estimate can be simE
ply computed using ψ̂ = atan2 qyi , E qxi + ψ0i , where atan2 is the 4 quadrant
inverse tangent function and ψ0i is the relative yaw difference for edge i.
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3-D Attitude Estimation

Considering the motion capabilities of a rotary-wing UAV, with the intrinsic limitations of using LiDAR measurements relative to a pier, this section considers
the estimation of the 3-D attitude of the vehicle relative to the infrastructure.
The information provided by an IMU is a product of the combination of three
types of sensors: accelerometers, gyroscopes, and magnetometers. The data provided by the accelerometers, for low vehicle acceleration motions, has a direct
connection with the attitude of the vehicle relative to the earth surface, but it
cannot be used to describe the attitude about the z-axis. The gyroscopes’ data
can act as a complement, bearing in mind that the integration of angular velocity
over time accumulates errors with ever growing significance. The magnetometers can compensate some of these errors, but are highly susceptible to drifts
and environmental disturbances, in particular when close to infrastructures.
A commonly used approach to obtain 3-D attitude from vector measurements
is the solution to the Wahba’s problem, estimating the proper orthogonal matrix
B
E R by solving the minimization problem
min

B R∈SO(3)
E

nobs
1X
E
wi oi − B
oi
ER
2 i=1

2

where E oi and oi , for i = 1, . . . , nobs , denote the normalized vector measurements represented respectively in {E} and {B}, denoted in matrix form as E O
and O with columns as the individual vector measurements, whereas wi are positive weights associated with each individual measurement and nobs is the total
number of observations.
One solution to this problem can be traced back to [10], considering that the
measurements are free of errors, implying that the true rotation matrix B
E R is
the same for all measurements, yielding the closed-form solution
B
E

R̂ = U diag (1, 1, det(U) det(V)) VT

where U and V are orthogonal matrices, obtained from the SVD of matrix
nP
obs
H=
wi oi E oTi . While most of the times there are two LiDAR-based edges
i=1

that fully define the attitude of the vehicle, an ambiguity arises when only one
edge is visible. To avoid this, the acceleration vector can be used, assuming
that the vehicle’s acceleration is negligible relative to Earth’s gravity. With
that


in mind, the extended observation matrices can be defined as O = q1 q2 a ,
where the additional observation is the normalized acceleration vector and a
similar matrix E O can be defined. This can also be translated into the following
assumption.
Assumption 1 There are at least two non-zero and non-collinear vector measurements, oi and oj , with i 6= j.
Another approach is to design a rotation matrix observer that further uses
the gyroscopes information to drive the filter. To this end, consider the kineB
ω B
matics of B
E R, given by E Ṙ = −S(ω )E R, where ω is the angular velocity. An
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B ˙
ω B
ω
observer for B
E R replicates this structure, as E R̂ = −S(ω̂ )E R̂, where ω̂ is yet
to be determined. As such, the error between the true rotation matrix and its
B
T
estimate can be defined as R̃ = B
E R E R̂ , resulting in the error dynamics

˙ = R̃ S(ω̂
ω ) − S(ω
ω ) R̃
R̃

(1)

for which the stability of the equilibrium point R̃ = I3 is stated in the following
result.
ω be defined as
Theorem 1. Considering the error dynamics in (1), let ω̂
ω = ω + kobs
ω̂

n
obs
X

S(oi ) R̃T oi

(2)

i=1

with kobs > 0. Under Assumption 1, the equilibrium point R̃ = I3 is almost
globally asymptotically stable.
Proof. For the proof outline, let the candidate Lyapunov funcion be defined as


V ( R̃) = tr I3 − R̃
(3)
where I3 is the identity matrix. It can easily be seen that this function is positive
definite and vanishes at the equilibrium point, as V ( R̃) > 0 for all R̃ ∈ SO(3) \
I3 and V (I3 ) = 0. After replacing (2) and some algebraic manipulation, the
derivative of (3) can be written as
V̇ ( R̃) = −

nobs
kobs X
(I3 − R̃2 )oi
2 i=1

2

.

Considering Assumption 1, it can be seen that V̇ ( R̃) ≤ 0 for all R̃ ∈ SO(3) and
that V̇ ( R̃) = 0 if and only if R̃ = I3 and R̃ = rot(π, n), for all n ∈ S2 , where the
notation rot(θ, n) denotes a rotation about the unitary vector n of an angle θ.
As such, it can be shown that the error system is almost globally asymptotically
stable, meaning that the region of attraction covers all of SO(3), except for a
zero measure set of initial conditions, following the approach in [2, 1].
t
u
The integration of angular velocity measurements directly from the gyroscopes usually suffers from drift over time. In this event, these measurements ω m
are corrupted by a measurement bias bω according to ω m = ω +bω , and the convergence of the observer to the true rotation matrix cannot be guaranteed without further modifications. Nonetheless, it can be shown that the derivative of the
Lyapunov function is negative definite as long as |sin(θ)| > kbω k /Kobs λmin (P),
where θ is the angle of the error matrix R̃ in the angle-axis representation and
P = tr OOT I3 − OOT is a positive definite matrix, as Assumption 1 ensures
that λmin (P) > 0. Thus, in the presence of a sufficiently small angular velocity bias, the estimation error can be shown to be ultimately bounded [9]. A
preliminary experimental evaluation of the combined detection and estimation
strategies is presented in Section 5.
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Trajectory Tracking Control

This section addresses the combination of the detection and estimation strategies
and the design of controllers, aiming at tracking a trajectory defined relatively to
a structure using only an IMU and a 2-D LiDAR. A nonlinear position controller
is considered, for which the simplification of the force balance that describes the
vehicle can be defined by the error dynamics

E
E
E
E
˙

 p̃ = ṗ − ṗd = v − vd
T
(4)
r3 − E v̇d
ṽ˙ = E v̇ − E v̇d = ge3 − m

˙
r̃3 = ṙ3 − ṙ3d = −S(r3 )RT Πe3 ω − ṙ3d
where m is the vehicle mass, g is the gravitational acceleration, E p, E v, r3 , and
T are respectively the vehicle’s position, velocity, third column of the rotation
E
matrix R = E
pd , E vd , r3d , and Td are their
B R, and the thrust input, whereas
respective desired values. In these error dynamics, only the first two elements of

T
the angular velocity are used as inputs, denoted as Πe3 ω = ωx ωy 0 , leaving
the angular motion about the vehicle’s z-axis as an extra degree of freedom. An
ω can also be defined for simplicity as Πe3 ω = −RS(r3 )2ω̄
ω.
alternative input ω̄
The approach to stabilize this nonlinear system consists of first stabilizing the
position and velocity outer-loop driven by r3d and Td , introducing a new state
T

x = p̃T ṽT , and then using backstepping techniques to drive the attitude
and trust to the desired values using the vehicle thrust and part of the angular velocity vector. The following result provides the conditions for asymptotic
stability of the closed-loop system, assuming full state feedback.
Theorem 2. Consider the error dynamics (4), for which the feedback law is
ω
chosen as T = Td rT3 r3d , r3d = Tmd f , Td = m kf k, with the alternative input ω̄
defined as


1
2Td
ω=
ω̄
S(r3d )ḟ − S(r3 )
(P12 p̃ + P22 ṽ) + Kr̃3 r̃3
(5)
kf k
m
˙ while P12 and
and f = ge3 − E v̇d + K p̃ p̃ + Kṽ ṽ, ḟ = −E v̈d + K p̃ p̃˙ + Kṽ ṽ,
P22 are constant design matrices, and Kr̃3 > 0 is a controller gain. Then the
closed-loop system is asymptotically stable.
Proof. The proof outline for this strategy starts by defining the Lyapunov function candidate
1
V ( p̃, ṽ, r̃3 ) = xT Px + r̃T3 r̃3
2
where P is a symmetric positive definite matrix. The constant design matrices
P12 and P22 from 2 correspond to the blocks of P that are relevant to the
control task, depending only on the position and linear velocity gains, K p̃ and
Kṽ . Using (5), after some agebraic manipulation, the derivative of this function
corresponds to
2
V̇ ( p̃, ṽ, r̃3 ) = −xT Qx − Kr̃3 kS(r3 )r̃3 k
(6)
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Fig. 3. Block diagram of the overall architecture.

(a) Vehicle and pier

(b) Control Console

Fig. 4. Experimental setup at ISR/IST.

where Q is a positive definite matrix. Therefore, the derivative (6) is composed
of only negative definite terms leading to asymptotic stability guarantees.
t
u
The remaining degree of freedom can be tackled using a simple heading lock
controller, with the objective of maintaining a certain heading relative to the
pier. A first order model of the yaw kinematics can be easily obtained using a
proportional controller, resulting in a closed-loop defined as Tψ̇ ω̇z = −ωz + ωzd ,
where Tψ̇ is the time constant of the system. As such, the input to the system

T
dynamics can now be defined as u = ωx ωy ωz T . The overall architecture of
the proposed approach is presented in Fig. 3, where the controller, the simulated
vehicle and LiDAR sensor, the detection, and the attitude estimation blocks can
be identified.

5

Results

This section presents some experimental results regarding both the estimation
algorithms and the overall controlled system. The vehicle used in these trials
is based on the Mikrokopter Quadro XL, as shown in Fig. 4a, customized at
ISR/IST to feature a Hokuyo LiDAR UTM30LX, a Microstrain IMU, a Gumstix
mini PC, among other sensors. The detection and control algorithms were ran on
board the vehicle, while a ROS-based control console was used to switch between
control modes and monitor the experiments, depicted in Fig. 4b.
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Fig. 5. Attitude determination experiments, featuring results from the IMU, the yaw
estimation (YE), the Wahba’s solution (WPA), and the nonlinear observer (RMO).

5.1

Estimation

Regarding the attitude estimation results, the described algorithms were tested
using experimental data to assess the impact of the sensor’s noise and the effectiveness of the data treatment, as shown in Fig. 5. It can be seen that both
the yaw estimator (YE) and the solution to the Wahba’s problem (WPA) are
more prone to the measurement noise than the nonlinear rotation matrix observer (RMO) or the IMU internal filter. As such, the rotation matrix observer
obtains the best results, where the attitude description obtained in the experiments can be seen as a filtered version of the previous methods, maintaining a
similar proximity to the reference.
It can also be seen that the roll and pitch estimates provided by the observer
have an offset relative to the attitude obtained from the IMU. This is a result
from the precision of the LiDAR sensor on detecting the edges of the pier, more
particularly, the end or length of each edge. It should also be noted that the
oscillation in the YE and WPA methods are directly related to the uncertainties
while determining the length of the edges. Moreover, all estimation methods
presented a yaw motion description very similar among themselves and to what
was observed in reality. In some cases not included in this paper due to space
constraints, the IMU yaw measurements where severely biased, probably due
to magnetic interference, while the proposed methods remained immune to this
problem.
5.2

Control

The overall closed-loop system was implemented as presented in Fig. 3 and experimentally tested. The results of this preliminary experimental trial are presented
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Fig. 6. Experimental results of the closed-loop system, using a step reference.

in Fig. 6, where the position, heading, and actuation signals are show, considering a reference with steps in position relative to the pier. It can be seen that the
vehicle is able to track the reference with fair accuracy, although there is still
margin for gain adjustment towards a more accurate trajectory tracking. At the
same time, the vehicle actively maintains the relative heading pointing towards
the pier, even when the position of the vehicle switches between two points.

6

Concluding Remarks

This paper proposes a solution to the problem of laser-based control of rotarywing UAVs, considering the entire process comprising the acquisition and treatment of the sensor’s measurements, the development of methods to compute
the relevant quantities to describe the motion of the vehicle, and the design
and implementation of stable and effective observers and controllers within the
scope of Lyapunov stability methods. The proposed algorithms where tested in
preliminary experimental trials, allowing to validate their effective applicability to the envisioned scenarios. Future work will focus on further experimental
tests of the trajectory tracking controller and attitude observer, as well as in the
development of more reliable, robust, and stable observers and path-following
controllers.
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3. Franke, U.E.: Civilian drones: Fixing an image problem?
ISN
Blog, ETH Zurich (2015).
URL http://isnblog.ethz.ch/security/
civilian-drones-fixing-an-image-problem
4. Gomes, A.: Laser-based control of rotary-wing UAVs. Master’s thesis, Aerospace
Eng., Instituto Superior Técnico (2015)
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14. Teixidó, M., Pallejà, T., Font, D., Tresanchez, M., Moreno, J., Palacı́n, J.: Twodimensional radial laser scanning for circular marker detection and external mobile
robot tracking. Sensors 12(12), 16,482–16,497 (2012)
15. Thrun, S., Fox, D., Burgard, W., Dellaert, F.: Robust Monte Carlo localization for
mobile robots. Artificial Intelligence 128(1-2), 99–141 (2001)
16. Tice, B.P.: Unmanned aerial vehicles - the force multiplier of the 1990s. Airpower
Journal (1991)
17. Wu, C.: Towards linear-time incremental structure from motion. In: International
Conference on 3D Vision-3DV, IEEE, pp. 127–134 (2013)

Learning Bag-of-Features Pooling for Deep Convolutional Neural Networks
Nikolaos Passalis and Anastasios Tefas
Aristotle University of Thessaloniki
Thessaloniki, Greece
passalis@csd.auth.gr, tefas@aiia.csd.auth.gr

Abstract
Convolutional Neural Networks (CNNs) are well established models capable of achieving state-of-the-art classification accuracy for various computer vision tasks. However, they are becoming increasingly larger, using millions
of parameters, while they are restricted to handling images of fixed size. In this paper, a quantization-based
approach, inspired from the well-known Bag-of-Features
model, is proposed to overcome these limitations. The proposed approach, called Convolutional BoF (CBoF), uses
RBF neurons to quantize the information extracted from
the convolutional layers and it is able to natively classify
images of various sizes as well as to significantly reduce
the number of parameters in the network. In contrast to
other global pooling operators and CNN compression techniques the proposed method utilizes a trainable pooling
layer that it is end-to-end differentiable, allowing the network to be trained using regular back-propagation and to
achieve greater distribution shift invariance than competitive methods. The ability of the proposed method to reduce the parameters of the network and increase the classification accuracy over other state-of-the-art techniques is
demonstrated using three image datasets.

1. Introduction
Deep Convolutional Neural Networks (CNNs) are powerful well-known models used for various computer vision tasks, ranging from image classification [24], to visual question answering [18]. Their great success in difficult large-scale recognition problems, such as classifying
the images of the ImageNet dataset [24], established them
as the model of choice for the aforementioned tasks, displacing other models that were previously used, such as the
Bag-of-Features (BoF) model, also known as the Bag-ofVisual-Words (BoVW) model [12].
CNNs are composed of a feature extraction layer followed by a fully connected layer that acts as a classifier.
The feature extraction layer is further composed of a se-

ries of convolutional layers and pooling layers. Many different combinations of convolution and pooling operators
have been proposed [8, 7, 13, 26]. The feature maps extracted from the last convolutional/pooling layer are flatten
into a vector which is subsequently fed to the fully connected layer. Regardless the details of the used architecture,
all the CNNs share the same fundamental principle: the parameters of the feature extraction layer are not fixed, but
they are learned using back-propagation, just as any other
parameter of the network.
Despite their great success, most of the proposed CNN
formulations are unable to handle arbitrary sized images, as
they operate on a fixed input size, restricting the CNN into
accepting images of a specific size and leading to a constant
cost for feed-forwarding the network (the number of floating point operations (FLOPs) needed to feed-forward the
network depends on the size of the input image). This is because the dimensionality of the (flattened) output of the feature extraction layer depends on the size of the input image.
Therefore, an already trained CNN cannot be directly deployed in a lower computational resource scenario, i.e., an
embedded real-time system on a drone or a mobile device,
or adapt to the available computational resources, without
completely replacing the fully connected layer and retraining it. Furthermore, flattening the extracted feature maps
leads to tremendously large fully connected layers. For example, for the VGG-16 network [26], 90% of the network’s
parameters are needed for just three fully connected layers,
while only 10% of the parameters are actually spent on its
13 convolutional layers used for the feature extraction. The
reason for this is the large number of the extracted feature
maps (512 feature maps of size 7x7).
There were some attempts to overcome the aforementioned limitations by using global pooling operators that
ensure that the output of the feature extraction layer has
fixed length [7, 21]. Even though these global pooling operators can be used to provide scale invariance and allow
the network to operate with arbitrary sized images, it was
experimentally established (Section 4) that the accuracy of
the network is reduced when the input image size is altered.

This is because the scale invariance is not provided by learning a scale-invariant pooling layer, but by learning scaleinvariant filters that are then pooled together. However, as
it is demonstrated in this work, learning both the pooling
layer and the convolutional layers can provide significantly
better scale-invariance, while reducing the size of the resulting network. Note that compression techniques, such
as [5, 6, 29], can be also used to reduce the size of CNNs,
however they are not capable of dealing with arbitrary sized
images.
In this work, a BoF-inspired layer, that acts as a trainable
quantization-based pooling layer, is used between the feature extraction layer and the fully connected layer to resolve
these problems. It worths mentioning that the BoF model
was originally designed to tackle similar problems, i.e., to
deal with a variable number of feature vectors and provide
scale and position invariance, that arose when handcrafted
feature extractors were used. To understand this, consider
the pipeline of the BoF model: First, a number of feature
vectors are extracted from an image using a handcrafted feature extractor, such as SIFT [17], HoG [4], or LBP [20]. The
number of feature vectors might vary according to the type
of feature extraction and the size of each image. Then, these
feature vectors are quantized into a predefined number of
bins, called codewords. Finally, a constant length histogram
representation is extracted for each image by counting the
number of feature vectors that were quantized into each bin.
The feature maps extracted from the last convolutional
layer of a CNN can be converted to feature vectors as follows. Each convolutional filter contributes to a specific position of the feature vectors, i.e., the dimensionality of the
extracted feature vectors equals to the number of the used
convolutional filters, while the size of the feature maps defines the number of the extracted feature vectors. Instead
of directly feeding the extracted vectors into the fully connected layer, a BoF-based pooling layer is used between the
last convolutional layer and the fully connected layer. This
can reduce the size of the fully connected layer and allows
to operate the CNN using images of any size. However,
combining the BoF model with CNNs is not a straightforward task. The representation learned by the convolutional
layers of a CNN is constantly altering during the training
prohibiting standard BoF quantization techniques, such as
k-means quantization, to be used effectively. Therefore, the
BoF model must be appropriately modified in order to efficiently handle trainable convolutional feature extractors.
The contributions of this work are briefly summarized
bellow. First, a neural generalization of the BoF model,
composed of RBF neurons, is proposed as a generic pooling layer that can fit between the feature extraction layer and
the fully connected layer of a CNN. Note that the proposed
pooling layer can be also used at various depths of the network to further increase the scale-invariace and bring more

fine-grained information to the fully connected layer. To
the best of our knowledge, this is the first time that the BoF
model is combined with convolutional neural networks into
one unified architecture, called Convolutional BoF (CBoF),
that is end-to-end differentiable and allows from training
the resulting network using regular back-propagation. It is
shown, using extensive experiments on three datasets, that
CBoF provides much better invariance to distribution shifts,
caused by feeding images of different sizes to the network
than competitive global pooling strategies, such as Spatial
Pyramid Pooling [7]. Also it can greatly reduce the number
of parameter of the network over the competitive methods.
This allows the proposed technique to be easily used with
embedded devices with limited processing power and memory, e.g., GPU-based processing units for drones and robots.
Finally, a spatial segmentation scheme is also proposed and
combined with the CBoF to retain the spatial information
that is carried by the extracted feature vectors. A reference implementation of the proposed method is available
at https://github.com/passalis/cbof.
The rest of the paper is structured as follows. In Section 2 the related work is introduced and compared to the
proposed CBoF model. The proposed method is presented
in detail in Section 3. Next, the CBoF is evaluated and compared to other state-of-the-art techniques using three different datasets (Section 4), including a large-scale face image
dataset. Finally, conclusions are drawn in Section 5.

2. Related Work
The problem of dealing with large CNNs is well recognized in the literature, with several recent works trying to
reduce the model size [5, 6, 7, 29]. Most of these works use
compression and pruning techniques to reduce the size of
CNN models [1, 5, 6, 29]. These approaches focus on compressing an already trained CNN, instead of training a CNN
with less parameters in the first place. Also they are unable to natively handle images of various sizes, leading to
a constant cost for feed-forwarding the convolutional layers (since the image must be resized to a predefined size).
Note that vector quantization is used both by some of these
works [5, 29], and the proposed CBoF technique. However, the CBoF method uses a differentiable quantization
scheme that allows training both the quantizer and the rest
of the network simultaneously, instead of using fixed quantization just to reduce the size of the model. This allows
for directly training CNN models with less parameters (instead of compressing them after training) as well as natively
handling differently sized images. Note that the proposed
CBoF model can be readily combined with any CNN compression technique to further decrease the size of the model.
The problem of dealing with arbitrary sized images is
addressed in the literature using global pooling operators
[7, 21, 19]. Since the naive global max pooling [21], leads

Figure 1. Convolutional BoF Model

to the loss of valuable spatial information, spatial pooling
techniques [19, 7], were proposed to overcome this issue.
Both the global pooling techniques and the proposed CBoF
technique reduce the size of network and they can handle
images of different sizes. However, as we show in Section 4, the proposed method greatly outperforms all the
other global pooling methods, achieving both higher recognition accuracy and using overall less parameters. This can
be attributed to the ability of the proposed method to learn
how to perform quantization-based pooling, that allows for
efficiently compressing the output of the feature extraction
layer and providing much better invariance to distribution
shifts caused by feeding differently sized images to the network.
Finally, the proposed method is related to supervised
dictionary learning approaches for the BoF representation.
A very rich literature exists for BoF supervised dictionary
learning [11, 15, 16, 23]. However, all these methods are designed to work with handcrafted feature extractors instead
of trainable convolutional layers. To the best of our knowledge, this is the first work that combines the BoF model
with convolutional layers into one unified architecture that
allows for training the resulting network from scratch by
back-propagating the error from the fully connected layer
to the convolutional feature extractor.

3. Proposed Method
The proposed Convolutional BoF model is composed of
three layer blocks: a) a feature extraction layer block (composed of many convolutional and pooling layers), b) a BoF
pooling layer block and c) a fully connected layer block.
The structure of the CBoF model is illustrated in Figure 1.
Each of the layers used in the CBoF is described in detail
in the next subsections. Next, a learning algorithm for the
CBoF model is derived and its computational complexity is
discussed and compared to other methods.

3.1. Feature Extraction Layer Block
Let X be a set of N images to be classified using the
CBoF model. The i-th image is fed to the feature extraction layer, which is composed of a sequence of convolutional layers and subsampling (pooling) layers. Any CNN
architecture can be used as feature extractor, such as the
LeNet [13], the VGG [26], or the ResNet [8], after removing its fully connected layers.
The last convolutional layer, denoted by L, is used to
extract feature vectors that are subsequently fed to the BoF
layer. The j-th feature vector of the i-th image is denoted by
xij ∈ RD , where D is the number of filters used in the last
convolutional layer. The number of the extracted feature
vectors depends on the size of the feature map and the used
filter size, as described in the Introduction. For example, for
an image of 28x28 pixels and two convolutional layers with
filter size 5x5 a total of 20×20 = 400 feature vectors can be
extracted from the final convolutional layer (assuming that
the filters fully overlap with the image). To simplify the
presentation of the proposed method, the number of feature
vectors extracted from the last convolutional layer for the
i-th image is denoted by Ni .

3.2. BoF Layer Block
After the feature extraction the i-th image is represented
by a set of Ni feature vectors: xij ∈ RD (j = 1...Ni ). Instead of simply fusing the extracted feature vectors, like the
CNNs [8, 13, 24, 26], or using a spatial pooling approach,
like the SPP [7], the BoF layer compiles a fixed-length histogram for each image by quantizing its feature vectors into
a predefined number of histogram bins/codewords. Note
that the length of the extracted histogram vector does not
depend on the number of available feature vectors, which
allows the network to handle images of arbitrary size without any modification.
The BoF model is formulated as a generic neural layer
that is composed of two sublayers: an RBF layer that measures the similarity of the input features to the RBF centers and an accumulation layer that builds the histogram of

the quantized feature vectors. The proposed layer can be
thought as a unified processing layer that feeds the extracted
representation to a subsequent classifier. The output of the
k-th RBF neuron [φ(x)]k is defined as:
[φ(x)]k = exp(−||(x − vk )||2 /σk )

(2)

The output of the RBF neurons is accumulated in the
next layer, compiling the final representation of each image:
si =

Ni
1 X
φ(xij )
Ni j=1

Spatial Level 1

(1)

where x is a feature vector and vk is the center of the k-th
RBF neuron. The RBF neurons behave somewhat like the
codewords in the BoF model, i.e., they are used to measure
the similarity of the input vectors to a set of predefined vectors and quantize the feature space. Each RBF neuron is
also equipped with a scaling factor σk that adjusts the width
of its Gaussian function. That allows for better modeling
of the input distribution, since the distribution modeled by
each RBF can be independently learned. The number of
RBF neurons used is denoted by NK . The size of the extracted representation can be adjusted by using a different
number of RBF neurons (NK ) in the BoF layer.
To ensure that the output of each RBF neuron is bounded,
a normalized RBF architecture is used. This normalization
is equivalent to the l1 scaling that is utilized in the BoF
model that uses soft-assignments [28]. Thus, the output of
the RBF neurons is re-defined as:
exp(−||(x − vk )||2 /σk )
[φ(x)]k = PNK
m=1 exp(−||(x − vm )||2 /σm )

Spatial Level 0

(3)

where φ(x, t) = ([φ(x, t)]1 , ..., [φ(x, t)]NK )T ∈ RNK is
the output vector of the RBF layer. Note that each si has
unit l1 norm and defines a histogram distribution over the
RBF neurons that describes the visual content of each image. The vector si can be then used for the subsequent
classification or retrieval tasks [22]. Hard quantization is
also supported by the proposed formulation. In this case,
only the RBF neuron with the maximum response is activated for each feature vector and the rest of the architecture remains unchanged. However, this modification introduces non-continuities that make the optimization of the input layer intractable and it is not used in this work.
Note that the previous process discards most of the spatial information carried by the feature vectors, since all the
feature vectors are described by the same histogram regardless the part of the image from which they were extracted.
To overcome this, a spatial segmentation scheme, similar
to the Spatial Pyramid Matching scheme [12], is proposed.
Before quantizing the feature vectors using the BoF layer,
each feature vector is assigned into one spatial region and

Figure 2. Using a spatial segmentation scheme to introduce spatial
information into the extracted CBoF representation.

a separate BoF layer is used to quantize the feature vectors
that belong to each region. That way, a different histogram
is extracted from each region, allowing to introduce more
spatial information into the CBoF model. This process is
illustrated in Figure 2. The number of used spatial regions
is denoted by NS .

3.3. Fully Connected Layer
The previous layer receives the feature vectors of an image and compiles its histogram representation. Then, this
histogram must be fed to a classifier that decides the class
of the image. In this work a multilayer perceptron (MLP)
with one hidden layer is used for this purpose, although any
other classifier with differentiable loss function can be used.
Only the single-label classification problem is considered: the i-th training image is annotated by a label ti and
there are NC different labels. This is without loss of generality since the proposed method can be readily applied to
multi-label classification or regression problems as well.
Let WH ∈ RNH ×(NK NS ) be the hidden layer weights
and WO ∈ RNC ×NH be the output layer weights, where
NH is the number of hidden neurons. Then, the hidden
layer activations for the input histogram si of the i-th image
are computed as:
hi = φ(elu) (WH si + bH ) ∈ RNH

(4)

where φ(elu) (x) is the elu activation function [3]:
φ(elu) (x) = x if x > 0, or φ(elu) (x) = αelu (exp(x) − 1)
otherwise. The parameter αelu is typically set to 1. The activation function is applied element-wise and bH ∈ RNH is
the hidden layer bias vector.
Similarly, the output of the MLP is calculated as:
yi = φ(sof tmax) (WO hi + bO ) ∈ RNC

(5)

where each output neuron corresponds to a label (the onevs-all strategy is used), bO ∈ RNC is the output layer bias
vector and φ(sof tmax) is the softmax activation function.
In this work, the categorical cross entropy loss is used
for training the network:
L=−

NC
N X
X
[ti ]j log([yi ]j )
i=1 j=1

(6)

where ti ∈ RNC is the target output vector, which depends
on the label (ti ) of the input image and it is defined as:
[ti ]j = 1, if j = ti , or [ti ]j = 0, otherwise. For both
the input layer and the hidden layer the dropout technique
can be used [27]. Dropout with rate p = 0.5 is used, except
otherwise stated.

3.4. Learning with the CBoF
All the layers of the CBoF network can
be
trained
using
back-propagation
and
gradient
descent:
∆(WM LP , V, σ, Wconv )
=
∂L
∂L
∂L
,
η
,
η
,
η
),
where
the
−(ηM LP ∂W∂L
V
σ
conv
∂V
∂σ
∂Wconv
M LP
notation WM LP and WConv is used to refer to the parameters of the classification layer and the feature extraction
layer respectively. Instead of using simple gradient descent,
a recently proposed method for stochastic optimization,
the Adam (Adaptive Moment Estimation) algorithm [9], is
utilized for learning the parameters of the network.
The convolutional layers can be either learned from
scratch or finetuned, when a pretrained feature extractor is
used. The hidden weights of the MLP are initialized using random orthogonal initialization [25]. The centers of
the RBF neurons can be either randomly chosen or initialized using the k-means algorithm over the set of all feature
vectors S = {xij |i = 1...N, j = 1...Ni }. In this work,
the set S is clustered into NK clusters and the corresponding centroids (codewords) vk ∈ RD (k = 1...NK ) are used
to initialize the centers of the RBF neurons. The same approach is used in the BoF model to learn the codebook that
is used to quantize the feature vectors. However, in contrast
to the BoF model, the CBoF model uses this process only to
initialize the centers. Both the RBF centers and the scaling
factors (initially set to 0.1) are learned.

3.5. Computational Complexity Analysis
The asymptotic storage requirements for the network and
the cost for the feed-forward process are derived in this Section. Note that these quantities are calculated for the part
of the network after the last convolutional layer (assuming
that NF convolutional filters are used in the last convolutional layer, the size of each feature map/number of feature
vectors is Ni and two fully connected layers are used). The
proposed method is also compared to a regular CNN as well
as to the SPP technique. For both the CBoF and the SPP
techniques the number of used spatial regions is denoted by
NS .
The CNN method requires O(Ni NF NH + NH NC )
weights after the last convolutional layer, the SPP method
requires O(NS NF NH + NH NC ) weights, while the proposed CBoF method requires O(NS NK NF +NS NK NH +
NH NC ) weights. Note that the CBoF method is capable of decoupling the input feature dimensionality NF
from the network architecture, allowing to use signif-

icantly smaller networks The cost of feed forwarding
the network is O(Ni NF NH + NH NC ) for the CNN,
O(Ni NF + NS NF NH + NH NC ) for the SPP method and
O(Ni NK NF +NS NK NH +NH NC ) for the CBoF method.
Both the SPP and the CBoF methods carry an extra cost
for the feature aggregation/quantization step (O(Ni NF )
and O(Ni NK NF ) respectively), but in practice this cost
is amortized by the smaller number of operations that are
needed after this step (it is reasonable to assume that NK <
NH , as in the conducted experiments). Also, note that since
Ni is dependent on the input image size, the cost of the feed
forward process can be adjusted for the SPP and the CBoF
methods by simply resizing the input image.

4. Experiments
Three different datasets were used to evaluate the proposed method: the MNIST database of handwritten digits (MNIST) [14], the fifteen natural scene (15-scene)
dataset [12], and the large-scale Annotated Facial Landmarks in the Wild (AFLW) dataset [10].
The MNIST database [14], is a well-known dataset that
contains 60,000 training images and 10,000 testing images
of handwritten digits. The training set was split into 50,000
training images and 10,000 validation images that were
used to evaluate the learned models and prevent overfitting.
There are 10 different classes, one for each digit (0 to 9),
and the size of each image is 28 × 28.
The 15-scene dataset [12], consists of images belonging to fifteen different natural scene categories, such as industrial, forest, city, bedroom and living room scenes. The
dataset has a total of 4,485 images, with an average size of
300 × 250 pixels, and the number of images in each category ranges from 200 to 400 images. Since there is no
predefined train/test split, the standard evaluation protocol
is used [12]: the train split is composed of 1,500 randomly
chosen images (100 from each category), the test split is
composed of the remaining 2985 images and the evaluation
process is repeated 5 times.
The Annotated Facial Landmarks in the Wild (AFLW)
dataset [10], is a large-scale dataset for facial landmark localization. The AFLW dataset was used to evaluate the performance of the proposed method for the problem of facial
pose estimation using a light-weight model that can be deployed on embedded devices, such as drones that will assist the video shooting of sport events. Estimating the facial pose of the actors allows for calculating the appropriate
shooting angle according to the specifications of each shot.
The 75% of the images were used to train the models, while
the rest 25% for evaluating the accuracy of the models. The
face images were cropped according to the given annotation
and face images smaller than 16x16 pixels were not used for
training or evaluating the model.
In this work, three different feature extraction blocks are

4.1. MNIST Evaluation
The well known MNIST dataset is used to study the
behavior of the proposed method under different settings.
First, the effect of the number of RBF neurons (codewords)
is examined in Figure 3 using two different spatial levels,
spatial level 0 (NS = 1) and spatial level 1 (NS = 4) (as
shown in Figure 2). The network is learned from scratch
(feature extraction layer block A). All the layers of the
network are trained using back-propagation for 50 epochs.
When no spatial segmentation is used (spatial level 0), using more RBF neurons reduces the classification error leading to 0.74% error when 128 neurons are used. Using spatial segmentation at level 1 further reduces the error to 0.61
when 4 × 32 = 128 codewords are used. It worths noticing
that “bottlenecking” the network into just 8 RBF neurons
after the convolutional layer, which is less than the classes
of the problem, achieves a remarkable classification error of
just 1.13% (similar to a LeNet-4 [13], which fully flattens
the feature maps).
Next, the ability of CBoF to learn and classify images
of various sizes is examined in Table 1 (32 RBF neurons
and spatial level 0 are used). The CBoF is evaluated using
images of 20×20, 24×24, 28×28, 32×32 and 36×36 pixels. These images were generated by resizing the original
MNIST images (using spline interpolation). Three different
training setups are considered: Train A, where only 28x28
images are used for training, Train B, where 24×24, 28×28
and 32×32 images are used for training, and Train C, where
all the available image sizes are used for training. When the
size of an image to be classified is close to the image size

1.2
classification error (%)

utilized to demonstrate the flexibility of the CBoF. For the
first one, the Feature Extraction Layer Block A, 32 5 × 5
convolutional filters are used in the first layer, followed by
a 2×2 max layer and 64 5×5 convolutional filters in the last
layer. The Feature Extraction Layer Block B is deeper and
it is composed of two layers with 64 3 × 3 convolutional filters, a layer with 128 3x3 convolutional filters, a 2 × 2 maxpooling layer followed by another two 256 3x3 convolutional layers, a 512 3x3 convolutional layer and a 2 × 2 max
pooling layer. These blocks are learned from scratch. For
the Feature Extraction Layer Block C a pretrained convolutional network with 5 convolutional layers is used [31]. This
block was pretrained on the Places205 dataset and the feature vectors are extracted from its last convolutional layer
(256 feature maps). Different learning rates must be used
for each layer, depending on whether the network is learned
from scratch or being finetuned. For the first two setups
(learning from scratch) the same learning rate is used for
all the layers ηM LP = ηV = ησ = ηconv = 10−4 . For the
third setup different learning rates are used, since the feature
extraction layer is already trained,: ηM LP = ησ = 10−4 ,
ηconv = 10−5 and ηV = 10−2 .
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Figure 3. MNIST: Comparing test error of CBoF for different
number of codewords and spatial levels.
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Figure 4. MNIST: Visualizing the RBF activations for different
image sizes (without training for different image sizes).

Image Size
Train A
Train B
Train C

20
19.69
3.68
1.44

24
1.92
0.91
0.82

28
0.88
0.73
0.68

32
4.10
1.11
0.95

36
25.39
2.49
1.60

Table 1. MNIST: CBoF error (%) for different image sizes and
train setups: Train A (28x28 images), Train B (24 × 24, 28 × 28
and 32 × 32 images) and Train C (all the available image sizes).

used for training, i.e., ±4 pixels or ±14% of training image size, the impact on classification accuracy is relatively
small. The scale-invariance of the model is significantly
improved when it is trained using images of different sizes
(Train B and Train C setups), as shown in Table 1. Also, the
multiple size training process leads to better overall accuracy, since the classification error is reduced to 0.68% from
0.88% (for the given setup).
The RBF neurons provide a Voronoi-like segmentation
of the space where they operate, i.e., the space of the convolutional feature vectors. This makes the proposed technique relatively invariant to mild distribution shifts. This
phenomenon is illustrated in Figure 4, where the activations of the RBF neurons are shown when images of different sizes are fed to the network (which is trained only for
28x28 images). Even though the actual input distribution is
shifted, relatively mild shifts are observed in the activation
of the RBF neurons (especially for the smaller image).
Finally, in Table 2 the CBoF method (spatial level 1
(NS = 1), 32 RBF neurons) is compared to other state-

4.2. 15-scene Evaluation
First, the performance of the CBoF is evaluated for different codebook sizes and spatial levels. Instead of using
randomly initialized convolutional layers, a pretrained CNN
is used (feature extraction layer block C) [31]. The network was trained for 100 epochs. Also, the fully connected
layers were pre-trained for 10 epochs before training the
whole network to avoid back-propagating gradients from
randomly initialized layers. Figure 5 illustrates the precision on the test set for different number of codewords (evaluated on one test split). As before, using more codewords

Method
CNN
GMP
SPP
CBoF(0, 32)
CBoF(1, 32)
CBoF(1, 64)

Cl.Err. (28)
0.56
0.62
0.52
0.68
0.55
0.51

Cl.Err. (20)
(0.78)*
3.22
1.78
1.44
0.94
0.83

# Param.
1,035k
75k
331k
45k
147k
284k

Table 2. MNIST: Comparing CBoF to other state-of-the-art techniques. The spatial level and the number of RBF neurons are
reported in the parenthesis for the CBoF model. (*Training from
scratch for 20 × 20 images)

classification accuracy (%)

of-the art techniques for image classification. For the
CNN method the same convolutional layers as in the CBoF
method are used, combined with a 2 × 2 pooling layer
(dropout with p = 0.5 is also used) before the fully connected layer (1000 × 10). For the Global Max Polling
(GMP)/SPP the global pooling/spatial pooling layer is connected after the last convolutional layer. One spatial level
is used for the SPP technique. For the GMP, SPP and the
CBoF techniques the models were trained using digit images of 20 × 20, 24 × 24, 28 × 28, 32 × 32 and 36 × 36
pixels. The classification error for images of two sizes are
reported: for the default image size (28 × 28 pixels) and for
a reduced image size (20 × 20 pixels). The number of parameters used in the layers after the feature extraction layer,
which is common among all the evaluated networks, is also
reported. All the layers of the networks are learned during
the training.
The proposed CBoF outperforms both the CNN and the
GMP/SPP techniques, while using significantly less parameters after the convolutional layers (about one order of magnitude less parameters than a similarly performing CNN).
Also, it provides much better scale-invariance than the competitive GMP/SPP techniques, even though both techniques
were trained using 5 different image sizes. Note that the
purpose of the conducted experiments was not to achieve
state-of-the-art performance on the MNIST dataset, but to
examine the behavior of the proposed method under different training scenarios. Nonetheless, the proposed method
achieves performance close to other much more complicated techniques, such as ensembles of neural networks
trained using various distortions of the images [2]. These
methods can be combined with the proposed approach and
possibly increase the classification accuracy even more,
while reducing the overall network size. Also, to demonstrate that the actual architecture of the BoF layer contributes to the improved results, the GMP and SPP networks
were also evaluated with an added 1 × 1 convolutional layer
with 64 filters. Again, the proposed CBoF method outperforms both the GMP and SPP methods (3.52% classification error for the GMP and 1.66% for the SPP method (for
20x20 images)).
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Figure 5. 15-scene: Comparing test accuracy of CBoF for different
number of codewords and spatial levels

leads to better classification accuracy when no spatial segmentation is used. Unlike the MNIST dataset, using spatial
segmentation does not improve the overall classification accuracy for the 15-scene dataset. This is happening possibly
due to the nature of the dataset (the spatial information is
less important when recognizing natural scenes than when
detecting the edges of aligned digits) and the larger receptive field of the final convolutional filters.
Then, the CBoF model is trained using images of different sizes (one dataset split is used for the evaluation). The
results are shown in Table 3. Again, training with different image sizes helps to improve the classification accuracy
for any image size. Note that the classification accuracy increases from 90.66% to 92.38%, when multiple image sizes
are used for training, highlighting the importance of training
the network using different image sizes.
Finally, the CBoF (256 RBF neurons, no spatial segmentation) is compared to other state-of-the-art techniques
in Table 4. All the evaluated method share the same feature extraction layer. For the CNN, a 1000 × 15 fully connected layer is added after the last pooling layer, while the
GMP/SPP layer is added between the last convolutional and
the fully connected layers Note that the fully connected
layer of the pretrained network is not used [31], leading
to slightly different reported results for the CNN method.

Im. Size
Train A
Train B
Train C

179
88.01
89.66
90.44

203
90.42
91.61
92.05

227
90.66
92.01
92.38

251
90.32
91.45
91.64

275
88.82
90.03
90.39

Table 3. 15-scene: CBoF accuracy (%) for different image sizes
and train setups: Train A (227 × 227 images), Train B (203 × 203,
227 × 227 and 251 × 251 images) and Train C (all the available
image sizes).

Method
CNN
GMP
SPP
CBoF
(0, 256)

Acc. (227)
88.79 ± 0.62
86.74 ± 0.40
89.94 ± 0.73
91.38 ± 0.63

Acc. (179)
(87.90 ± 1.14*)
84.62 ± 0.32
87.70 ± 0.46
89.86 ± 0.80

# Param.
9,232k
272k
1,296k
337k

Table 4. 15-scene: Comparing CBoF to other state-of-the-art techniques (*Training from scratch for 179 × 179 images)

Method
CNN
GMP
SPP
CBoF
(0, 128)
CBoF
(1, 32)

Ang. Err. (64)
14.50
13.70
12.37
16.23

Ang. Err. (32)
(13.91*)
12.83
11.96
13.84

# Param.
61,954k
514k
2,562k
196k

11.92

11.25

196k

Table 5. AFLW: Comparing CBoF to other state-of-the-art techniques (the mean absolute angular error in degrees is reported)
(*Training from scratch for 32 × 32 images)

CBoF (1, 32) use the same number of parameters, the spatial segmentation scheme used in CBoF (1, 32) significantly
increases the accuracy since the spatial information is especially important for the task of facial pose estimation.

5. Conclusions
Instead, all the layers of the network are learned during
the training procedure using back-propagation. The following learning rares were used for the CNN, GMP, and SPP
methods: ηconv = 10−3 and ηconv = 10−5 . Again, the
proposed CBoF method outperforms both the CNN and the
GMP/SPP techniques while using significantly less parameters. The same is also true when smaller images are fed
to network. The GMP/SPP techniques were also evaluated
with one added 1 × 1 convolutional layer (86.32% for the
GMP, 89.55% for the SPP, 256 1 × 1 filters were used). The
proposed CBoF method still outperforms there techniques,
even though one extra layer was added.

4.3. AFLW Evaluation
Finally, the proposed method is evaluated on AFLW
dataset. The Feature Extraction Layer Block B was used
for these experiments and a hidden layer with 1000 × 1
neurons was utilized. The models were trained for 5000
iterations, while the CBoF and the GMP/SPP methods were
trained using three image sizes, i.e., 32 × 32, 64 × 64, and
96 × 96 pixels (for each iteration batches from each size
were fed to each network). No dropout was used after the
feature extraction layer block for the GMP, SPP and CBoF
methods, since it was established that slows down the training process significantly. All the networks were trained to
perform regression on the horizontal facial pose (yaw) using the mean squared error as the objective function for the
training procedure. The experimental results are shown in
Table 5. The mean absolute angular error (Ang. Err.) in
degrees is reported. As in the previous experiments, the
proposed method significantly reduces the size of the models, while still increasing the accuracy of the yaw angle estimation. Note that even though the CBoF (0, 128) and the

In this paper, a neural extension of the well-known BoF
model was combined with convolutional neural networks to
form powerful image recognition machines. It was demonstrated, using three image datasets, that the proposed CBoF
model is able to natively classify images of various sizes
as well as to significantly reduce the number of parameters in the network, while achieving remarkable classification accuracy. In contrast to CNN compression techniques,
that simply compress an already trained CNN, the proposed
method provides an improved CNN architecture that is endto-end differentiable and it is invariant to mild distribution
shifts. Nonetheless, the proposed technique can be combined with CNN compression techniques, such as [5, 6, 29],
to further reduce the size of the resulting network. Furthermore, the proposed RBF-based quantization scheme can
be approximated using only linear layers instead of RBFlayers increasing the classification speed even more. Preliminary experiments show that this approach can indeed
increase both the training and the testing speed, without
significantly harming the accuracy of the models. The proposed pooling layer can be further enhanced by also learning the spatial regions over which the pooling is performed,
similarly to [19], or using visual attention mechanisms [30].
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Swarms of smart drones to
revolutionise how we watch
sports
11 July 2017

KEY THEME: OPEN INNOVATION

by Joe Dodgshun

Researchers are looking for ways to connect drones together in swarms to capture sports events. Image credit — Flickr/ Ville Hyvönen

Drone innovators are transforming the way we watch events, from football matches and boat
races to music festivals.
Anyone who has watched coverage of a festival or sports event in the last few years will probably have
witnessed commercial drone use — in the form of breathtaking aerial footage.
But a collaboration of universities, research institutes and broadcasters is looking to take this to the
next level by using a small swarm of intelligent drones.
The EU-funded MULTIDRONE project seeks to create teams of three to five semi-automated drones
that can react to and capture unfolding action at large-scale sports events.
Project coordinator Professor Ioannis Pitas, of the University of Bristol, UK, says the collaboration
aims to have prototypes ready for testing by its media partners Deutsche Welle and Rai Radiotelevisione Italiana within 18 months.
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‘Deutsche Welle has two potential uses lined up – filming the Rund um Wannsee boat race in Berlin,
Germany, and also filming football matches with drones instead of normal cameras – while Rai is
interested in covering cycling races,’ said Prof. Pitas.
‘We think we have the potential to offer a much better film experience at a reduced cost compared to
helicopters or single drones, producing a new genre in drone cinematography.’

‘We have the potential to offer a much better film experience at a
reduced cost compared to helicopters or single drones,
producing a new genre in drone cinematography.’
Professor Ioannis Pitas, University of Bristol, UK

But before they can chase the leader of the Tour de France, MULTIDRONE faces the hefty challenge
of creating AI that allows its drones to safely carry out a mission as a team.
Prof. Pitas says safety is the utmost priority, so the drones will include advanced crowd avoidance
mechanisms and the ability to make emergency landings.
And it’s not just safety in the case of bad weather, a flat battery or a rogue football.
‘Security of communications is important as a drone could otherwise be hijacked, not just undermining
privacy but also raising the possibility that it could be used as a weapon,’ said Prof. Pitas.
The early project phase will have a strong focus on ethics to prevent any issues around privacy.
‘People are sensitive about drones and about being filmed and we’re approaching this in three ways
— trying to avoid shooting over private spaces, getting consent from the athletes being followed, and
creating mechanisms that decide which persons to follow and blur other faces.’
If they can pull it off, he predicts a huge boost for the European entertainment industry and believes it
could lead to much larger drone swarms capable of covering city-wide events.
Drones-on-demand
According to Gartner research, sales of commercial-use drones are set to jump from 110 000 units in
2016 to 174 000 this year. Although 2 million toy drones were snapped up last year for USD 1.7 billion,
the commercial market dwarfed this at USD 2.8 billion.
Aside from pure footage, drones have also proven their worth in research, disaster response,
construction and even in monitoring industrial assets.
One company trying to open up the market to those needing a sky-high helping hand is Integra Aerial
Services, a young drones-as-a-service company.
An offshoot of Danish aeronautics firm Integra Holding Group, INAS, was launched in 2014 thanks to
an EU-backed feasibility study.
INAS has more than 25 years of experience in aviation and used its knowledge of the sector’s
legislation to shape a business model targeting heavier, more versatile drones weighing up to 25
kilogrammes. And they have already been granted a commercial drone operating license by the Danish
Civil Aviation Authority.
These bigger drones have far more endurance than typical toy drones, which can weigh anywhere from
250 grams to several kilos. INAS CEO Gilles Fartek says their bigger size means they can carry
multiple sensors, thus collecting all the needed data in one fell swoop, instead of across multiple
flights.
For example, one of their drones flies LIDAR (Light Detection and Ranging) radar over Greenland to
measure ice thickness as a measure of climate change, but could also carry a 100 megapixel, highdefinition camera.
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While INAS spends most of the Arctic summer running experiments from the remote host Station Nord
in Greenland, Fartek says they’re free to use the drones for different projects in other seasons, mostly
in areas of environmental research, mapping and agricultural monitoring.

‘You can’t match the quality of data for the price, but drone-use regulations in Europe are still quite
complicated and make between-country operations almost impossible,’ said Fartek.
‘The paradox is that you have an increasing demand for such civil applications across Europe and even
in institutional areas like civil protection and maritime safety where they cannot use military drones.’
A single European sky
These issues, and more, should soon be addressed by SESAR, the project which coordinates all EU
research and development activities in air traffic management. SESAR plans to deploy a harmonised
approach to European airspace management by 2030 in order to meet a predicted leap in air traffic.
Recently SESAR unveiled its blueprint outlining how it plans to make drone use in low-level airspace
safe, secure and environmentally friendly. They hope this plan will be ready by 2019, paving the way for
an EU drone services market by safely integrating highly automated or autonomous drones into lowlevel airspace of up to 150 metres.
Modelled after manned aviation traffic management, the plan will include registration of drones and
operators, provide information for autonomous drone flights and introduce geo-fencing to limit areas
where drones can fly.
If you liked this article, please consider sharing it on social media.

The Issue
Emerging drone sectors range from delivery services, collecting industry data, infrastructure
inspections, precision agriculture, transportation and logistics.
The market for drone services is expected to grow substantially in the coming years with an
estimated worth of EUR 10 billion by 2035.
To support high-potential small- and medium-sized enterprises (SMEs), the European Commission
has allocated EUR 3 billion over the period 2014-2020. A further EUR 17 billion was set aside under
the Industrial Leadership pillar of the EU's current research funding programme Horizon 2020.

More info
MULTIDRONE
INAS
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