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Executive Summary

Deliverable D4.3 ”Algorithms and tools for MULTIDRONE mapping, tracking, intelli-
gent AV shooting and multiview visual information analysis” reports the work performed
during M25-M30 of the project in the two (out of four) tasks / major research areas
of WP4 that are active, namely localization and tracking for intelligent AV shooting
techniques (T4.2) and visual information analysis (T4.3), according to the objectives of
WP4. In addition, being the only Public deliverable related to the above-mentioned Tasks
and Task ”MULTIDRONE adaptable/distributed/incremental/approximate semantic/3D
world modeling” (T4.1) it provides an overview of the work performed in these tasks dur-
ing M1-M24.
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1 Introduction

MULTIDRONE Workpackage WP4 ”Multidrone active perception and AV shooting” is
one of the core research Workpackages of the project. WP4 objective is to research and
develop the multiple drone active perception functionalities required for the envisioned
system, and on multi-view AV capture intelligence. The project ambitions and target in
these areas is to advance the current State-of-the-Art (SoA) by devising novel, robust ac-
tive perception and AV shooting techniques, capable of operating in real-world conditions.
WP4 main objectives can be summarized as follows:

• to provide, both before and during production, a semantic world model for drone
team navigation, AV production planning and execution,

• to track in real-time and in real-world conditions, for production purposes, individ-
ual shooting targets or target groups,

• to create a novel intelligent shooting/cinematography techniques enabling artisti-
cally meaningful multi-view capture of the event, with minimal human intervention,
while following the initial instructions of the director,

• to analyze the multi-view data towards extracting semantic information related to
humans (individuals), crowds, events, points of interest,

• to establish tools for the creation of novel visual effects and (immersive) media
experiences.

WP4 is split into four tasks as follows:

• T4.1: Multidrone adaptable/distributed/incremental/approximate semantic/3D world
modeling, (ended on M24)

• T4.2: Multidrone localization and tracking for intelligent AV shooting techniques,

• T4.3: Multidrone visual information analysis,

• T4.4: Novel visual effects & media experiences from multiple drone cameras.

This document describes the work performed during M25-M30 of the project (i.e. in
the period since the delivery of Deliverable D4.2) in the two (out of four) active Tasks,
namely T4.2 and T4.3. T4.1 ended in M24, while the work performed on T4.4 during the
same period will be described in Deliverable D4.5.

A summary of the work done on a number of research themes within these 2 general
topics / tasks in the period mentioned above is given in the next subsections. Detailed
descriptions are provided in Sections 2-3. The scientific papers (either accepted or under
review) and technical reports describing this work are provided in the Appendix. In
addition, work performed during M1-M24 in Tasks T4.1, T4.2 and T4.3 is detailed in
Section 4.

Tasks T4.2 and T4.3 finish on M30, with the delivery of D4.3. All the research efforts
related to them will be exploited and possibly enhanced during integration and evaluation
in experimental media production scenarios, on WP5 and WP6, respectively.

MULTIDRONE no. 731667
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1.1 MULTIDRONE Localization and Tracking for Intelligent
AV Shooting Techniques (T4.2)

Between M25-M30, AUTH work on T4.2 included the development of a 2D visual tar-
get tracking framework, suitable for UAV deployment and building upon previous work
presented in D4.2. The first approach extends an algorithm developed by AUTH during
M13-24, where a fully learnable Bag-of-Features module was employed into the feature
extracting process of a CNN to extract histograms from both the target area and a wider
search area. Using these histograms, which encode convolutional feature map information
into compact representations, the target can be located by matching the target and area
histograms in a fully convolutional fashion. This has been extended during M25-M30, to
further improve tracking accuracy while maintaining low execution times. More specifi-
cally, a method was proposed that deals with the internal covariate shift, that occurs when
extracting histograms from convolutional features. Moreover, the proposed method incor-
porates information from the multiple levels of the neural hierarchy, by employing a novel
densely connected architecture where histograms from multiple layers are concatenated
to produce the final representation. Besides this method, a previously developed AUTH
framework on classification-based re-detection for visual object tracking was adapted/ex-
tended for operating alongside lightweight 2D visual trackers. In total, one journal and
one conference paper describing the above research have been submitted for publication.

AUTH also worked on multi-view 2D visual tracking. In a shooting session where
k drones are employed, each one independently performs 2D visual target tracking, in-
dependently producing ROIs for each obtained video frame. The proposed multi-view
tracking algorithm exploits both these ROIs and camera parameters per drone, in order
to enhance the tracking performance of each UAV by back-projecting the target ROI to
3D world space, weighting the contribution of each drone according to tracker response
and re-projecting back to the 2D image plane of each drone. This fusion influences the
tracking process of a drone, whenever the peak value of the response map is below a cer-
tain threshold. Evaluation on synthetic datasets has indicated large gains in cases where
a subset of the UAVs have an occluded view of the target.

Moreover, AUTH extended its previous work on visual information analysis for drone
and camera control. An advanced 3D modeling method that can simulate the effect of con-
tinuous control commands allowed developing novel fine-grained continuous control meth-
ods for frontal view shooting using deep reinforcement learning. Instead of Q-learning,
a policy gradient method was employed allowing for directly performing continuous con-
trol without the need of discretizing the action space. In addition, it was experimentally
demonstrated that the developed method can improve the control accuracy over control
methods that perform discrete control, even when environments that only support discrete
control are used. Out of this work, a journal paper has been submitted for publication
and is currently under minor revisions.

During M25-30, IST developed a method in the context of intelligent AV shooting for
1) identifying keyposes and viewpoints; 2) partitioning videos into short clips of specific
scenes; and 3) searching for specific poses in new videos of the same context. The de-
veloped framework can help directors supervise broadcasts and post-editing staff in the
production of summaries and highlights. Out of this work, a joint conference paper (in
collaboration with RAI) was accepted for publication.

During the same period, USE developed a method for robust drone navigation in a
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fully autonomous way in GNSS-denied, complex, dynamic, obstacle-dense, unstructured
environments. It is a Monte Carlo technique relying on a previous map, unlike the SLAM-
based method described in D4.1 and D4.2. It assumes that a 3D geometrical map of the
A/V shooting site is available, e.g., the 3D geometrical map was built in previous flights
by the method described in Task 4.1. Since the MonteCarlo technique has previous
knowledge of the map, it can largely increase the accuracy in the 6DOF estimation.

Moreover, during the same reporting period, USE researched 3D target tracking using
the measurements of the GNSS receiver mounted on the target and an Extended Infor-
mation Filter (EIF). GNSS measurements are usually perturbed by significant noise and
signal losses, which prevent their standalone use for quality filming applications. Also,
the GPS measurement rate is rather low and, higher rate target tracking estimates are
required for planning smooth drone trajectories that are required for filming. The devel-
oped method executes on each drone. It receives the GPS measurements of the target
and produces estimates of the target tracking state, which includes the target 3D location
and velocities.

Also, during the same period USE developed a technique for robust multi-target track-
ing between a set of drones, fusing measurements from RTK-GPS receivers on-board the
targets together with visual 2D target tracking measurements obtained from cameras
on-board each drone. It is based on a distributed EIF that integrates the RTK-GPS mea-
surements together with the visual-based target 2D estimates obtained by the 2D tracking
methods running onboard each drone.

Finally, USE researched autonomous reaction of UAVs to unexpected events and con-
sequent re-planning in real-time (so as to improve the target tracking estimation), while
minimizing the change over the director’s initial cinematic plan. With this method, the
drones follow as closely as possible the director’s plan, while performing actions that
slightly modify that plan so as to improve target tracking estimation. It is executed in
a distributed way, i.e., in each drone involved on the shooting. The method includes
modules such as Distributed EIF and Data Association, which enable using the 2D target
tracking measurements to estimate the target location and velocities, the Mission Exe-
cuter module that gives each drone the commands necessary to execute the director’s
plan, as well as a Trajectory Optimizer module provides commands to the drone in order
to optimize an utility function that considers the tracking information gain and the de-
viations w.r.t. the director’s plan. This module is responsible for providing the required
reactivity to improve the strict execution of the director’s plan. The action selected will
tend to improve the error (reduce uncertainty) in target tracking while keeping low the
difference between the director’s plan trajectory and the actual trajectory followed by
the drone. That action is selected among a set of possible and safe actions, previously
filtering out the actions that provoke the drone entering a non-flight zone or colliding with
an obstacle or with other drone of the fleet.

All the above-mentioned methods are detailed in Section 2 of the present Deliverable.

1.2 MULTIDRONE Visual Information Analysis (T4.3)

During M25-M30, AUTH work on object detection focused on a) small objects, b) rowing
boat, c) person in aerial views, and d) parkour athlete detection. Regarding a), when
shooting from a distance, objects on aerial images might appear very small. Of-the-shelf
detectors commonly involve a resizing step before cropping, which hinders the detection
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task of such objects. Therefore, AUTH proposed to crop the input images unresized,
i.e., keeping the original dimensions of the bounding boxes, and feed the cropped images
to the detector. In addition, weights were introduced to the localization loss, to further
improve the detection accuracy. Regarding b) and d), the focus was given on bench-
marking lightweight convolutional detectors on the TX2 module using various backbone
architectures, including annotation and engineering work, to obtain reliable detection so-
lutions for the MULTIDRONE experimental media production scenarios. Regarding, c)
person detection from UAV footage was also investigated for on-board execution, aiding
in enhanced UAV flight safety. AUTH worked on a method that exploits interest-point
detectors, in order to represent a candidate ROI with a vector based on the statistical
information of its points. Out of this work, one conference paper has been authored and
submitted.

In addition, AUTH worked on a framework for object recognition and pose estima-
tion from color images using convolutional neural networks (CNNs). Within the MUL-
TIDRONE scope, estimating the target pose complements the target position for enabling
purely visual intelligent cinematography applications. State-of-the-art pose estimation
methods rely on both color and depth (RGB-D) images to learn low-dimensional view-
point descriptors for object pose retrieval, by performing Nearest Neighbour search on a
closed set of recognizable objects. However, in UAV cinematography applications, such
methods could be considered obsolete, since depth sensors not only increase the weight
of the platform, but they do not perform sufficiently well on long distances, as it is the
case for UAV captured images. In addition, they are limited by the fact that they operate
only on a closed set of objects. To this end, AUTH developed a novel quaternion-based
multi-objective loss function, which combines manifold learning and regression to learn
3D pose descriptors and direct 3D object pose estimation, using only color (RGB) im-
ages. The 3D object pose can then be obtained either by using the learned descriptors
in a Nearest Neighbor (NN) search, or by direct neural network regression. In addition,
the learned 3D pose descriptors are almost object-independent and, thus, generalizable to
unseen objects. Finally, the 3D object pose can be regressed directly from the network,
by overriding the NN search, thus, significantly reducing the object pose inference time.
Out of this work, a journal paper has been submitted which is currently under revisions.

During the same period, AUTH also worked on UAV privacy protection. The work
was focused on devising methods for achieving face de-identification against deep neu-
ral networks, while maintaining image usability for human viewers. To this end, two
methods were developed for generating image perturbations exploiting adversarial attack
methodologies. More specifically, a novel adversarial attack method based on Fast Gra-
dient Sign method, produces minor image perturbations on the image spatial domain,
such that the adversarial examples resemble the original faces. However, it is a common
issue that the actual identity of adversarial images produced by such methods can still be
retrieved by the classifier in its second ranking position. To this end, a novel framework
that inherently supports the K-Anonymity constraints within its optimization process was
developed. That is, it produces adversarial examples that are not only misclassified by a
deep neural network classifier, but they cannot be retrieved in a specific classifier ranking
position, as well. Since the proposed adversarial attack may be used for malicious pur-
poses, e.g., by-passing copyright protection methods, an adversarial defence mechanism
to counter them has also been developed. Out of this work, a paper was submitted to a
journal, and a conference paper was accepted for publication.
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Moreover, AUTH performed research on semantic image segmentation for enhanc-
ing UAV flight safety procedures via computer vision. Facilitating vision-based potential
landing site detection from UAV camera feed was evaluated, with the intent to aid T3.3
regarding safe emergency landing (e.g., an unexpected low-battery situation). A state-
of-the-art semantic segmentation neural network with a convolutional encoder-decoder
architecture was adapted and evaluated in the MULTIDRONE scenario, using a rich
dataset with 150 distinct object classes from both indoors and outdoors environments,
including all important classes found in the MULTIDRONE media production scenar-
ios. Results indicate that such a neural network can be reliably executed in the Ground
Station in case of emergency. A similar methodology also based on convolutional neural
networks for semantic image segmentation was investigated by AUTH, in an attempt to
determine whether fine-grained (per pixel) segmentation has the potential to improve hu-
man crowd detection over the more coarse-grained classification-derived heatmap-based
method presented in D4.1. Results indicate fast and relatively reliable performance for a
binary (person/non-person) semantic segmentation problem.

In a similar context, i.e. that of visual analysis for enhancing UAV flight safety, a novel
method for multi-view fusion of the crowd heatmap projections (which is described in D4.2
as a single-drone process), jointly considering the 2D-to-3D projections derived from mul-
tiple drones, was developed during M25-M30. The method is based on a Bayesian scheme
that also models forgetting about old crowd projections (considered outdated/obsolete).

Finally, additional synthetic data were generated by AUTH, based on the tools and
assets that were described D4.2. The aim was again to use these data for training/testing
machine learning algorithms as well as to create publicly available datasets. More specif-
ically, an annotated dataset (AUTH PERSONS) for aerial person detection consisting of
approximately 79000 synthetic and natural annotated images, whose creation has started
in the previous period, was finalized and will become publicly available soon. Also an
annotated synthetic dataset was constructed so as to be used in training and testing of
cyclist tracking (and detection) algorithms on multiple aerial videos. This dataset will be
also released to the scientific community. A smaller dataset for crowd detection was also
created.

All the above mentioned methods are described in detail in Section 3 of this deliverable.

1.3 Connection to Project Objectives

The work performed during this period within WP4 and briefly described in the previous
sections was aligned with the project objectives and advanced its status towards achieving
them. More specifically, the following objectives have been tackled:

OB1 Fast multiple drone semantic world modeling during pre-production. Approximate
approaches will be investigated, adapting the required level of detail to the task at
hand and to multiple drone safety needs and legal issues, e.g.: a) identification
of shooting flight paths/formations, b) determination of no flight-zones, c) emer-
gency flight paths and landing sites, d) establishing flight/shooting constraints, due
to privacy or other legal/regulatory reasons. To this end, distributed/incremental 3D
world modeling approaches will be investigated, by getting visual and other sensor in-
put from multiple drones. Cooperative planning of the drone team sensors are needed
to this end, by incorporating a priori world knowledge and advanced architectures
for sensor input fusion.

MULTIDRONE no. 731667



D4.3: Algorithms and tools for multidrone mapping, tracking, intelligent AV shooting and
multiview visual information analysis 11/197

Work on Multi-view crowd heatmap fusion is aligned with this objective.

OB2 Fast innovative multiple drone vision- and GPS-/RFID-based target (e.g., boat, cy-
cler, football player) tracking and shooting techniques will be developed to track fast
moving 3D targets, while maintaining multiple drone formation and following cin-
ematographic shooting rules set by the production director/crew. To this end, ad-
vanced computer vision and machine learning techniques will be used to provide
novel means to track (and recognize/tag, if needed) people (e.g., football players),
crowds (e.g., viewers), or objects (e.g., boats, other drones). Social/swarm recog-
nition methods (by exchanging training information or decisions with other robotic
units, i.e., drones, or human operators or possibly getting information/tags remotely
via web interfaces) will be researched to achieve the required perception and cognition
objectives.

Work performed on T4.2, including a) 2D target tracking (faces, humans, boats,
bicycles, etc.), b) 6D drone localization and c) 3D target tracking, is aligned with
this objective. In addition, T4.3 work on d) Object/target detection is also aligned
with this objective, enabling/collaborating with the 2D tracking approaches.

OB3 Multiple drone AV shooting intelligence. Novel path/formation/camera control tech-
niques will be developed to ensure the ability of the drone team to follow prescribed
cinematographic shooting rules (e.g., frontal close-up shot of a cyclist struggling on a
steep uphill route) and provide artistically meaningful and quality takes with limited
production team intervention.

Research efforts during this period on: a) target pose estimation, b) visual informa-
tion analysis for camera control, c) 2D visual Target Tracking using multiple drones
are related with OB3.

OB4 Improved multiple drone human-centered visual information analysis both for indi-
vidual persons (i.e., multiple drone face detection/localization/tracking, human pose
detection) and for crowds (e.g., crowd detection, crowd motion pattern analysis).
Person-specific information will be used for better multiple drone AV shooting (e.g.,
effortless capturing of frontal videos of a specific football player or cyclist). Visual
crowd analysis will be used for enhanced multiple drone safety (crowd avoidance, es-
timation of emergency landing locations) and for detecting unexpected events (e.g.,
audience/crowd reaction to goals/accidents).

WP4 work on a) crowd detection, b) pose estimation and c) UAV data privacy
protection and d) Visual Information analysis for drone and camera control is in
accordance with this project objective.
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2 MULTIDRONE Localization and Tracking for In-

telligent AV Shooting Techniques

2.1 2D Visual Target Tracking

2.1.1 Dense Convolutional Feature Histogram Tracking

Despite recent breakthroughs in the field, Visual Object Tracking remains an open and
challenging task in Computer Vision. Modern applications (such as the ones tackled
within the project) require trackers to not only be accurate but also very fast, even on
embedded systems. In M12-24, a fully learnable Bag-of-Features module was employed
into the feature extracting process of a CNN to extract histograms from both the target
area and a wider search area. Using these histograms, which encode convolutional feature
map information into compact representations, the target can be located by matching
the target and area histograms in a fully convolutional fashion. An extension of this
previous work on convolutional feature histogram-based tracking has been researched in
M25-30, to further improve tracking accuracy while maintaining low execution times.
More specifically, to deal with the internal covariate shift that occurs when extracting
histograms from convolutional features as well as to incorporate information from the
multiple levels of the neural hierarchy, we propose and use a novel densely connected
architecture where histograms from multiple layers are concatenated to produce the final
representation.

Out of this work, which is described below in more detail, a technical report, which
can be found in Appendix 5.1 of this Deliverable, was submitted as journal paper:

[NTP19b] P. Nousi, A. Tefas, I. Pitas, “Dense Convolutional Feature Histograms
for Robust Visual Object Tracking”, technical report, submitted.

Let F ∈ RH×W×C be the feature vector representation of the target, where H, W
are the representation’s spatial dimensions and C are its channels (e.g., target size in
pixels and color channels). To extract histograms from such feature vectors, a set of M
codewords B ∈ RM×C needs to be extracted. In typical Bag-of-Features models, these may
be created by clustering the data samples into C clusters and using the cluster centers
as codewords. Then, each feature vector fij ∈ RC in F, with i, j indexing its spatial
dimensions, is compared against each of the codewords bm ∈ RC ,m = 1, . . . ,M from
B, to produce H ×W membership vectors G ∈ RH×W×M , using a normalized similarity
metric, involving Euclidean distances:

gijm =
e−‖fij−bm‖

2
2

∑M
n=1 e

−‖fij−bn‖22
(1)

where gijm is the membership of the {i, j}-th feature vector to the m-th codeword and
the ‖·‖2 notation denotes the l2 norm.

Instead of using costly Euclidean distances, in this case the memberships are computed
as the absolute value of the inner product between each feature vector and each codeword,
and normalized by the sum of all memberships by spatial location:

gijm =
|bTm · fij|∑N
n=1|bTn · fij|

(2)
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where the absolute value |·| is used to enforce similarity metric properties.
Following the computation of all memberships, the histogram representation can be

extracted by aggregating the membership vectors spatially. Formally, a single histogram
q ∈ RM may be extracted as follows:

q =
1

H ·W
H∑

i=1

W∑

j=1

gij (3)

Given a target region T , a target model Q ∈ RHq×Wq×M can be computed using
the process described above. Its spatial dimensions depend on the original size of the
target region in pixels, as well as on the downsampling rate of the CNN. Via the same
process, a candidate model P ∈ RHp×Wp×M can be extracted from a search region S. The
search region should be larger than the target region to allow for the comparison of the
corresponding histograms in a convolutional manner. Then, each histogram corresponding
to the search region can be compared against the corresponding histogram from the target
using any relevant method, such as the Bhattacharyya coefficient for two histograms p,q:

s =
M∑

m=1

√
pmqm (4)

such that a map S ∈ [0, 1]U×V of similarities is produced for all possible locations of the
target, where U, V depend on the sizes of the compared histogram volumes.

Let {Qd ∈ RHq×Wq×Md}Dd=1 represent the histograms extracted at multiple levels d =
1, . . . , D of a neural network. The final representation is obtained as:

Q = Q1 ⊕ . . .⊕QD (5)

where the ⊕ denotes the concatenation operation along the channel dimension. Note the
histogram representations are only used at the end of the layer hierarchy and they are
not the input of any convolutional layer. This allows the natural flow of gradients that
a standard convolutional network would have to still subsist, allowing the network to
be trained more effectively. We furthermore introduce a learnable, per-codeword weight
vector W ∈ RM1+···+Md , which is applied on the final representation in an element wise
multiplication, to weigh the importance of each codeword, and thus each histogram rep-
resentation:

Qw = W �Q (6)

where � symbolizes element-wise multiplication. By optimizing these weights during
training, the network learns to attend to the various levels of histograms as needed.

We also evaluate the performance of the proposed Dense Convolutional Feature His-
togram Tracker (DCHT) on the UAV123 and UAV20L datasets [MSG16]. UAV123 con-
sists of 123 video sequences with various targets, all shot from an aerial viewpoint, making
the dataset more challenging than the OTB benchmarks. UAV20L consists of 20 videos,
which are concatenated versions of some sequences from the UAV123 dataset, designed
for long-term tracking. Appearance variations are more extreme in long-term tracking
scenarios. Our hypothesis is that histograms are more robust to changes and will thus
prove to be a good solution to such challenges.

The results for the UAV123 dataset are summarized in Figure 1 and for UAV20L in
Figure 2. For UAV123, we include a comparison with recently published, non real-time
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Figure 1: (a) Precision curves at various thresholds for the UAV123 dataset. (b) Success
curves at various overlap thresholds for the UAV123 dataset.
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Figure 2: (a) Precision curves at various thresholds for the UAV20L dataset. (b) Success
curves at various overlap thresholds for the UAV20L dataset.

trackers such as MDNet [Nam16], ADNet [YCYYYC17], CREST [SMGZLY17], BACF
[KGFL17], in addition to the real-time SiamRPN [LYWZH18], SiamFC, CFNet, KCF
and Struck [SH11]. For UAV20L, we also include PTAV [FL17], which is designed to be
more robust to the challenges accompanying long-term tracking sequences.

In both datasets, DCHT has a clear advantage over its competitors, while remaining
very fast, running at about 120fps. In the long-term scenario especially, without any long-
term strategies such as searching in a larger window or online learning, DCHT achieves
a very high precision and success score, surpassing even the SiamRPN tracker as well as
all of the non real-time contenders.
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2.1.2 Classification-based Re-detection for Robust Long-term Visual Object
Tracking

Based on previous work done by AUTH on classification-based re-detection for visual
object tracking, further investigation was conducted and new long-term tracking systems
were developed. More specifically, a modern CNN-based tracker, namely SiamRPN [LY-
WZH18] was deployed alongside a YOLOv3 [RF18] detector, as well as a lightweight
SiamFC tracker [BVHVT16] with a fast SSD detector [LAESRFB16]. We evaluated the
above configurations on the UAV123, UAV20L [MSG16] and TLP [MG18] datasets. The
results are summarized in Figure 3 for all three datasets. All three variants greatly surpass
previously proposed trackers by a significant percentage in terms of precision and success.

For the SiamRPN tracker, we also evaluate its performance on the very challenging
OxUvA benchmark [VBHTVSTG18]. We report the results of our experiments on this
dataset in Figure 4 for the open dev challenge, in terms of (a) True Positive Rate (TPR)
for tracks with “absent” labels vs TPR for tracks without “absent” labels (best scores
on top right) and (b) TPR versus video length in minutes, where CR+SiamRPN has the
highest advantage over competing methods, including the baseline SiamRPN. In fact, the
performance of CR+SiamRPN in terms of TPR remains almost constant with time, even
with such long video sequences, whereas for all other trackers, their performance quickly
declines.

Using the lightweight version of the proposed tracker, a technical report, which can
be found in Appendix 5.3 of this Deliverable, was submitted as conference paper:

[NMKTP19] P. Nousi, I. Mademlis, I. Karakostas, A. Tefas, I. Pitas, ”Embedded
UAV Real-time Visual Object Detection and Tracking”, 2019 IEEE International
Conference on Real-time Robotics and Computing, Irkutsk, Russia, accepted.

2.1.3 2D Visual Target Tracking Using Multiple Drones

During M25-M30 AUTH developed a multicamera based tracking method that can be
employed to shooting missions that use multiple camera-equipped UAVs. The proposed
approach relies on fusing the results of 2D visual tracking using correlation filters and
subsequent 3D target localization (performed by back-projecting the central ROI position)
of each individual UAV tracking module. In this way, target occlusions due to obstacles,
tracking drifts due to similarities in the appearance of the object in the frame or other
tracking challenges may be handled, since there is almost always at least one drone with
an unoccluded view of the target.

Assuming that during the multiview shooting session k drones are employed, each
one independently performs 2D visual target tracking, producing ROIs for each obtained
frame. The proposed multiview tracking algorithm exploits both these ROIs and camera
parameters per drone, in order to enhance the tracking performance of each UAV. This
fusion influences the tracking process of a drone, whenever the peak value of the response
map is below a certain threshold, max(Rk) < tth.

In order to perform 2D target tracking using multiple UAVs we first define an or-
thonormal, right-handed World-Coordinate-System (WCS) and a current, orthonormal,
right-handed UAV/camera-centered coordinate system (UCS) for each UAV/camera. By
exploiting the extrinsic parameters of each camera, their respective homogeneous trans-

MULTIDRONE no. 731667



D4.3: Algorithms and tools for multidrone mapping, tracking, intelligent AV shooting and
multiview visual information analysis 16/197

0 10 20 30 40 50

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

Precision plots of OPE

CR+SiamRPN-cs [0.829]

CR+SiamRPN [0.816]

SiamRPN [0.768]

MDNet [0.758]

CR+KCF-cs [0.742]

SiamFC [0.729]

CR+SiamFClight [0.720]

CR+KCF [0.714]

ADNet [0.686]

CREST [0.680]

0.0 0.2 0.4 0.6 0.8 1.0
0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

Success plots of OPE

CR+SiamRPN-cs [0.616]

CR+SiamRPN [0.606]

SiamRPN [0.557]

CR+KCF-cs [0.535]

MDNet [0.531]

CR+KCF [0.500]

SiamFC [0.499]

CR+SiamFClight [0.490]

CREST [0.484]

ADNet [0.469]

(a) UAV123 results, for class specific (-cs) and class agnostic scenarios.
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Figure 3: Success (right) and precision plots (left) for OPE (one pass evaluation) on the
a) UAV123, b) UAV20L and c) TLP benchmarks. Real-time trackers are shown in bold.
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Figure 4: CR+SiamRPN results on OxUvA dev benchmark. (a) IoU in tracks with and
without “absent” label. (b) True positive rate after interval.

formation matrix Tk is obtained:

Tk =


 R3x3 u1x3

03x1 1


 (7)

In the above equation, 0 denotes a zero matrix, R is the rotation matrix and u is the
translation vector of each drone/camera. Eq. (7) is used in order to transform between
the two coordinate systems.

As a next step of the multicamera tracking algorithm, we get the central ROI position
tk and translate its pixel coordinates to on-frame continuous coordinates (UCS) and then
transform them to WCS using the Tk matrix of each camera/UAV. In a similar way,
we compute the center of projection (COP) point of each camera, f . By concatenating
the central ROI positions and the COP of each camera we construct two matrices, M
containing all the central ROI positions transformed to WCS and N with the COP points
of each camera in WCS, with dimensions of k × 3:

M =
[
t1 t2 ... tk

]T
, (8)

N =
[
f1 f2 ... fk

]T
. (9)

The main idea of the proposed multi-view method is to search for the WCS position
of the target.

The lines of the vectors created by the combination of the described points, can be used
to find the WCS location of the target. To do so, we search for the intersection point of
the lines in a least-square sense. To do so, we construct matrix B:

B =
N−M√
a ∗ 11x3

. (10)

where the (∗) denotes per element division and each element of the k-dimension vector a
is given by:

ai =
3∑

j=1

(Nij −Mij)
2. (11)

MULTIDRONE no. 731667



D4.3: Algorithms and tools for multidrone mapping, tracking, intelligent AV shooting and
multiview visual information analysis 18/197

a) Video frame from UAV 0. b) Video frame from UAV 1. c) Video frame from UAV 2.

Figure 5: Example video frames from the dataset generated in the AirSim simulation
environment, as captured from three UAVs performing a 3-UAV Orbit CMT.

Then, using Eq. 10, we define the 3× 3 matrix S and the c 1× 3 vector as:

S = B′ ∗B− k ∗ I3x3, (12)

c =
k∑

j=1

C1 + C2 + C3 (13)

where:

C1 = M� (B�B− 1),

C2 = M� (B� (B ∗A1)) ∗A2,

C3 = M� (B� (B ∗A2)) ∗A1.

Here, � denotes the Hadamard product and the row permutation matrices, A1 and A2

switch the rows as [r3, r1, r2]T and [r2, r3, r1]T respectively. Finally, the intersection point
is given by:

pm = [c/S]T (14)

The intersection point pm is then projected to each camera, by exploiting the camera
projection equations [TV98]:

xkd = ox −
f − x
sx

rTk1(pm − xk)

rTk3(pm − xk)
, (15)

ykd = oy −
fy
sy

rTk2(pm − xk)

rTk3(pm − xk)
, (16)

where fx anf fy represent the camera focal length across the horizontal and vertical
dimension, xkd, ykd are the target center pixel coordinates at each camera sensor, ox,
oy define the image center in pixel coordinates and sx, sy denote the pixel size (in mm)
along the horizontal and vertical directions. rk1, rk2 and rk3 refer, respectively, to the
first, second and third row of the rotation matrix R of each drone, while x is the WCS
drone position. After the projection, each drone continues the visual 2D tracking tracking
task having a corrected central ROI position.

In order to evaluate the presented multicamera tracking method, a realistic simulated
video dataset was generated. To this end, AirSim [SDLK17] was employed, i.e., an open
source, highly realistic UAV simulation environment, based on the Unreal 4 real-time 3D
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a) Video frame from UAV 0,
following the desired target
with an LTS CMT.

b) Video frame from UAV 1,
following the desired target
with an LTS CMT.

c) Video frame from UAV 2,
following the desired target
with a VTS CMT.

Figure 6: Example frames from the generated dataset in the simulation environment in
AirSim as captured from three UAVs performing a 3-UAV TRACK CMT. The desired
target is occluded, although the proposed method manages to keep tracking the target
once it reappears, by employing 2D visual information analysis results from the footage of
the other 2 UAVs and camera parameters of all three drones. Red bounding boxes indicate
the ground-truth position of the target, while the green ones show visual tracking outputs.

a) Frame from UAV 0 follow-
ing the desired target with
an LTS CMT.

b) Frame from UAV 1 follow-
ing the desired target with
an LTS CMT.

c) Frame from UAV 2 follow-
ing the desired target with
an VTS CMT.

Figure 7: Example video frames from the generated dataset in the AirSim simulation
environment, as captured from three UAVs performing a 3-UAV TRACK CMT without
the proposed multiview fusion approach. The desired target is occluded in UAV 1 and
the tracking algorithm fails. Red bounding boxes indicate the ground-truth position of
the target, while the green ones show visual tracking outputs.
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graphics engine. A bicycle race scenario with multiple cyclists was implemented in this
simulation environment. Each sequence may include up to 10 cyclists, differing only in
the color of their jerseys.

The sequences were generated by simulating 3 camera equipped UAVs (i.e., k = 3)
flying simultaneously under specific UAV/camera motion types (CMTs) and framing shot
types (FSTs). More specifically, the UAVs fly in a 3-UAV Orbit setup, a 2-UAV Chase
plus 1-UAV VTS and a 3-UAV Track setups, as described in Section 2.4 of D3.1. The first
case refers to a CMT involving three UAVs, each one performing an ORBIT targeting
the selected moving target and having a specific phase difference between each other. In
the second case, there are two UAVs that perform a CHASE, following the desired target.
The first UAV leads the target while the second one follows the target from behind. In
this CMT, another UAV also exists that follows the target from above while performing
a VTS CMT. Finally, in the 3-UAV Track, 3 UAVs are involved, two of them performing
an LTS CMT capturing the target from opposing sides, while the third one follows the
desired target from above performing a VTS CMT. The evaluation dataset contains more
than 90000 video frames, at a resolution of 640 × 360 pixels and a framerate of 25 FPS,
while each video is more than 6.5 minutes long. Example footage of the generated dataset
is depicted in Figure 5.

During evaluation, the multi-camera tracking algorithm threshold was set equal to
tth = 0.3. Camera sensor parameters were set as: ox = 320 pixels, oy = 180 pixels and
sx = sy = 24.892mm. The focal length was set at f = 12 mm or f = 30 mm, according
to the desired FST.

The proposed multi-view tracking method calculates an intersection point, at which
the target is estimated to lie in WCS. In Table 1, the mean error (in meters) of the
estimated target position vs the ground-truth one is presented. In the first row, the
method receives as input the ground-truth GPS positions of each UAV, and in the second
one, some noise is added to these positions so as to simulate the usage of an RTK-GPS
sensor.

Table 1: Mean error (in meters) of the target localization using the multi-view method.

x y z

mean error 0.182 0.221 1.011
mean error (RTK) 0.229 0.243 1.02

The performance of the proposed method was evaluated and compared to the perfor-
mance of a baseline 2D visual tracking algorithm. KCF [HCMB15] was used as a baseline
tracker, due to its minimal computational requirements that make it suitable for embed-
ded applications. Moreover, there is no requirement for a GPU, thus the proposed system
could be either executed entirely on an Intel NUC, or use the GPU of an Nvidia Jetson
for other tasks, such as target detection. It should be noted though, that any 2D visual
target tracking algorithm can be used with the proposed multi-view method.

Table 2 depicts the performance of the baseline tracker (no multi-view fusion) vs
the performance when tracking is enhanced with the proposed multi-view method. The
third column of the table contains the precision results when the GPS positions of the
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cameras/UAV are distorted in such a way, so as to simulate the use of an RTK-GPS. By
examining the results, the multi-view method is able to perform significantly better than
the baseline one, almost +60% in terms of precision even when distorted GPS positions
are employed. This performance boost is mainly due to the fact that the baseline method
has no mechanism to overcome heavy occlusions, or handle tracking drifts. As depicted
in Figure 7, the heavy occlusion in the footage of the second camera would have caused
the ROIs produced by the 2D tracking algorithm to drift away from the ground-truth
target position, resulting in tracking failure. Instead, as shown in Figure 6, when multi-
view fusion is employed the produced ROIs are almost identical to the ground-truth
ones, while the tracker manages to successfully continue target tracking once the target
reappears on-frame.

Table 2: Mean precision results for the described CMTs.

Tracking Method
Baseline Proposed Proposed (RTK)

UAV 0 precision 0.102 0.711 0.695
UAV 1 precision 0.070 0.752 0.698
UAV 2 precision 0.130 0.714 0.676

A multiview 2D visual tracking Future work may include combining the proposed
algorithm with existing, advanced deep neural visual trackers, or re-implementing it in
the form of a deep neural network that learns to perform multiview target tracking via
end-to-end training.

2.2 Visual information analysis for drone and camera control

Drones can be used to aid various aerial cinematography tasks. However, using drones
for aerial cinematography requires the coordination of several people increasing the cost
and reducing the shooting flexibility, while also increasing the cognitive load of the drone
operators. Following up on previous work made by AUTH on deep reinforcement learning
for drone and camera control [PT18a], a novel deep reinforcement learning (RL) method
was proposed for continuous fine-grained drone control, that allows for acquiring high-
quality frontal view person shots. To this end, a head pose image dataset is combined with
3D models and face alignment/warping techniques to develop an RL environment that
realistically simulates the effects of the drone control commands. An appropriate reward-
shaping approach is also proposed to improve the stability of the employed continuous
RL method. Apart from performing continuous control, it was demonstrated that the
proposed method can be also effectively combined with simulation environments that
support only discrete control commands, improving the control accuracy, even in this
case. The effectiveness of the proposed technique is experimentally demonstrated using
several quantitative and qualitative experiments. The results of this study were written
in a journal paper. The full text can be found in Appendix 5.2:

[PT19b] N. Passalis, A. Tefas, ”Continuous Drone Control using Deep Reinforce-
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ment Learning for Frontal View Person Shooting”, Neural Computing and Applica-
tions, accepted for publication.

2.3 Pose Estimation for Video Mining

With the drastic increase of video data captured, stored, and shared over the last decades,
efficient video analysis techniques have become crucial assist in the inspection of this type
of data. Examples of applications include: surveillance, search, retrieval and understand-
ing. In particular, video summarization and retrieval are two tasks that can help directors
in supervising broadcasts by highlighting specific scenes, the post-editing staff in produc-
ing summaries and highlights of events, and for multimedia web search and retrieval.

Current state-of-the-art approaches rely on deep learning to extract relevant features
from the video to perform both video summarization and retrieval, using recurrent neu-
ral networks [RYW18; ZCSG16], reinforcement learning [ZQX18], adversarial networks
[MLT17] and convolutional neural networks [BL15; RSCM16]. However, in an unsuper-
vised setting where no information about the expected summarization or which videos or
scenes are similar, these methods could benefit from additional (high-level) information
about the type of video that is being analyzed.

In the context of the MULTIDRONE project, most of the captured footage is related to
sports events, such as cycling and rowing races. This means that all the videos are mostly
human-centered, i.e., they depict humans performing a specific sports activity. We take
advantage of this characteristic to propose a new approach to unsupervised video analysis
based on human pose features, instead of conventional image features. Thus, instead
of analyzing the videos directly, the proposed approach aims to analyze a collection of
skeleton representations.

A conference paper describing this work was accepted for presentation at the 7th
International Conference on Content-Based Multimedia Indexing (CBMI 2019), Dublin,
Ireland and can be found in Appendix 5.4.

[CSC19] C. Santiago, D.M. Alves, B.Q. Ferreira, J. Carvalho, A. Messina and J.P.
Costeira, “Video Analysis Based On Human Pose For Unsupervised Summarization
And Retrieval”, International Conference on Content-Based Multimedia Indexing
(CBMI 2019), accepted.

2.3.1 Pose Estimation

As previously mentioned, pose estimation is, in itself, a complex computer vision prob-
lem that has been extensively addressed in the literature in recent years [BKLGRB16;
CSWS16; GNK18; PKMAL18]. We propose to pre-process the videos using the Open-
Pose algorithm [CSWS16], which provides a 2D representation of the skeleton, based on
keypoints, of all humans depicted in each frame (see example in Fig. 8).

We assume that a video is a collection of scenes in which the cyclists are viewed
from a specific perspective, thus taking on a particular pose with respect to the cam-
era. However, broadcasts of this (and other) type of events are frequently an intertwined
composition of the sports activity (e.g., following a group of cyclists) and other types of
scenes, such as overviews (e.g., helicopter views of the scenery), spectators and close-ups
on specific actions. Since the OpenPose algorithm is only able to provide the skeleton
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Figure 8: Output of the OpenPose algorithm in an image from a cycling race.

within a reasonable range of scales, we know beforehand that it will not provide trustwor-
thy detections in all scenes, e.g., in overviews (too far away) and close-ups (too zoomed
in). We use this information to automatically distinguish between sports activity scenes
and other types of scenes.

2.3.2 Missing Detections

The OpenPose algorithm relies on a keypoint detector. Depending on the cyclists poses,
some of these keypoints may not be available, either due to obstructions or simple due
to missing detections. In these cases, the straightforward comparison between poses
becomes impossible. To deal with this issue, we adopt a recent strategy that performs
data completion under the premise that any pose can be obtained as a combination of
other known poses. More specifically, we apply a Sparse Subspace Clustering (SSC)
algorithm, described in [CMC19], to perform the completion of the poses.

Let X0 = [x1, x2, . . . , xM ] ∈ R2N×M be the concatenation of all the skeletons in a
video, where missing entries are replaced by zeros, and let Ω be the position of the known
entries inX0. The SSC finds the complete matrix, X, by solving the following optimization
problem

{X,C,E} = arg min
X,C,E

= ‖C‖1 + λ‖E‖2

subject to X = XC + E

PΩ(X) = PΩ(X0)

diag(C) = 0

(17)

where C is the matrix of representation coefficients, E is the matrix of representation
errors, and PΩ(·) indicates the Ω entries of a matrix. This problem is solved using alter-
nating direction method of multipliers [BPCPE+11].

2.3.3 Experiments and Performance Evaluation

To evaluate the potential of the proposed approach, we used videos from RAI’s Giro
D’Italia 2017 dataset. The method was tested in the tasks of performing video summa-
rization, which requires a preliminary clustering step, and retrieval.

Pose Clustering With the completed skeletons, the collection of poses from a training
video is separated into a set of K keyposes using the K-means algorithm. The number of
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Figure 9: Visualization with t-SNE of the keyposes of a cycling race.

Figure 10: Video summarization based on the detected poses. The colors correspond to
the clusters in Fig. 9. White correspond to frames with no detections.

key poses is unknown a priori, but an expected number of keyposes is roughly known for
each type of sports event, with additional keyposes being required to account for outliers,
such as spectators and other bystanders. Fig. 9 shows an example of keyposes a cycling
race provides, viewed using the t-SNE dimensionality reduction algorithm.

Video Summarization Once the videos have been converted to the skeletons repre-
sentation, and the key poses have been identified, it is possible to classify each frame of
the video into one of the possible keypoints or as an outlier (when no humans are detected
by the OpenPose). This classification allows a quick analysis of the video content as well
as the main scenes, which can be used to build a keyframe summary. An example of the
output is shown in Fig. 10.

Retrieval The proposed representation of video also provides a simple way of comparing
frames in videos, which can be used to perform retrieval of frames from specific viewpoints.
This is exemplified in Fig. 11.

These results prove that the proposed strategy for unsupervised video analysis is able
to perform both video summarization and retrieval, which can be useful for an efficient
analysis of video content and for retrieval of highlights and specific scenes.
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Figure 11: Examples of 3 frames from a test video similar to the keyposes 1, 2 and 3.

2.4 6DoF Drone Localization

The developed method should enable robust drone navigation in a fully autonomous way
in GNSS-denied, complex, dynamic, obstacle-dense, unstructured environments.

Two methods were researched. The first one is a localization method based on SLAM.
This method is based on the mapping method described in Deliverables D4.1 and D4.2:
the same LIDAR-based SLAM scheme is used both for 3D mapping and for obtaining
accurate 6 DoF drone pose estimates in real time, with respect to the map being built.
For brevity, this method is not presented in this Deliverable. Refer to D4.1 and D4.2 for
more details of this method.

The second method is a LIDAR-based drone MonteCarlo technique (MCL) for accurate
6DoF localization. The main difference w.r.t. the SLAM-based method is that the first
technique does not rely on a previous map. The MonteCarlo technique assumes that a
3D geometrical map of the AV shooting site is available, e.g., the 3D geometrical map
was built in previous flights by the method described in Task 4.1. Since the MonteCarlo
technique has previous knowledge of the map, it can largely increase the accuracy in the
6DOF estimation.

This MonteCarlo method relies on two stages, which are applied recursively. In the
Prediction Stage it computes the LIDAR-based odometry between consecutive LIDAR
scans and uses that odometry to predict the states of the particles. In the Update Stage,
the MCL updates the particles optimizing the consistency between the LIDAR scans
and the 3D geometrical map using a modification of the Iterative Closest Point (ICP)
algorithm. The matching between the LIDAR scans and the 3D geometrical map requires
very high computational burden. Hence the MonteCarlo localization method has been
carefully designed to enable real-time operation.

The scheme of the developed MonteCarlo method is shown in Figure 12. The method
fuses the measurements gathered by a 3D LIDAR, an IMU and a laser altimeter. The
developed localization scheme is composed of 3 building blocks that execute serially. First,
high-level features are extracted from the raw 3D LIDAR. Then, an odometry estimation
of the robot is obtained matching the features from consecutive 3D LIDAR measurements
using the ICP algorithm. This odometry is then statistically fused with the high-frequency
IMU measurements and used to predict the current position of all particles of the MCL.
Finally, the state and weight of each of the particles are recomputed using an MCL update
that is performed with an iterative refinement process described later.

MULTIDRONE no. 731667



D4.3: Algorithms and tools for multidrone mapping, tracking, intelligent AV shooting and
multiview visual information analysis 26/197

Figure 12: Summary of the designed localization scheme. All the boxes represent ROS
nodes running in parallel.

2.4.1 Measurements Pre-processing

This stage extracts 3D features from the LIDAR measurements and also metrics of their
quality for pose estimation. Fk is the resulting set of LIDAR features extracted at time
k. Two types of LIDAR features are extracted: edge points and planar points. LIDAR
feature quality is related to the smoothness of the local surface between the feature point
and its adjacent neighbours defined as:

sj =
1

Ne ‖Fk,j‖

∥∥∥∥∥∥

j+Ne/2∑

i=j−Ne/2
Fk,j − lpi

∥∥∥∥∥∥

2

(18)

where Fk,j is the LIDAR feature j at instant k, and lpi is each of its Ne neighbors. One
LIDAR edge feature Fk,j with higher sj is more informative than one with lower sj. This
is opposite for planar features. Hence, the quality of each feature Fk,j is q(Fk,j)=sj if the
feature is an edge, or q(Fk,j)=s

−1
j if it is planar.

2.4.2 The Prediction Stage

The objective is to obtain an estimate of the robot pose change between consecutive
times. The robot odometry between times k-1 and k is estimated using an ICP algorithm
that considers 3D-3D matchings between LIDAR features employing 3D distance criteria.
These matchings are computed efficiently using kD-trees. Each feature’s match quality
metric (distance to the match) is used for computing its weight in the ICP algorithm.
These weights are calculated as follows:

wj(Fk,j) = (md(Fk,j) · q(Fk,j))−1, (19)

where q(Fk,j) is the quality of feature Fk,j and md(Fk,j) is the Euclidean distance between
feature Fk,j and its matching pair in Fk−1. For both types of features, with the above
expression matches between distant pairs or involving low quality features are assigned
with low weight.

Finally, the 6-DoF motion of the robot in consecutive times is used in the prediction
of the robot state hypotheses as in standard MonteCarlo Filters. This stage can be
implemented with low burden. The LIDAR feature matching is performed efficiently
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due to the low amount of features involved. Besides, the burden of the ICP algorithm
can be reduced by considering only the most informative features. Also, the ICP can be
easily combined with the IMU. For instance, if some IMU measurements are very accurate
(typically roll and pitch), these values can be fixed in the ICP, reducing the dimension of
the optimization problem and thus lowering even more the computational burden of this
stage.

2.4.3 The Update Stage

The Update stage estimates the state and probability of each hypothesis by analyzing
the consistency of the measurements with the 3D geometrical map. A traditional particle
filter would require evaluating for each state hypothesis (hundreds) the consistency of 3D
LIDAR and camera features (thousands) with the 3D geometrical map features (hundreds
of thousands). The output of such evaluation is the level of suitability of each hypothe-
sis (particle): this uses a very high computational effort for a low-reward result. In our
method, instead of computing this particle suitability, we employ an approach in which
the hypotheses are iteratively refined to maximize the consistency between the measure-
ments and the 3D geometrical map. On the other hand, traditional ICP-based schemes
evaluate only one solution that can get stuck in local minima or even diverge due to multi-
modality in scenarios with symmetries. The adopted approach solves this by exploiting
the advantages of both ICP and particle filters by using ICP-like iterative refinement in
a multi-hypothesis framework. The method is accurate and can be implemented in real
time with moderate computational cost.

The set of hypotheses at time k is denoted as xk. Hypothesis i is x
[i]
k . The Update

stage implements an iterative refinement process with two main steps. In Step1, the
measurements from the radio-range beacons ({rk}) and from the altimeter (hk) are used
to evaluate the likelihood of each hypothesis. Then, a set of hypotheses χk is randomly
drawn from xk with probabilities proportional to their likelihoods. In Step2, each selected
hypothesis (x

[i]
k ∈ χk) is refined through optimizing the consistency between the features

in the 3D geometrical map and Fk|x[i]k –the current LIDAR feature set Fk expressed in

the reference frame of x
[i]
k –. The iterations finish if all the refinements are below a given

threshold TH, or if timing constraints are met. The likelihood of each hypothesis is re-
computed and returned together with xk. The resulting likelihoods are represented as
l.

Step1 reduces burden by randomly rejecting most hypotheses with low likelihood.
This step is optional and can be omitted if the altimeter or radio beacons are unavailable.
The likelihood of x

[i]
k is li=l

h
i l
R
i . The value of lhi reflects the consistency between hi,k,

the expected altimeter measurement for x
[i]
k , and hk, the actual altimeter measurement.

hi,k is calculated by tracing in the multi-sensor map a ray from the altimeter pose at the

hypothesis x
[i]
k . lhi is computed evaluating hi,k with a Gaussian likelihood function with

mean hk. The value of lRi reflects the consistency between the actual radio-range readings

{rk} and the expected measurements considering the pose of x
[i]
k . The likelihood function

used is also a Gaussian.
In Step2 each selected hypothesis (x

[i]
k ∈ χk) is refined to optimize the consistency

between Fk and the 3D geometrical map features FMap. First, for each hypothesis the
features in Fk|x[i]k are matched to FMap using the same matching criteria as in Section 2.4.2.

MULTIDRONE no. 731667



D4.3: Algorithms and tools for multidrone mapping, tracking, intelligent AV shooting and
multiview visual information analysis 28/197

The optimal transformation matrix that minimizes the distance between Fk|x[i]k and FMap

is computed in the same 3D-3D framework as in the Prediction Stage. The matching of
the LIDAR features involves high computational cost. Hence, only the features with the
highest quality are considered. Finally, each computed transformation is used to update
the corresponding hypothesis.

The developed method can be implemented in real-time with standard COTS hardware
on-board the robot. The Prediction stage is rather accurate. Thus, the Update stage often
converges after one or two iterations. Also, in many cases different hypotheses converge in
only one, decreasing the computational cost. We used 60 particles in our scheme, refining
30% of them in each iteration. The statistical mean of xk (rejecting outliers) is used as
the robot pose estimation.

2.4.4 Experiments

This method was implemented in the DARIUS aerial robot, see Fig. 13. DARIUS is an
hexarotor platform developed by the Robotics, Vision and Control group of the University
of Seville, which has a MTOW (Maximum Take Off Weight) of 22 kg and tip-to-tip blade
size of 1700 mm. Propulsion is composed by electrical brushless motors and carbon
fiber propellers and achieves a flight endurance of between 20 min, sufficient for the
designed experiments. DARIUS is equipped with a Velodyne HDL-32E, a ZED stereo
camera, an IMU, a laser altimeter and an UWB ToF radio-range sensor that receives
range measurements from UWB beacons deployed in the scenario. It is also equipped
with a centimeter-level accuracy RTK D-GPS that is used only as ground truth. For
processing and logging it has an on-board Intel NUC and a Nvidia Jetson TX2. All
sensors are synchronized at software level.

Figure 13: The aerial robot used in the experiments.

The localization method was developed under Ubuntu 16.04 and ROS Kinetic. The
NUC and Jetson TX2 boards are communicated through Ethernet. An efficient multi-
core implementation of the Update stage was performed to fulfill the timing requirements.
LIDAR features matching is done using the library nanoflann due to its significantly fast
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performance. One CPU core in both the NUC and TX2 boards was left for data logging
purposes. The resulting pose estimation of our localization method is sent to the Pixhawk
autopilot via a MAVROS interface. This pose is used for closed-loop navigation of the
aerial robot in the performed experiments.

We compared our method to two of the most widely extended and publicly available
localization techniques: LOAM, based on LIDAR and ORB-SLAM2, based on camera. We
used the latest available codes of LOAM and ORB-SLAM2. The LOAM code was modified
to properly use all 32 channels of our LIDAR. ORB-SLAM2 was used in stereo mode.
For better comparison, the optional sensors (IMU, altimeter, and UWB sensors) were not
integrated in our method. LOAM, ORB-SLAM2, and our method are all initialized with
the take-off pose of each flight. The measurements were logged and processed off-line with
the three methods. Camera images were logged at 60Hz, and LIDAR measurements, at
10Hz.

Figure 14 shows the 3D localization errors VS ground-truth in one experiment. The
errors were generally low for all methods in the X axis, but LOAM gave worse results
during the beginning of the flight due to the lack of rich geometrical features when flying at
low altitudes after take-off. LOAM and ORB-SLAM2 were not accurate during mid-flight,
since the robot was flying parallel to a pipe for performing inspection. The multi-modal
solutions due to symmetries in the scenario made them loose accuracy. For ORB-SLAM2
the Z estimation is best when the robot is near to the ground at the end of the flight
(since there are rich visual features on the floor), while LOAM gives better results for
higher altitudes. Our method provided low-variability errors along the full flight. The
results obtained in the rest of experiments offered similar conclusions.

Several experiments were performed in different scenarios. Figure 15 shows the esti-
mated localization errors when comparing the developed MCL scheme with other well-
known methods in a number of experiments.

2.5 GNSS-based 3D Target Tracking

The objective is to 3D track the target being filmed using the measurements of the GNSS
receiver mounted on the target. GNSS measurements are usually perturbed by significant
noise and signal losses, which prevent their standalone use for quality filming applications.
Also, the GPS measurement rate is rather low and, higher rate target tracking estimates
are required for planning smooth drone trajectories that are required for filming. The
developed method executes on each drone. It receives the GPS measurements of the
target and produces estimates of the target tracking state, which includes the target 3D
location and velocities.

Figure 16 shows a scheme of the developed technique. The measurements of the
GPS onboard the target are received by the Multidrone Ground Station and then, are
broadcasted to the drones involved in tracking that target.

The developed method implements a Extended Information Filter (EIF) that esti-
mates the target tracking state. We selected a simple state vector typical in target track-
ing, xt = [xt, yt, zt, vxt, vyt, vzt]

T , where (xt, yt, zt) is the 3D target location at time t and
(vxt, vyt, vzt) is its local velocities. Like all Recursive Bayesian Filters (RBFs), Informa-
tion Filters (IFs) require a prediction model and a measurement model, both assumed
under White Gaussian Noise parameterized by their covariances Rt and Qt, respectively.
For the prediction we used a simple linear model to represent the target local motion.
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Figure 14: 3D localization errors in one experiment obtained by the proposed method,
LOAM and ORB-SLAM2.

More complex models require a priori knowledge, often unavailable in most problems.
For brevity, the equations of the EIF are not presented in this Deliverable. Refer to
Deliverable D4.1 for more details of the EIF.

The time step of the implemented EIF was selected with a rate of 30 Hz and the GPS
measurement rate is 5 Hz. Hence, the EIF obtains estimates of the target tracking state,
i.e. its location and velocities, at a rate of 30 Hz integrating RTK-GPS measurements
with a rate of 5 Hz. This fact allows planning the drone missions with smother target
tracking trajectories than in case of directly using the native RTK-GPS measurements.
Besides, the EIF is capable of dealing with the noise and losses of signal in the RTK-GPS
measurements.

The EIF filter was modified to work with more than one target, so that different
targets can be tracked. For each target one instance of the EIF filter is executed. The
RTK-GPS measurements is tagged with an ID that identifies the target being tracked.
Hence, there is not need to solve the data association problem. A vector called track list
is used to save the tracking estimates from all the target involved in the filming.

The presented method has been implemented in ROS using C++. It has been val-
idated in simulations using Gazebo and also in real experiments. Figure 17 shows the
result of GPS-based target tracking experiment performed at USE facilities. The objec-
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Figure 15: Estimated 3DoF localization errors of the proposed MCL and other two well-
known techniques in a number of experiments.

Figure 16: GNSS-based 3D Target Tracking general scheme

tive was to track a mobile robot equipped with a RTK-GPS receiver. The RTK-GPS
measurements are shown in blue and, the EIF-filtered estimations, in red. The target
RTK-GPS measurements operates at 5 Hz and the target motion is visualized as steps.
On the other hand, the EIF estimates at 30 Hz are significantly smoother. The tracking
estimates smoothly copy at 30 Hz the RTK-GPS measurements at 5 Hz, with an error
lower than 0.1 m, which has negligible impact for filming and facilitates drone planning.

2.6 Distributed 3D Target Tracking

The objective is to develop techniques for robust multi-target tracking between a set of
drones fusing measurements from RTK-GPS receivers onboard the targets together with
visual 2D target tracking measurements obtained from cameras onboard each drone. Many
filming missions require tracking an object or a person along time during the shooting.
The objective of this technique is to provide accurate estimations of the location and
velocities of the targets in motion along the shooting.

The developed method is based on a distributed EIF that integrates the RTK-GPS
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Figure 17: Result of one GPS-based target tracking experiment performed at USE facil-
ities. The RTK-GPS measurements are shown in blue and, the EIF-filtered estimations,
in red. The tracking estimates smoothly copy at 30 Hz the RTK-GPS measurements at
5 Hz with a negligible error.

measurements together with the visual-based target 2D estimates obtained by the 2D
tracking methods running onboard each drone. The RTK-GPS measurements from each
target are tagged with an unique ID that univocally identifies the target. However, the
camera-based measurements are not natively associated a target with an ID. Hence, it
is necessary to apply a data association technique. It should be noticed that the 2D
tracking methods maintain consistency in the selection of target IDs locally (within the
drone perception), but not globally (referring to the measurements from several drones).
2D tracking measurements of the same target could appear with different local IDs in
measurements from different drones. Also, it is needed to associate GPS measurements
with the 2D visual-based measurements of the same target.

Figure 18 shows the scheme of the developed method, which runs onboard each drone.
The Distributed EIF is the main core of the method. The Data Association module is
also a relevant block and it is deeply integrated within the distributed EIF. It should be
noticed that it is necessary to project the target 2D measurements on the map in order
to have the real-world target location. This is performed by the Map Projection module.

In the developed method each drone receives RTK-GPS measurements from each tar-
get and also the visual-based measurements resulting from executing the 2D tracking
methods. All the measurements should refer to the same target: that is the objective of
the Association module.

The 3D tracking module of each drone receives from the 2D target tracking block
measurements of each target, each with a local ID. Each drone also receives the RTK-GPS
measurements from each target. The Association module associates all the measurements
of the same target. It provides to each measurement a common ID such that all the
measurements from the same target can be fusioned in the Distributed EIF. The Data
Association module provides the Distributed EIF module with the measurements from
each target and is responsible for creating/removing target tracks from the track list.
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Figure 18: 3D tracking and data association general scheme

2.6.1 Data Association

The inputs of the Association module are the visual-based 2D target tracking measure-
ments of the targets detected by each drone and the RTK-GPS measurements of each
target.

The 2D target tracking method running in each drone maintains consistency in the
selection of target IDs locally, but not globally. The 2D target tracking methods provides
each target measurement with a local ID (localID), an ID that enables relating measure-
ments obtained by the drone at different times. Measures of the same target could appear
with different IDs in measurements of different drones. Also is needed to associate GPS
measures with visual measures. The Data Association module associates all measure-
ments with a global ID (globalID) that identifies the measurements from the same target
in the multi-drone system. The Distributed EIF fusions the measurements with the same
globalID gathered at the same time.

Data association is performed using distance criteria. The visual-based 2D target
tracking measurements are expressed in image coordinates. They are projected on real-
world map coordinates using the Map projection module, which needs to have the drone
pose and the 3D geometrical map. The Association module analyzes the temporal and
geometrical (distance criteria) consistency of these projections and performs associations
between measurements using the minimum distance criterion.

The Association module modifies the track list, adding or removing tracks. The track
list contains the EIF data for each target being tracked, and also the data from the
measurements associated as belonging to the same target: the target globalID), a vector
with the drone ID, the measurement localID and the time since the last association.

The Association module operates as follows. The RTK-GPS measurements are tagged
with an ID. By agreement, this ID is taken as globalID of the target. If both GPS and
visual-based 2D tracking measurements of the same target are received by one drone, the
visual measurements are tagged with the globalID of the GPS measurements. In case only
visual-based 2D tracking measurements of one target are received, the are tagged with
a new globalID. The operation of the Association module is divided into two stages, as
shown in Figure 19. First, the predicted target states obtained in the Prediction Stage

MULTIDRONE no. 731667



D4.3: Algorithms and tools for multidrone mapping, tracking, intelligent AV shooting and
multiview visual information analysis 34/197

of the EIF are used to have a rough estimate for measurement association using the
minimum distance criterion. Measurements close to the predicted states of a track are
paired with that track. Secondly, the measurements that have not been paired are sent to
the Measurement Association module, which calculates the distance between each mea-
surement using a windowing-based technique. Groups of measurements with minimum
distance create a measurement group. Finally, a track is created for each group.

Figure 19: Data association process.

Both modules operate using a windowing-based approach that uses the average dis-
tance between the measurements in the last N times. Target crossings are solved by
considering this average distance instead of the instantaneous distance. Crossing per-
formance is better with larger values of N but it requires higher computational burden
and memory usage. Finally, tracks are removed if it does not receive any measure in M
consecutive times.

2.6.2 EIF for integration of visual and RTK-GPS measures

All the measurements associated as belonging to the same target are fused using the
Distributed EIF module. The Distributed EIF operates with the target track list: a
different instantiation of the distributed EIF is executed for each target. The potentially
high number of measurements that are fusioned justifies the selection of an Extended
Information Filter (EIF), since it is more computationally efficient than the Extended
Kalman Filter with high number of measurements. A distributed version of the EIF was
chosen to its superior robustness over the centralized EIF.

The Distributed EIF was presented in Deliverable D4.1 and is omitted in this deliver-
able for brevity. As already presented, the Update Stage estimation is as simple as a sum
of the state predictions and the contributions of the different measurements. Recall that
the contribution Ωi from drone i to the EIF update is computed as follows:

Ωi = HT
i Q
−1
i Hi, (20)

where Hi is the Jacobian of the sensor observation model and Qi the covariance matrix.
Both matrices are different for visual or GPS measurements. Refer to Deliverable D4.1
for further details of the Distributed EIF adopted.

2.6.3 Experiments

The presented method has been developed in C++ under ROS and has been integrated
in the MULTIDRONE architecture. In this Deliverable its performance is shown in sim-
ulations using Gazebo. In the next months it will be experimented in real experiments
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and their performance will be reported in deliverables dealing with MULTIDRONE ex-
perimentation.

The method was simulated using Gazebo. Figure 20 shows a Gazebo target tracking
scenario in which two targets were tracked along their trajectory using three drones. Each
target is assumed equipped with a RTK-GPS receiver. Each drone is assumed equipped
with a camera.

Figure 20: Target 3D tracking Gazebo simulation

The simulated setup is realistic from the following aspects. First, the method was
implemented in one ROS node for each drone involved in the shooting. Hence, the im-
plementation is fully distributed and can be extended to a very high number of drones.
The ROS nodes communicate through one ROS topic that simulates the wireless com-
munication channel. All the messages interchanged between the drones are transmitted
through this topic. Hence, each drone listens to all messages but only receives the mes-
sages that are sent to it. Also, it was assumed that some radio transmissions and GPS
measurements have temporal losses. The radio transmission loss rate was estimated in
10%. The GPS measurement loss rate was taken as 5%. The camera simulated followed
a standard pin-hole model. The RTK-GPS error was assumed with a position variance
of 0.000196. The method also integrated 2D target tracking values. In the simulation a
colour-based image processing segmentation method is used to detect and generate 2D
target measurements in the image plane.

The performance of the developed method in three different tracking scenarios was
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simulated. In the first case, two targets follow their trajectory during 60 s without cross-
ings. Figure 22 compares the ground truth position of target1 in blue to the estimates
obtained by the presented method for drone1, in red. The tracking errors along the tra-
jectory for axis X (left) and Y (right) were very low. The estimates for the Z coordinate
are not shown, since we assume that the ground is flat. Similar accuracies were found in
the tracking of both targets with the three drones.

Figure 21: Results of distributed EIF target tracking simulation. Ground truth position
of target1 is shown in blue, the estimates obtained by the presented method for drone1,
in red

Figure 22: Target 3D tracking simulation errors

Figure 23 compares the tracking estimates of target2 obtained by drone1 and drone2.
Although each drone computes its own target tracking estimations, they all obtain very
similar estimates, which validates the Distributed EIF approach adopted.

Figure 24 shows the total number of measurements that were integrated in the Dis-
tributed EIF along the simulation. The number of measurements is not the same along
the simulation due to the transmission losses, target occlusions or segmentation errors in
the images. The tracking method is robust to temporal lack of measurements.
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Figure 23: Tracking estimates of target2 obtained by drone1 and drone2

Figure 24: Total number of measurements that were integrated in the Distributed EIF
along the simulation.

Finally, in these simulations a total of 6123 messages were transmitted during the
duration of the simulation (60 s) the tracking method is executed at the same rate of the
cameras (30 Hz).

In the next simulations, two targets follow their trajectory during 60 s with several
crossings in their trajectory. Figure 25 shows the targets positions estimated by the
proposed method and the ground truth. The developed Data Association module is
capable of correctly associating visual measurements of two targets even with trajectory
crossings. Similar results were obtained with simulations with up to 10 targets with
trajectory crossings.
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Figure 25: Target 3D tracking with several crossings between targets.

2.7 Distributed Optimized 3D Target Tracking

During a shooting there can be many unforeseen events that constrain or prevent the
successful execution of the director’s plan. Unexpected obstacles in the drone trajectories,
changes in lighting conditions that perturb the filming or simply the small target motion
inaccuracies that prevent the target from appearing exactly at the center of the image can
disturb the director’s plan and prevent taking the desired shooting. Malfunctioning of a
drone can disturb the director’s plan and prevent filming the desired shooting. Strictly
following the director’s plan is not an option in these cases. The drones should react
and adapt to unexpected events. Although most drone planning navigation tools include
methods for obstacle avoidance and for replanning to overcome some unexpected events,
these methods are not focused on filming applications and do not consider the director’s
plan.

The objective of the developed method is to provide each drone involved in the shooting
with the capability of autonomously reacting to unexpected events and replan in real-time
while minimizing the change over the director’s initial plan.

The director’s plan for a shooting includes for each drone: the shooting type, the
trajectory of the drone and the orientation of the onboard camera. As described in
[MMNMNMP19] most shooting types are referred to the position and velocity of the
target and most of them require accurate estimations of the target tracking during the
shooting. For instance, in shooting type Chase the drone should follow the target at a
steady distance and matching its speed. Keeping steady the relative drone-target distance
and speed requires accurate target position and velocity estimations. Similar needs are
required in shooting types such as Lateral Tracking Shot, Orbit or Fly-Over, among many
others. It seems clear that improving the target tracking estimate –which includes the
target position and velocities estimates– would result in better fulfilling the director‘s
plan. The approach adopted is to use the drone cameras that are used for filming to
obtain target tracking estimates using a decentralized EIF.
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The developed method has two main objectives. First, the drones should follow as
closely as possible the directors plan. Second, the drones should perform actions that
slightly modify the director’s plan to improve the target tracking estimation.

2.7.1 Architecture

Figure 26 shows an scheme of the developed method. The scheme is executed in a dis-
tributed way: that scheme is executed in each drone involved on the shooting. The scheme
includes modules such as Distributed EIF and Data Association, which enable using the
2D target tracking measurements to estimate the target location and velocities. These
modules were already presented in Section 2.7 and are omitted for brevity.

Figure 26: Scheme of the distributed optimized 3D target tracking.

The scheme also includes the Mission Executer module that gives each drone the
commands necessary to execute the director’s plan. For instance, if a drone is assigned
with the shooting type Chase, the Mission Executer module uses the target location and
velocity estimates computed by the distributed EIF to command the drone such that the
relative target-drone distance and velocities are kept steady.

Finally, the Trajectory Optimizer module implements an active perception module that
provides commands to the drone in order to optimize an utility function that considers
the tracking information gain and the deviations w.r.t. the director’s plan. This module
is responsible for providing the required reactivity to improve the strict execution of the
director’s plan. previously filtering out the actions that provoke the drone entering a
non-flight zone or colliding with an obstacle or with other drone of the fleet.

2.7.2 Mission Executer

This module is responsible for providing each of the drones with the commands necessary
to execute the director’s plan. Most shooting types require the 3D location and/or ve-
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locities of the target along the shooting. This module receives the target tracking state
computed by the Distributed EIF, which includes the drone location and velocities, and
computes the commands that should be given to the drone.

Of course the accuracy in the execution of the director’s plan depends on the accuracy
of the estimation of the target tracking state. The target are 2D tracked in the images
gathered by the drones while they follow their director’s plan trajectory, and these 2D
tracking measurements are integrated in the distributed EIF, which estimates the target
3D location and/or velocities. In many cases the director’s plan (defined using filming
production objectives and purposes) is not good for having accurate visual-based 3D
target tracking estimates. For instance, a director’s plan where all the drones are nearby
and have similar trajectories will provide lower 3D target tracking accuracy that when
the the drones are well distributed in the scenario and follow different trajectories.

The Mission Executer module performs the director’s plan with as much fidelity as
possible. We considered the following shooting types in the Mission Executer :

• Chase. A camera motion type where the camera always focuses on the target. The
drone follows/leads the target from behind/from the front, at a steady trajectory,
steady distance and matching its speed if possible.

• Lateral Tracking Shot and and Vertical Tracking Shot. Camera motion types where
the camera always focuses on linearly moving target. The camera axis is approxi-
mately perpendicular to the target trajectory and parallel to the ground plane.

• Orbit. A camera motion type, where the camera gimbal is slowly rotating, so as
to always keep the still or linearly moving target properly framed, while the drone
(semi-)circles around the target and, simultaneously, follows the latters linear tra-
jectory (if any).

• Fly-Over. A camera motion type where the camera gimbal is slowly rotating (mainly
along the pitch axis), so as to always keep the still or linearly moving target properly
framed. The UAV follows/intercepts the target from behind/from the front, flying
parallel to its trajectory and with constant velocity, until passing over the target.

2.7.3 Trajectory Optimizer

Strictly executing the director’s plan can lead to errors in case of unexpected events. The
visual-based 3D target tracking estimates obtained if the drones are strictly following the
director’s plan can have errors or uncertainties that prevent the successful execution of
the director’s plan.

The Trajectory Optimizer module provides reactivity to improve the strict execution
of the director’s plan. It defines a universe of possible actions, including drone motions
and changes in camera orientation. An active perception approach is adopted, that dy-
namically computes at each time the action that the drone should perform in order to
optimize a reward-cost utility function. The selected action modifies the director’s plan
for that drone. The utility function is defined to: 1) improve 3D target tracking estima-
tion and 2) modify as low as possible the director’s plan for that drone. The objective
is to slightly modify the director’s plan so that the estimated 3D target locations and
velocities improve and enable a better execution of the director’s plan.
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Deviating from the director’s plan involves gathering different visual measurements
that are integrated in the distributed EIF. The gain is the impact in terms of information
gain of the new measurements on tracking uncertainty. For instance, in case of occlusions
the action will be such that the occlusion is avoided. This action deviates from the director
plan but on the other hand succeeds in reducing the target uncertainty.

Let Ajt be the universe of possible actions for drone j involved in a shooting. It
includes the motions that the drone can perform at time t, such as move up, down,
left, right, forward and backward a certain distance or and change the drone yaw angle
a certain angle. It also includes commands referring to the orientation of the camera
gimbal: increase/decrease gimbal yaw, pitch and roll. Not all actions in Ajt are possible.
Some actions might cause the drone collide with another drone or an obstacle or enter
a non-flight zone (e.g. defined by drone flight regulations such the constraints of flying
on top of public or shooting staff). The first step is to remove from Ajt the actions that
cannot be performed by drone j.

Each action ajt impacts on the images gathered by drone j and hence, through the
Distributed EIF module, it also impacts on how the target tracking is estimated by the
fleet of drones. This sensing gain can be interpreted as a reward r(ajt), which can be
positive if the action reduces the uncertainty of the target tracking state, or negative if
the action increases the uncertainty.

Each action ajt is associated to cost c(ajt) of performing the action. In many active
perception problems the cost refers to the increment in the consumption of resources
(typically energy) in case of performing the action. In our method we prefer to refer
c(ajt) to the deviation from the director’s plan originated by the action. c(ajt) is highly
dependent on the type of shooting that was assigned to the drone.

The adopted mechanism selects the action ajt ∈ Ajt that maximizes JA(ajt) = r(ajt) −
αc(ajt), where α is a weighting factor. Long-term optimization involves significant compu-
tational burden and scales badly with the problem size. We adopt a greedy approach that
decides the best action in a step-by-step basis, which requires a much lower computational
cost. Thus, at each time t drone j selects the action âjt that maximizes JA(ajt):

âjt = argmax
a∈Ajt

(
JA(ajt)

)
(21)

âjt is performed if JA(âtt) > 0, i.e. if the reward overtakes the cost. Otherwise, no
action is performed.

After performing action ajt , the drone j will gather new measurements from the target
and will integrate these measurements in the distributed EIF, and the target tracking
estimate will change. r(ajt) is the expected uncertainty reduction about the target state
after performing ajt , i.e. after integrating the measurements from drone j in the distributed
EIF. The reward of ajt is r(ajt) = ui(ajt), where ui(ajt) is the uncertainty reduction caused
by the new contribution from drone j after performing action ajt .

Next, ui(ajt) for action ajt is computed. Ωt is the updated information matrix for time
t. Ωt+1 is the predicted information matrix computed at t. We want to estimate at time t
the expected reduction in uncertainty that ajt will cause at t+1. If no action is performed,
the updated information matrix for t+ 1 can be estimated at time t as follows:

Ωna
t+1 = Ωt+1 + Ωna

j,t+1 +
∑

i∈FR
Ωi,t+1, (22)
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The updated information matrix Ωna
t+1 depends on predicted information matrix Ωt+1

and on the predicted contributions of the drones in the fleet. We differentiate between
the contributions of drone j (Ωna

j,t+1) and the contribution of the rest of the drones of the
fleet (

∑
i∈FR Ωi,t+1). FR is the set of drones of the fleet except drone j. Fially, Ωna

j,t+1 is
the predicted contribution from drone j to the EIF update in case no action is performed
and it is computed as follows:

Ωna
j,t+1 = HT

j,t+1Q
−1
j,t+1Hj,t+1, (23)

where Hj,t+1 is the predicted Jacobian for t+ 1 computed with µt+1.

On the other hand, if ajt is performed, the updated information matrix for t + 1 can
be estimated at t as:

Ω
ajt
t+1 = Ωt+1 + Ω

ajt
j,t+1

∑

i∈fleet
Ωi,t+1, (24)

where Ω
ajt
j,t+1 is the predicted information contribution of drone j after executing action

ajt .
Shannon entropy is maybe the most widely-used metrics of the uncertainty of a prob-

ability distribution. Using entropy ui(ajt) is as follows:

ui(at) =
1

2
log

det Ω
ajt
t+1

det Ωna
t+1

(25)

Performing ajt involves a change w.r.t. the director’s plan. The method should improve
target perception but without involving high changes on the director’s plan. Hence, the
cost c(ajt) of performing the action ajt is the deviation from. the director’s plan caused
by the action. The director’s plan refers to the drone trajectory and to the drone gimbal
orientation along the trajectory:

c(ajt) = cT (ajt) + βcG(ajt), (26)

where cT (ajt) is the cost of ajt due to the separation of the drone trajectory w.r.t. the di-
rector’s trajectory, cG(ajt) is the cost due to the separation of the drone gimbal orientation
w.r.t. that of the director’s plan and β is a weighting factor.

c(ajt) is highly dependent on the type of shooting. For instance, Chase shootings to
not involve changing the gimbal orientation along the mission. For the Chase shootings
we defined cT (ajt) and cT (ajt) as follows. cT (ajt) is the Euclidean distance between the
director’s plan trajectory and the drone trajectory in case of executing action ajt . c

G(ajt)
is the difference between the director’s plan gimbal orientation and the drone gimbal
orientation after executing action ajt .

This method allows deciding on drone motion and gimbal orientation optimizing the
balance between improving the target tracking uncertainty and reducing the distance to
the director’s plan. The method is devised as a greedy optimization problem, in which the
action that obtains the best reward-cost balance is selected to the performed adopting a
step-by-step basis. The universe of actions is discrete. Improving the optimization perfor-
mance would require fine action discretization (e.g., move 2 cm, move 5 cm, move 8 cm),
which enlarges the size of the action universe, and hence, the burden of the optimization
process.
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2.7.4 Experiments

The presented method has been developed in C++ under ROS. In this Deliverable its
performance is shown in simulations using Gazebo. In the next months it will be experi-
mented in real experiments and their performance will be reported in deliverables dealing
with MULTIDRONE experimentation.

We used a Gazebo target tracking scenario similar to that in Section 2.7 in which
two targets were tracked along their trajectory using three drones. The targets are not
assumed equipped with RTK-GPS receivers. Each drone is assumed equipped with a
camera with a gimbal. The simulations were as realistic as possible. The method was
implemented in a fully distributed way using one ROS node for each drone. All the mes-
sages interchanged between the drones were transmitted through this topic that simulates
the wireless communication channel. It was assumed that some radio transmissions have
temporal losses, 10% transmission loss rate in the simulations performed. The camera
simulated followed a standard pin-hole model. The method also integrates measurements
obtained by the 2D target tracking module. In the simulation a simple colour-based image
segmentation method is used to detect and generate 2D target tracking measurements in
the image plane.

The performance of the developed method in one Chase shooting scenarios is used
to present for validation and comparison of the developed method. For simplicity, the
scenario is assumed with no non-flight zones and with no obstacles. Both targets follow
their trajectory during 100 s with no crossings. The cameras of both drones focus on the
target along the shooting. Both drones follow the target from behind at different positions
at a steady trajectory, steady distance and matching the target velocity.

The motion of the target is assumed known. The trajectories of both drones is pre-
computed with the target trajectory and the director’s plan and guidelines. For brevity it
is denoted the director’s trajectory. Each gimbal is oriented such that the target appears
at the center of each image. However, due to inaccuracies there is a drift in motion of the
target, which differs from its planned trajectory.

We compare three tracking methods: Method1, in which each drone strictly follows
the director’s trajectory; Method2, in which each drone follows the target at steady dis-
tance and velocity using the target position and velocities estimates obtained with the
distributed EIF; and Method3, the proposed method.

First, tracking with Method1, strict execution of the director’s plan, is simulated. Each
drone performs its director’s trajectory in a fully blind way, i.e. strictly following its pre-
computed trajectory. However, due to target motion drift, it comes out of the images in
both drones, making the shooting useless for filming.

In Method2 both drones compute the target locations and velocities along the shooting
with the EIF and use them to modify their trajectories keeping steady the target-drone
distance and velocities. However, the target estimates have a significant level of uncer-
tainty that results in errors in the drones trajectories preventing the satisfaction of steady
target-drone distance and velocities. Figure 27 shows the trajectories of one of the drones
involved in tracking. Figure 28 shows the target-drone distance along the shooting. In
MEthod2 the target-drone distance is kept between 14 and 17 m.
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Figure 27: Trajectories of one of the drones involved in tracking.
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Figure 28: Target-drone1 distance along the shooting. The target-drone distance is kept
between 14 and 17 m.

Figure 29 shows the error in the target position estimation along the trajectory when
compared to the real target motion. The target location was estimated with an average
error of 0.85 m
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Figure 29: Error in the target position estimation when compared to the real target
motion

Applying the proposed method, each drone computes the target positions and ve-
locities using the distributed EIF and executes the Trajectory optimization module that
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decides the best actions to improve target estimation while keeping its trajectory close to
the director’s trajectory. Figure 30 shows the actions performed by both drones along the
shooting. In most of the cases the Trajectory optimization module decided that the best
action is the no action case, which in the figures are represented by No move. Only at the
beginning of the experiments both drones perform actions to re-position from the initial
location commanded by the director in order to improve target tracking perception.
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Figure 30: Performed actions by both drones along the shooting

As result of performing the action commanded by the Trajectory optimization module,
the target state estimates are more accurate than with Method2, as can be seen in Figure
31, which shows the difference between the target location estimates and the ground truth
used in the simulation. The average tracking position error of the proposed method along
the trajectory is 0.35 m
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Figure 31: Error in the target position estimation when compared to the real target
motion with both methods, method2 is shown in red and the proposed method is shown
in blue

The increment in the target location accuracy also has positive consequences in the
accomplishment of the director’s plan. The Chase shooting type should keep as steady as
possible the target-drone distance. In Figure 32 it can be noticed that the target-drone
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distance along the shooting is significantly more steady in the proposed method than in
Method2.
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Figure 32: Target-drone distance along the shooting. The target-drone distance along the
shooting is significantly more steady in the proposed method than in Method2

The proposed method successes in estimating the target location and velocities with
lower error than Method2 and, as a result, accomplishes the director’s trajectory with
higher fidelity than Method2.
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Average Precision all 4.4
Average Precision small 0
Average Precision medium 4.7
Average Precision large 25.2
Average Recall all 6
Average Recall small 0
Average Recall medium 8.5
Average Recall large 41.0

Table 3: VisDrone2019-DET results using a baseline SSD detector.

3 MULTIDRONE Visual Information Analysis

3.1 Object Detection

3.1.1 Enhancing the Performance of Object Detectors on Small Objects

As objects appear relatively small in aerial photos, AUTH has worked on developing de-
tection methods that focus on small object detection. More specifically, experiments were
conducted using the VisDrone2019-DET detection benchmark, which contains thousands
of aerial images (typically HD or Full HD sized) of urban views, depicting pedestrians,
drivers, cars, vans, bicycles, etc. (10 classes of objects). A Single-Shot Detector was de-
ployed and various experiments were conducted. After k-means clustering on the dataset’s
bounding box, we receive the following five cluster centers, corresponding to width and
height:

[(8, 11), (14, 24), (27, 20), (41, 41), (95, 81)]

indicating that the objects in the dataset are tiny, as the largest cluster corresponds to
boxes of size roughly 95 × 81, in full sized images. Before training a traditional object
detector, the input images are usually cropped and resized to a standard size (e.g., 512).
This further reduces the size of the objects to be detected and hinders the detector’s ability
to detect them. A baseline training with images resized to 512 × 512 yields the results
shown in Table 3. Small, medium and large objects are objects with area under 32× 32,
over 32×32 and up to 96×96, and over 96×96 pixels respectively. The detector is unable
to detect the small objects, as indicated by the small precision and recall percentages on
this category. Furthermore, we found that we got better results by reducing the number
of source layers for detection, by removing the last layers, which correspond to larger
objects (e.g., covering the entirety of the image), so we keep this configuration for further
experiments.

Instead of resizing and cropping to 512 × 512, we crop the input images unresized,
i.e., keeping the original dimensions of the bounding boxes, and feed the cropped images
to the detector. As the small objects maintain their dimensions, they should be easier
to detect in this scenario. Furthermore, to force the detector to better recognize and
localize small objects, we introduce weights to the localization loss, equal to the sum of
dimensions of the bounding boxes relative to the image size. Let di be this sum and li be
the localization loss of the i-th sample, the new loss l̃i is computed as:
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l̃i = αγdili (27)

where γ is a real number in (0, 1) and α is a scaling factor. Thus, larger objects lead
to smaller losses, whereas smaller objects lead to larger losses. Comparative results with
and without this loss function are summarized in Table 4.

Baseline Weighted Loss
Average Precision all 16.4 16.4
Average Precision small 13.4 13.6
Average Precision medium 42.1 42.4
Average Precision large 26.9 28.9
Average Recall all 31.6 32.0
Average Recall small 24.5 25.1
Average Recall medium 42.1 42.4
Average Recall large 26.9 28.9

Table 4: VisDrone2019-DET results using a baseline SSD detector.

3.1.2 Lightweight Rowing Boat Detection

Regarding rowing boat detection on-board the Jetson TX2 module, AUTH has investi-
gated the use of lightweight convolutional object detectors, namely the SSD [LAESRFB16]
detector with various backbones. First, a largescale dataset annotated with bounding
boxes of rowing boats was amassed, using footage shot by DW from the rowing regata in
Wannsee that took place in 2018, as well as rowing videos publicly available on YouTube.
More specifically, a set of 34191 training and 6595 testing images were annotated with
bounding boxes. The results are summarized in Table 5. Most of the false negative sam-
ples are due to small object sizes, i.e., when the boats are very far from the camera. This
is due to the relatively small input sizes used to train the detectors, as the small items
are further reduced to tiny sizes, making them indistinguishable, even to the human eye.

Architecture Input Size AP FPS (TX2)
SSD Inception v2 300 64.25 9
SSD Inception v2 400 67.2 8
SSD Mobilenet v1 FPN 320 59.84 5.8
SSD Mobilenet v1 FPN 480 71.34 3.8
SSD Mobilenet v1 FPN 640 76.15 1.2
SSD Mobilenet v2 300 61.9 7
SSD Mobilenet v2 400 65.4 6.1
SSDlite Mobilenet v2 300 56.13 10

Table 5: Performance and speed (FPS) of various versions of the SSD detector trained on
the boats dataset.
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3.1.3 Person Detection in Aerial Views

Person detection is a vital part of any autonomous system regarding human safety. AUTH
has made significant progress in crowd detection. Though the developed crowd detector
achieves exceptional results in detecting dense crowds, it fails detecting sparse individuals.
For that reason, AUTH worked separately in person detection in aerial views.

Based on research of current state-of-the-art detectors, the study focused our study on
the You Only Look Once (YOLO) detector. We mainly investigate the speed-performance
trade-off for various input sizes and various feature extractors.

Figure 33: Precision-Recall curves for Yolo v2 and Yolo v3 on different resolution.

Detector Resolution MAP FPS
YOLOv2 320x320 27.6% 7
YOLOv2 608x608 54.7% 4.5
YOLOv2 832x832 63.9% 2.2
YOLOv3 320x320 27.1% 4.7
YOLOv3 608x608 69.4% 1.8
YOLOv3 832x832 71.4% 1

Table 6: Results of person detectors on Okutama-Action dataset.

The evaluation was done on Okutama-Action[BMSMNMP17] dataset. Okutama-
Action is an aerial UAV video dataset for aerial view concurrent human action detection
consisting of 43 minute-long fully-annotated sequences with 12 action classes. For our
task we used only the ROIs for class “human”. The detector was pretrained on COCO
[LMBBGHPRDZ14] dataset. As shown in figure 33 and table 6, YOLOv3 achieves higher
(Mean Average Precision) MAP, compared to YOLOv2 using the same resolution. The
only exception is the scale of images with resolution 308x308 where YOLOv2 is slightly
better. Also, the results show that smaller resolutions (< 608x608 pixels) had a very
negative impact to the detector’s accuracy. The main reason for this problem is the size
of the detections, which are small due to UAV’s high altitude. This problem is also ad-
dressed on section 3.1.1. Both YOLOv2 and YOLOv3 run below 25 FPS on Jetson TX2,
YOLOv3 being slower.
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In addition, in order to increase the detector’s performance, efforts have been made
to replace the default object detection post-processing algorithm, called Greedy Non-
Maximum Suppression(Greedy NMS). Almost all state-of-the-art object detectors incor-
porate NMS, where spatially overlapping detected ROIs are merged/filtered. The problem
NMS attempts to solve arises from the tendency of many detectors to output multiple,
neighboring candidate object ROIs for a single given visible object, due to their implicit
sliding-window nature.

The most common version of NMS, is GreedyNMS[FMR08]. It selects high-scoring
detections and deletes less confident neighbours, since they most likely cover the same
object. Its simplicity, speed and unexpectedly good behaviour in most cases, make it
competitive against proposed alternatives, since rapid execution is of the utmost im-
portance in NMS. An intersection-over-Union (IOU), or Jaccard index [HHHJKRV89]
threshold determines which less-confident neighbors are suppressed by a detection. How-
ever, this fixed threshold leads GreedyNMS to failure in certain cases. For instance, wide
suppression may remove detections that cover objects with lower scores, while too low a
threshold is unable to suppress duplicate detections.

(a)RGB image (b)FAST interest-points (c)AKAZE interest-points (d)Edge map

Figure 34: Interest-points extracted from FAST and AKAZE detectors, along with the
corresponding edge map. The RGB image is a cropped sample from the PETS dataset.

AUTH worked on a method that exploits interest-point detectors, in order to represent
a candidate ROI with a vector based on the statistical information of its points. Maps
depicting detected interest-points in an example image are shown in Figure 34. Such
interest-point maps can easily be obtained by constructing an initially blank, one-channel
image, having dimensions in pixels identical to those of the original RGB image. Then,
each pixel corresponding to the location of a detected interest-point can be set to an
integer luminance value (in the interval [0, 255]), related to its magnitude. Extracting
image interest-points with modern computers is rapid and efficient. This is a vital quality
for the proposed NMS algorithm, since they constitute only a post-processing step in the
overall object detection system and shall be fast enough. When restricting interest-point
detection in the candidate object ROIs typically fed to NMS algorithms, their overall
spatial distribution within these ROIs seems to align with the silhouettes of the detected
objects. The proposed method consists in compactly capturing this distribution, using
a hand-crafted image descriptor that can be computed rapidly, and employing it as an
initial detection representation fed to a NMS neural network. The Frame Moments De-
scriptor (FMoD) [MNP15] has been adopted for achieving this task. Typically, FMoD
capture informative image statistics from various available image channels (e.g., lumi-
nance, color/hue, optical flow magnitude, edge map, and/or stereoscopic disparity), both
in a global and in various local scales, under a spatial pyramid video frame partitioning
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scheme [LSP06]. For the special use-case of describing a ROI interest-point map instead
of a typical image/video frame, only the luminance channel is employed. The intent is to
compactly capture the spatial distribution of the interest points within the ROI interest-
point map in a single numerical description vector. FMoD was computed for different
input image regions, under a spatial pyramid partitioning scheme. This is implemented
in a top-down manner, with the image region currently being statistically summarized at
each time subsequently being partitioned into 4 quadrants.

These description vectors are fed into a neural network called GossipNet [HBS17].
GossipNet is a deep feed-forward neural network that performs state-of-the-art NMS. Its
architecture is based on a repeating set of fully-connected layers (such a set is called a
block). Each successive block refines the encoded representation of all detections, by tak-
ing into account their respective spatial neighbors. The network’s task is to jointly process
all input image detections, so as not to directly prune them, but to rescore them. The aim
is to decrease the score of those that cover an object which has already been detected.
After rescoring, simple thresholding on the modified score is sufficient to significantly
reduce the set of detections.

Method
Minival

AP
Minitest

AP

Time per
detection

(ms)
Greedy NMS IOU>0.5 65.6% 65.0% 3.3 · 10−2

OpenCV NMS IOU>0.5 65.6% 65.1% 2.6 · 10−2

Default GossipNet 128 67.3% 66.8% 12.4 · 10−2

AKAZE FMoD 128 67.6% 67.0% 74.6 · 10−1

FAST FMoD 90 67.7% 66.8% 62.2 · 10−1

EdgeMap FMoD 128 67.8% 67.2% 93.4 · 10−1

Table 7: Comparison between different variations of the proposed method against competing ones, in
the COCO minival and minitest sets.

Experiments were performed using three datasets. The first was COCO [LMBBGH-
PRDZ14]. Although it contains 80 labeled classes, only the “person” class was used for
evaluating. The same candidate detections and the same subsets of the validation set as
in [HBS17] were employed. The first subset, referred to as “minival”, contains 5K images
while the second subset, referred to as “minitest”, contains 35K images. For this experi-
ment, detections were extracted using Faster R-CNN. As Table 7 shows, FMoD statistics
from the candidate ROIs’ AKAZE interest-point maps and from their edge maps increase
GossipNet’s AP by a small amount, both on minival set and minitest set.
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Method AP
Time per

detection (ms)
Greedy NMS IOU > 0.4 76.4% 5.4 · 10−2

Greedy NMS IOU > 0.5 73.0% 6.2 · 10−2

OpenCV NMS IOU > 0.4 76.3% 3.0 · 10−2

OpenCV NMS IOU > 0.5 72.4% 2.5 · 10−2

Default GossipNet 128 84.3% 7.2 · 10−2

FAST FMoD 86.4% 39 · 10−1

SIFT FMoD 85.7% 36 · 10−1

AKAZE FMoD 84.8% 42 · 10−1

STAR FMoD 84.6% 32 · 10−1

EdgeMap FMoD 85.5% 36 · 10−1

Table 8: Comparison between different variations of the proposed method against competing ones, in
the PETS test set.

The second dataset was PETS, a relatively small dataset, containing images with
diverse levels of occlusion from small height. The training set, the test set and the
detections that were used are the same with those in [TAMSRS13]. In Table 8, different
variations of the proposed algorithm are compared against GreedyNMs and the default
GossipNet. FMoD statistics both from the interest-point maps and from the edge maps
increase the AP of the default GossipNet. Description vectors created using FAST and
SIFT interest-point maps achieve the best AP in all conducted experiments.

Finally further experiments were done on the Okutama dataset, using YOLOv3 as de-
tector in images with 608x608 and 832x832 resolutions. In Table 9, it is shown that though
Okutama-Action may not suffer from close-by detections, the feeding of Gossipnet with
statistical information from FAST interest point detector, leads to better performance of
both GreedyNMS and the default Gossipnet by about 2% in terms of AP.

Method Resolution AP
Without NMS 608x608 64.8%
Greedy NMS IOU > 0.4 608x608 68.2%
Greedy NMS IOU > 0.5 608x608 69.4%
Default GossipNet 608x608 71.1%
FAST FMoD 608x608 72.5%
SIFT FMoD 608x608 72.4%
EdgeMap FMoD 608x608 72.1%
Without NMS 832x832 61.8%
Greedy NMS IOU > 0.4 832x832 70.7%
Greedy NMS IOU > 0.5 832x832 71.4%
Default GossipNet 832x832 71.9%
FAST FMoD 832x832 73.9%
SIFT FMoD 832x832 73.7%
EdgeMap FMoD 832x832 73.8%

Table 9: Comparison between different variations of the proposed method against competing ones, in
the Okutama-Action test set.

Out of this work, a paper, which can be found in Appendix 5.6 of this Deliverable,
was authored and submitted to a conference.

[SMNP19] C. Symeonidis, I. Mademlis, Nikos Nikolaidis and I. Pitas, ”Improving
Neural Non-Maximum Suppression for Object Detection by Exploiting Interest-
Point Detectors”, technical report, submitted
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3.1.4 Parkour Athlete Detection

In the context of T4.3, the single-stage detector You Only Look Once (YOLOv2), was
trained to detect parkour athletes, as required by the parkour scenario. More specifically,
YOLOv2 pretrained on ImageNet public dataset was finetuned with parkour data, ex-
tracted from Youtube videos. In detail, 8 videos were manually annotated, resulting in
30624 images annotated with person (e.g. spectator) and athlete ROIs. In total, 48964
ROIs where created, 15307 of which depicted persons, and the remaining 33657 parkour
athletes. Aiming to balance the two classes, person class was augmented with 2568 images
from COCO public object detection dataset, and thus, 21500 person ROIs were added to
the class, resulting in 70464 total ROIs and 36807 ones depicting persons.

Two training protocols where adopted. The first approach was finetuning an one class
implementation of YOLOv2 detector, initialized with weights trained on COCO dataset
in order to detect only parkour athlete instances. To this end, only the athlete annotations
were used for training, and COCO person class weights were used for network initializa-
tion, aspiring to make the detector capable of detecting athletes performing parkour as
persons. Training sessions for several input image resolutions were conducted, and the
obtained results are presented in Table 10, along with the respective processing speeds for
algoritm execution on nVidia Jetson TX2 board. The reported metrics are Intersection-
over-Union (IoU), mean Average Precision (mAP), F1-measure and Frames per Second
(FPS), in order of appearance.

Table 10: One-class YOLOv2 results (%)

Input resolution IoU mAP F1 FPS

608 56.13 86.37 0.80 3.8
544 58.51 86.64 0.81 4.1
480 57.84 86.10 0.80 7.2
416 62.28 86.50 0.84 8
352 72.83 86.33 0.85 9
288 71.92 85.54 0.83 10
224 68.18 78.35 0.79 16
192 68.78 79.27 0.82 19
160 65.79 76.68 0.78 18.5

In the second training protocol, two classes, namely person and athlete where consid-
ered, and YOLOv2 was finetuned again, utilizing COCO dataset weights for initialization.
Evaluation results are summarized in Table 11, with APa and APp denoting athlete and
person class Average Precision, respectively.

While the results obtained by the first scenario seem to be much better and more
promising than those achieved by the second, it should be highlighted that, in the latter
case, person class AP is not absolutely accurate and representative. This is due to the
fact that person class instances where automatically annotated, with the aid of YOLOv2
trained on COCO dataset, thus resulting in a not exhaustive video annotation concerning
this class. Consequently, detection of person instances which were not annotated as such,
are regarded false positives, lowering the class AP.
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Table 11: Two-class YOLOv2 results (%)

Input resolution IoU mAP APa APp F1 FPS

224 56.89 47.41 78.33 16.49 0.40 16.5
192 53.21 46.29 77.80 14.77 0.40 19
160 54.11 40.82 69.99 11.65 0.36 18

3.2 Target Pose Estimation

Estimating the 3D pose of a target object is an essential task in autonomous drone cin-
ematography. Real-time accurate predictions about the target pose allow the drone to
autonomously follow a pre-defined cinematographic plan. During M25-M30, we extended
the work reported in D4.2 by introducing a 3D pose estimation method, which is based
on a lightweight CNN architecture and only RGB images, aiming to improve the state-of-
the-art 3D pose estimation accuracy. The proposed method uses a novel multi-objective
quaternion-based loss function to train the CNN to accurately predict the object identity
and its 3D pose. Moreover, the proposed method allows a trade-off between speed and
accuracy, as the 3D target pose prediction can be obtained either by direct network re-
gression or by Nearest Neighbor (NN) search. When increased pose estimation accuracy
is required, the NN search should be employed. Direct 3D pose regression can be used in
cases where inference speed is more important and only a coarse 3D pose estimation is
sufficient. Finally, the model obtained from the proposed method demonstrates general-
ization abilities to previously unseen objects, which renders it suitable to be utilized in
different Multidrone scenarios including new target objects.

Out of this work, a technical report, which can be found in Appendix 5.5 of this
Deliverable, was submitted as journal paper.

[PP19] C. Papaioannidis and I. Pitas, “3D Object Pose Estimation using Multi-
Objective Quaternion Learning”, technical report, submitted.

3.2.1 3D Object Pose Estimation

Let an input image x ∈ RD (where D = H × W × C is the number of elements in a
vectorized form, with height H, width W and color channels C) depict an object at a
specific pose. The objective of 3D object pose estimation methods is to learn a function
φ(x,w), in order to map x to the 3D pose space. The function φ(x,w) can be a contin-
uous differentiable CNN function equipped with parameter vector w. To this end, three
approaches can be considered. The most obvious one is to train a CNN to regress an
object image to its pose, without employing any additional information about the object
identity. Alternatively, the same goal can be achieved by classification, if the 3D pose
space is quantized to represent 3D pose classes. Finally, another approach is to obtain
the pose implicitly, by employing the same CNN architecture as feature extractor, while
discarding the regression or classification layer completely. That is, the focus is shifted
towards learning lower dimensional 3D pose features, which are then matched with a set
of precomputed image database features via NN search [WL15; BDSSKK17; ZKPHI17].
By following this pipeline, besides the 3D object pose, the identity of the object can also

MULTIDRONE no. 731667



D4.3: Algorithms and tools for multidrone mapping, tracking, intelligent AV shooting and
multiview visual information analysis 55/197

f r
q

w

x

Figure 35: CNN architecture for 3D object pose regression.

be predicted at the same time: the estimated object identity and 3D pose are the ones
associated with the retrieved closest image from the database.

The pose feature learning approach offers significant advantages over direct 3D pose
regression or classification, as it only requires a lightweight CNN architecture and is
scalable to the number of objects [ZKPHI17]. In this case, in order to obtain discriminative
and robust pose features, a manifold learning loss function is needed for CNN training.
The learned features can then be used in the NN search for 3D object pose and identity
retrieval. The total loss function used in the proposed quaternion learning (QL) 3D object
pose estimation method is:

L = Ldesc + Lqreg + λ‖w‖2
2, (28)

where ‖w‖2 is the L2-norm of the network parameter vector. The novel loss function Ldesc
aims at learning robust features from which, both the object identity and the 3D pose
can be inferred. The quaternion regression loss function Lqreg, apart from allowing the
network to directly predict object 3D poses, also enhances feature learning, by inferring
extra information about the 3D object poses in the optimization process.

Unit quaternion regression needs some special care, as the four quaternion entries
q0, q1, q2, q3 are not independent. The term sin θ

2
is found in all three entries q1, q2, q3,

while cos θ
2

contributes to q0. In contrast, in the proposed method, the independent axis-
angle rotation representation entries r = [θ′, u1, u2, u3]T , θ′ = θ

2
are regressed, as depicted

in Figure 35. Ultimately, the 3D pose quaternion regression error can be defined as follows:

Lqreg = ‖q− q̂‖2
2, (29)

where: 



q̂0 = cos(θ′)
q̂1 = u1 sin(θ′)
q̂2 = u2 sin(θ′)
q̂3 = u3 sin(θ′).

(30)

3D pose descriptor learning requires a discriminative feature space, in order to exploit
the learned features in the NN search and obtain accurate 3D object pose and identity
estimation. Ideally, features coming from different 3D objects should be distinct, forming
distinguishable and compact classes. Moreover, the distance between features of samples
with similar poses should be small and their distance for ones with dissimilar poses should
be large, in order to form 3D object pose sub-clusters within the object identity classes.
To accomplish these requirements, a triplet loss function must be utilized in conjunction
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with a pairwise loss function for CNN training. The triplet loss function ensures the
formation of object clusters in the feature space, while the pairwise loss function is used
to infer 3D pose similarity or dissimilarity. In order for such loss functions to be used, the
data used for CNN training Strain = {s1, . . . , sN} consist of N data samples, where each
sample si = {xi, ci,qi}, i = 1, . . . , N contains an RGB image xi of an object, its assigned
object identity label ci ∈ C = {c1, . . . , cL} and the corresponding 3D pose quaternion
qi ∈ R4. Let P = {si, sj}, T = {si, sj, sk} be sets containing training sample pairs and
triplets, respectively. The proposed feature learning loss function is of the following form:

Ldesc = Lp + Lo (31)

The pairwise loss Lp is computed on pairs {si, sj} ∈ P , where the samples si, sj belong
in the same object identity cl, l = 1, . . . , L. Lp is used to enforce pose similarity within
the same object identity cl. Therefore, if fi = f(xi) ∈ F ⊂ Rd are the features obtained
from the last fully connected CNN layer having xi as input, the pairwise loss is defined
as:

Lp =
∑

si,sj

{‖fi − fj‖2
2−2 arccos(|qTi qj|)}2, (32)

where |qTi qj| is the absolute value of the inner product between the ground truth 3D object
pose quaternions qi, qj. Essentially, Lp forces the Euclidean feature distance between two
samples from the same object identity to be equal to the quaternion distance between the
corresponding 3D poses qi, qj. Thus, if the quaternion distance is small, the optimization
process forces the corresponding feature distance to be small as well. The same applies
if the quaternion distance between the pair 3D poses is large. Therefore, Lp leads to the
formation of pose-related clusters in the feature space F .

The triplet loss term Lo in (31) enforces the 3D pose descriptors coming from same-
object class samples to have smaller distances in the descriptor space, when compared
to the distances of descriptors calculated from different object identity samples. For this
purpose, the sample triplets {si, sj, sk} ∈ T , consist of samples si, sj coming from the
same object identity cl, l = 1, . . . , L, while sk is a sample coming from any different object
identity. Lo is defined as follows:

Lo =
∑

si,sj ,sk

∆+

∆− + ε
, (33)

where ∆+ = ‖fi − fj‖2, ∆− = ‖fi − fk‖2 are the Euclidean feature distances between
the same object (si, sj) and different object (si, sk) samples in the triplet {si, sj, sk} and
ε is a small regularizing constant, that also prevents having a zero denominator. By
minimizing Lo, the distance in the descriptor space between the same object identity is
forced to be smaller than the distance between object descriptors coming from different
classes. Essentially, Lo minimizes the within object class cluster distance in the descriptor
space.

3.2.2 Performance Evaluation

In all experiments the LineMOD [HCISNFL12] dataset was used, which consists of RGB-
D sequences of fifteen different every-day objects, along with their 3D poses. In addition,
for each object, a 3D mesh model is available. These data were used to create three
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Table 12: 3D object pose estimation and object classification accuracy.

Angular threshold t

5o 10o 15o 20o 30o 40o 45o Mean (Median) ± Std
Object

classification

3DPOD 36.47% 64.11% 77.32% 83.87% 89.37% 91.78% 92.71% 16.38o (8.10o) ± 27.24o 96.11%

PEDM - 60.00% - 93.20% - 98.00% - - 99.30%

PGFL 37.19% 80.30% 92.73% 96.26% 98.49% 99.14% 99.26% 7.61o (6.12o) ± 8.57o 98.80%

QL 40.15% 79.42% 93.66% 97.77% 99.63% 99.93% 99.95% 6.87o (5.91o) ± 5.08o 98.80%

separate sets, the training Strain, template Stempl and test Stest sets, respectively. Since all
images in the LineMOD dataset were captured by positioning a camera on a half dome
over the object, it can be effectively used to simulate images taken from drones in a real
Multidrone scenario.

Given a test sample s = {x, c,q} coming from Stest, the 3D object pose estimation
error between the ground truth pose q and the corresponding estimated pose q̂, is the
angular error in degrees, calculated using the inverse cosine distance:

err(q, q̂) = 2 arccos(|qT q̂|). (34)

The 3D pose estimation accuracy at threshold t is then defined as the percentage of test
samples, for which the angular error between the estimated and the ground truth pose
is below a threshold angle t, err(q, q̂) < t. It should be noted that, the pose estimation
accuracy is calculated only for the test samples that were correctly matched to their
corresponding object identity. A comparison of the performance between the proposed
CNN model QL and the baseline CNN models 3DPOD [WL15], PEDM [ZKPHI17] and
PGFL [BDSSKK17] for threshold angle values t ∈ [5◦, 10◦, 15◦, 20◦, 30◦, 40◦, 45◦] is shown
in Table 12, where the object classification accuracy is also reported. It should be noted
that, since the code of PEDM could not be made available, the results reported in Table
12 are directly cited from [ZKPHI17] only for threshold angle values t ∈ [10◦, 20◦, 40◦]. To
further evaluate the 3D object pose estimation performance of the proposed method, the
mean and standard deviation values of the pose estimation error (34), are also presented
in Table 12. These values were also calculated using the estimations of the proposed and
all baseline CNN models for samples coming from Stest, that were correctly classified to
their object identity. The proposed model QL have lower mean and standard deviation
values of the angular error compared to all baseline models.

The quaternion regression term (29), not only enhances the 3D object pose estimation
performance, but also offers the CNN the ability to directly regress the 3D object pose.
By directly regressing the 3D object pose, the NN search is completely omitted and, thus,
faster 3D object pose estimations are possible. When the estimated 3D object pose is
obtained by direct regression, the CNN model is denoted as QLR. Note that, QLR and QL
are the same CNN model, with the only difference being that during testing, the 3D object
pose estimations are obtained by direct network regression in the case of QLR, instead
of employing a NN search on the learned pose descriptors (QL). As shown in Table 13,
the 3D object pose estimation performance of QLR is significantly lower compared to the
performance of QL that uses NN search. Nevertheless, direct 3D object pose regression
can be effectively used in cases where only coarse 3D object pose estimation is desirable
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(e.g. for t = 45◦). Computational speed was calculated using Ubuntu and a GeForce
GTX 1080 Ti graphics card.

Table 13: 3D object pose estimation accuracy by CNN regression or via NN search.

Angular threshold t

5o 15o 30o 45o Mean (Median) ± Std
Inference

time

QLR 21.18% 72.53% 86.79% 89.93% 23.32o (8.99o) ± 42.07o 2.8 ms

QL 40.15%93.66%99.63%99.95% 6.87o (5.91o) ± 5.08o 5.3 ms

In addition to the experiments with the LineMOD dataset, an evaluation of the gener-
alization ability of the proposed QL method to previously unseen objects was performed.
To this end, the best performing CNN models QL, PGFL, which were trained using the
full LineMOD dataset, were tested on synthetic cyclist images rendered using a 3D mesh
model.

As shown in Table 14, the proposed CNN model QL greatly outperform the baseline
one PGFL, proving again that the pose descriptors learned by the proposed quaternion-
based loss function better encapsulate the 3D object pose information.

Table 14: 3D object pose estimation performance on an unseen cyclist object.

Angular threshold t

5o 15o 30o 45o Mean (Median) ± Std

PGFL 31.99% 59.31% 73.57% 77.68% 33.28o (10.57o) ± 48.70o

QL 49.00% 82.35% 90.81% 93.23% 15.88o (5.06o) ± 35.37o

In addition, the images of the top 5 Stempl samples retrieved by NN search for each
query image, are presented in Figure 36. The query images either belong to the test set
Stest or are synthetic images of the unseen cyclist object. In both cases, the proposed
method matches the query images to Stempl sample images that have very similar 3D
pose, with the 3D pose difference between them being imperceptible in most cases.

3.3 UAV data privacy protection

3.3.1 Privacy protection and robustness against Adversarial Attacks

Privacy protection methods can be employed for protecting private data (e.g., facial im-
ages) captured by publicly installed cameras and IoT sensors, as a measure for adherence
to the recent GDPR legislation. In our case, privacy protection methods are employed to
protect the crowd privacy, by disrupting their faces captured by the UAV team. Previously
developed privacy protection methods [SHZK+17] focus on disabling data re-identification
against humans or automated classification systems, by performing image manipulations.
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Figure 36: Retrieved top 5 nearest neighbors for 6 query (test) images. Left column shows
the query images and the rest columns depict the retrieved closest nearest neighbors from
left to right.

In some cases, the perceived image quality may be disrupted too much, limiting data us-
ability as a side effect. This is sub-optimal for the cases where data privacy should only be
achieved against automated classification systems, while maintaining high perceived image
quality for human viewers. To this end, we have investigated developing privacy protection
methods based on adversarial attacks, for achieving privacy protection against automated
classification systems, such as automatic video facial recognition software, while produc-
ing the minimal possible data disruptions to our inputs. However, to the best of our
knowledge, unlike standard privacy protection methods, adversarial attack methodologies
do not incorporate privacy protection-related constraints in their optimization process,
therefore, even if they are successful in disabling face detection/recognition against a spe-
cific algorithm, there are no guarantees that adversarial attacks are effective for protecting
people’s privacy, when employed against strong automated classification systems. To this
end, we have developed a novel adversarial attack method in order to fool deep neural
network classifiers, in a privacy preserving manner, namely the K-Anonymity Adversarial
Attack (K-A3). K-A3 introduces novel optimization criteria to standard adversarial at-
tack methodologies, so as to incorporate the K-Anonymity requirements. Such generated
adversarial examples are not only misclassified by the network decision function, but are
anonymized as well.

In addition, within the scope of Multidrone, the data captured by the UAV team
might be subject to intellectual property rights, e.g., be owned by media production
companies. As such, the data captured might be susceptible to adversarial attacks in
order to fool e.g., copyright protection systems. To this end, we developed a novel defense
mechanism to counter adversarial attacks. The proposed Multiple Support Vector Data
Description Defence (M-SVDD-D) consists of a deep neural architecture layer consisting
of multiple non-linear one-class classifiers based on Support Vector Data Description that
can be used to replace the final linear classification layer of a deep neural architecture, and
an additional class verification mechanism. Its application decreases the effectiveness of
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adversarial attacks in face recognition applications, by increasing the noise energy required
to deceive the protected model, attributed to the introduced non-linearity. In addition,
M-SVDD-D can be used to prevent adversarial attacks in black-box attack settings.

Out of this work, which is briefly described below, a technical report, which can be
found in Appendix 5.9 of this Deliverable, was submitted as journal paper.

[MTP19b] V. Mygdalis, A. Tefas and I. Pitas, ”K-Anonymity Adversarial Attack
and Multiple One-Class Classification Defense”, technical report, submitted.

Privacy protection against deep neural networks: Let S = {xi, yi}Ni=1 be a
classification dataset consisting of C classes. In privacy protection terms, a dataset X̃
is as an anonymized version of X over a neural network decision function, if and only if
the identity y of an example x̃ can not be revealed by the output of the network decision
function f(x;W) [SCDF16]. According to the perspectives of Label Ranking [FHLB08]
or Multi-Label Classification [ZLLL17], the decision values of a deep neural network for
sample f(x;W) encode an underlying strict ordered ranking �x⊆ Y × Y over the finite
label set Y = {`i, . . . , `C}, where `i �x `j denotes that for a given data example x, label
`i is a more preferable output classification label than label `j. For simplicity reasons, we
denote the label ranked at position i in the permutation/ranking with rx(i), such that
the output classification label of sample x by the deep neural network model is given by
argmax(f(x;W)) = rx(1).

In order to achieve anonymity against the neural network, we argue that it should be
demanded for the ranking outputs produced by the architecture for the dataset X̃ , rather
than achieving it only in the first sorted ranking position rx̃(1), since the outputs in the
ranking could act as Quasi-identifier attributes. In order to satisfy the K-Anonymity
requirements, along with disabling the network decision function, all Quasi-identifier at-
tributes encoded in the ranking should be removed as well, and the probabilities of ob-
taining the real label of the adversarial examples by extracting a specific position in the
sorted rankings obtained by the network for x̃ must be taken into account at the same
time, i.e.:

rx̃(1) 6= y, (35)

P (rx̃(i) = y) ≤ 1/K, i = 2, . . . , C, (36)

where P (·) is the probability density function of its argument, and K is a variable denoting
the K−anonymity protection level, e.g., 5-Anonymity.

Without violating the constraints of the adversarial attacks (35) and K-Anonymity
(36), we demand that the actual labels of exactly K data groups, each containing N/K
samples of dataset X̃ , cannot be retrieved in at least k ∈ K = {2, . . . , K+1} sorted ranking
positions, relevant toK. AssumingK = 5, then 5 data groups must be formed, demanding
that the actual labels of the first group are not retrieved in ranking positions rx(1), rx(2),
the labels in the second are not retrieved in rx(1), rx(2), rx(3) etc., while the labels in
the 5-th group are not retrieved in any position of rx(i), ∀i ≤ 6. In order to counteract
the increased optimization demands, we introduce an additional constraint d − s(x, x̃)
to the proposed objective function to be minimized, where d = max(s) (i.e., d = 1 for
the CW-SSIM case). Maintaining the assumptions of white-box attacks i.e., access to
a continuous loss function Lf associated with f , we propose the following optimization
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problem:

min:
n

‖n‖2+(d− s(x, x̃)) +
k∑

i=2

Lf (f(x̃;W), r(i))), (37)

until the ranking obtained for x̃ by the neural network architecture satisfies the constraint
r(i) �x̃ y,∀i ∈ K1. In fact, instead of the using the ranked label positions, any k randomly
selected target labels `i 6= y ∈ Y could be employed in the proposed method, as well,
without violating the K-Anonymity constraints. However, it should be also be noted that
the variable k ∈ K must be set to different value for every N/K sample groups, (e.g.,
k = 2 for group 1, k = K + 1 for group K). If we set the variable k equal to some
specific value of K for every of the N adversarial examples to be crafted (e.g., k = 5),
then the K-Anonymity constraints will be violated, since the probability of retrieving the
true label of x̃ will violate the constraint (36), since P (r̃(5) = y) > 1/K.

Multiple SVDD Defense for robustness against adversarial attacks: The
proposed M-SVDD-D method assumes having an un-defended pre-trained multi-class deep
neural network architecture with weights W , consisting of L layers, where its final layer
W L ∈ RC is a linear multi-class classifier, supporting C classes. Our defense strategy
involves creating a modified architecture with weights W̃ , by replacing this linear classifier
layer with C non-linear one-class classifiers, based on the SVDD method [TD04]. The
SVDD classifier layer will be validating the inputs belonging to each of the C classes, if
the inputs fall inside the corresponding hypershere with center a and Radius R. If the
inputs do not belong to any of the supported hypersheres, they are classified to the C + 1
adversarial class, that contains all un-validated input.

The outputs obtained by each SVDD classifier in the final layer for the C-th class
are top-bounded to (−∞, R2], where a value of SV DD(W (x)) = R2 means that the
vectorial representation of the sample x obtained by forward passing W , lies exactly at
the learned hypersphere center. To create a multi-class classification model, the outputs
of the SVDD layer are regularized by dividing with their respective radius values R2

i to
(−∞, 1], corresponding to each class. Let r = [r1, . . . , rC ]T be a vector that contains the
regularized SVDD layer responses for a sample x, ri = SV DDi(W (x))/R2

i , i = 1, . . . , C,
corresponding to each class. Then, sample x can be classified using a standard multi-class
decision function f(W̃ ;x) = argmax(r).

All possible inputs to the model are initially assumed to belong to the adversarial
class, unless they are verified by the respective SVDD classifier. One additional class
C + 1 (adversarial class) is assumed to the proposed multi-class classification model,
having a specified output A(x) = va for every possible input, where 0 < va < vp. Finally,
the output classification label for sample x is given by:

f(W̃ ;x) = argmax(r̃), (38)

where r̃ = [r1, . . . , rC , va]
T is the modified response vector, that supports C classes and

one adversarial class. A sample x is classified to class c if the c-th SVDD classifier is
its unique verifier, or considered as an adversarial example, otherwise. Here it should
be noted, that instead of considering all examples to belong to the adversarial class, an

1We assume that the network classification function does not misclassify any of the initial samples x
used to create the adversarial examples, i.e., rx(1) = y and rx(i) 6= y,∀ i ∈ K for every x, y ∈ S.

MULTIDRONE no. 731667



D4.3: Algorithms and tools for multidrone mapping, tracking, intelligent AV shooting and
multiview visual information analysis 62/197

adversarial example detector could be used instead [MGFB17; RGDSVBMK18], in order
to trigger this mechanism.

Experimental Evaluation: Two sets of experiments were performed in a publicly
available face classification dataset, using the corresponding to the adversarial attack and
adversarial defense scenarios. To this end, we fine-tuned a 9-Layer LightCNN architecture
[WHST18] on the Yale dataset [GBK01] (Yale-LightCNN). The competing methods were
employed to perform adversarial attacks against this architecture, with or without the
developed M-SVDD Defence. The proposed adversairla attack method was employed to
attack the architecture for different values of K = 1, 5, 9. For comparison reasons, we
have also employed the L-BFGS [SZSBEGF13], DeepFool [MDFF16] and the C & W
[CW17] attacks with L2 distances. The datasets obtained by each method were evaluated
in terms of satisfying the K−anonymization properties. That is, we have tried to retrieve
the original dataset labels using the architecture W to obtain ranked label outputs for
each adversarial sample. We have determined the probability P (r(i) = y) of obtaining the
ground truth label at the i−th ranking position, plotted in Figure 37. As can be observed,
the datasets obtained by employing L-BFGS, DeepFool, C & W, and the variant 1-A3

of the proposed method do not satisfy the K-Anonymity requirements, since P (rx̃(2) =
y) > 1/K for every K > 1. On the other hand, the probabilities of the adversarial
examples crafted by the proposed 5-A3 and 9-A3 methods, satisfy P (rx̃(j) = y) ≤ 1/5 for
i = 2, . . . , 6 and P (rx̃(j) = y) ≤ 1/9 for j = 2, . . . , 10 respectively in almost every case, or
lie really close. In addition, all adversarial attack methods were evaluated in terms of the
introduced perturbation, in terms of the average Mean Squared Error (MSE)= ‖x− x̃‖2

2

and average Structural Similary [WBSS04] (SSIM). The proposed 1 − A3 generated the
least amount of perturbation in the light of the selected evaluation metrics, especially
when compared to the standard L-BFGS attack, attributed to employing the SSIM loss
in its optimization process.

Figure 37: Probabilities of recoving the original labels y in the j-th sorted ranking position
rx̃(j) obtained by exploiting the undefended architecture W , for each adversarial dataset
X̃ generated by L-BFGS, DeepFool, C & W, and the proposed methods, corresponding
to each image classification dataset. As can be seen, L-BFGS, DeepFool, C & W, and the
variant 1-A3 of the proposed method do not satisfy the K-Anonymity requirements, since
in most cases, the original label y can be recovered by retrieving the label ranked 2nd.

We have employed the adversarial attack methods to attack the Yale-LightCNN archi-
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Table 15: Experimental Results in Yale-LightCNN

Experiment Yale-LightCNN
Undefended Defended

Method/Metric SSIM MSE×104 ASR% SSIM MSE×104 ASR%, a=1 ASR% , a=0.97
L-BFGS 93.89 5.97 99.23 93.30 6.26 43.44 (F =19.36, D=37.19) 10.96 (F=8.81, D=80.22)
DeepFool 97.87 1.71 100 97.77 1.94 41.49 (F=47.43, D=11.06) 17.36 (F=37.85, D=44.77)
C & W 94.21 5.16 99.94 92.82 5.59 29.91 (F=24.64, D=45.44) 06.91 (F=12.70, D=80.37)
1-A3 98.05 1.59 99.43 98.06 1.63 41.59 (F=48.82, D=9.57) 18.08 (F=38.11, D=43.80)
5-A3 95.17 7.52 96.26 94.55 7.74 42.82 (F=18.80, D=38.37) 11.52(F= 12.09, D=76.38)
9-A3 93.17 4.36 91.34 92.52 5.98 29.50 (F=15.47, D=55.02) 06.40(F=8.65, D=84.93)

tecture protected by M-SVDD-D, by exploiting the transferability property. We assumed
that a potential attacker has access to the initial unprotected architecture, as well as
access to the SVDD modified weights of the unprotected architecture, while has no access
to the weights of the SVDD layer, but has a linear classifier instead. As can be observed,
examples produced by exploiting the SVDD modified weights contain more perturbation
for all the employed adversarial attack methods, when compared to the perturbations
generated by the standard unprotected architecture on the left columns, in terms of MSE
and SSIM, in almost every case. We also report the adversarial attack success rates
(ASR%). Attacks are considered successful if f(W̃ ;x) 6= y, failed (F) if f(W̃ ;x) = y and
prevented (D) if f(W̃ ;x) = va, where va denotes the label of the adversarial class. As can
be observed, the application of the SVDD classifier leads to failure 48% of 1-A3 attacks in
Yale-LightCNN architecture. ASR rates drop significantly from the 100% on undefended
architectures, when the M-SVDD-D is implemented.

3.3.2 Face De-identification Using Adversarial Attacks

Nowadays, face recognition systems are commonly used for person identification in so-
cial media and security systems. However, protecting a person’s privacy is extremely
important, as also imposed by the GDPR legislation. Facial image de-identification is
one example of privacy protection that protects person identity by fooling intelligent face
recognition systems, while typically allowing face recognition by human observers. This
is to preserve the data utility, which is crucial to some applications (e.g., social networks,
cinematography). At first, several ad-hoc methods (e.g., masking, pixelization and blur-
ring) [CCB00; NG03; BEG00], were used for face de-identification that were capable to
fool various face classifiers by strongly altering the input facial image. However, many
current state-of-the-art deep neural face recognizers are robust to such ad-hoc attacks.
Furthermore, these ad-hoc methods strongly alter face appearance in the de-identified im-
age, thus making them useless in several applications. Later, various face de-identification
techniques began to appear, which are based on the k-anonymity framework (e.g., k-Same
[NSM05] family of methods) and exploit statistical information from a set of facial im-
ages to produce more realistic de-identified facial images. Nevertheless, the result is often
unsatisfactory, as the de-identified facial images eventually deviate significantly from the
original input images. Also, the depicted faces tend to resemble each other and thus,
lose their unique characteristics related, e.g., to race, gender, age, expression or pose.
Other interesting face de-identification techniques use a batch of facial images selected
from a database as donors of facial characteristics, in order to alter the input facial image
[MSJ14]. Recently, sophisticated techniques have been developed with the sole purpose
of producing realistic de-identified facial images. Specifically, with the rise of Genera-
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tive Adversarial Networks (GANs) [GPAMXWFOCB14] and, more generally, of genera-
tive models [OE18] various methods have been proposed [MEŠP18; BSHK17; BHKS17;
WYXL19; SMJOVGSF18] that replace the input face with a new, realistic and synthetic
facial image. However, as we want both face de-identification and retaining the original
face appearance, such methods fail to live to our expectations.

We propose the usage of adversarial examples [SZSBEGF13; GSS14] to achieve face
de-identification, so that the generated de-identified facial images are as realistic as pos-
sible and visually very similar to the original ones. More specifically, we introduce the
Penalized Fast Gradient Value Method (P-FGVM), a novel adversarial attack method,
which operates on the image spatial domain and generates adversarial examples for face
de-identification that resemble the original facial images.

Out of this work, a conference paper was produced, which can be found in Appendix
5.7 of this Deliverable.

[CCPP19] E. Chatzikyriakidis, C. Papaioannidis and I. Pitas, ”Adversarial Face
De-Identification”, accepted to IEEE International Conference on Image Processing
(ICIP) 2019.

Penalized Fast Gradient Value Method: Adversarial examples are inputs to
machine learning classification models, which are carefully constructed and usually im-
perceptibly different from pre-existing original images that result to incorrect image clas-
sification. Specifically, let (xi,yi) be a dataset facial image entry, which comprises of a
feature vector xi ∈ X ⊆ Rn and the corresponding ground truth label yi ∈ Y. Suppose
a deep neural network classifier has learned the mapping f : X 7→ Y, using a training
dataset. Given an instance x with ground truth label y, such that f(x) = y, it is possible
to generate two types of adversarial examples: targeted and non-targeted ones. In both
cases, the adversarial example x̂ is crafted by adding a small adversarial perturbation to
x, so that ‖x̂ − x‖p≤ ε where ε is a small value to control the magnitude of the adver-
sarial perturbation. For the non-targeted adversarial example we aim at f(x) 6= y. For
the targeted adversarial example, we aim at f(x) = ŷ, where ŷ is a specified target label,
different than y.

The proposed novel adversarial attack method Penalized Fast Gradient Value Method
(P-FGVM) is inspired by the baseline adversarial attack method I-FGVM [KGB16; RRB16].
P-FGVM combines an adversarial loss and a “realism” loss term. It is capable of gen-
erating a targeted adversarial example x̂ by using the following gradient descent update
equations:

x̂o = x, (39)

x̂i+1 = clip[0,1](x̂i − α · (∇xlf (x̂i, ŷ) + λ · (x̂i − x))), (40)

where α is the step size, x is the original image, λ is a weight coefficient, clip[0,1] constrains
the pixel values to ensure data validity, ∇xlf (x̂, ŷ) is the first-order gradient term of the
adversarial loss and x̂i − x is the “realism” loss term.

Experimental Evaluation: We performed an experimental evaluation of the pro-
posed P-FGVM method and compared it with the baseline I-FGVM [KGB16; RRB16]
and I-FGSM [GSS14; KGB16] methods for face de-identification. We used as target mod-
els two deep convolutional neural networks; a simple CNN with two convolution layers
followed by two fully connected layers (Model A) and a network similar to the one used
in [PVZ+15] (Model B). Both target models were trained on NVIDIA GeForce GTX
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1080 GPU for face recognition with a subset of the CelebA dataset [LLWT15]. Model
A has a simple architecture and model B was fine-tuned with transfer learning based on
the pre-trained state-of-the-art VGG-Face CNN descriptor [PVZ+15], using the VGG-16
architecture [SZ14a]. Our CelebA subset contains 900 random, aligned, cropped and col-
ored 178x218 pixel facial images, corresponding to 30 persons with 30 facial images each
in order to have balanced labels.

First, we applied the P-FGVM method aiming to generate realistic de-identified facial
images (as targeted adversarial examples) with high misclassification rate and having as
input either Gaussian random noise or existing input facial images. Next, we applied the
baseline I-FGVM and I-FGSM methods with the same objective, having as input only
existing input facial images and requiring the L∞ norm of the adversarial perturbation to
be within the limits defined by ε. In all experiments we calculated the MSSIM similarity
index between the de-identified and original facial images as well as the L2 norm ‖x̂−x‖2 of
the adversarial perturbation as the metrics for measuring the visual quality of the results.
The L2 norm (L2), the MSSIM similarity index (SI), the misclassification rate (MR) as
well as the percentage improvement in these metrics by the proposed P-FGVM method
comparatively to the competing methods, are shown in Table 16. It is clearly seen that
the proposed method produces de-identified images that are much closer to the original
ones, while having better misclassification error than the competing methods. Examples
of de-identified facial images are shown in Figure 38. Furthermore, the evolution of an
example de-identified facial image, having as input Gaussian random noise is shown in
Figure 39.

Table 16: Experimental results and percentage improvement in metrics from the compari-
son between the proposed P-FGVM method and the baseline I-FGVM, I-FGSM methods.

Model A Model B
L2 SI MR L2 SI MR

Experimental Results
P-FGVM

3.38 0.986 99.6% 2.11 0.995 96.0%
I-FGVM

5.31 0.963 99.4% 2.67 0.993 93.2%
I-FGSM

5.68 0.962 98.9% 5.74 0.968 94.4%
Percentage Improvement

I-FGVM
36.3% 2.3% 0.2% 20.9% 0.2% 3.0%

I-FGSM
40.4% 2.4% 0.7% 63.2% 2.7% 1.7%

3.4 Crowd/Target Detection using regularized lightweight deep
CNN models

AUTH developed lightweight deep CNN models, capable of operating in real-time (about
25 FPS) on-drone for high resolution images addressing the problem of crowd detection,
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Figure 38: Examples of de-identified facial images for both target models, generated by
P-FGVM. First row shows the clean input facial images, the second row the de-identified
facial images and the third row the adversarial perturbation absolute value amplified by
10x.

Figure 39: Evolution of an example de-identified facial image generated by P-FGVM using
as input Gaussian random noise.

as well as various classification problems involved in the context of media coverage of
specific sport events by multiple drones (i.e. football player, bicycle, and face detection).
Our goal was to provide semantic heatmaps by predicting for each location within the
captured high-resolution scene the objects presence. That is, we trained models with RGB
input of size either 32× 32 or 64× 64, and then test images are fed to the network, and
for every window 32× 32 or 64× 64 respectively, we compute the output of the network
at the last convolutional layer. We should highlight that it is crucial for the application
to handle high resolution images, since objects in drone-captured images are extremely
small, and thus image resizing in order to meet real-time deployment limits, that is used by
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almost all of the state-of-the-art visual content analysis models (e.g. YOLO [RF18], SSD
[LAESRFB16], etc.), would further shrink the object of interest, rendering the detection
infeasible. Specifically, we developed two models consisting of only five convolutional
layers, by discarding the deepest layers and pruning filters of the widely used VGG-16
model [SZ14b]. The first model runs in real-time on-drone for 720p (1280×720) resolution
image and the second one runs in real-time for 1080p (1920×1080) resolution image.

Subsequently, we proposed the so-called Class-Specific Discriminant (CSD) regularizer
in order to improve the performance of the proposed real-time models, since lightweight
models usually have inferior performance compared to the more complex ones. The pro-
posed regularizer aims to exploit the nature of the considered problems, that is, we ex-
amine two-class problems, where the one class describes a specific concept, while the
other class describes anything than this concept (i.e. genuine versus impostor class). The
CSD regularizer traces its origins to Linear Discriminant Analysis (LDA) [Fis36] based
methods, [TT17], however based on the extremely wide variation of the impostor class,
we exploited class-specific concepts. Thus, as the classifier aims to distinguish samples
belonging to different classes, we proposed to enhance the genuine class discrimination,
by demanding data belonging to the class under consideration to be close to their class
centroid. The experimental evaluation on four datasets validated the effectiveness of the
proposed regularizer in enhancing the generalization ability of the proposed models.

Out of this work, the following technical report, which can be found in Appendix 5.8
of this Deliverable, has been submitted as journal paper:

[TT19] M. Tzelepi and A. Tefas, Class-Specific Discriminant Regularization in real-
time deep CNN models for binary classification problems, 2019, submitted.

3.5 Multi-view Crowd Heatmap Fusion

During M25-M30, AUTH started to work on a novel method for multi-view crowd heatmap
fusion, towards enhanced vision-based crowd avoidance. The method will operate in con-
junction with the crowd projection onto the 3D map, which results into crowd annotations
(see Deliverable D4.2). The aim is to improve annotation accuracy. The problem setup
is as follows: the cameras of multiple UAVs during their flight are viewing regions of
the flight area and within this area crowds of people (which can move or change shape
over time). A certain crowd can be viewed by more than one UAV cameras at the same
time instance or in different time instances. The frames of each video stream are fed to
a crowd detector (described in D4.1) responsible for handling it and crowd heatmaps are
generated. This information is projected in the 3D navigation map.The aim of this work
was to fuse the projected heatmaps from the various UAVs in an appropriate manner.

The fusion algorithm is as follows. Let us assume there are N UAVs equipped with the
same camera/crowd detector system. At each time instance/video frame, each detector
outputs a heat map whose pixels values correspond to the estimated probability that there
is indeed visible human crowd in that pixel. Pixels from each heatmap are projected to
voxels in the 3D map by employing the known camera parameters.

Le us denote by A a random variable denoting crowd presence in a voxel and by Bi

a random variable denoting crowd detection in the corresponding pixel of the i-th UAV’s
heatmap. All RVs are Bernoulli-distributed (binary event space).

The posterior probability of a voxel actually containing crowd can be estimated, in a
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Bayesian manner as:

P (A = 1|B1 = b1, ..., BN = bN) =

N∑

i=1

wi ∗
P (Bi = bi|A = 1)P (A = 1)

P (Bi = bi|A = 1)P (A = 1) + P (Bi = bi|A = 0)P (A = 0)
, (41)

where bi ∈ {0, 1} (crowd/non-crowd) is the detector’s thresholded/binary observation
from the i-th UAV. In the above formula:

• P (Bi = 1|A = 1) is the detector’s True Positive Rate

• P (Bi = 1|A = 0) is the detector’s False Positive Rate

• P (Bi = 0|A = 1) is the detector’s False Negative Rate

• P (Bi = 0|A = 0) is the detector’s True Negative Rate. All four quantities above
can be obtained from the experimental evaluation of the given crowd detector.

• P (A = 1) is equal to the percentage of the surface in the local area that is suitable
for a crowd to gather, i.e. relatively flat and of sufficient size. This information
can be obtained from analyzing the ground morphology using, for example, Digital
Terrain Models.

Weights wi, i.e., the degree to which we take each detector’s decision into account,
can be determined as the detector’s heatmap value (estimated probability that there is
human crowd in that pixel) for the corresponding pixel, or (for normalization reasons) as
the absolute difference of this value from 0.5.

It is possible that some additional normalization is required, so as to always keep all
probabilities valid (i.e., lying within the interval [0, 1]).

Forgetting can be introduced by properly modifying the weights wi over time for each
voxel in a systematic manner (e.g., very slow exponential decay), if no newer observations
are made regarding that specific voxel. Any new observations can either override the old
ones (a new posterior probability may be computed from scratch), or be merged with
them by properly extending Eq. (41) with additional terms in the sum. Both policies can
be evaluated in practice. In practice, the weights wi according to forgetting policy are
prescribed as follows:

ˆ
w

(tn)
i =

∣∣∣
(
b̃i

(tn) − 0.5
)∣∣∣ e−λtn +

∣∣∣
(
b̃i

(tn−1) − 0.5
)∣∣∣ e−λtn−1 (42)

where λ a diffusion parameter. We expect to have soon initial algorithm results uti-
lizing synthetic video sequences of multiple UAVs capturing crowds in a landscape using
the Airsim simulator.

3.6 Semantic Image Segmentation for Enhanced UAV Safety

3.6.1 Semantic Image Segmentation for Visual Identification of Potential
Landing Sites

In the context of T4.3, semantic image segmentation for facilitating vision-based potential
landing site detection from UAV camera feed was evaluated, with the intent to aid T3.3
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regarding safe emergency landing (e.g., an unexpected low-battery situation). Current
state-of-the-art semantic segmentation methods are typically based on supervised training
of fully convolutional deep neural networks [LSD15]. In the MULTIDRONE system, such
a network may be executed separately per video frame, likely on the computationally
powerful Ground Station computer. Different accuracy/speed trade-offs are achievable,
but on-ground execution implies that full bidirectional air-to-ground communications are
operational.

Semantic segmentation consists in assigning a discrete class label (out of K pre-
specified object classes) to each pixel of the input image. Thus, assuming a suitable
training dataset and a relevant algorithm, 2D image regions corresponding to ground
areas that are most likely suitable for landing (such as grass, or pavement) can be iden-
tified and discriminated from areas unsuitable for landing (such as trees, people, water,
or buildings). In most cases, segmentation networks are composed of an encoding and
a decoding subnetwork, arranged in a consecutive fashion. The encoder extracts from
the input semantic features with progressively lower spatial resolution, while the decoder
receives the final encoder output and upsamples it. The final output of the decoder is a
semantic map, having the same spatial resolution as the input.

After an extensive survey of the state-of-the-art, PSPNet [ZSQWJ17] was selected for
MULTIDRONE. PSPNet is a fully convolutional network offering a good balance between
speed and accuracy. In fact, it forms the backbone of more recent real-time segmentation
networks, such as ICNet [ZQSSJ18]. Its main novelty is a PPM (Pyramid Pooling Module)
decoder, able to enrich local image representation with more global context information
from larger image regions of various scales. Although typical PSPNet deployments use a
variant of ResNet [HZRS16] or VGG [SZ14a] as an encoding/base feature extracting net-
work (pretrained on the ImageNet dataset for whole-image classification), we coupled the
PSPNet network layers with a pretrained MobileNetV2 base feature extractor [SHZZC18],
resulting in a relatively fast implementation at a low accuracy penalty. The specific Mo-
bileNetV2 network we used is enhanced with dilated convolutions, i.e., operations highly
suitable for semantic image segmentation, since they trivially enlarge the receptive field of
each neuron and allow the network to process local semantic context around each visible
object.

The ADE20K semantic scene parsing dataset was selected for training [ZZPFBT17].
It is a large dataset containing K = 150 distinct object classes from both indoors and
outdoors environments, including all important classes found in the MULTIDRONE me-
dia production scenarios. To investigate different accuracy/speed trade-offs, four im-
age size combinations for training/inference were independently examined by modifying
the relevant policy of [XLZJS18]. That is, during training, each input image is resized
so that the short edge length (in pixels) is randomly chosen from the set {300a, 375a,
450a, 525a, 600a}, where a is a scalar scaling factor taking discrete values from the set
{0.2, 0.4, 0.7, 1.0}. During inference the short edge length is set to 450a. In all cases, the
image is resized so as to approximately preserve aspect ratio, under the constraint that
the longer edge length cannot be greater than 1000 pixels.

The four evaluated algorithm variations are derived from the four possible values for a.
Table 17 presents the relevant results according to four different performance metrics on
the ADE20K dataset: accuracy, mean Intersection-over-Union (IoU) and frames per sec-
ond (FPS) when deploying the neural network on Ground Station computational hardware
(nVidia GeForce GTX 1080Ti GPU). For reference purposes, the state-of-the-art accuracy
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Table 17: Evaluation metrics for all competing models on the ADE20K dataset.

Network Accuracy Mean IoU FPS-GS
a = 0.2 64.01% 18.40% 12.04
a = 0.4 73.43% 29.50% 11.63
a = 0.7 76.29% 34.56% 9.62
a = 1.0 77.04% 35.66% 7.5

[XLZJS18] 80.59% 42.19% -

and mean IoU results of PSPnet when using a high-end base feature extracting neural
network (ResNet-101) and assuming a = 1.0 are also presented (from [XLZJS18]). Such a
network model is way too demanding in memory and processing power requirements for
MULTIDRONE purposes.

Based on the results depicted in Table 17, and taking into account the interplay
between image resolution, accuracy and FPS on Ground Station hardware, it appears
that the segmentation network variant for a = 0.4 is suitable for MULTIDRONE. The
results indicate that a semantic image segmentation algorithm can be reliably executed
on-ground for visual detection of potential landing sites, publishing its output at a stable
rate of at least 10 Hz. This is enough to facilitate an emergency landing procedure, where
safe landing is first priority.

The employed MobileNetV2-based PSPNet variants were all trained with hand-optimized
hyperparameters, i.e., polynomial learning rate schedule policy with initial rate/power
set to 0.01/2.0, respectively, weight decay coefficient/momentum set to 0.0001/0.8 and
a Nesterov-Accelerated Gradient Descent optimizer. In all cases, the best model with
respect to accuracy in the test set after training for 300 epochs (i.e., a total of 1500000
iterations) was selected, while the mini-batch size was limited to 4 due to GPU mem-
ory requirements issues. This is because semantic segmentation CNNs are significantly
more costly in memory storage demands when compared, for instance, to object detection
networks.

Thus, unavoidably, inference speed of the trained models is currently too low for stable
on-board execution on a computationally-constrained nVidia Jetson board. Therefore, it
is a challenge to develop semantic image segmentation models that are both accurate and
fast enough for enabling critical real-time operations (e.g., vision-based emergency UAV
landing in the absence of air-to-ground communications). Further work is needed to make
a segmentation network of acceptable performance able to run on-board a UAV at a fast
enough rate.

3.6.2 Semantic Image Segmentation for Crowd Detection

In autonomous UAV cinematography for live outdoor coverage, the UAVs are frequently
required to operate in crowded areas. For example, in real MULTIDRONE scenarios (boat
race, cycling race) the UAVs should follow the athletes to achieve cinematography plans,
flying over crowd that might be gathered along the race. Since safety is a top priority,
a vision-based crowd detection module was evaluated in order to secure crowd safety by
avoiding flight above or near crowds.

The crowd detection problem can be effectively approached using semantic image
segmentation, as a potential improvement over the method presented in D4.1. When
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considering only two object classes (i.e., crowd, no-crowd), semantic image segmentation
corresponds to crowd detection.

Since human crowd positions might change frequently as the UAVs operate, real-
time or near real-time semantic image segmentation methods were examined [BKC17;
PCKC16; TAMUDFSMHHW+16; ZQSSJ18; LLLCLT17; RABA17; WSH17; YWPGYS18].
These methods usually employ two-branch [WSH17; YWPGYS18] or multiple-branch ar-
chitectures [ZQSSJ18]. The global context of the image is learned in deep branches using
a reduced-resolution input, while boundaries are learned in shallow branches at full reso-
lution. The outputs of the branches are then fused and upsampled to produce the final
output of the model. Deep branches usually employ state-of-the-art image classification
networks, such as VGG [SZ14a] or ResNet [HZRS16], as feature extractors. In contrast,
shallow branches often consist of convolutional neural networks (CNNs) with only a few
convolutional layers.

After an extensive examination of the recent literature, BiSeNet [YWPGYS18] was
selected, as it offers the best speed-accuracy combination among state-of-the-art methods.
It consists of two branches; a deep branch, which utilizes lightweight variations of state-
of-the-art deep CNNs (Xception39 [Cho17], ResNet18 [HZRS16]) to encode the global
context of the input and a shallow branch, with only three convolutional layers, to encode
the spatial information of the input. The outputs of these two branches are fused using a
Feature Fusion Module (FFM) [YWPGYS18]. The final output is obtained by upsampling
the FFM output at the original input resolution.

The selected method was evaluated using two different semantic image segmentation
datasets, the Citytscapes [CORREBFRS16] and the augmented Pascal VOC12 [HABMM11]
dataset. The Cityscapes dataset contains 2.975 urban street images that have a resolu-
tion of 2.048×1,024 along with the corresponding pixel-wise annotations. Each pixel is
annotated to one of the 19 predefined classes, including a “person” class. The augmented
Pascal VOC12 dataset consists of 5.623 train images, in which each pixel is annotated
to 21 classes also including a “person” class. BiSeNet is compared against the real-time
image segmentation methods using the Cityscapes dataset in Table 18. In addition, a
comparison between BiSeNet and ERFNet using the augmented Pascal VOC12 dataset
is shown in Table 19. ERFNet is a real-time semantic image segmentation method which
is based on the classic encoder-decoder architecture. Note that, the accuracy results in
Tables 18, 19 are reported using the commonly adopted Intersection-over-Union (IoU)
metric:

IoU =
TP

TP + FP + FN
, (43)

where TP, FP and FN are the number of true positives, false positives and false negatives
at pixel level, respectively. Also, a speed comparison between BiSeNet and ERFNet at
different resolutions is presented in Table 20. The reported computational speed was
calculated using Ubuntu and a GeForce GTX 1080 Ti graphics card.

Table 20: Speed comparison between BiSeNet and ERFNet at different resolutions.

Method
Resolution

1024×512 1536×768 2048×1024
ERFNet 49 fps 18.5 fps 10.8 fps
BiSeNet 85.27 fps 40.25 fps 23.57 fps
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Table 18: Accuracy comparison of state-of-the-art methods on Cityscapes dataset.

Method mIoU
SegNet 56.1%
ENet 58.3%
SQ 59.8%

ICNet 69.5%
DLC 71.1%

ERFNet 70.8%
Two-Column Net 72.9%

BiSeNet 74.7%

Table 19: Comparison between BiSeNet and ERFNet on Pascal VOC12 dataset.

Method mIoU
ERFNet 57.34%
BiSeNet 62.99%

3.7 Synthetic data generation for visual information analysis

Within this period, further synthetic data generation was conducted by AUTH, based on
the tools (AirSim, Unreal Engine 4, shot type simulator developed within AirSim etc)
and assets that were described in section 4.9 of D4.2. The aim was again to use these
data for training/testing machine learning algorithms developed by AUTH as well as to
create publicly available datasets.

1. Aerial person detection dataset: A dataset for person detection in aerial views,
consisting of both synthetic and natural annotated images, whose creation has
started in the previous period, was finalized. The dataset, which is named AUTH
PERSONS, consists of 78909 annotated images: 53758 images for training and 25151
images for testing. The synthetic images were created using AirSim. Five visually
different terrains were designed in Unreal Engine 4 (UE4), A drone orbits around
these terrains at different heights collecting images. The orbits heights varied be-
tween 15 and 105 meters from the ground. Both the width and the height of the
cameras sensor was 40mm and its focal length was set at 74.65 mm. The non-
synthetic images sum up to 6514. They were collected using a DJI Phantom 4, in
AUTHs campus at 25fps. Frames along with their annotation are shown in Figure
40. The dataset, which contains annotations regarding the location of the depocted
persons in the form of ROIs, will be made publicly available in the next few months.
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Figure 40: Video frames from AUTH PERSONS dataset, with ground-truth ROIs drawn.

2. Multiview cyclist tracking dataset: This synthetic dataset was constructed so
as to be used in training and testing of cyclist tracking (and detection) algorithms
on multiple aerial videos (See Section 2.1.3). Two UE4 terrain models, described
in D4.2, were selected for this task. A team of cyclists was set up in single paceline
formation following a predetermined route. The teams velocity changes over time.
Each cyclist is wearing a jersey of different color. Every g seconds, a cyclist, ran-
domly selected from the team, moves to the right, bypasses all other cyclists and
leads the formation.

Using AirSim, three drones were deployed to fly simultaneously, performing specific
camera motion and framing shot types, following the team. The drone flight setups
consisted of 1) 3-UAV Orbit 2) 2-UAV CHASE plus 1-UAV VTS 3) 2-UAV LTS
plus 1-UAV VTS. Those setups are described in section 2.4 of D3.1. The dataset
contains multiple video sequences, summing to more than 90000 annotated frames.
Over a video sequence, the cameras of all three UAVs focus on a specific cyclist.
Assuming that the cyclists and the i-th camera’s 3D position at time t are given
by pt = [pt1, pt2, pt3] and qit = [qit1, q

i
t2, q

i
t3] respectively, this would mean that the

cameras look-at-vector would be vit = pt − qit. However, in order to create more
realistic and challenging content, at certain time instances, a random offset vector
ni
t = [nit1, n

i
t2, n

i
t3] is added for a certain time period in the cyclist’s position in the

formula above.Thus i-th cameras look-at-vector is actually given by vit = pt+n
i
t−qit.

As a result, the cameras target is not being positioned in the frames center for most
of the time. In addition, multiple objects, such as trees, rocks other cyclists, block
the view of the cameras main target. Frames from three drones collecting data
simultaneously are shown in Figure 41. The dataset, which contains annotations
regarding the location of the cyclists in the form of ROIs, will be made publicly
available in the near future. Some more details are provided in Section 2.1.3).
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(a) View from the first drone in LTS (b) View from the second drone in LTS

(c) View from the third drone in VTS

Figure 41: Video frames from multiview cyclist tracking data.

3. Multiview crowd detection data: In order to further test the developed crowd
detection approaches, additional synthetic data depicting crowds were created. A
UE4 terrain model, described in D4.2, was selected for this task. Multiple crowds
were set on the sides of a road. The crowds were designed to move along the map
keeping their cohesion. Using AirSim, three drones were deployed to follow three
cyclists (one drone per cyclist) that are following the road being quite far apart.
Three annotated video sequences (each containing 1826 frames) were created (one
per drone). The annotations include the center of each crowd on the frame and
a per-pixel ground truth segmentation of the frame, containing the following five
classes: crowd, ground, sky, road, cyclist. The width and the height of the cameras
sensor were 24.89mm and 14mm respectively, whereas its focal length was set at
21.557mm. A frame along with its annotation is shown in Figure 42.

(a) RGB image (b) Ground truth segmentation

Figure 42: Multiview crowd data.
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4 Overview of work performed on Tasks 4.1, 4.2, 4.3

during M1-M24

4.1 Multidrone adaptable/distributed/incremental/approximate
semantic/3D world modeling

During M1-M24 of the project, USE worked on a geometrical 3D mapping scheme capable
of creating a map suitable for 6DoF localization in complex obstacle-dense environment
with poor GNSS reception. The main idea was to improve mapping accuracy by exploit-
ing the synergies between different sensors. USE approach was to develop a monolithic
SLAM-based scheme that receives as input the measurements from the LIDAR, the RTK
GPS, the monocular camera, the laser altimeter and the IMU measurements. Fusing
them using a monolithic SLAM filter enables better exploitation of the complementar-
ity between measurements of multi-modal sensors. Different algorithms for each of the
employed modules were developed and evaluated. A first version of the MULTIDRONE
3D geometrical mapping module was implemented in ROS and tested in real experiments
performed with an aerial robot.

Also, USE implemented and evaluated a method for building 3D geometric maps,
using a monolithic SLAM-based scheme that receives as input the measurements from
the LIDAR, the RTK GPS, the monocular camera, the laser altimeter and the IMU
measurements. The objective of geometric 3D mapping is to obtain a map suitable for
drone trajectory planning and navigation during production, as well as for visualization
and monitoring by the Flight Supervisor.

Concurrently, AUTH focused on potential landing sites detection for UAVs through
map analysis. This work included research and development of a simple but efficient algo-
rithm whose aim is to discover sufficiently large and flat areas in the topographical maps
(DTM- Digital Terrain Model / DSM- Digital Surface Model) that constitute appropriate
landing locations in normal or emergency situations. The proposed technique utilizes the
height information, in order to detect the vegetation and buildings. In addition, flat areas
are discovered by evaluating the local terrain slope through the estimation of the image
gradient on the DEM file and thresholding it, so as to retain areas having small local 3D
slope. Connected component analysis is applied on the resulting binary image, so as to
identify and retain regions, whose area is above a preset minimum potential landing area
value. The final map is constructed by combining the results of building and vegetation
detection with the results of the thresholding to produce regions, where landing shall not
be attempted. Evaluation of the proposed landing site detection algorithm was conducted
in both real world and synthetic datasets of DSM and DTM raster images. The real world
dataset consisted of a number of DSM/DTM topographical maps containing regions in the
UK. The synthetic dataset contained three 3D mountainous landscapes generated using
the AirSim simulator (see Subsection 4.3.6). Finally, the results of the proposed algorithm
were evaluated quantitatively using appropriate metrics (precision and recall) upon both
real and synthetic terrain data and manually or semi-automatically derived ground truth
data. Comparison with competing similar approaches indicated the proposed methods
superiority.

AUTH also worked on the projection of the visual analysis output (2D semantic an-
notations on video frames coming from the UAVs) upon the 3D world map constructed
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by USE. Such annotations include, for example, video frame regions occuppied by human
crowds, as detected by a crowd detection algorithm. A software module which back-
projects the 2D (image) annotations derived through drone video analysis onto the 3D
map was also implemented by AUTH. There are actually two different versions of this
module: a) one that projects the 2D annotations as texture on a 3D mesh map model
(possibly derived by converting a raster DTM/DSM to a TRN) and b) one that projects
the annotations onto the popular 3D voxel occupancy grid format ”Octomap”. The first
version is to be used for visualization purposes only, i.e., for displaying the annotations
overlayed on the map. The second version aims at deriving polygonal lines that delineate
3D map (octomap) regions obtained from the projection of image plane annotations (de-
rived through visual information analysis) on the 3D map, using information regarding
drone position, gimbal orientation and camera parameters. Within the MULTIDRONE
system that was implemented these polygonal lines delineate crowd gathering locations
(see Task T4.3) on the 3D map. As the drone moves and its camera views new 3D terrain
regions, the newly generated polygonal lines are merged with previously acquired ones,
using the set union operator. These constantly updated geometric annotations are stored
in ROS messages to be transmitted to other system nodes for drone navigation and con-
trol, as well as for visual inspection by the flight/safety personnel. The functionality of
this module, working in synergy with the crowd detection module developed by AUTH,
was tested and verified in scenes generated using the AirSim simulator. In this simulation,
a drone with a camera flies above a 3D scene that contains synthetic crowds and captures
a video which is then fed to the AUTH crowd detector module, thus producing crowd
heatmaps. These are then back-projected onto the 3D terrain and the obtained crowd
polygons are visualized in Google Maps. The correctness of the crowd polylines derived
by the projection was verified by comparing them with ground truth derived from the
location of the synthetic crowd on the terrain. Moreover, the crowd heatmap projection
was also verified in actual drone footage.

Finally, AUTH specified the semantic map structure to be utilized for safety/logistics
purposes in the context of MULTIDRONE. A KML schema was proposed for defining the
main entities describing the semantic annotations which comprise the semantic map. The
following static semantic annotations, defined in pre-production and remaining unchanged
during flight, were included in the KML structure:

• take off and landing sites (also to be used as relay/recharging sites), points of inter-
est, reference target starting point (represented as points),

• no-fly zones, potential emergency landing sites private areas, roads, rivers, lakes,
stadiums (represented as polygons),

• reference target trajectory (represented as open polyline).

As a result of this R&D effort, the following technical reports have been authored and
accepted as conference papers:

[KN19] E. Kakaletsis and N.Nikolaidis, ”Potential UAV Landing Sites Detection
Through Digital Elevation Models Analysis”, in Proceedings of the 27th European
Signal Processing Conference (EUSIPCO), Satellite Workshop: Signal Processing,
Computer Vision and Deep Learning for Autonomous Systems, A Coruna, Spain,
2019.
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[KTKSNTP19] E. Kakaletsis, M. Tzelepi, P. I. Kaplanoglou, C. Symeonidis, N.
Nikolaidis, A. Tefas and I. Pitas, ”Semantic Map Annotation Through UAV Video
Analysis Using Deep Learning Models in ROS”, in Proceedings of the International
Conference on MultiMedia Modeling (MMM), Thessaloniki, Greece, 2019.

4.2 MULTIDRONE Localization and Tracking for Intelligent
A/V Shooting Techniques

4.2.1 2D Visual Target Tracking

During M1-M12 of MULTIDRONE, UoB and AUTH cooperated on the research topic of
2D visual tracking. The starting point was the performance evaluation of various state-of-
the-art 2D visual object trackers. To this end, a special dataset namely the MOUAV was
created, which consists of 31 sports videos recorded by commercial drones, including long
term tracking examples (e.g., 4min), depicting boat/bike/rowing races, football games,
wake-boarding races, in order to evaluate the performance of potentially applicable 2D
trackers. The benchmarking included 13 of the best performing trackers from both the
VOT 2016 challenge [al.16] and the UAV tracking benchmark [MSG16]. At the time of
the evalaution, the most important factors for algorithm selection were a) speed and b)
tracking precision, as the speed is inversely proportional to tracking precision. During
the evaluation, the state-of-the-art methods included trackers based on correlation-filters,
while trackers based on deep learning did not provide significant performance gains, while
they were not applicable for UAV implementation.

Following the benchmarking evaluation results, research efforts focused on improving
upon a) correlation filter-based trackers and b) development of fast trackers based on deep
learning.

Regarding a), AUTH developed a 2D visual target tracking framework, that can han-
dle target tracking drifts and target occlusions. This framework is suitable for UAV de-
ployment and consists of three components. The first component can be any correlation
filter based tracker. In our approach we selected the already implemented in the MUL-
TIDRONE system Kernelized Correlation Filter tracker [HCMB15], Staple [BVGMT16]
and Staple enhanced with the Context Aware framework [MSG17]. The second compo-
nent is an SVM classifier that detects tracking failure (due to target occlusion, tracking
drift, etc.) and the third one is a re-detection module that employs the tracker itself to
re-locate the tracked object in the next frame, in a broader area than the previous known
target ROI location.

Regarding b), AUTH focused on improving the performance of the state-of-the-art
convolutional tracking algorithms. The novel variants that were developed achieved in
the experiments consistently more robust tracking than the initial algorithm. In a first
approach, a fully learnable Bag-of-Features module was employed into the feature ex-
tracting process of a CNN to extract histograms from both the target area and a wider
search area. Using these histograms, which encode convolutional feature map information
into compact representations, the target can be located by matching the target and area
histograms in a fully convolutional fashion.

In another approach, AUTH proposed a framework which consists of three parts: a
detector D, responsible for predicting possible targets, a tracker T , and a classifier C,
which coordinates the tracking and detection results and manages the final output. A
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generic object detector may be used for this purpose, capable of detecting many object
classes. Typically, the targets to be tracked, i.e., objects of interest, belong to one of the
classes contained in these datasets. It is possible that the target class may be predefined,
e.g., in drone-related visual analysis tasks, where the targets are typically cars or people
[MSG16]. This can further exploited to gain a significant boost in performance. The
classifier coordinates the entire system, as it is able to both a) detect failures and, b)
handpick the region of interest out of a set of candidate regions, extracted by the detector.

As a result of this line of research, the following technical reports have been accepted
as conference papers:

[ZMMNP17] O. Zachariadis, V. Mygdalis, I. Mademlis, N.Nikolaidis and I.Pitas,
”2D visual tracking for sports UAV cinematography applications” in IEEE Global
Conference on Signal and Information Processing (GLOBALSIP), Quebec, Canada,
2017.

[NTTP19b] P. Nousi, D. Triantafyllidou, A. Tefas, I. Pitas, ”Joint Lightweight Ob-
ject Tracking and Detection for Unmanned Vehicles”, 2019 26th IEEE International
Conference on Image Processing (ICIP), Taipei, Taiwan, accepted.

[NTP19a] P. Nousi, A. Tefas, and I. Pitas. ”Deep Convolutional Feature Histograms
for Visual Object Tracking”, 2019 IEEE International Conference on Acoustics,
Speech and Signal Processing (ICASSP), Brighton, UK.

[KMTP19b] I. Karakostas, V. Mygdalis, A.Tefas and I.Pitas, ”On Detecting and
Handling Target Occlusions in Correlation-filter-based 2D Tracking”, 27th European
Signal Processing Conference (EUSIPCO), A Coruna, Spain, 2019, accepted.

Additionally, the following technical reports have been submitted as journal papers:

[NTTP19a] P. Nousi, D. Triantafyllidou, A. Tefas, I. Pitas, “Classification-based
Re-detection for Robust Long-term Visual Object Tracking”, under revisions.

[KMTP19a] I. Karakostas, V. Mygdalis, A. Tefas and I. Pitas, “Occlusion detec-
tion and drift-avoidance framework for 2D visual object tracking”, technical report,
submitted.

4.2.2 Target 2D Localization for Intelligent UAV Cinematography

During M1-24 of MULTIDRONE, AUTH studied analytically the constraints imposed to
the cinematographic decision-making during autonomous UAV shooting by the need to
visually track a target’s 2D Region-of-Interest (ROI) on consecutive video frames. Such
constraints result from the fact that a given 3D target displacement (in world coordinates)
corresponds to a greater 2D ROI displacement (in pixels) at a greater zoom level. Thus,
the maximal permissible camera focal length (fmax), so that the 2D visual tracker does
not lose its target (e.g., because the target’s image goes out of frame due to an abrupt
target 3D motion), was analytically determined for a range of UAV/camera motion types.
Then, formulas were extracted for determining the feasibility of the requested framing shot
type (dependent on fmax and on the appropriate focal length fs for that framing shot
type), depending on known 3D target dimensions and UAV/camera parameters. The end
result was a rule system which was evaluated on specific examples and simulations that
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showcase the practical applicability of the proposed study, with results complying with
intuitive expectations in all cases. In cinematography planning, it is important to be able
to determine whether a desired shot type is feasible, given a specific camera motion type
and the target’s physical dimensions. The Target Tracking camera motion types, as they
had been classified and described in the MULTIDRONE context (Section 2.4 of D3.1),
were adopted for performing the study. The derived formulas can be readily employed as
low-level rules in UAV intelligent shooting and cinematography planning systems.

In addition, AUTH developed a novel visual information-based drone cinematographic
camera control algorithm, that can effectively control the camera to physically track a
target, without needing to know its 3D position and relying only on detected/tracked 2D
target ROI. A fast and efficient PID-based control algorithm was used to this end. A ge-
netic algorithm is used to tune the parameters of the PID controller, in order to maximize
a fitness function that measures the quality of the resulting shots. The proposed method
was evaluated using two datasets that contain drone footage: a dataset that contains
videos of a single cyclist and a dataset that contains actual footage from the Giro D’Italia
bicycle race. In addition, an alternative approach was evaluated during the same time
period. A novel deep reinforcement learning (RL) method that can accurately control
both a drone and its camera. First, a method for training robust deep RL models for
drone and camera control tasks, according to various cinematography-based objectives,
was proposed. To this end, a clipped hint-based reward function was proposed. Then,
the RL agent was trained using the well-known deep Q-learning method. For example,
the deployed agent can be trained to appropriately control the drone to obtain a frontal
shot, while controlling the camera zoom to achieve a steady close-up shot. It was demon-
strated that the proposed method significantly improves the control quality over both a
handcrafted control technique and deep RL models trained with other reward functions.
Second, two simulation environments, one for drone control and one for camera control,
were developed and employed for evaluating the proposed methods. An existing dataset
that contains persons in various poses, the Head Pose Image Database, was employed to
provide more realistic simulation environments instead of using environments that rely on
computer generated graphics.

The visual information-based PID camera controller developed by AUTH was also
adapted for facilitating a novel algorithmic pipeline allowing automatic, real-time and
semantically-informed footage framing during coverage of a sports event (e.g., a soccer
match), as a form of intelligent A/V shooting. The proposed pipeline consists of three
stages, requiring as input a single UAV video frame. At first, soccer player detection and
tracking are performed, with the resulting player Regions-of-Interest (ROIs) subsequently
used by the Region-of-Cinematographic-Attention (RoCA) estimation component. The
latter calculates the video frame region of the most interest, employing the rule-of-thirds,
while also taking player motion direction into account, and feeds a PID controller with
input. Finally, the PID controller adjusts on-the-fly the parameters of a real camera
(by manipulating the gimbal) or a virtual camera (by appropriate video frame cropping,
assuming a static shot of the entire soccer field with a Long Shot framing shot type is
being captured), aiming to keep the RoCA focused and centered. Thus, an informative
and aesthetically pleasing output video frame is produced, without irrelevant visual in-
formation (e.g., empty field regions with no action). Both an objective and a subjective
evaluation scheme were employed for performance assessment of the proposed pipeline in
post-production, under a virtual camera setup. Non-professional UAV footage of a soccer
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game was employed as input data, captured at a resolution of 1280× 720 pixels.
As a result of this line of research, the following technical reports have been submit-

ted/accepted as conference/journal papers:

[KMNP18] I. Karakostas, I. Mademlis, N.Nikolaidis and I.Pitas, ”UAV Cinematog-
raphy Constraints Imposed by Visual Target Tracking” in Proceedings of the IEEE
International Conference on Image Processing (ICIP), Athens, Greece, 2018.

[KMNP19b] I. Karakostas, I. Mademlis, N.Nikolaidis and I.Pitas, ”Shot Type Feasi-
bility in Autonomous UAV Cinematography”, in Proceedings of the IEEE Interna-
tional Conference on Acoustics, Speech and Signal Processing (ICASSP), Brighton,
UK, 2019.

[PTP18] N. Passalis, A. Tefas and I. Pitas, ”Efficient Camera Control Using 2D
Visual Information for Unmanned Aerial Vehicle-based Cinematography” in Pro-
ceedings of the IEEE International Symposium on Circuits and Systems (ISCAS),
Florence, Italy, 2018.

[PT18a] N. Passalis and A. Tefas, ”Deep Reinforcement Learning for Frontal View
Person Shooting Using Drones”, in Proceedings of the IEEE Conference on Evolving
and Adaptive Intelligent Systems (EAIS), Rhodes, Greece, 2018.

[PMTP19] F. Patrona, I. Mademlis, A. Tefas and I. Pitas, ”Computational UAV
Cinematography for Intelligent Shooting Based on Semantic Visual Analysis”, in
Proceedings of the IEEE International Conference on Image Processing (ICIP),
Taipei, Taiwan, 2019.

[KMNP19a] I. Karakostas, I. Mademlis, N. Nikolaidis and I. Pitas, ”Shot Type
Constraints in UAV Cinematography For Autonomous Target Tracking”, technical
report, submitted

[PT19a] N. Passalis and A. Tefas, ”Deep Reinforcement Learning for Controlling
Frontal Person Close-up Shooting”, Neurocomputing, Elsevier, vol. 335, pp. 37-47,
2019.

4.2.3 3D Tracking

During M1-24 USE worked on a 3D target tracking scheme, which can be used for target
following and filming by the UAV and/or the UAV camera. In the core of this scheme lies
a distributed Recursive Bayesian Filter (RBF) that integrates a) the 2D target locations
derived by a 2D tracking algorithm (such as those investigated by AUTH) applied on
each of the drone videos and b) information coming from a GPS placed on the target and
generates estimates of the 3D target tracking state, composed of the target 3D current
location and velocity. An Extended Information Filter (EIF) was selected to implement
the distributed RBF. First experiments were implemented in a simulation environment.

During that period USE also designed the architecture an active perception approach
for target tracking which development and validation have been reported in this Deliver-
able.
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4.2.4 6DoF Drone Localization

Another important issue to be tackled in this Task is 6-DoF drone localization of sufficient
accuracy and robustness for drone navigation. USE worked on such a drone localization
approach whose main idea is to improve accuracy by exploiting the synergies between
different sensors, namely RTK GPS, 3D LIDAR, monocular camera pointing downwards,
laser altimeter, and Inertial Measurement Units (IMU). The main idea of the studied
approach is to develop a monolithic AMCL-based scheme that receives as input the mea-
surements from all these sensors as well as the 3D geometrical map. Combining these
measurements by a monolithic SLAM filter enables better exploiting their complementar-
ity. During the first year, different algorithms for each of the involved modules have been
developed and tested.

4.2.5 Lidar-based Localization and automatic video analysis

Between M1-M12, IST worked towards a solution to the problem of laser-based control of
rotary-wing UAVs, considering the entire process comprising of the acquisition and treat-
ment of the sensors measurements, the development of methods to compute the relevant
quantities to describe the motion of the vehicle, and the design and implementation of sta-
ble and effective observers and controllers within the scope of Lyapunov stability methods.
Moreover, it continued a work initiated prior to beginning of the MULTIDRONE project
that is focused on the development of Discriminative Optimization and its application to
3D point cloud registration and in particular 3D object tracking.

Between M12-M24, IST continued working on processing the input of 3D LIDAR
Sensors. More specifically, a novel Rigid Point Cloud Registration method was developed,
where 3D LIDAR can be used for 3D localization. This is challenging because neither the
correspondence nor the transformation parameters are known. To this end, an Inverse
Composition Discriminative Optimization (ICDO) algorithm was proposed, which learns
a sequence of update steps from synthetic training data that search the parameter space
for an improved solution.

During the same period, a framework for deriving intelligent AV shooting techniques
was developed, that automatically analyses videos and partitions them into a collection
of short clips was developed, each depicting a specific scene or viewpoint, enabling: 1)
searching for and comparing videos from different directors and broadcasters; 2) com-
puting video statistics, such as viewpoint preferences; 3) developing a recommendation
system for broadcast camera selection.

Out of this work, the following papers have been accepted in international conferences:

[VTC17] Jayakorn Vongkulbhisal, F. De la Torre, and Joao Paulo Costeira. Dis-
criminative Optimization: Theory and Applications to Point Cloud Registration.
In: IEEE Conference on Computer Vision and Pattern Recognition (2017), pp.
41044112.

[GBCSO17] Alexandre Gomes, Bruno Guerreiro, Rita Cunha, Carlos Silvestre, and
Paulo Oliveira. Sensor-based 3-D pose estimation and control of rotary-wing UAVs
using a 2-D LiDAR. In: Proceedings of the 3rd Iberian Robotics Conference (Robot)
(2017)
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[VITC18] J. Vongkulbhisal and B. I. Ugalde, and F. De la Torre, and J. P. Costeira,Inverse
Composition Discriminative Optimization for Point Cloud Registration, The IEEE
Conference on Computer Vision and Pattern Recognition (CVPR), 2018.

4.3 MULTIDRONE Visual Information Analysis

4.3.1 Novel Deep Learning methodologies for visual analysis

One of the core research objectives of T4.3 was to develop the methodologies required
in order to exploit state-of-the-art Deep Learning architectures on drones for performing
computationally intensive visual analysis tasks, such as facial pose estimation and human
concept detection. The application of such architectures is not straightforward or perhaps
even prohibitive, due to significant constraints in the memory and processing power of
on-board platforms. To this end, the lines of research that have been followed within
MULTIDRONE between M1-M24, included novel deep neural layers for reducing the
computational or memory constraints of CNN models, such as the Bag-of-Word pooling,
methods for transferring the knowledge of large and complex architectures to smaller
and lightweight networks and novel decision neurons for increasing the performance of
lightweight neural networks.

A new type of quantization-based convolutional layer was proposed to allow for re-
ducing the size of CNN models. This layer is inspired by the well known Bag-of-Features
(BoF) model [SZ+03; PT17d], which is used to quantize an arbitrary number of feature
vectors into a constant length histogram representation. The pipeline of the Bag-of-
Features model is the following. First, a number of feature vectors are extracted from an
image that are then quantized into a predefined number of bins, that are called codewords.
Finally, the histogram representation of each image is compiled by counting the number
of feature vectors that were quantized into each bin. The proposed layer effectively quan-
tizes and compresses the representation extracted from the convolutional layers, while
also allowing the network to handle arbitrary-sized images. This is possible since the
representation extracted using the proposed layer is decoupled from the size of the input
image that is fed to the network. This is in contrast to regular CNN formulations, where
altering the input image size also alters the size of the extracted feature maps (requiring
training a different network for handling images of different resolution). Three different
variants of this pooling layer have been proposed:

• The Linear BoF layer is composed of two sublayers: an inner product layer that
measures the similarity of the input features to the codebook and a pooling layer
that builds the histogram of the quantized feature vectors. Then, l1 normalization
is used to obtain the normalized membership vector for each feature vector. Finally,
the Linear BoF layer receives the feature vectors of an image and compiles its
histogram representation, which is then fed to a classifier that decides the class of
the image.

• Next, a more powerful non-linear formulation of the BoF model was used to pro-
vide a global pooling operator that effectively compresses the final feature map, as
extracted from a deep convolutional neural network, into a constant length repre-
sentation that can be then processed by a significantly smaller fully connected layer.
The proposed method is also combined with a spatial segmentation scheme that is
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able to retain the spatial information that is carried by the extracted feature vectors,
further increasing the performance of the proposed method for some tasks, such as
facial pose estimation.

• Finally, the BoF-based pooling technique was further extended using a fast cosine
similarity-based formulation that can be readily implemented using the existing
highly optimized deep learning frameworks. This also allows the proposed tech-
nique to be easily deployed on embedded devices with limited processing power and
memory, e.g., GPU-based processing units for drones.

Another approach that has been studied, included methods for transferring the knowl-
edge from a large and complex neural network to a smaller and faster one, allowing the de-
ployment of more lightweight and accurate networks in drones. A model-agnostic method
was developed, in order to overcome several limitations of existing knowledge transfer
techniques, since the knowledge is transferred between layers that can have different ar-
chitecture and no information about the complex model is required, apart from the output
of the layers employed for the knowledge transfer. The vast majority of neural network
knowledge transfer approaches follows, to a greater or lesser degree, the basic distilla-
tion idea: a transfer set of data is labeled using the donor model and these annotations
are used to train the receiver model. However this approach suffers from a significant
drawback: it cannot be used to transfer the knowledge between layers of networks with
different number of hidden units since there is no way to measure the distance/similarity
between feature vectors of different dimensionality. This also implies that the distilla-
tion approach cannot be used when the number of targets do not match, e.g., the large
network predicts 20 classes, while the smaller one predicts only 10 classes. To address
the aforementioned problems, we propose sampling the geometry of the feature space, as
induced by the donor model, and then training the receiver model to mimic this geometry
using similarity-induced embeddings. To this end, the similarity matrix of the transfer
set is calculated using the donor model. Then, the receiver model is trained to “follow”
the similarities given by the donor model. That way, the geometry of the feature space,
as induced by the donor model, is recreated in a space of arbitrary dimensionality us-
ing the receiver model. In contrast to other approaches, the proposed method does not
require any knowledge of the donor network’s architecture (except from its output for a
given input) and it does not use dimensionality reduction to match the number of units
in the receiver model. Instead, it is the first method that supports directly transferring
the knowledge between layers of different dimensionality.

During CNN training, it was observed that the convergence was not always smooth.
Furthermore, it was not always easy to balance between underfitting and overfitting the
models. To overcome these limitations, a temporal averaging technique for stochastic
optimization was proposed. The proposed method employs an exponential averaging
technique to bias the parameters of the neural network toward stabler states. First, after
careful analysis of the proposed algorithm, a more robust version is derived, in which the
stable states are selected according to the loss observed during the training and update
rate annealing is not required. This also makes the proposed method easier to use, since
only two hyper-parameters are to be selected and it is demonstrated that the default
values for these hyper-parameters work well for a wide range of problems.

Finally, a novel type of neuron that has a paraboloid decision boundary has been also
proposed, with the aim of improving the classification performance of neural networks.
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The decision boundary is determined through the definition of a paraboloid as the locus
of points that are equidistant from a directrix hyperplane and a focal point. When
presented with an input vector, these neurons calculate a) the distance from a hyperplane,
in the same dot product plus bias fashion with regular neurons and b) the Euclidean
distance from the focal point using the L2 norm. Thus, the parameters of a paraboloid
neuron are about double those of a regular neuron, achieving a decision boundary of a
second degree curve, without requiring a quadratic number of parameters. These neurons
were successfully used in neural networks for facial expression recognition and object
recognition, and had improved performance against neural networks with regular neurons.

As a result of this line of research, the following papers have been published:

[PT17a] Nikolaos Passalis and Anastasios Tefas, ”Learning Bag-of-Features Pooling
for Deep Convolutional Neural Networks”, ICCV, 2017.

[PT18b] Nikolaos Passalis and Anastasios Tefas. Training Lightweight Deep Con-
volutional Neural Networks Using Bag-of-Features Pooling, IEEE Transactions on
Neural Networks and Learning Systems, 2018.

[PT18c] Nikolaos Passalis and Anastasios Tefas. Unsupervised knowledge transfer
using similarity embeddings, IEEE Transactions on Neural Networks and Learning
Systems, 99, 2018, pp. 15.

[PT18d] Nikolaos Passalis and Anastasios Tefas, Neural Network Knowledge Trans-
fer using Unsupervised Similarity Matching, International Conference on Pattern
Recognition (ICPR), 2018

[PT19c] Nikolaos Passalis and Anastasios Tefas, Long-term temporal averaging for
stochastic optimization of deep neural networks, Neural Computing and Applica-
tions, pp. 113, 2018.

[TTNP18] N.Tsapanos, A.Tefas, N.Nikolaidis and I.Pitas, Neurons with Paraboloid
Decision Boundaries for Improved Neural Network Classification Performance, IEEE
Transactions on Neural Networks and Learning Systems, 2018

4.3.2 Human Crowd Detection for Drone Flight Safety

An important issue associated with UAV cinematography is flight safety as UAVs are
frequently required to operate outdoors in crowded areas to achieve the cinematography
plans. However, environmental hazards and potential errors and malfunctions during
flight render their operation above or near human crowds very risky. Moreover, drone
flight regulations in several countries’ national legislation request a safe distance between
crowds and operating drones and forbid flight over a crowd. To this end, AUTH has
developed a module capable of detecting crowds in order to define no-fly zones for crowd
avoidance. More specifically, we adapted a common pre-trained CNN model on our task,
by totally discarding the fully-connected layers and attaching an additional convolutional
one, transforming it to a fast fully-convolutional network that can distinguish between
crowded and non-crowded scenes captured from drones. A two-loss-training model moti-
vated by the LDA method, aiming to enhance the separability of the crowd and non-crowd
classes was proposed. The proposed CNN allows input images of arbitrary size and can
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provide semantic heatmaps than can be used to semantically enrich the flying zones. To
evaluate the method, we constructed a crowd dataset of drone videos/images as there was
no such publicly available dataset. The crowd scenes were taken from 57 drone videos
from crowded events (e.g., parade, festival, marathon, etc) and non-crowd images were
randomly selected from the UAV123 and senseFly-Example-drone datasets, resulting in a
total number of 11840 annotated images (50-50 split) of the Crowd-Drone dataset. The
proposed method achieved classification accuracy over 0.95 in the Crowd-Done dataset,
while keeping inference speed above-real time in desktop computers equipped with GPUs
and 13 fps on a Jetson TX2 module.

In addition, AUTH developed lightweight architectures, as dictated by the computa-
tional capacity of the specific application, capable of addressing the problem of crowd
detection, as well as the problems of football player, and bicycle detection. The proposed
model for crowd detection runs at 13.1 fps for input of size 512×512, and at 2.1 fps for in-
put of size 1024× 1024 on a Jetson TX2 module. It is noteworthy that even if we discard
the fully connected layers of the common VGG model [SZ14b] and use only the fully-
convolutional portion, the proposed model is considerably faster. Furthermore, a generic
regularization technique, based on the graph embedding (GE) framework [YXZZYL07],
was proposed aiming to enhance the generalization ability of the proposed models. The
proposed method introduced the ideas described in the GE framework in Deep Learning,
by proposing to attach one or multiple additional Loss layers which impose certain con-
straints motivated by the GE algorithms. Specifically, in the Discriminant Analysis (DA)
regularization approach, the new model, inspired by the LDA method, except for the soft-
max loss layer that preserves the between class separability, includes a Euclidean loss layer
that aims at bringing the training samples of the same class closer to the class centroid.
The DA regularizer achieved performance 0.9546±0.0079 in terms of classification accu-
racy, as compared to the baseline only-softmax approach which achieved 0.9405±0.0061
for the task of crowd detection.

In the Minimum Enclosing Ball (MEB) regularization approach, motivated by the
radius-margin based Support Vector Machines [DKWH09], apart from the classification
loss which aims at distinguishing the training samples belonging to different classes, we
introduced an additional regularization loss aiming at shrinking the radius of the minimum
enclosing ball of the training samples. The motivation behind the proposed method
is that in binary classification problems the representations, especially of the negative
class, may be extremely expanded in the feature space generated by the neural layer, as
the classifier aims at distinguishing between the classes. The MEB regularizer achieved
performance 0.9541±0.0072 in terms of classification accuracy, as compared to the baseline
only-softmax approach which achieved 0.9405±0.0061 for the task of crowd detection.

Finally, lightweight deep CNN models, allowing real-time deployment on-drone for
high resolution images for specific classification problems involved in the context of media
coverage of certain sport events by multiple drones were proposed. Our goal was to provide
semantic heatmaps by predicting for each location within the captured high-resolution
scene the objects presence. It is noteworthy that it is of utmost importance for the
application to handle high resolution images, since objects in drone-captured images are
extremely small, and thus image resizing in order to meet real-time deployment limits,
that is used by almost all of the state-of-the-art visual content analysis models (e.g.
YOLO [RF18], SSD [LAESRFB16], etc.), would further shrink the object of interest,
rendering the detection infeasible. Specifically, models able to run in real-time (about
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25 FPS) on-drone for 720p (1280 × 720) and 1080p (1920 × 1080) resolution images
were proposed. Furthermore, since we deal with lightweight models that usually have
inferior performance compared to the more complex ones, we focused on enhancing their
performance. Towards this end, we proposed the so-called Class-Specific Discriminant
(CSD) regularizer, exploiting the nature of the problem. That is, considering two-class
problems where the one class describes a specific concept, while the other class describes
anything than this concept (i.e. genuine versus impostor class), while the classifier aims
to distinguish samples belonging to different classes, we proposed to enhance the genuine
class discrimination, by enforcing data belonging to the class under consideration to be
close to their class centroid. The experimental evaluation on four datasets for crowd,
football player, face and bicycle detection, indicated the effectiveness of the proposed
regularizer in considerably enhancing the generalization ability of the proposed models.

Out of this work, the following papers were produced:

• M. Tzelepi and A. Tefas, Human Crowd Detection for Drone Flight Safety Using
Convolutional Neural Networks, Proceedings of the European Signal Processing
Conference (EUSIPCO), 2017.

• M. Tzelepi and A. Tefas, ”Graph Embedded Convolutional Neural Networks in
Human Crowd Detection for Drone Flight Safety”, IEEE Transactions on Emerging
Topics in Computational Intelligence (2019).

• M.Tzelepi and A. Tefas, Discriminant analysis regularization in lightweight deep
CNN models, Proceedings of the IEEE International Conference on Image Process-
ing (ICIP), 2019, accepted.

• M.Tzelepi and A. Tefas, Improving the Performance of Lightweight CNN Models
Using Minimum Enclosing Ball Regularization, Proceedings of the European Signal
Processing Conference (EUSIPCO), 2019, accepted.

4.3.3 Visual target detection

Visual target detection constitutes a key visual information analysis task within the MUL-
TIDRONE scope. Within M1-M24, AUTH work focused on detecting boats, bicycles,
football players and human faces. The work was three fold:

• Train and benchmark existing candidate lightweight CNN architectures in the spe-
cific tasks mentioned above.

• Collect and annotate images to solve MULTIDRONE specific tasks (i.e., boats/bi-
cycles/football athletes).

• Develop and implement novel architectures for object detection on drone.

Between M1-M12, lightweight state-of-the-art object detectors, such as YOLO [RF16]
or SSD [LAESRFB16] have been trained to detect objects of interest, such as bicycles and
boats and were evaluated on publicly available datasets, such as the VOC2012 dataset
[EVGWWZ] which contain images of bicycles and boats. The detection speed of these
detectors was evaluated and we found that YOLO is faster in object detection. Thus, we
have trained the YOLO detector in its full sized and compressed (tiny) [RF18] versions
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to detect bicycles and boats. However, domain-specific information is necessary for the
correct identification and localization of professional bicycles, rowing boats, etc., as well as
for the reduction of false positive detections. Furthermore, these datasets do not contain
enough examples of aerial shots of the objects of interest, making them unsuitable for the
tasks at hand. In order to enchance the detection performance for these tasks, AUTH
collected and annotated more than 700k training examples that were used to train the
aforementioned deep learning models. Parts of the annotated data are now publicly
available at “https://multidrone.eu/multidrone-public-dataset/”.

Besides evaluating state-of-art detectors, novel visual target detection algorithms were
developed, using lightweight Convolutional Neural Networks that can be deployed on em-
bedded systems while achieving high detection performance. During the period M10-18,
AUTH experimented with different CNN architectures. The final version of the CNN
detection model has a small number of trainable parameters, which is trained using small
images of size 32 × 32 and deployed in full-sized images in convolutional fashion. The
network is trained to recognize positive patches, i.e., those containing the targets, against
negative ones, i.e., patches that either do not contain targets at all or have a very small
overlap with the target to be detected. In addition, a second branch was added to the
network to regress the width to height ratio of the depicted target for positive examples.
For the face detection tasks, a massive amount of data from existing face detection bench-
marks, totaling up to more than half a million samples, was needed to train the networks.
Furthermore, a novel training strategy was deployed to train the network progressively,
involving hard negative and easy positive sample mining.

Moreover, AUTH also worked on incorporating an attention mechanism into object
detection models. More specifically, the Faster R-CNN model was enhanced, by adding
a recurrent attention mechanism, which allows the model to focus on smaller objects - as
seen from drones - to extract more useful information from them.

Furthermore, the use of one-stage, lightweight object detectors was investigated. More
specifically, a study was conducted into the hyperparameters of an object detector with
respect to the trade-off between detection speed and accuracy. These include the feature
extraction backbone, the input size, or the number of weights per layer. For example,
MobileNets or Inception-based backbone architectures are more lightweight while main-
taining high performance. The use of post-processing speed optimization methods, such
as TensorRT, was also researched.

Out of this work, the following conference/journal papers were produced:

[TNT17b] D. Triantafyllidou, P. Nousi and A. Tefas, Lightweight two-stream con-
volutional face detection, In: European Signal Processing Conference (EUSIPCO),
2017, pp. 1190-1194.

[TNT17a] D. Triantafyllidou, P. Nousi and A. Tefas, Fast deep convolutional face
detection in the wild exploiting hard sample mining, Elsevier Big Data Research,
2017.

[ST18] G. Symeonidis and A. Tefas, ”Recurrent Attention for Deep Neural Ob-
ject Detection”, Proceedings of the Hellenic Conference on Artificial Intelligence
(SETN), Rio Patras, Greece, 2018.

[NPTP18b] P. Nousi, E. Patsiouras, A. Tefas, I. Pitas, Convolutional Neural Net-
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works for Visual Information Analysis with Limited Computing Resources, Proceed-
ings of the IEEE International Conference on Image Processing (ICIP), 2018.

4.3.4 Face recognition/clustering/de-identification

Person recognition from facial images is typically tackled in two steps: first, feature vec-
tors are extracted from the facial images and, then, are fed to a classifier which classifies
the feature vectors into classes corresponding to identities. Autoencoders (AEs), as di-
mensionality reduction and feature extraction tools, are capable of uncovering robust
features, and their use of various tasks, including face recognition and clustering has been
thoroughly investigated. More specifically, various methods were proposed to implicitly
incorporate label and/or geometric information into the hidden representation obtained
by an AE, by learning to reconstruct shifted versions of the samples. That is, in this
work it was proposed to alter the objective of an AE so that, given an input sample, the
network will learn to minimize the error between its output and the shifted version of
its input, instead of the input itself. For clustering purposes, the low-dimensional sub-
space produced by an AE was exploited to perform clustering and the clustering result
was used to finetune the learned representations in a self-supervised fashion, to extract
better-formed clusters.

In addition to the CNN based classifiers for face recognition, novel SVM-based classi-
fiers employing geometric regularizers were also developed as a fall-back solution in case
of performance issues related to on-board equipment, and evaluated in the face recogni-
tion task. The devised supervised multiclass classification method extends the standard
SVM problem, by incorporating additional optimization criteria, in addition to maximiz-
ing the classification margin. These criteria include incorporating geometric or semantic
information about the training data, e.g., within-class variance information or local geo-
metric data relationships information, all of them expressed with graph structures, i.e.,
multiplex data relationships. The introduced terms have the effect of projecting the SVM
hyperplane in such directions, where the respective information of each additional term
is emphasized. Moreover, we introduce a weighting parameter, to express the contribu-
tion of each term to the final solution. In addition, a One-Class Classification method,
namely the Semi-Supervised Subclass Support Vector Data Description, was devised. It
extends the Support Vector Data Description by two means, i.e. by exploiting global class
information expressed by the class data variance and local neighborhood information be-
tween all available (labeled and unlabeled) data, following the smoothness assumption of
semi-supervised learning. The derived minimum bounding hypersphere enclosing labeled
examples lies in a regularized space, where the introduced properties have been expressed.

Besides face recognition, face de-identification was also researched during M1-M24,
as it is a very important and sensitive issue in drone technologies.UoB assessed and
developed privacy protection technologies till M6, in cooperation with AUTH, while the
work was solely performed by AUTH from M7 onwards. Shallow methods were assessed
for hindering face detection, while both shallow methods and deep learning methods were
developed for face de-identification. The investigated shallow de-identification methods
were based on Singular Value Decomposition (SVD) [CZTP17]. More specifically, the
image to be de-identified is decomposed in three matrices using SVD. Then, the procedure
involves zeroing the first singular values, and successively low-pass and high-pass filtering
the eigenvector matrices, using averaging and modified Sobel filters, respectively. Finally,
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the de-identified image can be obtained as the result of an SVD reconstruction process,
using the modified matrices.

In addition to the shallow method, AUTH focused on developing a novel method for
de-identification based on Deep Autoencoders during M12-24. More specifically, various
methods to finetune the encoding part of a convolutional and a fully connected autoen-
coder were investigated, based on identity and other attribute information as well as the
geometric similarity between encoded samples, corresponding to facial images. A diversity
metric was introduced to quantify the realism and naturalness of the resulting de-identified
faces. Extensive experimental results indicated that the proposed methods can generate
new faces with different person identity labels, while maintaining the facelike nature and
diversity of the input face images.

Out of this work, the following journal/conference papers were published/submitted:

[NT17] P. Nousi and A. Tefas, Discriminatively Trained Autoencoders for Fast and
Accurate Face Recognition, Proceedings of the International Conference on Engi-
neering Applications of Neural Networks (ICEANN), 2017.

[NT18] P. Nousi, and A. Tefas, Self-supervised autoencoders for clustering and clas-
sification, Evolving Systems, pp. 1-14, 2018.

[MTP19a] V. Mygdalis, A. Tefas and I. Pitas, ”Exploiting Multiplex Data Rela-
tionships in Support Vector Machines”, Pattern Recognition, Elsevier, vol. 85, pp.
70-77, 2019

[MITP17] V. Mygdalis, A. Iosifidis, A. Tefas and I. Pitas, ”Semi-Supervised Subclass
Support Vector Data Description for Image and Video Classification”, Neurocom-
puting, Elsevier, vol. 291, pp. 237-241, 2018

[CMMP17] P. Chriskos, J. Munro, V. Mygdalis and I. Pitas, ”Face Detection Hin-
dering” in Proceedings of the IEEE Global Conference on Signal and Information
Processing (GLOBALSIP), Montreal, Canada, 2017

[CZMP18] P. Chriskos, R. Zhelev, V. Mygdalis and I.Pitas, ”Quality Preserving
Face De-Identification Against Deep CNNs” in IEEE International Workshop on
Machine Learning for Signal Processing (MLSP), Aalborg, Denmark, 2018.

[NPTP18a] P. Nousi, S. Papadopoulos, A. Tefas, I. Pitas, ”Deep Autoencoders for
Attribute Preserving Face De-identification”, technical report, submitted

4.3.5 Pose Estimation

Deep Convolutional Neural Networks (CNNs) training needs some special care as it is
affected by several factors (e.g., learning rate, noisy data), which often lead to convergence
issues. Specifically, in our experiments where a CNN was trained as a pose estimator to
control the main shooting camera of a drone, such convergence issues were also observed
during the training process. Although a state-of-the-art network stochastic optimization
technique was employed, the training process was very sensitive to small learning rate
changes. Also, as the input data of the pose estimator consist of face detections coming
from an object detector, they often have added noise due to imperfect detections (the
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face is not perfectly centered in the bounding box, bounds do not include the whole face
etc). To this end, a temporal averaging technique was developed, which can stabilize and
speed up the convergence of stochastic optimization for CNN training, overcoming the
aforementioned issues. The proposed technique, uses an exponential running average on
the parameters of the neural network to bias the current parameters towards a stabler
state. The proposed technique was succesfully used for facial pose estimation.

Additionally, a target 3D pose estimation method was developed, in order to further
assist autonomous drone cinematography. Given a fast and accurate estimation of the
target’s pose, the correct actions according to the director’s instructions can be taken.
Thus, the proposed method exploits the visual information captured from drone cameras
during a flight and estimates the three rotation angles in a world coordinate system of
the target. More specifically, our method aims at learning discriminating features by
utilizing siamese and triplet CNNs. After the proposed CNN is trained, the Euclidean
distance of image features, which are extracted from samples belonging to the same object
class but under different poses, in the feature space is forced to be equal to the real
pose difference. Then, at the last stage, the extracted features are matched with a set
of templates via nearest neighbor search in the feature space. Moreover, the extracted
features are further utilized in order to estimate the real pose of the target, allowing a
trade-off between accuracy and speed. The proposed method was evaluated in a dataset
created by annotating drone images depicting cyclists in cycling races with their 3D poses.
This dataset allowed training and testing the proposed neural network with images for a
real MULTIDRONE scenario with promising results.

The following conference papers were published on this topic:

[PT17c] Nikolaos Passalis and Anastasios Tefas, Improving Face Pose Estimation
Using Long-Term Temporal Averaging for Stochastic Optimization”, EANN, 2017

[PT17b] Nikolaos Passalis and Anastasios Tefas, ”Concept Detection and Face Pose
Estimation Using Lightweight Convolutional Neural Networks for Steering Drone
Video Shooting”, EUSIPCO, 2017.

4.3.6 Dataset creation and annotation software

Deep learning approaches for tasks such as detection,tracking and pose estimation require
a large amount of training data. Finding this amount of fully annotated data can be
difficult when the problem you try to solve is very specific. AUTH tried to solve this
issue by creating 1) a user-friendly and time saving video annotation software 2) realistic
synthetic datasets.

The video annotation software, allows easy labeling using a semi-supervised procedure.
Initial bounding boxes for Multidrone’s relevant classes (cyclists, rowing boats, people)
were generated automatically using a pre-trained CNN network. These bounding boxes
are later manually refined by the user in order to increase their overlap with the image’s
objects. The efficiency of this software was fully proven, having annotated video datasets
consisting of 400k images.

However, annotating data, even with the best annotation tools, requires labour-
consuming manual inspection and correction. Recent technical advances in photorealism,
enabled the use of synthetic data in training and testing machine learning algorithms. To
this end, AUTH used and extended AirSim, a simulator built on top of the Unreal Engine
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4 (UE4) real-time 3D graphics/physics engine. Multiple simulated UAVs were deployed in
several dynamic scenes designed in UE4, based on MULTIDRONE scenarios, mainly for
data collection purposes. Data were generated for use in tasks such as detection, tracking,
pose estimation, semantic segmentation and human crowd detection and back-projection.
The data contained automatically generated annotations, e.g. bounding boxes around
objects of interest.
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Tasks T4.1-T4.3 related Publications M25-M30

[CSC19] B.Q. Ferreira J. Carvalho A. Messina C. Santiago D.M. Alves
and J.P. Costeira. “Video Analysis Based On Human Pose
For Unsupervised Summarization And Retrieval”. In: Interna-
tional Conference on Content-Based Multimedia Indexing (to
appear). 2019.

[CCPP19] E. Chatzikyriakidis, C. C. Papaioannidis, and I. Pitas. “Ad-
versarial Face De-Identification”. In: IEEE International Con-
ference on Image Processing (ICIP). to be presented. 2019.

[MTP19b] V. Mygdalis, A. Tefas, and I. Pitas. “K-Anonymity Adversar-
ial Attack and Multiple One-Class Classification Defense”. In:
technical report (2019). submitted.

[NMKTP19] P. Nousi, I. Mademlis, I. Karakostas, P. Tefas, and I. Pitas.
“Embedded UAV Real-time Visual Object Detection and Track-
ing”. In: Proceedings of the IEEE International Conference on
Real-time Robotics and Computing (RCAR). to be presented.
2019.

[NTP19b] P. Nousi, P. Tefas, and I. Pitas. “Dense Convolutional Feature
Histograms for Robust Visual Object Tracking”. In: technical
report (2019). submitted.

[PP19] P. Papaioannidis and I. Pitas. “3D Object Pose Estimation us-
ing Multi-Objective Quaternion Learning”. In: technical report
(2019). submitted.

[PT19b] N. Passalis and A. Tefas. “Continuous Drone Control using
Deep Reinforcement Learning for Frontal View Person Shoot-
ing”. In: Neural Computing and Applications (2019). Accepted
for publication.

[SMNP19] C. Symeonidis, I. Mademlis, N. Nikolaidis, and I. Pitas. “Im-
proving Neural Non-Maximum Suppression for Object Detec-
tion by Exploiting Interest-Point Detectors”. In: technical re-
port. submitted. 2019.

[TT19] M. Tzelepi and A. Tefas. “Class-Specific Discriminant Regular-
ization in real-time deep CNN models for binary classification
problems”. In: technical report (2019). submitted.
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Tasks T4.1-T4.3 related Publications M1-M24

[CMMP17] P. Chriskos, J. Munro, V. Mygdalis, and I. Pitas. “Face detec-
tion hindering”. In: Proceedings of the IEEE Global Conference
on Signal and Information Processing (GlobalSIP). 2017.

[CZMP18] P. Chriskos, R. Zhelev, V. Mygdalis, and I. Pitas. “Quality pre-
serving face de-identification against deep CNNs”. In: Proceed-
ings of the IEEE International Workshop on Machine Learning
for Signal Processing (MLSP) (2018).

[GBCSO17] A. Gomes, Guerreiro. B., R. Cunha, C. Silvestre, and P. Oliveira.
“Sensor-based 3-D pose estimation and control of rotary-wing
UAVs using a 2-D LiDAR”. In: Proceedings of the 3rd Iberian
Robotics Conference (Robot) (2017).

[KN19] E. Kakaletsis and N. Nikolaidis. “Potential UAV Landing Sites
Detection Through Digital Elevation Models Analysis”. In:
Proceedings of the European Signal Processing Conference (EU-
SIPCO), Satellite Workshop: Signal Processing, Computer Vi-
sion and Deep Learning for Autonomous Systems. 2019.

[KTKSNTP19] E. Kakaletsis, M. Tzelepi, P. Kaplanoglou, C. Symeonidis, N.
Nikolaidis, A. Tefas, and I. Pitas. “Semantic Map Annotation
through UAV Video Analysis using Deep Learning Models in
ROS”. In: Proceedings of the International Conference on Mul-
tiMedia Modeling (MMM 2019) (2019).

[KMNP19a] I. Karakostas, I. Mademlis, N. Nikolaidis, and I. Pitas. “Shot
Type Constraints in UAV Cinematography For Target Track-
ing Applications”. In: technical report (2019). submitted.

[KMNP19b] I. Karakostas, I. Mademlis, N. Nikolaidis, and I. Pitas. “Shot
Type Feasibility in Autonomous UAV Cinematography”. In:
Proceedings of the IEEE International Conference on Acous-
tics, Speech and Signal Processing (ICASSP) (2019).

[KMNP18] I. Karakostas, I. Mademlis, N. Nikolaidis, and I. Pitas. “UAV
cinematography constraints imposed by visual target track-
ing”. In: Proceedings of the IEEE International Conference on
Image Processing (ICIP). 2018.

[KMTP19a] I. Karakostas, V. Mygdalis, A. Tefas, and I. Pitas. “Occlusion
detection and drift-avoidance framework for 2D visual object
tracking”. In: technical report (2019). submitted.

[KMTP19b] I. Karakostas, V. Mygdalis, A. Tefas, and I. Pitas. “On Detect-
ing and Handling Target Occlusions in Correlation-filter-based
2D Tracking”. In: Proceedings of the European Signal Process-
ing Conference (EUSIPCO). 2019.

[MITP17] V. Mygdalis, A. Iosifidis, A. Tefas, and I. Pitas. “Semi-supervised
subclass support vector data description for image and video
classification”. In: Neurocomputing (2017).
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[MTP19a] V. Mygdalis, A. Tefas, and I. Pitas. “Exploiting multiplex data
relationships in Support Vector Machines”. In: Pattern Recog-
nition 85 (2019), pp. 70–77.

[NPTP18a] P. Nousi, S. Papadopoulos, A. Tefas, and I. Pitas. “Deep Au-
toencoders for Attribute Preserving Face De-identification”.
In: Proceedings of the IEEE International Workshop on Ma-
chine Learning for Signal Processing (MLSP) (2018).

[NPTP18b] P. Nousi, E. Patsiouras, A. Tefas, and I. Pitas. “Convolutional
Neural Networks for Visual Information Analysis with Limited
Computing Resources”. In: Proceedings of the IEEE Interna-
tional Conference on Image Processing (ICIP) (2018).

[NT17] P. Nousi and A. Tefas. “Discriminatively Trained Autoencoders
for Fast and Accurate Face Recognition”. In: International
Conference on Engineering Applications of Neural Networks
(2017).

[NT18] P. Nousi and A. Tefas. “Self-supervised autoencoders for clus-
tering and classification”. In: Evolving Systems (2018), pp. 1–
14.

[NTP19a] P. Nousi, A. Tefas, and I. Pitas. “Deep Convolutional Feature
Histograms for Visual Object Tracking”. In: Proceedings of the
IEEE International Conference on Acoustics, Speech and Sig-
nal Processing (ICASSP). 2019.

[NTTP19a] P. Nousi, D. Triantafyllidou, A. Tefas, and I. Pitas. “Classification-
based Re-detection for Robust Long-term Visual Object Track-
ing”. In: technical report (2019). submitted.

[NTTP19b] P. Nousi, D. Triantafyllidou, A. Tefas, and I. Pitas. “Joint
Lightweight Object Tracking and Detection for Unmanned Ve-
hicles”. In: Proceedings of the IEEE International Conference
on Image Processing (ICIP). 2019.

[PT19a] A. Passalis and A. Tefas. “Deep Reinforcement Learning for
Controlling Frontal Person Close-up Shooting”. In: Neurocom-
puting 335 (2019), pp. 37–47.

[PT17a] N. Passalis and A. Tefas. “Bag-of-Features Pooling for Deep
Convolutional Neural Networks”. In: Proceedings of the IEEE
International Conference on Computer Vision, (ICCV2017)
(2017).

[PT17b] N. Passalis and A. Tefas. “Concept Detection and Face Pose
Estimation Using Lightweight Convolutional. Neural Networks
for Steering Drone Video Shooting”. In: European Signal Pro-
cessing Conference (EUSIPCO) (2017).

[PT18a] N. Passalis and A. Tefas. “Deep reinforcement learning for
frontal view person shooting using drones”. In: Proceedings
of the IEEE Conference on Evolving and Adaptive Intelligent
Systems (EAIS). 2018.
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[PT17c] N. Passalis and A. Tefas. “Improving Face Pose Estimation
Using Long-Term Temporal Averaging for Stochastic Opti-
mization”. In: Proceedings of the International Conference on
Engineering Applications of Neural Networks (EANN) (2017).

[PT19c] N. Passalis and A. Tefas. “Long-term temporal averaging for
stochastic optimization of deep neural networks”. In: Neural
Computing and Applications (2019), pp. 1–13.

[PT18b] N. Passalis and A. Tefas. “Training Lightweight Deep Convo-
lutional Neural Networks Using Bag-of-Features Pooling”. In:
IEEE Transactions on Neural Networks and Learning Systems
(2018).

[PT18c] N. Passalis and A. Tefas. “Unsupervised knowledge transfer
using similarity embeddings”. In: IEEE Transactions on Neu-
ral Networks and Learning Systems 99 (2018), pp. 1–5.

[PTP18] N. Passalis, A. Tefas, and I. Pitas. “Efficient Camera Control
using 2D Visual Information for Unmanned Aerial Vehicle-
based Cinematography”. In: Proceedings of the IEEE Interna-
tional Symposium on Circuits and Systems (ISCAS). 2018.

[PT18d] Nikolaos Passalis and Anastasios Tefas. “Neural Network Knowl-
edge Transfer using Unsupervised Similarity Matching”. In:
(2018), pp. 716–721.

[PMTP19] F. Patrona, I. Mademlis, A. Tefas, and I. Pitas. “Computa-
tional UAV Cinematography for Intelligent Shooting Based on
Semantic Visual Analysis”. In: Proceedings of the IEEE Inter-
national Conference on Image Processing (ICIP). to be pre-
sented. 2019.

[ST18] G. Symeonidis and A. Tefas. “Recurrent Attention for Deep
Neural Object Detection”. In: Proceedings of the Hellenic Con-
ference on Artificial Intelligence (SETN). 2018.

[TNT17a] D. Triantafyllidou, P. Nousi, and A. Tefas. “Fast Deep Convo-
lutional Face Detection in the Wild Exploiting Hard Sample
Mining”. In: Big Data Research (2017).

[TNT17b] D. Triantafyllidou, P. Nousi, and A. Tefas. “Lightweight two-
stream convolutional face detection”. In: European Signal Pro-
cessing Conference (EUSIPCO) (2017), pp. 1190–1194.

[TTNP18] N. Tsapanos, A. Tefas, N. Nikolaidis, and I. Pitas. “Neurons
With Paraboloid Decision Boundaries for Improved Neural
Network Classification Performance”. In: IEEE Transactions
on Neural Networks and Learning Systems (2018), pp. 1–11.

[VTC17] J. Vongkulbhisal, F. De la Torre, and J. P. Costeira. “Dis-
criminative Optimization: Theory and Applications to Point
Cloud Registration”. In: Proceedings of the IEEE Conference
on Computer Vision and Pattern Recognition (CVPR) (2017),
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applications”. In: Proceedings of the IEEE Global Conference
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5 Appendix

5.1 Dense Convolutional Feature Histograms for Robust Visual
Object Tracking

The appended technical report contains unpublished work so it has been removed from
this public version.
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5.2 Continuous Drone Control using Deep Reinforcement Learn-
ing for Frontal View Person Shooting

The appended technical report follows.
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Continuous Drone Control using Deep Reinforcement Learning for
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Nikolaos Passalis · Anastasios Tefas

Abstract Drones, also known as Unmanned Aerial Vehicles (UAVs), can be used to aid various
aerial cinematograph tasks. However, using drones for aerial cinematography requires the coordina-
tion of several people increasing the cost and reducing the shooting flexibility, while also increasing
the cognitive load of the drone operators. To overcome these limitations we propose a deep rein-
forcement learning (RL) method for continuous fine-grained drone control, that allows for acquiring
high-quality frontal view person shots, is proposed. To this end, a head pose image dataset is com-
bined with 3D models and face alignment/warping techniques to develop an RL environment that
realistically simulates the effects of the drone control commands. An appropriate reward-shaping
approach is also proposed to improve the stability of the employed continuous RL method. Apart
from performing continuous control, it was demonstrated that the proposed method can be also
effectively combined with simulation environments that support only discrete control commands,
improving the control accuracy, even in this case. The effectiveness of the proposed technique is
experimentally demonstrated using several quantitative and qualitative experiments.

Keywords Deep Reinforcment Learning · Continuous Control · Aerial Cinematography · Drone
Control

1 Introduction

The wide availability of drones, which are also known as Unmanned Aerial Vehicles (UAVs), led to
the development of versatile autonomous systems that can be used to aid several challenging tasks,
ranging from promptly responding to medical emergencies [7], to detecting fires in forests [21], and
protecting the wildlife [15]. The high versatility of drones and their ability to capture spectacular
aerial shots make them especially suitable for performing aerial cinematography tasks [27]. However,
flying a drone in this setting requires the coordination of several people. A pilot has to control each
drone, while a camera operator has to control the shooting camera on each drone. At the same
time, the director has to coordinate several pilots and camera operators, if multiple drones are used,
and ensure the quality of the captured shots. This situation increases the cost of using drones for
aerial cinematography and severely limits the shooting flexibility by putting a significant cognitive
load on the director and drone/camera operators.
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The aforementioned limitations led to the development of various techniques for assisting drone-
based cinematography, ranging from techniques for automated planning for multi-view drone shoot-
ing [27], and crowd avoidance for complying with drone legislation [43], to autonomous drone con-
trol systems [11], and various techniques for steering drone video shooting [32]. These techniques
automate various parts of the shooting process, reducing the cost of aerial cinematography and
the cognitive load of human operators. At the same time, the computationally complexity of the
developed methods must be taken into account, since drones usually have limited computational
resources (processing power and memory), leading to the development of various approaches to
lower the computational requirements of the aforementioned methods [29,48].

Currently, we are still far from developing fully autonomous drones that would be able to
automatically shot professional-grade footage according to a predefined plan, as designed by the
director, while detecting salient events for performing opportunist shooting. Instead, this paper
focuses on automating part of the shooting process. More specifically, we aim to appropriately
control the height and the relative position of the drone with respect to the person of interest to
acquire a clear frontal shot. To this end, a framework for developing deep reinforcement learning
(RL) methods, that are able to learn accurate control policies for the continuous fine-grained control
of a drone from raw pixel inputs, is presented. Note that even though deep RL has been applied
for solving several challenging and delicate control tasks [8,14,47], that would usually require the
difficult and laborious fine-tuning of traditional control methods [3], little work has been done for
developing deep RL techniques for cinematography-oriented drone control.

The contributions of this paper are briefly summarized below. First, a realistic simulation envi-
ronment is developed using the Head Pose Image Database (HPID) [13]. However, the HPID only
contains a discrete number of poses for each person, supporting only discrete control commands.
To overcome this limitation and effectively simulate the effect of continuous control commands,
the simulation environment is combined with 3D models, along with the face alignment and warp-
ing technique proposed in [50]. This allows for training RL methods that will perform continuous
fine-grained control. Then, an appropriate reward-shaping approach is proposed to improve the
stability of the employed continuous RL method. Apart from performing continuous control, it
is demonstrated that the method introduced in this paper can be also effectively combined with
simulation environments that support only discrete control commands, improving the control ac-
curacy. Finally, the proposed approach is compared both to an RL method that performs discrete
control, as well as to a traditional controller that directly uses the output of a deep model that
performs pose estimation. It is experimentally demonstrated that the proposed approach improves
the control accuracy over these methods.

This paper is an extended version of our previous work [33], where a method capable of perform-
ing drone control in discrete steps for frontal view shooting was proposed. This paper significantly
extends our previous work by proposing a method capable of performing continuous fine-grained
drone control using deep RL. The proposed method is called “Continuous Drone Control” (CDC)
through the rest of this paper. First, the limitations of the simulation environment that was used
in [33] and in [49] are lifted by using an advanced 3D modeling method that can simulate the effect of
continuous control commands [50]. This allows for developing novel fine-grained continuous control
methods for frontal view shooting using deep RL. Second, the proposed approach is appropriately
extended and evaluated using a policy gradient method, instead of Q-learning, allowing for directly
performing continuous control without the need of discretizing the action space. Finally, CDC can
be also readily used in simulation environments that only support discrete action spaces. Indeed, it
is experimentally demonstrated that CDC can improve the control accuracy over control methods
that perform discrete control, even when environments that only support discrete control are used.
To further boost RL research, that critically relies on the availability of simulation environments,
we provide an open-source implementation of the developed simulation environments as well as of
the developed techniques at https://github.com/passalis/continuous_drone_frontal_rl.
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The rest of the paper is structured as follows. The related work is briefly discussed and com-
pared to the proposed approach in Section 2. Then, CDC is introduced and described in detail in
Section 3. The experimental evaluation is provided in Section 4. Finally, future work is discussed
and conclusions are drawn in Section 5.

2 Related Work

Several approaches can be used to appropriately control a drone/camera according to a specific
cinematography-oriented objective. Perhaps the most widely used approach is to project a set of
known 2D landmark points, e.g., nose, eyes, mouth, etc., into the 3D space and solve the corre-
sponding Perspective-n-Point (PnP) problem to estimate the pose of the head of the person of
interest [19,30]. Then, a PID controller can be used to appropriately control the drone to acquire
the desired frontal shot [1,34]. However, this approach requires accurately detecting several 2D fa-
cial landmark points, which can be especially difficult if a low-resolution image input is used. Note
that this is usually the case, since drones frequently use a low-resolution video feed for performing
the on-board processing tasks, even when high resolution cameras are available, due to their limited
processing power and memory. Apart from these, careful calibration of the system is required and
it is non-trivial to extend this approach for estimating the pose of other objects, since the landmark
points have to be appropriately redefined and a corresponding detector must be developed.

Some of the aforementioned drawbacks can be addressed by using deep pose estimation algo-
rithms that are directly trained to estimation the pose of various objects using a training set of data
that contains images along with their pose annotations [12,36,41]. Even though such deep learning
approaches have been shown to increase the pose estimation accuracy and lead to more robust
pose estimators, there is no guarantee that they will be optimal for performing control tasks, while,
on the other hand, developing optimal control algorithms has a long history in various engineer-
ing fields [5,20]. Quite recently, it was shown that combining the great learning capacity of deep
learning models with reinforcement learning (RL) techniques can indeed lead to the development of
robust control policies, that can work under stochastic and noisy environments, producing spectac-
ular results, that often outperform humans on sophisticated control tasks [24,26,44]. This also led
to the development several recent deep RL approaches for various robotics applications [9,10,22,33,
38]. However, using a deep RL approach for learning accurate control policies from raw pixel inputs
is not straightforward, requiring the development of the appropriate simulation environments along
with the careful encoding of the problem objective into a reward function. Apart from that, reward

shaping can be also required to ensure that the method will indeed perform as it was intended and
ensure the stable convergence of the learning process [28]. To the best of our knowledge, this is the
first work where deep RL is used to perform accurate continuous fine-grained drone control from
raw pixel input for frontal view shooting using a dedicated simulation environment that employs
an advanced 3D modeling method that can simulate the effect of continuous control commands.

3 Proposed Method

The proposed CDC method is presented in this Section. First, a brief introduction to RL is provided
along with the used notation. Then, the developed simulation environments are presented. Finally,
the proposed reward shaping scheme, as well as the complete methodology for developing a deep RL
agent for continuous drone control are derived and discussed in detail. Note that the term agent in
this paper refers to parameterized software agents that learn to individually perform various actions
in order to maximize the reward obtained from the environment and should not be confused with
multiagent systems [51].
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3.1 Deep Reinforcement Learning

Given an environment for which the Markov property is satisfied (the future state depends only on
the current state and the selected action), RL can be modeled using Markov Decision Processes
(MDPs). A MDP can be defined as a tuple (S,A,P(·),R(·), γ), where:

1. S is the set of possible states for the environment.
2. A = {a1, a2, ..., aNa

} is the set of possible actions, where Na is the number of possible actions.
Note that the action space can be continuous: A ⊆ Rm, where m is the number of controls.

3. P(st+1|st, at) is the probability that the environment will transit from the state st to the state
st+1 given that the action at has been performed.

4. R(st, at1 , st+1) = rt+1 is the immediate reward that the agent receives when performing the
action at+1 and transitioning from state st to state st+1.

5. γ is a discount factor that defines the importance of immediate rewards versus future rewards,
where typically 0 ≤ γ < 1. For γ = 0 the agent is short-sighted, while higher values increase the
importance of future rewards.

An agent starts at state s0 and selects the next action according to a policy π(s) that defines
the action that the agent will perform. Note that the policy π(·) can be stochastic and it is usually
described as a probability distribution over the available actions: π : S → P(A). The agent’s behav-
ior defines a sequence of state-action-rewards s0, a1, r1, s1, a2, r2, s2, a3, r3, s3, ..., sT that describes
the history of the agent for a given episode that ends after T steps. The discounted accumulated
return for an episode consisting of T steps is defined as:

R =
T∑

t=1

γt−1rt, (1)

where each action is selected according to the policy π(s). RL aims to learn the optimal policy π∗

that provides the maximum expected return:

π∗ = arg max
π

E[R|π]. (2)

Several approaches have been proposed for tackling this problem [37]. For example, Q-learning
aims to learn the optimal action-value function Q∗(s, a), which is used to express the expected
reward of performing the action a from the state s, given that an optimal policy is then followed.
Then, the optimal policy can be directly derived as:

π∗(s) = arg max
a

Q∗(s, a). (3)

Even though simple look-up tables can be used to represent and store the optimal values (Q-
values), this approach quickly becomes impractical as the size of the state set S increases. To
overcome this limitation, deep neural networks can used to approximate the action-value function
(deep Q-learning). The neural network is updated after each time-step using stochastic gradient
descent [17], to minimize an appropriately defined loss function L(·) that measures the error between
the current estimation Q(st, at,Wt) and the updated estimation, where Wt denotes the parameters
of the neural network after t optimization steps. The difference between the current estimation and
the updated estimation is defined as:

δ = Q(st, at,Wt)− (r + γmaxaQ(st+1, a,Wt))), (4)

and can be minimized using any appropriate loss functions, e.g., the squared loss L(δ) = 0.5δ2.
Even though deep Q-learning can provide state-of-the-art solutions to several RL problems it

is not easy to directly adapt it for solving continuous control problems, while it does not directly
optimizes the policy of the agent (instead it indirectly learns the optimal policy by estimating the
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Q-values). Such continuous control problems can be more efficiently solved using a different kind of
RL algorithms, the policy gradients methods [24,25], that directly learn the policy of the agent. A
special category of these methods work by using two different estimators: the first one, called actor,
is directly trained to estimate the optimal policy, while the second one, which is called critic, is
used to estimate the advantage that a state/selected action provides and then used to appropriately
train the actor. Again, deep neural networks can be used to implement the actor and critic models.
It is worth noting that usually the critic model is trained similarly to the Q-learning approach by
observing the rewards/punishment the agent obtains. Next, the actor is appropriately updated to
increase the probability of selecting the actions that lead to maximizing the expected reward. A
recently proposed deep RL method that can be used to train agents to performs continuous control,
the Deep Deterministic Policy Gradient method [24], is employed for the experiments conducted
in this paper. The interested reader is also referred to [2,23,37], for a more in-depth review of RL.

3.2 Proposed Drone Simulation Environment

The Head Pose Image Database [13], abbreviated as “HPID” thereof, was used to develop the
simulation environment. HPID contains 2,790 face images of 15 subjects in various poses taken in
a constrained environment. More specifically, for each person face images with various head tilts
(vertical angle) and pans (horizontal angle) were taken. For the tilt, head photos at −90◦, −60◦,
−30◦, −15◦, 0◦, 15◦, 30◦, 60◦, and 90◦ were taken, while for the pan images that depict the head
at −90◦, −75◦, −60◦, −45◦, −30◦, −15◦, 0◦, 15◦, 30◦, 45◦, 60◦, 75◦ and 90◦ were used. The full
pan range exists only for the images with tilt angles between −60◦ and 60◦. Therefore, we restrict
the available tilt angles used in the simulator to the aforementioned range.

The developed environment for discrete control supports 5 different actions (assuming that the
drone moves on the sphere):

1. stay: do not perform any action (to be used when a clear frontal view has been obtained),
2. left : move the drone left by 15◦ → pan decreases by 15◦,
3. right : move the drone right by 15◦ → pan increases by 15◦,
4. up: move the drone upwards by 15◦/30◦ (depending on the available annotations) → tilt de-

creases by 15◦/30◦, and
5. down: move the drone downwards by 15◦/30◦ (depending on the available annotations) → tilt

increases by 15◦/30◦.

During these movements, we assume that the camera is appropriately controlled to keep the face
centered, e.g., using a PID controller [34]. This is a quite realistic assumption, since deep face
detection algorithms are able to successfully detect faces with high accuracy, while even simple
PID-based control approaches work quite well for this task [34]. If an agent requests a control
command that exceeds the limits of the simulator, e.g., an angle larger than 90◦, then the simulator
remains at its last valid state. The developed simulator uses these images to simulate the movement
of a drone in a part of a sphere defined by the center of the head of the subject. Some example
face images of one person are shown in Fig. 1. This environment can be directly used to simulate
the movement of a drone in discrete steps: 15◦ steps for the pan and in 15◦/30◦ steps for the tilt.

Furthermore, this environment can be also used in pseudo-continuous mode by translating the
continuous control commands into multiple discrete steps. In this work, we assume that a maximum
of three consecutive discrete steps can be performed in one continuous control step. Therefore, the
continuous control output of the agent is quantized into 4 regions: no action, one control step,
two control steps (the same action is repeated twice), and three control steps (the same action is
repeated three times). This allows to significantly reduce the number of controls that the agent
has to handle, since instead of having an agent that can perform 49 (7 actions per control axis)
different combinations of actions (when the tilt and pan are simultaneously controlled), only two
continuous control outputs are needed (one for the tilt and one for the pan).
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(a) Face images at −30◦ tilt (pan varies from −90◦ to 90◦ in steps of 15◦)

(b) Face images at 0◦ tilt (pan varies from −90◦ to 90◦ in steps of 15◦)

(c) Face images at 30◦ tilt (pan varies from −90◦ to 90◦ in steps of 15◦)

Fig. 1: Discrete Simulation environment: The drone moves in a sphere (approximately) centered
at the face of the subject. The control commands (left/right/up/down) are simulated using the
appropriate images from HPID.

Fig. 2: Continuous Simulation Environment: Some of the 3D generated images for pan that ranges
from −30◦ to −30◦ using steps of 3◦ (note that the simulator resolution is 1◦). Tilt was set to 0◦.

However, the approach described above cannot be used to perform fine-grained continuous
control, since it is still limited by the available face poses. To overcome this limitation and provide a
more realistic simulation environment, the face alignment and warping technique proposed in [50],
was used to obtain 3D generated images of each person for various pans/tilts. To this end, we
directly used an open-source implementation of this technique, provided by the authors of [50],
available at https://github.com/junyanz/FaceDemo. One frontal image from each person, which was
randomly selected from the two frontal images provided by the HPID dataset, was used to generate
the texture for the 3D model. In the developed continuous control environment the pan ranges from
−45◦ to 45◦ in 1◦ steps (this can be assumed to be the control accuracy), while the tilt ranges
from −20◦ to 20◦ in 1◦ steps. One face at various pans, as provided by the developed simulation
environment for continuous control, is depicted in Fig. 2. Note that only the cropped face is fed to
the RL agent. This can be easily ensured in a real application using face detection methods [42,
45,46], and then appropriately cropping the part of the image that contains the face. It is worth
noting that an agent trained on the discrete/pseudo-continuous environment can be used to perform
coarse-grained control and approximately center the face image, while the agent trained on the fine-
grained environment can be then employed to fine-tune the drone position accordingly and make
small corrections. All the developed environments (discrete, pseudo-continuous and continuous)
are OpenAI Gym-compatible [4] and provided at https://github.com/passalis/continuous_drone_

frontal_rl.
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3.3 Continuous Drone Control with Deep Reinforcement Learning

The complete pipeline of the proposed deep RL technique for drone control is described in this
subsection. The RL agent interacts with the developed environment and observes its state (acquired
shot) as shown in Fig. 1 and 2. To simplify the learning process, a face detector can employed to
detect and crop the face image [42] (or face annotations can be used if they are available). After
appropriately cropping the image, it was resized to 64× 64 pixels. Therefore, the RL agent at the
t-th time step observes a tensor xt ∈ R64×64×3 that corresponds to the cropped face image.

Defining a meaningful reward function is critical for the fast and stable convergence of RL
algorithms. Even though RL can deal, to some extent, with sparse and time-delayed rewards, we
experimentally found out that rewarding (or punishing) the agent after each action can significantly
speed up the learning process. The reward of the agent is related to the current control error. The
control error at the t-th step is defined as:

et =
1

2

((
xt
xmt

)2

+

(
xp
xmp

)2
)
, (5)

where xt is the current tilt (in degrees) and xp is the current pan (in degrees), while xmt and xmp
is the absolute maximum tilt/pan that can be observed. Note that it is trivial to modify this error
function to acquire non-frontal shots around the desired tilt/pan range. Then, the reward function
is defined as:

r
(raw)
t = 1− et. (6)

However, this reward function provides a small positive rewards even for the wrong control move-
ments. Therefore, a threshold ethres can be used for rewarding the agent, leading to a thresholded
reward function:

r
(thres)
t =

{
0, if et > ethres

1− et/ethres, otherwise
, (7)

If ethres is set to 1, then the agent is rewarded at every time-step. Again, note that even though
the reward is proportional to the control error et, this can slow down the learning process. In the
conducted experiments the agent was rewarded only when it was near to acquiring a correct frontal
shot, i.e., ethres was set to 0.2. Then, to further boost the learning process, an extra small reward
ar or punishment ap can be provided whenever the agent makes a correct or wrong movement:

r
(bonus)
t =





−ap, if et > et−1

ar, if et < et−1

0, otherwise

. (8)

Using a higher penalty for wrong actions ensures the stability of the control process and discourages
control oscillations. The optimal values for these parameters can be chosen by performing cross-
validation. In the conducted experiments it was established (by performing a simple line search)
that the best control accuracy is obtained for ap = 0.4 and ar = 0.2. Finally, the reward function

is defined as the sum between the raw reward r
(thres)
t , which depends on the control error et, and

the “bonus” reward r
(bonus)
t , that encourages correct and stable control actions:

r
(shaped)
t = r

(thes)
t + r

(bonus)
t . (9)

Three different agents were trained in this work: a) an agent capable of performing discrete
control (baseline), b) an agent capable of performing pseudo-continuous control, and c) an agent
capable of performing continuous control. The Double Q-learning approach was employed for train-
ing the first agent (discrete control) [16], while the Deep Deterministic Policy Gradient (DDPG)
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Table 1: Neural network architecture. The size of the final output layer depends on the RL method
that is used.

Layer Type Activation Function Output Shape
Input - 64× 64× 3

Convolutional (5× 5, stride 2) - 30× 30× 16
Batch Normalization relu 30× 30× 16
Max Pooling (2× 2) - 15× 15× 16
Convolutional (3× 3) relu 13× 13× 32
Batch Normalization - 13× 13× 32
Max Pooling (2× 2) - 6× 6× 32
Convolutional (3× 3) relu 4× 4× 64
Batch Normalization - 4× 4× 64
Max Pooling (2× 2) - 2× 2× 64

Dense relu 128
Dense relu 64
Dense -/tanh/- 1/2/5

method was used for training the other two agents [24]. The neural networks used for approximating
the action-value function in Q-learning and the networks used for implementing the actor and critic
in the DDPG method use the same architecture, which is shown in Table 1. Only the output layer
of the networks is appropriately modified to accommodate the needs of each method, i.e., 5 output
neurons are employed for the network used in the Q learning method (each neuron corresponds to
the Q-value of the corresponding action for the given state), 1 output neuron is used for the network
that implements the critic, while 2 output neurons (equipped with a tanh activation function) are
used for the actor network (the output of each of the neurons is used to directly control the pan
and tilt). Batch normalization is used after each convolutional layer [18], while the relu activation
function is used for all the convolutional and dense layers (except from the final one). Also, note
that the critic receives the output of the actor in its penultimate fully connected layer and predicts
the Q-value of the action selected by the actor for the given input state, while the actor and critic
share the same layers up to the first layer after the last convolutional layer. The latter allows to
share the knowledge encoded between the actor and critic, while speeding up the learning process.

Learning Hyper-Parameters The size of the experience replay buffer is set to Nreplay = 5, 000 samples
when the discrete/pseudo-continuous environment is used and to Nreplay = 10, 000 samples for the
continuous environment. We used the smaller replay buffer size that allowed the models to converge
smoothly. Using larger sizes is not expected to significantly affect the learning process. Batches of
128 samples were used for the optimization, while the target model was updated with a rate of
0.001 after each iteration. The Huber loss function was employed for training the critic network,
as well as the network used in Q-learning:

L(δ) =

{
0.5δ2, if δ < δthres

|δ|−0.5δthres, otherwise
, (10)

where δ is the temporal difference error defined in Eq. (4). Huber loss is used instead of squared loss,
since it is more robust to outliers, providing smoother gradients and stabilizing the learning process
(δthres was set to 1). This is especially important when the total episode reward can accumulate to
relatively large values, as in the conducted experiments. For updating the weights of the network,
the RMSProp optimizer was used [40]. The learning rate was set to η = 0.0001 for the Double
Q-learning method, while the learning rate for the actor was set to ηa = 0.00001 and to ηc = 0.01
for the critic. Setting the learning rates to the appropriate values were of crucial importance in
order to ensure the stable convergence of the training process. To explore the solution space a
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linear exploration policy was used. For the Q-learning method exploration starts with an initial
rate of 1 and linearly decreases to 0.1 during the first 95, 000 training steps. For the DDPG method
a Gaussian process with mean 0 was used. The standard deviation of the process was linearly
decreased from 0.5 (0.2 for the continuous environment) to 0.01 during the initial 95,000 steps
(45,000 steps for the continuous environment). The agents were trained for 100,000 training steps
for the discrete/pseudo-continuous environments and for 50,000 training steps for the continuous
environment. The number of steps for each episode was set to 50. For each episode a random initial
position was used for the drone. For training, head images from 10 persons of the HPID were used,
while for the evaluation images from the rest 5 persons were used. The discount factor was set 0.95
for the discrete agents, but it was reduced to 0.5 for the continuous agents, since larger values led to
stability issues during the training process. The keras-rl library was used to implement CDC [35].

4 Experimental Evaluation

The experimental evaluation is provided in this Section. For evaluating the method 500 random
episodes were used, where for each episode the agent was allowed to perform 20 control actions. The
discrete control method is abbreviated as “D-RL”, the pseudo-continuous drone control method
as “P-CDC”, while the continuous drone control method as “CDC”. The learned agents were also
compared to two other strategies: a) using a dummy agent that does not perform any control
action (abbreviated as “Stay”) and b) using a deep CNN to perform pose regression and then
appropriately control the drone (abbreviated as “Pose Regressor”). The Pose Regressor network
use the same architecture as the CNN used for estimating the Q-values (Table 1) and it was trained
to directly regress the tilt and pan of a face image using the same train/test setup, leading to a
mean tilt error of 16.67◦ and a mean pan error of 13.71◦ (evaluation on the test set).

The evaluation results for the discrete and pseudo-continuous environments are reported in
Table 2. Note even though these environments have different action spaces, they have identical
states, since the same states are observed by the agents. Therefore, the results obtained with the
D-RL and P-CDC are directly comparable, since the observations, rewards and control limits are
the same. Both the simple (“raw”) and the appropriately shaped (“shaped”) reward functions are
compared. Several conclusions can be drawn from the results reported in Table 2. First, using
RL to train the agents leads to significantly better results than the “Stay” baseline agent, which
corresponds to a dummy agent that does not perform any control action (the drone remains at its
initial position). The deep pose regressor also leads to higher error, demonstrating the importance
of learning optimal controllers for the task at hand instead of relying on hand-crafted methods to
perform control. Furthermore, the proposed reward shaping approach always significantly improves
the control accuracy, regardless the used RL method. The proposed pseudo-continuous control
approach also leads to overall better results than the discrete control approach, reducing the mean
control error from 6.23◦ to 5.12◦ (test evaluation). Finally, note that the agents are especially prone
to overfitting (the P-CDC method learns to almost perfectly control the drone during the training).

These improvements are also demonstrated in the qualitative evaluation shown in Figures 3, 4,
and 5. The first row corresponds to the D-RL method, while the second one to the P-CDC method.
The P-CDC method manages to obtain a fontral view of the subjects significantly faster, since it
is capable of adaptively and simultaneously controlling both axes (pan and tilt). For example, in
Figure 3 the P-CDC method obtains a frontal view of the subject in just two control steps, while
the D-RL method needs 7 control steps and it is more prune to oscillations around the center
position. Similar behavior can be also observed in the other two figures, confirming the superior
behavior of CDC for pseudo-continuous control.

The results for the fully continuous environment are shown in Table 3. Again, the shaped
reward function leads to significantly better control accuracy than training with the raw reward
function, highlighting the importance of using correctly designed reward functions. Note that the
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Table 2: Drone control evaluation for frontal view person shooting using the discrete and pseudo-
continuous environments. Both the simple (“raw”) and the appropriately shaped (“shaped”) reward
functions are compared. The absolute mean tilt and pan error (to obtain a perfectly frontal shot)
are reported.

Method Eval. Type Mean Absolute Tilt Error (◦) Mean Absolute Pan Error (◦)
Stay Train 29.94 48.24
Pose Regressor Train 6.87 7.44
D-RL (raw) Train 8.82 13.32
D-RL (shaped) Train 1.47 2.58
P-CDC (raw) Train 9.24 6.96
P-CDC (shaped) Train 0.00 0.03

Stay Test 29.37 48.93
Pose Regressor Test 14.07 12.18
D-RL (raw) Test 25.26 19.08
D-RL (hint) Test 9.09 3.36
P-CDC (raw) Test 12.81 5.88
P-CDC (hint) Test 6.12 4.11

Fig. 3: Qualitative drone control evaluation: Comparing the D-RL approach (first row) to the P-
CDC approach (second row). The state after each of the first 8 control actions are depicted. The
test set was used for the evaluation. D-RL achieves 30◦/45◦ tilt/pan error after two control steps
(best achieved in 7 control steps), while P-CDC achieves 15◦/15◦ tilt/pan error after two control
steps (best achieved in 4 control steps).

Table 3: Drone control evaluation for frontal view person shooting using the continuous environ-
ment. Both the simple (“raw”) and the appropriately shaped (“shaped”) reward functions are
compared. The absolute mean tilt and pan error (to obtain a perfectly frontal shot) are reported.

Method Eval. Type Mean Absolute Tilt Error (◦) Mean Absolute Pan Error (◦)
Stay Train 10.00 23.41
CDC (raw) Train 2.62 6.86
CDC (shaped) Train 0.18 0.72

Stay Test 10.28 23.48
CDC (raw) Test 3.25 5.75
CDC (shaped) Test 0.51 2.00



Continuous Drone Control using Deep Reinforcement Learning for Frontal View Person Shooting 11

Fig. 4: Qualitative drone control evaluation: Comparing the D-RL approach (first row) to the P-
CDC approach (second row). The state after each of the first 8 control actions are depicted. The
test set was used for the evaluation. D-RL achieves 0◦/75◦ tilt/pan error after two control steps
(best achieved in 7 control steps), while P-CDC achieves 0◦/0◦ tilt/pan error after two control
steps (best achieved in 2 control steps).

Fig. 5: Qualitative drone control evaluation: Comparing the D-RL approach (first row) to the P-
CDC approach (second row). The state after each of the first 8 control actions are depicted. The
test set was used for the evaluation. D-RL achieves 30◦/30◦ tilt/pan error after two control steps
(best achieved in 5 control steps), while P-CDC achieves 15◦/15◦ tilt/pan error after two control
steps (best achieved in 3 control steps).

agent learns to almost perfectly center the subjects using fine control commands, both during the
training and the testing. This behavior is also confirmed in the test control sequences depicted in
Fig. 6. The agent correctly controls the drone to obtain a clear frontal view, while usually small or
no oscillations around the center are observed.

Learning Stability The rewards and mean Q-values during the training process are plotted in Fig. 7.
Both the mean Q-value and reward steadily increase during the training process. However, note
that the rewards fluctuate during the training process. The stochasticity of the training process
greatly contributes to this behavior, since the environment is randomly initialized before starting
each training episode. This behavior can be also attributed to the quite unstable nature of deep
RL algorithms, as also discussed in [24,26], which often require several heuristics, such as using a
replay buffer, target network updates, etc., in order to ensure the smooth convergence of the training
process. As a result, this observation led us to fully evaluate the learned agent every few training
iterations (instead of just relying on the reward obtained on one specific episode). The evaluation
results are shown in Fig. 8. Note that the behavior of the agent can vary significantly during the
training process (especially when the DDPG method is used), even though a) the convergence
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Fig. 6: Qualitative drone control evaluation using the continuous environment for six different test
settings. The state after each of the first 11 control actions are depicted.

seems to be smooth and the evaluation was performed using (multiple episodes of) the training
set (on which the agent was optimized). Therefore, to avoid using a sub-optimal model, the agent
was evaluated every 5,000 training iterations and the best model (measured using the training set)
was chosen as the final model. This process ensured that the best model that was found during the
training process will be used. Indeed, it was experimentally confirmed that this process can increase
the accuracy both for training and test evaluation, even though the best model was selected using
the training set.

5 Conclusions

A method for developing deep RL agents for continuous fine-grained drone control to acquire
high-quality frontal view person shots was presented in this paper. First, a realistic simulation
environment was developed using the HPID. This environment was extended using 3D models,
along with a face alignment and warping technique, to allow for simulating the effects of continuous
control commands, overcoming the restrictions arising from the limited number of facial poses
contained in this dataset. An appropriate reward-shaping approach was also proposed to improve
the stability of the employed continuous RL method. Apart from performing continuous control, it
was demonstrated that CDC can be also effectively combined with simulation environments that
support only discrete control commands, improving the control accuracy, even in this case. Finally,
the proposed approach was compared both to an RL agent that performs discrete control, as well
as to a traditional controller that directly uses the output of a deep model that performs pose
estimation. It was experimentally demonstrated that the proposed approach improves the control
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Fig. 7: Convergence plots depicting the mean Q-value and the reward per training episode for the
discrete control agent. The convergence of the D-RL agent using the shaped reward (first row) and
the P-CDC agent using the shaped reward (second row) are depicted.
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Fig. 8: Validation error during the training for the D-RL (shaped reward) and P-CDC (shaped
reward).

accuracy over these methods, highlighting the importance of learning optimal controllers instead
of relying on hand-crafted control techniques.

Several interesting future research directions exist. First, the impressive performance of the pro-
posed technique paves the way for several other deep RL-based control methods for autonomous
drone-based cinematography. However, it it worth noting that we are currently still far away from
being able to directly deploy the developed methods in real world applications. In fact, even though
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in our work we employed datasets with real images, instead of computer generated graphics, it is
likely that much larger datasets should be created in order to ensure the successful deployment
of these methods in real applications. Furthermore, CDC can be applied to more dynamic en-
vironments, e.g., moving targets can be used, and more sophisticated deep architectures, e.g.,
recurrent networks [6], can be used to accurately predict the movement of the target and con-
trol the drone. Furthermore, the use of end-to-end trainable systems, that simultaneously perform
camera and drone control, can be developed and evaluated. Finally, the development of transfer
learning techniques for RL [31,39], that can combine the use of real datasets and simulators, which
use computer-generated graphics, will allow for training RL techniques under a wider range of
scenarios, while ensuring that they can be directly deployed in real-world applications.
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3. Åström, K.J., Hägglund, T., Astrom, K.J.: Advanced pid control (2006)
4. Brockman, G., Cheung, V., Pettersson, L., Schneider, J., Schulman, J., Tang, J., Zaremba, W.: Openai gym

(2016)
5. Bryson, A.E.: Applied optimal control: optimization, estimation and control. CRC Press (1975)
6. Chung, J., Gulcehre, C., Cho, K., Bengio, Y.: Empirical evaluation of gated recurrent neural networks on

sequence modeling. arXiv preprint arXiv:1412.3555 (2014)
7. Claesson, A., Fredman, D., Svensson, L., Ringh, M., Hollenberg, J., Nordberg, P., Rosenqvist, M., Djarv,
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ABSTRACT

The use of camera-equipped Unmanned Aerial Vehicles
(UAVs, or “drones”) for a wide range of aerial video cap-
turing applications, including media production, surveillance,
search and rescue operations, etc., has exploded in recent
years. Technological progress has led to commercially avail-
able UAVs with a degree of cognitive autonomy and per-
ceptual capabilities, such as automated, on-line detection
and tracking of target objects upon the captured footage.
However, the limited computational hardware, the possi-
bly high camera-to-target distance and the fact that both the
UAV/camera and the target(s) are moving, makes it chal-
lenging to achieve both high accuracy and stable real-time
performance. In this paper, the current state-of-the-art on
real-time object detection/tracking is overviewed. Addition-
ally, a relevant, modular implementation suitable for on-drone
execution (running on top of the popular Robot Operating
System) is presented and empirically evaluated on a number
of relevant datasets. The results indicate that a sophisticated,
neural network-based detection and tracking system can be
deployed at real-time even on embedded devices.

Index Terms— Drone video analysis, object detection,
object tracking, real-time computing, Robot Operating Sys-
tem

1. INTRODUCTION

The popularization of commercial, battery-powered, camera-
equipped, Vertical Take-off and Landing (VTOL) Unmanned
Aerial Vehicles (UAVs, or “drones”) during the past decade,
has significantly affected aerial video capturing operations, in
varying domains such as media production [1–8], search and
rescue, surveillance, inspection, etc. UAVs are affordable, ag-
ile and flexible, having, for instance, the ability to hover above
points interests and access narrow spaces.

Traditional UAVs are teleoperated fully manually, but
technological progress has led to the commercial release of
drones with a significant degree of cognitive autonomy, re-
lying on advanced sensors, embedded computing boards and
artificial intelligence/robotics algorithms. An illuminating

The research leading to these results has received funding from the Eu-
ropean Union’s European Union Horizon 2020 research and innovation pro-
gramme under grant agreement No 731667 (MULTIDRONE).

example would be current high-end cinematography UAVs,
such as the DJI Phantom IV Pro, or the more recent Skydio
R1, which already provide a number of autonomous capa-
bilities for both safe flying and filming, such as obstacle
detection and avoidance, automated landing, physical target
following/target orbiting enabled by visual target tracking
(for low-speed, manually pre-selected targets), as well as
automatic central composition framing, i.e., continuously ro-
tating the camera so as to always keep the pre-selected target
properly framed at the center.

Clearly, near-future holds the promise of fully autonomous
UAVs that only require high-level supervision from a human
operator. Automated video analysis [9–14], such as on-line
video detection and tracking of targets, lies at the heart of
these developments. However, the limited computational
hardware, the possibly high camera-to-target distance and the
fact that both the UAV/camera and the target(s) are moving,
makes it difficult to achieve both accuracy and stable real-
time performance in these tasks. Relevant state-of-the-art
algorithms, e.g., based on deep neural networks, are im-
pressively precise and optimized for parallel execution on
General-Purpose Graphical Processing Units (GP-GPUs).
Such high-performance hardware has recently been commer-
cialized in small, power-efficient form factor for embedded
systems, ideal for on-board inclusion in UAVs1. However,
current processing power and energy consumption restric-
tions limit what is possible on a UAV, in comparison to
desktop computers.

2D visual target detection is necessary for localizing the
desired target’s image (i.e., the Region-of-Interest, or ROI)
on a video frame. Additionally, visual target detectors can be
exploited for identifying a possible obstacle or an on-ground
UAV landing site. The extracted ROI is a rectangle (described
in pixel coordinates) that encloses the target’s image. In cur-
rent commercially available drones, similar methods are al-
ready employed to better adjust a manually pre-specified ROI,
based on the video content. In the future, more automated
UAVs are expected to rely solely on automatic visual target
detection.

2D visual target tracking tracks a pre-specified ROI on
the consecutive frames of a video sequence, by taking advan-
tage of spatiotemporal locality constraints, and updates the
ROI pixel coordinates at each video frame. Although track-

1E.g., the NVIDIA Jetson series



ing can be performed by simply re-detecting the target at each
video frame, a better approach is to periodically re-initialize
the ROI using a 2D visual target detector and employ a sep-
arate visual tracker for the intermediate intervals. In general,
correlation-based trackers are suitable for real-time operation
in embedded computing environments [15].

In this paper, the current state-of-the-art on real-time ob-
ject detection/tracking is overviewed. Additionally, a rele-
vant, modular implementation suitable for on-drone execution
(running on top of the popular Robot Operating System) is
presented and empirically evaluated on a number of datasets.

2. REAL-TIME OBJECT DETECTION & TRACKING

In the following subsections we provide an overview of re-
cently proposed solutions to the problems of visual object de-
tection and tracking, focusing on the performance of these
solutions and their applicability on embedded systems such
as the ones studied in this work.

2.1. Object Detection

Deep Convolutional Neural Networks (CNNs) have been ex-
celling continuously on various challenging visual analysis
tasks and competitions, including the ILSVRC object recog-
nition and detection challenges [16], and the PASCAL VOC
challenges [17]. Deep models with parameter-heavy archi-
tectures have been successfully trained and deployed on such
tasks, partly due to the availability of large collections of an-
notated datasets, such as the ImageNet or COCO datasets
[18], and partly due to the continuous development of in-
creasingly more powerful GPUs. However, the power con-
sumption and sheer size of such models inhibit their use on
mobile and embedded systems, as the GPUs available for de-
ployment on such systems are inadequate in terms of compu-
tational power, thus severely slowing down the performance
of large models and rendering real-time deployment almost
impossible. Moreover, memory constraints prohibit the di-
rect deployment of large models even when real-time require-
ments can be relaxed. On the other hand, applications related
to visual analysis tasks have become progressively more pop-
ular, increasing the demand of deployment of large CNNs on
mobile devices.

One approach to achieving real-time performance with
restricted computational hardware is to use one-stage deep
neural detectors, structured around the concept of “anchors”.
These detectors, such as Single-Shot Detector (SSD) [19] and
You Only Look Once (YOLO) [20], are based on the notion
of a convolutional Region Proposal Network (RPN). They si-
multaneously regress the pixel coordinates of visible object
ROIs (in the form of spatial offsets from the pre-defined an-
chors) and assign them class labels. Although they are suit-
able for operating on-board a UAV, they typically lag in accu-
racy relative to slower two-stage, region-based detectors, such

as Faster R-CNN [21]. Advances such as the Focal Loss [22]
have been proposed to mitigate this issue, with limited suc-
cess.

This has lead recent research towards the optimization of
heavyweight CNN architectures for deployment on devices
with limited resources. In [23], several object classification
and detection algorithms are studied and their performance
on various mobile devices, including a Jetson TX2 platform,
is compared in terms of speed. The latency versus throughput
trade-off is evaluated for different batch sizes and it is shown
that using batch sizes larger than 1 is more computationally
efficient. In real-time applications, however, images must be
processed one-by-one sequentially as they are captured.

In [24], MobileNets are pitted against other popular fea-
ture extractors, including the Inception V2 model [25], in
the context of feature extraction for object detection, and the
effect of altering the input size on the detection precision
is examined, among other factors. Larger input sizes lead
to larger heatmaps and denser object detection, but impose
heavy memory and computational constraints. In contrast,
smaller input sizes are processed faster but lead to coarser,
less accurate predictions.

2.2. Object Tracking

Most of the 2D visual object tracking algorithms employ the
tracking-by-detection approach [26–28], where a discrimina-
tive model is trained by employing a ROI representation of
the first video frame and then used to detect the target ROI in
the next ones. It is typically updated within successive video
frames. Correlation filter-based tracking algorithms tend to
vary with regard to: a) the optimization procedure followed
in order to train the model, and b) the target template repre-
sentation (e.g., HOG feature descriptors [29], grayscale raw
pixel values, etc.).

Correlation filter-based 2D visual target tracking algo-
rithms are suitable for real-time applications, especially on
embedded systems that tend to have limited computational
resources. A correlation filter tracker regresses the repre-
sentations of all possible object template translations to a
Gaussian distribution. The original ROI object template
is regressed to its peak. Due to the circulant structure of
the template representations, the regression problem can be
solved in the Fourier domain, thus accelerating the learning
and testing processes of the tracker. Correlation filter-based
approaches seem to be more robust to target rotations than
methods based on classification [30].

The success of CNNs in various visual analysis tasks,
has led to their adoption for visual tracking. SiamFC [31] is
one such CNN-based tracker, trained as a fully convolutional
siamese network, which performs cross correlation between
the features extracted from the target and a candidate region
to find the new position of the target. In contrast to GOTURN,
data augmentation is unnecessary, due to the network’s fully



convolutional nature. Its successor, CFNet [32], included a
Discriminative Correlation Filter (DCF) module, presented
as a fully learnable layer.

More recently, anchor-based ROI selection was incor-
porated into a siamese architecture for tracking, coined
SiamRPN [33]. The main benefit of using anchors to match
the bounding box of the target is that the tracker can handle
aspect ratio changes, when traditional trackers typically only
deal with size changes while maintaining a constant aspect
ratio.

3. AN EMBEDDED UAV VIDEO ANALYSIS SYSTEM

Based on the overview in Section 2, a modular software
system for real-time, embedded on-drone video analysis has
been implemented using the popular Robot Operating System
(ROS) middleware [34]. The latter provides the abstractions
of topics (following a publisher/subscriber model) and ser-
vices, to permit easy inter-process communication across
devices. Standard ROS message libraries, as well as a set
of custom messages and services have been employed for
inter-module interactions.

The presented 2D Visual Information Analysis system
consists of a visual object detector and a visual object tracker.
A Master Visual Analysis node (MVA) serves as a service
client for the initialization of the detection and tracking tasks.
It receives an uncompressed video frame from the UAV’s
camera in real-time and generates 2D positions of the tracked
targets as regions-of-interest/bounding boxes in pixel coordi-
nates. The system is initialized by a call to the follow target
service, which informs 2D Visual Information Analysis about
the current target type and target ID.

The MVA subsequently calls the detect service, which the
detector provides, and receives possible ROIs (e.g., bounding
boxes of persons of interest). These, or a subset of them, are
forwarded to the tracker via the the track service, which ini-
tializes the tracker. After initialization, the tracker produces
ROIs for all tracked objects, given just the video input from
the video streamer node. The tracker may be re-initialized by
calling the follow target service. The proposed system is il-
lustrated in Figure 1. Note that the proposed system is very
modular and can work with any detector and tracker combi-
nation, given that the detector can produce bounding boxes of
possible candidates from an input image, and that the tracker
can then be initialized with those candidates and start tracking
the objects in subsequent frames.

3.1. Object Detection

For the purpose of object detection, we focus our study on
single-stage detectors, namely SSD and YOLO. Although
region-based detectors, such as Faster R-CNN, are more ac-
curate, they tend to be slower than single-stage detectors

as demonstrated in [24], motivating our choice of evaluated
detectors.

SSD SSD [19] is a single stage multi-object detector, mean-
ing that a single feed forward pass of an image suffices for
the extraction of multiple bounding boxes with coordinate
and class information and no region proposal occurs inter-
nally. In [24], SSD was used as a meta-architecture for single
stage object detection and compared against region-based de-
tectors. Among the findings of that work, was that SSD with
MobileNets and Inception V2 for the feature extraction step
provided the best time performance at the cost of lower detec-
tion precision, as evaluated on the challenging COCO dataset.

YOLO Although similar in nature to SSD, YOLO [20] is
a widely used object detector, whose popularity may be at-
tributed to its simplicity, stemming from its ability to detect
multiple objects with a single forward pass of an image, in
combination with its speed which surpasses that of SSD. A
smaller version, named Tiny YOLO, is also available and per-
forms object detection based on the same principles. Using
half the convolutional layers, Tiny YOLO sacrifices precision
for the sake of speed. The tiny version is also fully convolu-
tional and subsamples the input image by a factor of 32.

3.2. Object Tracking

Multithreaded KCF For the 2D visual target tracking task
of our system we developed a multithreaded version of the
KCF algorithm2 in order to achieve faster target tracking
speeds. To this end, for every successive frame, the tracking
process spawns three threads running in parallel, each one
dedicated to a different scale factor of the ROI.

SiamFClite We furthermore develop a more lightweight
version of SiamFC, by introducing a depth factor α, sim-
ilar to the one used by MobileNets [24] to improve their
speed. More specifically, the number of filters in each layer
of the siamese architecture is multiplied by α ∈ (0, 1], thus
producing a lighter network which requires fewer opera-
tions per layer. Let nl denote the number of filters for layer
l = 1, . . . , 5 for the five layers of AlexNet, the base feature
extractor of SiamFC. The developed SiamFClite tracker is pa-
rameterized by α

∑5
l=1 nl filters, as opposed to the

∑5
l=1 nl

of the original SiamFC.

4. EMPIRICAL EVALUATION

4.1. Real-time Object Detection

We evaluate the detectors on another single-class problem,
that of detecting bicycles in a cycling race. For this purpose,

2Original KCF code in C++: https://github.com/joaofaro/KCFcpp



Fig. 1. The ROS computational graph of the developed detection and tracking framework.

we have gathered a dataset consisting of about 12k images
from cycling events and annotated about 77k cyclists along
with their bicycles. As most of the shots are aerial, the anno-
tated objects are small relative to the image size. The dataset
also contains many partially occluded objects as well as ob-
jects with motion blur. Finally, the bicycles to be detected are
professional and easy to confuse with other vehicles, such as
motorcycles, especially in distant shots.
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Fig. 2. True positive rate vs false positives for the SSD detec-
tors with MobileNet and Inception base models on the Bicy-
cle Detection benchmark.

Figure 2 illustrates the performance of the SSD with Mo-
bileNet v1 and Inception v2 backbones detectors. As ex-
pected, at a fixed 500 false positive detections, the perfor-
mance rises dramatically as the resolution increases — from
32.2 to 65.1 for MobileNet and from 34.5 to 64.5 for Incep-
tion. By allowing for more false positives, the Inception mod-
els achieve higher recall rates. It is also noteworthy that the
number of false positives is much larger than in the face de-
tection scenario, testifying to the difficulty of this task. At
around 22 FPS and 56.2 recall rate (at 500 false positives),
we identify the MobileNet v1 model at 192 × 192 input res-
olution to offer a great trade-off between speed and accuracy.
The results are also summarized in Table 1 for both backbones
and all input sizes.

For the Tiny YOLO detector, the recall curves are illus-
trated in Figure 3. It is obvious that Tiny YOLO is very prone

Input Size Extractor FPS Recall

300×300 Inception v2 8.5 64.5
MobileNet v1 12.4 65.1

224×224 Inception v2 12.7 56.2
MobileNet v1 18.4 54.4

192×192 Inception v2 14.7 53.7
MobileNet v1 22.0 56.2

160×160 Inception v2 16.4 48.0
MobileNet v1 24.4 43.8

128×128 Inception v2 18.0 34.5
MobileNet v1 27.5 32.2

Table 1. Frames per second and recall scores for various input
sizes for the SSD with Inception v2 and MobileNet v1 feature
extractors on the Bicycles Benchmark.

to false positives, which depicts the performance of various
Tiny YOLO configurations. At the smallest input resolution
of 224 × 224, the detector runs at 39 FPS but achieves a
disappointing recall rate of 27.3, when the SSD detectors at
the same input size achieve over 30 and fewer false positives
in general. However, at 288 × 288 input size, Tiny YOLO
achieves a recall rate of 35.7 and 23 FPS, much faster than
any of the SSD detectors and almost real time.

4.2. Real-time Object Tracking

We evaluate the performance of four trackers, which have
been incorporated into the proposed 2D Visual Informa-
tion Analysis package: baseline KCF, our multithreaded
KCF and SiamFClite trackers, as well as the recently pro-
posed SiamRPN. Their performance comparison is sum-
marized in Table 2, in terms of speed (FPS) and overlap
with the groundtruth target, as measured on the OTB100
dataset [35]. More specifically, we report the Area Under the
Curve score (AUC), for the overlap success percentage versus
overlap threshold curves, averaged over the 100 sequences
of OTB100. The multithreaded KCF manages to outperform
the standard version by more than 20 fps. SiamFClite also
manages to achieve an impressive AUC score while running
at 30fps, whereas SiamRPN in general is not real-time, but
achieves the best tracking performance by a large margin.
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Fig. 3. True positive rate vs false positives for the Tiny YOLO
detectors on the bicycle benchmark.

Tracker FPS AUC
KCF 30 47.7
KCF (multithreaded) 51 47.7
SiamFClite 30 54.4
SiamRPN 15 63.7

Table 2. Comparison of various trackers. All speed measure-
ments made on a Jetson TX2 platform.

5. CONCLUSIONS

An overview of the state-of-the-art in real-time object detec-
tion/tracking from video footage has been presented, from the
perspective of embedded UAV video analysis. The combina-
tion of one-stage deep neural detectors and correlation-based
trackers seems to provide the best balance between accuracy
and real-time performance, under the energy and computa-
tional constraints imposed by the UAV setting. A specific
modular software system incorporating a range of detectors
and trackers was implemented in a ROS environment and a
evaluated on a number of relevant datasets. The results indi-
cate that a sophisticated, neural network-based detection and
tracking system can be deployed at real-time even on embed-
ded devices.
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5.4 Video Analysis Based On Human Pose For Unsupervised
Summarization And Retrieval

The appended paper follows.
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ABSTRACT

Video summarization is becoming increasingly more impor-
tant to enable efficient analysis and comparison of videos,
with potential applications in sports, surveillance, news, or
web services. This paper proposes a framework for unsu-
pervised video summarization based on human pose. Rather
than looking at conventional image features, our method re-
lies only on human pose detections as the video descriptor.
We explore the analysis of cycling races videos as application
and evaluate the proposed method on the following tasks: 1)
computing video statistics, such as the main poses and view-
point preferences; 2) partitioning videos into a collection of
short clips, each depicting a specific scene or viewpoint; and
3) searching for specific poses in new videos. Results show
that the proposed approach is able to successfully perform
these tasks and thus is a powerful tool for the efficient analy-
sis of videos of human activities.

Index Terms— Video summarization, video analysis,
pose detection, matrix completion, clustering

1. INTRODUCTION

The amount of videos captured, stored, and shared over the
last decades has increased tremendously. As a result, video
summarization has become a crucial technique to allow ef-
ficient inspection and analysis of this type of data in several
applications, such as sports, surveillance, news, or web search
and retrieval [1, 2]. Typical approaches aim to transform a full
video into an short summary, either composed of the most rel-
evant images (keyframe summary) or short clips (video skim-
ming). When labeled training data is available, this may be
viewed as the supervised learning problem of finding which
video frames should be considered for the summary [3]. In
this case, current state of the art methods [4, 5] perform this
task using recurrent neural networks, such as long short-term
memory [6]. However, in many cases, labeled data is not
available and thus video summarization has to be performed

This work was supported by FCT through grants [PD/BD/114430/2016],
[PD/BD/114429/2016] and [UID/EEA/50009/2013], and EU Horizon 2020
project MULTIDRONE (No 731667). The Titan Xp used for this research
was donated by the NVIDIA Corporation.

Fig. 1. Output of the OpenPose [8] algorithm for an image of
a cycling race.

in an unsupervised setting. In these situations, video sum-
marization is usually addressed as a keyframe selection task,
based on conventional image features [7].

In this paper, we propose a new approach to the unsu-
pervised video summarization problem for videos of human
activities, such as sports events. Instead of relying on con-
ventional image features, our approach uses only informa-
tion about the poses of people in the scene. In particular, the
videos are pre-processed using a pose estimation algorithm
[8], which converts each frame (2D image) into a collection
of keypoints from all the detected humans in the image, as
shown in Fig. 1. Compared to other approaches, our strategy
automatically filters out frames with no humans (e.g., land-
scapes), and partitions the videos into sequences of short clips
(scenes) that share the same (predominant) human pose.

The proposed method is evaluated in the context of videos
of cycling races on the tasks of: 1) identifying keyposes and
viewpoints; 2) partitioning videos into short clips of specific
scenes; and 3) searching for specific poses in new videos in
the same context. We show that this framework is a pow-
erful tool to identify and select scenes of these events more
efficiently. Specifically, it can help directors supervise broad-
casts and post-editing staff in the production of summaries
and highlights.

2. PROPOSED APPROACH

This section describes the proposed methodology to summa-
rize videos of human activities. Focusing on sports events,



we assume that a video is a collection of scenes in which hu-
mans are viewed from a specific perspective, thus taking on a
particular pose with respect to the camera. From a high level
perspective, our approach can be divided in two parts: 1) con-
verting the video to a collection of detected human poses; and
2) using this new representation to perform video summariza-
tion. Each of these steps are detailed below.

2.1. Pose Representation

As a first step, we start by detecting human poses on all the
frames in the video to convert it into a collection of poses.
Each pose is described by a set of keypoints in the human
body (e.g., joints, head, etc). Clutter and occlusion are very
common in this type of videos, which means that some of the
keypoints may not be detected, jeopardizing further analysis
of the video. We explicitly deal with this issue by applying
a matrix completion algorithm that estimates the position of
the missing keypoints. After converting the videos, we use
this new representation to analyze them and extract relevant
information.

2.1.1. Pose Estimation

Pose estimation is, in itself, a complex computer vision prob-
lem that has been extensively addressed in the literature in
recent years [9, 8, 10, 11]. We propose to use the state of the
art pose detection OpenPose [8], which provides a 2D repre-
sentation, based on keypoints, of all humans detected in each
frame (see example in Fig. 1). We select this method as it
is known to be efficient for images with multiple people and
perform well in highly cluttered and occluded scenes. By ap-
plying the OpenPose algorithm, the video is converted into a
collection of poses.

Formally, let xk =
[
xk

1 ,x
k
2 , . . . ,x

k
N

]
∈ R2N be the vec-

tor representing a specific pose k, described by N keypoints
(in OpenPose, N = 18), where xk

i ∈ R2 is the position of the
i-th keypoint in the image. We denote

X0 = [x1, . . . ,xM ] (1)

as the matrix collecting, column-wise, all the M poses de-
tected in the video. As previously mentioned, some entries
in X0 are often unknown, due to clutter and occlusions. By
definition, missing entries in X0 are replaced by zeros. In
practice, to analyze a video, we need the complete matrix X,
in which all the entries (i.e., the position of all the keypoints)
are known. To obtain X from X0, we use the matrix comple-
tion approach described in the following section.

2.1.2. Recovering Missing Keypoints

The poses with missing keypoint detections make further
analysis of the video harder. To deal with this issue, we can
apply several state of the art methods that are able to estimate

the missing entries [12, 13, 14, 15]. For this application,
we found Subspace Segmentation by Successive Approxi-
mations (SSSA) [15] to provide more reliable completion
than the other tested approaches [12, 13, 14]. This method
performs completion under the assumption that the data lies
in the union of linear subspaces and that any point (pose) can
be represented as a linear combination of other points (poses)
on the data.

Let Ω be the set of indices of the known entries in X0.
SSSA finds the complete matrix, X ∈ R2N×M , by solving
the following optimization problem

{X,C,E} = min
X,C,E

‖C‖1 +
λ

2
‖E‖2F (2)

s.t. X = XC + E

PΩ(X) = PΩ(X0)

diag(C) = 0,

where C is the matrix of coefficients, E is the matrix of recon-
struction errors, and PΩ(·) indicates the Ω entries of a matrix.
Note that minimizing the `1-norm of C results on a sparse
solution in which (ideally) a given pose is represented as a
linear combination of only a few similar poses.

Problem (2) is the generalization of the Sparse Subspace
Clustering [16] for the case with incomplete data. However,
due to the product between X and C, the problem becomes
non-convex. To solve it we follow [15] which proposes an al-
ternate algorithm that takes advantage of the Alternating Di-
rection Method of Multipliers [17].

The subsequent video analysis is performed using this
new representation of the video, X, and the corresponding
time stamps (the frame in which each pose appears), instead
of the original data.

2.2. Pose Clustering

We could take advantage of the above formulation to apply
Spectral Clustering [18] on an affinity matrix built from ma-
trix C. However, this method is not scalable with respect to
the number of detected poses, making this strategy infeasi-
ble for this context. Therefore, we use a different clustering
algorithm to find the keyposes in the videos.

The clustering methodology we adopt in this work is the
k-means++ algorithm [19], based on the Euclidean distance
between poses. Since this distance is not invariant to transla-
tion nor scaling, each pose is translated to have the head key-
point centered in the origin, and scaled based on the average
length of the upper arms. k-means++ finds a specific number
of pose clusters, K, given the detected poses in X. The num-
ber of clusters is unknown a priori, but an expected number
can be roughly estimated for each type of sports event. We
empirically found K = 8 to be the best value in the range of
{4, . . . , 10}, accounting for the most relevant cyclists poses,
as well as outliers such as spectators and other passersby.
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Fig. 2. Centroids of pose clusters obtained for the training
video. Clusters 1 to 7 correspond to cyclists viewed from
both sides (1-2), front (3-6) and back (7), while cluster 8 cor-
responds to spectators.

3. RESULTS

In this section, we present and discuss the results of apply-
ing our proposed approach. The evaluation is based on the
analysis of cycling races, namely based on clips from RAI’s
Giro D’Italia 20171. We use 27 minutes of video from a spe-
cific stage of the race as training, to learn the main poses and
perform video partitioning. Then, we evaluate our method in
terms of statistical analysis, video partitioning and search and
retrieval, on two test videos of different stages with a total
duration of 17 minutes.

3.1. Pre-processing

When converting videos to the collection of detected poses,
we only take as input OpenPose detections that have at least
one keypoint detected with a confidence score (output by
OpenPose) greater than 0.9, filtering out possible false pos-
itives or inaccurate poses. Additionally, we discard the 4
face keypoints as we considered them not to be relevant
for discriminating the cyclists poses. Hence, each xk has
N = 14 keypoints, and the matrix collecting all poses, X,
has dimensions 28×M .

3.2. Clustering

Applying our pose clustering to the training video, which has
a total of 39K detected poses (from which aprox. 37% had
missing keypoints), produces the cluster centroids depicted in
Fig. 2 (left hand is red and right hand is green). From these re-
sults we can see that our approach can distinguish scenes with
cyclists viewed from both sides, from the back and front, and
within the latter cyclists leaning with different angles. The
last centroid (8) corresponds to spectators as it includes poses
of people clapping and cheering.

Since the clustering method is performed with data points
of dimension 28, we apply the dimensionality reduction
method t-Stochastic Neighbor Embedding (t-SNE) [20] to

1from https://multidrone.eu/multidrone-public-dataset/

Fig. 3. t-SNE visualization of the clustering obtained for test
video 1
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Fig. 4. Histogram of the frames of the two test videos as-
signed (by majority voting) to each cluster found for the train-
ing video (see Fig. 2). The first columns correspond to frames
without pose detections.

visualize the resulting clusters in 2D. Fig. 3 depicts the t-
SNE view of the detected poses in test video 1, where the
color matches the corresponding cluster. This visualization
shows that spectators are mostly separated (bottom) from the
cyclists. Also, side and back views of cyclists are clearly
separated from the front views.

3.3. Video Analysis

Once the videos have been converted to the pose represen-
tation, and the keyposes have been identified, further anal-
ysis of what are the most important viewpoints and scene
types can be performed. By assigning a label to each frame
(based on the predominant pose per frame), it is also possi-
ble to: 1) compute video statistics of the most frequent scene
types; and 2) partition the video into short clips of the same
type. Broadcasts of cycling races frequently alternate be-
tween showing cyclists and other types of scenes, such as



Fig. 5. Video partitioning based on the detected poses. The colors correspond to the clusters shown in Fig. 2. Regions with no
color (white) correspond to frames with no detections.

aerial views, scenery, spectators and close-ups on specific ac-
tions. Since the OpenPose method only detects poses within
a limited range of scales, we know beforehand that it will not
provide detections for all scenes. We also use this information
to automatically distinguish between these types of scenes.

3.3.1. Video Statistics

xThe histograms in Fig. 4 show the frequency of each type
of scene for each of the two test videos. It is interesting to
note that, as expected, spectators related views are the least
frequent ones for both stages and that the different cyclists
views are almost equally frequent (except for the side views,
as one of the video stages depicts nearly no cyclists moving
from right to left). We can also verify that the majority of
the frames do not show any poses. These correspond to land-
scapes scenes, aerial views of the race and close ups on the
cyclists, all of which yield no pose detections. This analy-
sis can be used for video summarization, since more frequent
keyposes are good proxies for the selection of frames for the
keyframe summary of the video. These histograms also pro-
vide a good representation of the directors preferences for that
specific event.

3.3.2. Video Partitioning

Assigning a label to each frame also allows videos to be par-
titioned into different scenes. This is shown for test video
1 in Fig. 5. This figure shows that the proposed method is
able to identify segments of the video in which the cyclists
are viewed from a specific perspective. It is also clear that
the video transitions between specific viewpoints and scenes
in which the cyclists are either too far (as shown by the fourth
example) or too close, making the OpenPose algorithm un-
able to detect poses. The video partitions obtained with this
strategy can be immediately useful to search and detect scenes
based on the requested pose and to generate clips for video
skimming.

3.4. Search and Retrieval of Specific Poses

The pose representation also allows searching for specific
poses in the videos. As an example, we use test video 2 to

Fig. 6. Examples of 3 frames from test video 2 similar to the
keyposes 1, 2 and 3 shown in Fig. 2, respectively.

search for poses similar to the keyposes 1, 2 and 3 shown
in Fig. 2. The retrieved results are shown in Fig. 6, which
depicts the 3 different frames found to have the most similar
poses to each of the keyposes.

These results show that this approach is able to retrieve
frames with specific pose detections from different videos.
This is also very useful in other applications, such as in
surveillance, to identify humans in abnormal or suspicious
activities.

4. CONCLUSIONS

We propose a framework for video summarization in an un-
supervised setting. This framework is based on converting
the video into a collection of human poses, from which all
the video analysis is performed. This means that, instead of
looking at conventional image features, the proposed method
relies only on the detected poses to analyze the video.

The proposed framework allows the automatic analysis of
videos of human activities and was evaluated on the following
tasks: 1) computing video statistics, such as the main poses
and viewpoint preferences; 2) partitioning videos into a col-
lection of short clips, each depicting a specific scene or view-
point; and 3) searching for specific poses in other videos. Re-
sults show that the proposed approach is able to handle these
tasks very well. Hence, we consider this framework to be a
step forward in the automatic analysis of this type of videos.
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5.5 3D Object Pose Estimation using Multi-Objective Quater-
nion Learning
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3D Object Pose Estimation using Multi-Objective
Quaternion Learning

Christos Papaioannidis and Ioannis Pitas, Fellow, IEEE

Abstract—In this work, a framework is proposed for object
recognition and pose estimation from color images using con-
volutional neural networks (CNNs). 3D object pose estimation
along with object recognition has numerous applications, such as
robot positioning vs a target object and robotic object grasping.
Previous methods addressing this problem relied on both color
and depth (RGB-D) images to learn low-dimensional viewpoint
descriptors for object pose retrieval. In the proposed method,
a novel quaternion-based multi-objective loss function is used,
which combines manifold learning and regression to learn 3D
pose descriptors and direct 3D object pose estimation, using only
color (RGB) images. The 3D object pose can then be obtained
either by using the learned descriptors in a Nearest Neighbor
(NN) search, or by direct neural network regression. An extensive
experimental evaluation has proven that such descriptors provide
greater pose estimation accuracy compared to state-of-the-art
methods. In addition, the learned 3D pose descriptors are almost
object-independent and, thus, generalizable to unseen objects.
Finally, when the object identity is not of interest, the 3D
object pose can be regressed directly from the network, by
overriding the NN search, thus, significantly reducing the object
pose inference time.

Index Terms—3D object pose estimation, convolutional neural
networks, multi-objective learning, object recognition, quater-
nion.

I. INTRODUCTION

OBJECT recognition and 3D pose estimation is a very
challenging computer vision task. It has been heavily

researched recently, due to its importance in robotics and
augmented reality applications. However, there is still a large
room for improvement, as occlusion, background clutter, scale
and illumination variations highly affect object appearance,
and, hence, reduce pose estimation accuracy.

3D object pose estimation typically derives object orienta-
tion in a camera coordinate system (Oc, Xc, Yc, Zc), e.g. in a
form of a quaternion q ∈ R4. The rotation R ∈ R3×3 between
the object coordinate system (Oo, Xo, Yo, Zo) and the camera
coordinate system can be defined by a unit quaternion, as
shown in Fig. 1. The 3D object pose estimation problem can be
considered as a regression problem, if q is continuous over R4

[1]–[3] or as a classification problem, if the 3D pose space has
been quantized in a predefined number of orientation classes
[4]–[6]. An alternative approach to 3D object pose estimation
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is transforming the 3D object pose regression problem into a
nearest neighbor (NN) one, by matching hand-crafted [7] or
extracted [8]–[11] image descriptors with a set of orientation
class templates via NN search. It has to be mentioned that
the 3D object pose estimation problem is a sub-case of 6D
object pose estimation, where both the rotation R ∈ R3×3

and translation T ∈ R3 between the object coordinate system
and the camera coordinate system are estimated. Also note
that, in this paper, we focus on rigid object pose estimation,
and articulated objects are not considered (e.g., human body)
[12].

Both classification and regression are typical machine learn-
ing problems. Deep learning and especially Convolutional
Neural Networks (CNNs) [13] showed remarkable perfor-
mance in such computer vision tasks, e.g. object detection
[14]–[16], recognition [17], [18] and instance segmentation
[19]. CNNs can also be used for 3D object pose regression,
classification or retrieval. Although deep CNNs boosted 3D
object pose regression performance, they are computationally
intensive [20]–[23] and unsuitable for embedded computing
with limited resources (e.g., for on-drone computing). Further-
more, CNNs usually require a huge amount of training data,
and there is limited availability of object images annotated
with their ground truth 3D pose, due to the inherent difficulty
in estimating such a ground truth. However, 3D object models,
if available, can be used to create large amounts of synthetic
object images along with their ground truth poses for CNN
training [8]–[11], [24]. In the proposed method, a lightweight
CNN model is trained using both real and synthetic color
object images.

Since most 3D pose estimation methods rely on very deep
network architectures and/or RGB-D data, our goal is to offer
a fast and reliable RGB only-based 3D object pose estimation
method with limited hardware requirements, which can be
utilized in embedded systems. Inspired by [10], the proposed
method utilizes siamese and triplet CNNs to calculate 3D
object pose features. By combining manifold learning and
regression, the CNN learns to produce pose features from
which both the object identity and 3D pose can be inferred.
However, in contrast to [10], the proposed CNN model is
forced to learn features, whose distance in the feature space is
proportional to the corresponding quaternion distance. To this
end, a novel quaternion-based multi-objective loss function
is proposed, which combines the strengths of both manifold
learning and regression. The trained CNN model demonstrates
state-of-the-art 3D object pose estimation accuracy along with
object classification. In addition, the object identity and 3D
pose are estimated in real time, hence, rendering it suitable for
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embedded computing in autonomous robotic systems, such as
drones. In drone cinematography [25]–[32], 3D target (object)
pose estimation is essential for autonomous navigation and
visual drone control to achieve the desired cinematography
planning objectives, e.g., to get object views from various view
angles (poses).

To summarize, this paper offers the following novel contri-
butions:
• introduction of a novel loss function that utilizes quater-

nions and forces the CNN to learn robust pose features
along with direct 3D pose regression;

• improvement in 3D object pose estimation accuracy com-
pared to state-of-the-art (SoA), while using only color
images as input (without depth information);

• demonstration of the generalization ability of the pro-
posed method by performing experiments with previously
unseen objects;

• examination of various quaternion distance metrics that
resemble the real 3D pose differences, to be used in the
proposed loss function.

Previous pose estimation methods are reviewed in section
II. The proposed QL object pose estimation method and its
advantages over previous work are presented in section III.
The experimental setup and the extensive evaluation of the
proposed method compared to SoA methods can be found in
section IV. Finally, conclusions are presented in section V.

II. RELATED WORK

Object recognition and 3D pose estimation have been very
active research topics. Early methods were based on sparse
feature matching [33] or used 3D point clouds and Point-to-
Point matching [34], [35] for 3D object recognition. By using
depth information, good 3D object pose estimation results
have been achieved for textureless objects [7], [9], [36]–
[41]. A template matching framework for object detection and
pose estimation from RGB-D images was presented in [7].
However, it was sensitive to occlusions. This approach was
later extended to be used in heavily cluttered and occluded
scenes by employing Latent-Class Hough Forests [38]. In
another direction, random forests were used to estimate the
3D coordinates and the labels of every pixel of the input
image, in order to subsequently retrieve the 3D pose [39]. This
was extended in [40], by exploiting the uncertainty over pixel
3D coordinates and labels with an auto-context framework to
improve 3D pose estimation accuracy.

Recently, CNNs were used to accurately estimate the 3D
pose of specific objects. Pre-trained object classification CNNs
have been further trained to perform object recognition along
with pose estimation from RGB-D images [41]. Pre-trained
CNNs were also used in [3] to estimate the camera pose and
location from RGB images in an end-to-end manner, while
using a quaternion representation for 3D rotations. Also, a
pre-trained VGG-M [42] network on ImageNet was used as a
base network, coupled with a trained pose estimation network
in [43] to perform 3D pose regression. However, a separate
pose network for each object of interest is needed in this
case. Convolutional auto-encoders were used in [9] to regress
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Fig. 1. 3D object pose definition.

descriptors of locally-sampled RGB-D patches for 6D pose
estimation.

More recent deep learning methods utilize state-of-the-art
object detection [14], [15] and instance segmentation [19] net-
work architectures to the 6D object detection problem. A 6D
object pose estimation pipeline was introduced in [21]. Two
separate CNNs perform object segmentation and estimation
of the 2D location of the 3D object bounding box projections,
given the segmentation. The 6D object pose can then be com-
puted using a PnP algorithm [44]. A similar method was used
in [23] to regress the 6D object pose using the estimation of
the 2D location of the 3D bounding box projections and a PnP
algorithm, without the extra CNN segmentation. A different
pipeline was used in [22] where a CNN regresses the 2D
bounding box of the object. Based on that, it further predicts
the object depth, which is used to calculate the object 6D
pose. In contrast, the 6D object pose can be directly regressed
[20], by extending the Mask-RCNN [19] network architecture
by a pose estimation branch. Another interesting approach
is introduced in [45], where the SSD [14] object detector is
used to detect objects in an image, and then, an Augmented
Autoencoder is employed on the detections to learn image
features that represent rotations. At test time, the calculated
image features are matched with a precomputed codebook
using a NN search and the corresponding 3D object poses
are returned as estimations. However, all these methods rely
on deep CNN architectures requiring increased computational
power.

A different approach for 3D object pose estimation using
lightweight CNNs was introduced in [8], where a framework
involving siamese [46], [47] and triplet networks [48] was
utilized to learn discriminative features. A NN search is then
used on the learned features, in order to obtain the 3D object
pose and the object identity label. Later, a dynamic margin was
employed in the loss function to improve the robustness of the
resulting low-dimensional features [11]. In another approach,
the ground truth 3D object poses were used in the optimization
process [10] to learn more discriminative features for simul-
taneous 3D object pose estimation and object recognition. By
enforcing a direct relationship between the learned features
and the real pose label differences, the model yielded pose
features that greatly improved the 3D object pose estimation
performance compared to [8]. However, all aforementioned
methods rely mostly on RGB-D images to achieve high 3D
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(a) quaternion Euclidean distance (b) 3D cosine distance (c) inverse cosine distance

Fig. 2. The three different quaternion distances plotted against d(Ri,Rj).

object pose estimation accuracy. Furthermore, 3D object pose
estimation in [8], [10], [11], exclusively employs NN search,
which can be slow as the number of objects increases. As depth
sensors, in contrast to color cameras, are not always available,
e.g. in drones operating outdoors primarily due to cost and
weight considerations, a reliable RGB-based 3D object pose
estimation method is needed.

III. 3D OBJECT POSE ESTIMATION

Let an input image x ∈ RD (where D = H ×W × C is
the number of elements in a vectorized form, with height H ,
width W and color channels C) depict an object at a specific
pose. The objective of 3D object pose estimation methods
is to learn a function φ(x,w), in order to map x to the
3D pose space. The function φ(x,w) can be a continuous
differentiable CNN function equipped with parameter vector
w. To this end, three approaches can be considered. The most
obvious one is to train a CNN to regress an object image to its
pose, without employing any additional information about the
object identity. Alternatively, the same goal can be achieved
by classification, if the 3D pose space is quantized to represent
3D pose classes. Finally, another approach is to obtain the pose
implicitly, by employing the same CNN architecture as feature
extractor, while discarding the regression or classification layer
completely. That is, the focus is shifted towards learning lower
dimensional 3D pose features, which are then matched with a
set of precomputed image database features via NN search
[8], [10], [11]. By following this pipeline, besides the 3D
object pose, the identity of the object can also be predicted at
the same time: the estimated object identity and 3D pose are
the ones associated with the retrieved closest image from the
database.

A. Unit quaternions and quaternion distance

All possible 3D object orientations in space can be described
by the Special Orthogonal Group SO(3), where each rotation
is represented by an orthonormal matrix R ∈ R3×3,

R =
[

cosφ cosψ cosφ sinψ sin θ − sinφ cos θ cosφ sinψ cos θ + sinφ sin θ
sinφ cosψ sinφ sinψ sin θ + cosφ cos θ sinφ sinψ cos θ − cosφ sin θ
− sinψ cosψ sin θ cosψ cos θ

]
,

where φ, θ, ψ are the so-called Euler angles that describe 1D
rotations around axes X,Y, Z, respectively. Matrix R satisfies

RTR = I3,det(R) = 1. A geometrically meaningful distance
metric between two rotation matrices Ri,Rj can be defined
as follows [49]:

d(Ri,Rj) = ‖ log(RT
i Rj)‖2, (1)

where log(R) is the matrix logarithm and ‖ · ‖2 is the
Frobenius norm. This distance metric measures the length of
the shortest path between two points (Ri,Rj) on the SO(3)
[49]. However, using rotation matrices to represent rotations
in embedded systems has some drawbacks. A rotation matrix
R ∈ R3×3 consists of 9 variables which are not independent
and have only 3 degrees-of-freedom, making the training
process difficult. Also, each rotation matrix requires 9 floating
point numbers, which can be problematic when limited storage
space is available. In addition, estimating rotation matrices
can result in matrices that are no longer orthonormal [49], i.e.
RTR 6= I3, due to estimation errors. Training the CNN to esti-
mate the Euler angles (φ, θ, ψ) can also be problematic, as the
Euler angle representation suffers from the gimbal lock [50]
problem, which can cause ambiguity problems during CNN
training [2]. Alternatively, every rotation can be determined by
its unit rotation axis u ∈ R3, u = [ux, uy, uz]

T and its rotation
angle θ ∈ R. Using this so-called axis-angle representation,
unit quaternions can be defined. A unit quaternion q ∈ R4,
q = [q0, q1, q2, q3]T = ±[cos θ2 ,u

T sin θ
2 ]T , ‖q‖2 = 1, also

represents a rotation of angle θ around the rotation axis u.
Unit quaternions offer a preferable alternative for rotations
representation, as they offer a more compact representation
compared to rotation matrices. Moreover, although estimation
errors can also cause a unit quaternion to have magnitude
different than 1, it is more straightforward to re-normalize it to
unity in comparison to re-normalizing a noisy rotation matrix
[49] via SVD. Unit quaternion representation is also preferred
over Euler angle representation as it avoids the gimbal lock
problem. It has to be noted that unit quaternions double-cover
the SO(3) as q and −q represent the same rotation. However,
by enforcing q0 ≥ 0, there is a one-to-one correspondence
between rotation matrices and quaternions [51].

In this work, the unit quaternion rotation representation
is used, due to its advantages (compact, numerically sta-
ble). Therefore, a need for a distance metric that uses
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unit quaternions is obvious. Three different quaternion dis-
tances are examined to find the best approximation of (1),
a) the squared Euclidean distance dE = ‖qi − qj‖22, b)
the 3D cosine distance, which is simplified to the squared
Euclidean distance between Full-Angle Quaternions qfaq ,
dC = ‖qfaqi − qfaqj‖22 [52] and c) the inverse cosine
distance, dIC = 2 arccos(|qTi qj |) [11], [49]. Ideally, a linear
relationship between the quaternion distance metric and (1) is
desirable.

All three quaternion distance metrics are plotted against
(1) in Fig. 2. The squared Euclidean distance between unit
quaternions cannot be used as a rotation distance metric due
to the highly non-linear relation to d(Ri,Rj). The 3D cosine
distance offer a better rotation distance metric using quater-
nions but can also be problematic, especially in small pose
differences. The inverse cosine distance offers a quaternion
distance that best resembles the distance between rotation
matrices (1) and thus, is the one used in the proposed method.

B. Previous state-of-the-art pose feature learning methods

The pose feature learning approach offers significant ad-
vantages over direct 3D pose regression or classification, as it
only requires a lightweight CNN architecture and is scalable
to the number of objects [11]. In this case, in order to obtain
discriminative and robust pose features, a manifold learning
loss function is needed for CNN training. The learned features
can then be used in the NN search for 3D object pose and
identity retrieval. The overall loss function can be defined as
follows:

L = Ld + λ‖w‖22, (2)

where Ld focuses on feature learning, λ is a regularization
parameter and ‖w‖2 is the L2-norm of the network parameter
vector. This framework is based on a training dataset with each
sample si being of the form si = {xi, ci,pi}, i = 1, . . . , N ,
where xi is the input object image, ci is the object identity
label and pi is the 3D object pose. Then, different training
samples form sets of pairs P = {si, sj} and triplets T =
{si, sj , sk}, which are used in (2) to train the CNN to learn
features f , from which the 3D object pose and identity class
can be retrieved.

Previous work [8], [10], [11] followed this framework by
utilizing siamese and triplet networks to learn features for
3D object pose estimation. Manifold learning for 3D pose
estimation was first introduced in [8], by employing the overall
loss function:

L = Lpairs + Ltriplets + λ‖w‖22. (3)

If sample si = {xi, ci,pi} is an anchor sample coming from
the training dataset, sample pairs {si, sj} coming from the
same object and corresponding to very similar poses contribute
to the pairwise loss:

Lpairs =
∑

(si,sj)∈P
‖fi − fj‖22. (4)

Also, triplets {si, sj , sk} were defined in the following way:
• either si, sj belong to the same object and sk to any

different object or,

• all three samples si, sj , sk belong to the same object,
with pi, pj being similar 3D poses, while pi, pk being
dissimilar ones.

Triplets were used to define the triplet loss Ltriplets as follows
[8]:

Ltriplets =
∑

(si,sj ,sk)∈T
max

(
0, 1− ∆−

∆+ + ε

)
, (5)

where ε is a margin value and ∆+ = ‖fi − fj‖2, ∆− =
‖fi − fk‖2 are the Euclidean feature distances between the
similar (si, sj) and dissimilar (si, sk) samples in the triplet
{si, sj , sk}.

As indicated by (3), a direct pose regression term is absent.
Therefore, the estimated pose can only be obtained via NN
search. Furthermore, the absence of a regression loss term
in the total loss function leads to inferior performance, as
demonstrated in [10].

The total loss function (3) introduced by [8] was extended
in [11], where a dynamic margin εd was used in (5) instead
of the static ε. The dynamic margin εd, which utilized unit
quaternions and the inverse cosine distance, was defined as:

εd =

{
2 arccos(|qTi qj |) if ci = cj ,

n else, for n > π.
(6)

It should be noted that in both works [8], [11] the real
sample 3D poses were not utilized in the training process, in
contrast to [10], where the total loss function is given by:

L = Lpose + Lobject + Lregression + λ‖w‖22, (7)

having the regression term Lregression. The pairwise loss
Lpose used sample pairs {si, sj} from the same object that
may have different 3D poses:

Lpose =
∑

si,sj

{‖fi − fj‖22 − δ(pi,pj)}2, (8)

where δ is the squared Euclidean distance ‖pi−pj‖22 between
the ground truth poses pi,pj . In addition, depth information
was also used to weigh the contribution of each sample
pair. Lpose was used to impose 3D object pose difference
information on the pose feature vectors fi, fj . Lobject used
triplets {si, sj , sk} in order to train the model to deal with
samples coming from different objects and was defined as:

Lobject =
∑

si,sj ,sk

∆+

∆− + ε
, (9)

where si, sj belong to the same object identity and sk to any
other object identity. The regression loss, Lregression, used in
their method was a RMS error ‖p − p̂‖22 over all samples,
again weighted by a depth-related term, where p, p̂ is the
ground truth and the regressed 3D object pose, respectively.

C. Proposed QL object pose estimation method

The total loss function used in the proposed quaternion
learning (QL) 3D object pose estimation method is:

L = Ldesc + Lqreg + λ‖w‖22. (10)
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The novel loss function Ldesc aims at learning robust features
from which, both the object identity and the 3D pose can be
inferred. The quaternion regression loss function Lqreg, apart
from allowing the network to directly predict object 3D poses,
also enhances feature learning, by inferring extra information
about the 3D object poses in the optimization process.

Unit quaternion regression needs some special care, as
the four quaternion entries q0, q1, q2, q3 are not independent.
The term sin θ

2 is found in all three entries q1, q2, q3, while
cos θ2 contributes to q0. As a result, direct regression to unit
quaternions leads to inferior performance [2], as it is difficult
for the CNN to learn this dependence between q0, q1, q2, q3. In
contrast, in the proposed method, the independent axis-angle
rotation representation entries r = [θ′, u1, u2, u3]T , θ′ = θ

2
are regressed, as depicted in Fig. 3. Ultimately, the 3D pose
quaternion regression error can be defined as follows:

Lqreg = ‖q− q̂‖22, (11)

where: 



q̂0 = cos(θ′)

q̂1 = u1 sin(θ′)

q̂2 = u2 sin(θ′)

q̂3 = u3 sin(θ′).

(12)

It is worth mentioning that the output of the network q̂ is
not strictly forced to have magnitude 1 (e.g. by applying
L2 normalization), as it makes the CNN training harder [2].
Nevertheless, by using unit quaternions as labels, the regressed
q̂ norm does not diverge too much from the unit norm.
During testing, L2 normalization can be applied to ensure unit
quaternion estimation.

Note that, the inverse cosine distance 2arccos(|qT q̂|) could
have been used as the regression loss function Lqreg, since it
is proven to be a better quaternion distance metric (III-A).
However, in the case of using the inverse cosine distance
for regression, the partial derivative of 2arccos(|qT q̂|) with
respect to q̂i needs to be calculated. This derivative causes
problems during training. More specifically, the gradient is
not continuous in the interval (−1, 1) at point 0 and gets
extreme values at the points where 2arccos(|qT q̂|)→ 0, i.e.,
its optimal position, as can be seen below:

∂

∂q̂i
(2arccos(|qT q̂|)) = − 2qi(q

T q̂)√
1− (qT q̂)2|(qT q̂)|

, (13)

where qi is an element of q. The proposed regression loss
function (11) in fact minimizes the inverse cosine distance
indirectly. Lqreg is minimized when q̂ approaches q, and since
q is a unit quaternion, the dot product between q and q̂ will be
close to 1. Therefore, minimizing (11) leads to minimizing the
inverse cosine distance as well, avoiding convergence issues.

3D pose descriptor learning requires a discriminative fea-
ture space, in order to exploit the learned features in the
NN search and obtain accurate 3D object pose and identity
estimation. Ideally, features coming from different 3D ob-
jects should be distinct, forming distinguishable and compact
classes. Moreover, the distance between features of samples
with similar poses should be small and their distance for ones
with dissimilar poses should be large, in order to form 3D

f r
q

w

x

Fig. 3. CNN architecture for 3D object pose regression.

object pose sub-clusters within the object identity classes. To
accomplish these requirements, a triplet loss function must
be utilized in conjunction with a pairwise loss function for
CNN training. The triplet loss function ensures the formation
of object clusters in the feature space, while the pairwise loss
function is used to infer 3D pose similarity or dissimilarity.

In order for such loss functions to be used, the data used
for CNN training Strain = {s1, . . . , sN} consist of N data
samples, where each sample si = {xi, ci,qi}, i = 1, . . . , N
contains an RGB image xi of an object, its assigned object
identity label ci ∈ C = {c1, . . . , cL} and the corresponding 3D
pose quaternion qi ∈ R4. Let P = {si, sj}, T = {si, sj , sk}
be sets containing training sample pairs and triplets, respec-
tively. The proposed feature learning loss function is of the
following form:

Ldesc = Lp + Lo (14)

The pairwise loss Lp is computed on pairs {si, sj} ∈ P , where
the samples si, sj belong in the same object identity cl, l =
1, . . . , L. Lp is used to enforce pose similarity within the same
object identity cl. Therefore, if fi = f(xi) ∈ F ⊂ Rd are the
features obtained from the last fully connected CNN layer
having xi as input, the pairwise loss is defined as:

Lp =
∑

si,sj

{‖fi − fj‖22 − 2 arccos(|qTi qj |)}2, (15)

where |qTi qj | is the absolute value of the inner product
between the ground truth 3D object pose quaternions qi, qj .
Essentially, Lp forces the Euclidean feature distance between
two samples from the same object identity to be equal to the
quaternion distance between the corresponding 3D poses qi,
qj . Thus, if the quaternion distance is small, the optimization
process forces the corresponding feature distance to be small
as well. The same applies if the quaternion distance between
the pair 3D poses is large. Therefore, Lp leads to the formation
of pose-related clusters in the feature space F . Based on
this, the features obtained from the proposed method will be
referred as 3D pose descriptors and, thus, the feature space F
as descriptor space.

The triplet loss term Lo in (14) enforces the 3D pose
descriptors coming from same-object class samples to have
smaller distances in the descriptor space, when compared
to the distances of descriptors calculated from different ob-
ject identity samples. For this purpose, the sample triplets
{si, sj , sk} ∈ T , consist of samples si, sj coming from the
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TABLE I
TOTAL LOSS FUNCTIONS USED IN THE METHODS OF [8], [10], [11] AND THE PROPOSED METHOD.

[8] L =
∑ ‖fi − fj‖22 +

∑
max

(
0, 1− ∆−

∆++ε

)
+ λ‖w‖22

[11] L =
∑ ‖fi − fj‖22 +

∑
max

(
0, 1− ∆−

∆++εd

)
+ λ‖w‖22, εd =





2 arccos(|qT
i qj |) if ci=cj ,

n else,for n>π





[10] L =
∑{‖fi − fj‖22 − ‖pi − pj‖22}2 +

∑ ∆+

∆−+ε
+
∑ ‖pi − p̂i‖22 + λ‖w‖22

ours L =
∑{‖fi − fj‖22 − 2 arccos(|qTi qj |)}2 +

∑ ∆+

∆−+ε
+
∑ ‖qi − q̂i‖22 + λ‖w‖22

same object identity cl, l = 1, . . . , L, while sk is a sample
coming from any different object identity. Lo is similar to
(9) so that the distance in the descriptor space between the
same object identity is forced to be smaller than the distance
between object descriptors coming from different classes. ε
is a small regularizing constant, that also prevents having a
zero denominator in (9). Essentially, Lo minimizes the within
object class cluster distance in the descriptor space.

The critical difference of the proposed QL object pose
estimation method compared to previous work is that we
use the quaternion distance between the ground truth 3D
object poses in the pairwise loss function (15) instead of
the Euclidean distance δ used in [10]. Furthermore, inspired
by [2], a regression loss function (11) that enables 3D pose
quaternion estimations is also used, in conjunction with (14)
for CNN training. These two novelties provide superior 3D
object pose regression performance, as shown in the next
sections. The total loss functions used in [8], [10], [11] and
the proposed method are presented in Table I.

IV. EXPERIMENTAL RESULTS

In this section, a detailed description of the dataset genera-
tion is given, along with implementation details. In addition,
the employed baseline models and performance evaluation, are
presented.

A. Object pose dataset generation

Since all related methods [8], [10], [11] used the LineMOD
dataset [53] for their experiments, all our experiments were
performed using the same dataset, to ensure a fair comparison.

The LineMOD dataset consists of RGB-D sequences of
fifteen different every-day objects, along with their 3D poses.
In addition, for each object, a 3D mesh model is available.
These data were used to create three separate sets, the training
Strain, template Stempl and test Stest sets, respectively. In the
proposed method, each set consists of samples s = {x, c,q}
where x is only the RGB object image (by dropping depth
information) and c, q are the corresponding object identity
label and the assigned ground truth 3D pose quaternion,
respectively. The Strain set is used in the training process
of the network. The template Stempl set is used in 3D object
pose estimation performance evaluation, where it acts as a
database: its elements are matched to the test images via NN
search. The Stest set is used only in the test stage, where the
trained network is evaluated using the appropriate performance
evaluation metrics. It has to be noted that Strain set contains
a mixture of real and synthetic RGB images, while Stest,

Stempl consist only of real and synthetic images, respectively.
Synthetic images were rendered from the corresponding 3D
mesh models, as described below.

The synthetic data were created by rendering the available
object mesh models by positioning a virtual camera at various
viewpoints on a half dome over the 3D object model [8].
At first, the camera viewpoints were at the vertices of a
regular icosahedron. By recursively subdividing each triangle
into 4 sub-triangles, more viewpoints were defined, and thus,
a denser viewpoint sampling was created. For the Stempl
database viewpoints, the subdivision was applied only two
times, resulting in 301 evenly distributed viewpoints. For
the synthetic data used in the training set, the subdivision
was performed one more time, ending up in 1241 different
viewpoints. The object was then rendered as seen from each
such viewpoint. After rendering the synthetic images of Strain,
background fractal noise [54] was added. Using fractal noise to
simulate backgrounds is a common technique [8], [10], [11]
and it was proven to be the most suitable type of synthetic
noise to be used as background, when the test set environment
is not known beforehand [11]. Since it is desirable our model
to generalize well to different image domains and fractal noise
was also used as background for synthetic images in the
most similar methods [8], [10], we also use fractal noise as
background for the synthetic images.

The real world data were included both in the training and
test datasets, by ensuring a uniform viewpoint distribution over
the viewing domain (hemisphere). The samples were roughly
50%-50% split over the training and test set, as in [8]. Given
that the camera intrinsic parameters were provided with the
dataset, RGB image patches x were extracted from a bounding
cube centered at the object center and all values beyond this
bounding cube were clipped. These image patches were then
stored along with their objects class c and the corresponding
3D pose quaternion q, forming a sample s.

It has to be noted that the synthetic images used in Stempl
have no added noise, as the network should map the noisy
synthetic and the real world input images to the same location
in the descriptor space, with the map of clean template images.
Examples of real and synthetic images are shown in Fig. 4.

Rotationally invariant objects. Some of the LineMOD
dataset objects are rotationally invariant to different degrees,
as also pointed out in previous work [8], [10]. Specifically,
the objects bowl, cup, eggbox and glue needed to be treated
differently from the rest, when creating our pairs and triplets
for the training process. Similar to [8], we treated the bowl
object as fully rotationally invariant, meaning that the az-
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TABLE II
3D OBJECT POSE ESTIMATION AND OBJECT CLASSIFICATION ACCURACY.

Angular threshold t

5° 10° 15° 20° 30° 40° 45° Mean (Median) ± Std
Object

classification

3DPOD 36.47% 64.11% 77.32% 83.87% 89.37% 91.78% 92.71% 16.38°(8.10°) ± 27.24° 96.11%

PEDM∗ - 60.00% - 93.20% - 98.00% - - 99.30%

PGFL 37.19% 80.30% 92.73% 96.26% 98.49% 99.14% 99.26% 7.61°(6.12°) ± 8.57° 98.80%

QL 40.15% 79.42% 93.66% 97.77% 99.63% 99.93% 99.95% 6.87°(5.91°) ± 5.08° 98.80%

PGFLd 34.11% 75.02% 90.53% 95.36% 98.35% 98.96% 99.20% 8.07°(6.51°) ± 8.78° 97.23%

QLd 36.13% 74.05% 91.15% 96.72% 99.34% 99.74% 99.79% 7.51°(6.38°) ± 6.32° 97.78%
* The results of PEDM are directly cited from [11] with RGB-D setting.

(a) real (b) synthetic (c) template (d) cyclist

Fig. 4. Examples of images used for CNN training and testing.

imuth of the viewing angle should not be considered, as
the bowl appearance is the same over all different azimuth
angles. Moreover, the objects eggbox and glue were treated
as 180° symmetric around the z-axis. As also stated in [8],
the cup object is a special case, because, when the handle
is not visible, it can be treated as a rotationally invariant one.
However, this is not always the case, as, for example, when its
handle is visible. In this work, we also treated it as rotationally
invariant, as in [8].

B. CNN implementation details

The CNN used in the proposed method has the same
architecture to [8], [10], [11], while, in our case, the input
layer has only 3 channels (RGB). The first two network layers
are convolutional ones with max-pooling and a rectified linear
(ReLU) activation function, followed by two fully connected
layers. The final fully connected layer produces the 3D pose
descriptor vector f ∈ F ⊂ Rd. In all the experiments, the
descriptor dimensionality was set to d = 32, as we have
seen no benefit by its further increase. For the quaternion
regression, an extra fully connected layer is added after the
descriptor layer. Then, as depicted in Fig. 3, this layer is
followed by the quaternion activation layer, which maps the
regressed r vector to q̂, according to (12). The overall CNN is
trained using the stochastic gradient decent method [55], with
momentum 0.9 and initial learning rate of 0.01, as in [10].
The learning rate is reduced in every epoch and the batch size
was set to 120. Keras [56] with Tensorflow [57] backend, were
used for the proposed method implementation.

C. Evaluation procedure

In all experiments the models were trained using the
LineMOD dataset as modified by [8]. The proposed method is

compared to the baseline methods of [8], [10], [11]. It has to
be noted, that the method of [10] was implemented in Python,
as the code was not publicly available. At first, a CNN model
was trained by following the method described in [10] and
using the RGB-D sequences of the LineMOD dataset. This
was only to ensure that our implementation of [10] had a
similar performance with the one reported in [10], which is
based on RGB-D data. Then, by using the same optimization
framework, a different model was trained from scratch, this
time using only RGB images as inputs and by omitting any
depth-related information in the total loss function. This RGB-
based CNN model is denoted by PGFL, where the estimated
3D object pose is obtained by NN search. In addition to the
PGFL model, which was trained using the total loss function
(7), another model was trained using again RGB images as
inputs and only the Lpose, Lobject terms. This new CNN model
is referred as PGFLd. Similar to this, two CNN models,
denoted as QL and QLd were trained using the proposed
multi-objective loss function (10) and only the proposed pose
descriptor learning term (14) in the loss function, respectively.
Moreover, using the available code for [8], a model was trained
with the RGB setting and is denoted by 3DPOD. Also, the
method of [11] is denoted by PEDM . Note that, in all models
reported in Table II, the estimated 3D object pose is the ground
truth pose assigned to the closest Stempl sample retrieved by
the nearest neighbor search.

Given a test sample s = {x, c,q} coming from Stest, the
3D object pose estimation error between the ground truth pose
q and the corresponding estimated pose q̂, is the angular error
in degrees, calculated using the inverse cosine distance:

err(q, q̂) = 2 arccos(|qT q̂|). (16)

The 3D pose estimation accuracy at threshold t is then defined
as the percentage of test samples, for which the angular error
between the estimated and the ground truth pose is below
a threshold angle t, err(q, q̂) < t. It should be noted that,
the pose estimation accuracy is calculated only for the test
samples that were correctly matched to their corresponding
object identity. A comparison of the performance between
the proposed CNN model QL and the baseline CNN models
3DPOD, PEDM and PGFL for threshold angle values
t ∈ [5◦, 10◦, 15◦, 20◦, 30◦, 40◦, 45◦] is shown in Table II,
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TABLE III
3D OBJECT POSE ESTIMATION ACCURACY OF QL AND PGFL FOR EACH LINEMOD OBJECT, FOR ANGLE THRESHOLDS t ∈ [5o, 15o, 30o].

ape benchv bowl cam can cat cup driller duck eggbox glue holep iron lamp phone

5°
PGFL 33.53% 34.57% 72.74% 36.32% 35.42% 32.35% 33.14% 29.87% 37.68% 37.13% 34.41% 29.74% 35.71% 36.82% 37.82%
QL 32.56% 32.23% 97.70% 33.43% 32.40% 35.80% 39.91% 27.23% 31.06% 49.02% 48.66% 31.71% 34.58% 34.00% 37.72%

15°
PGFL 95.05% 91.90% 98.66% 95.36% 91.22% 91.48% 93.63% 86.63% 91.06% 89.84% 96.29% 91.35% 92.20% 91.46% 94.63%
QL 93.83% 93.10% 100% 93.95% 91.24% 91.86% 95.50% 85.92% 91.44% 98.04% 99.10% 92.86% 91.88% 92.53% 92.63%

30°
PGFL 99.40% 98.75% 99.85% 98.80% 98.11% 98.45% 99.42% 94.96% 99.12% 97.91% 99.53% 98.58% 98.70% 96.10% 99.42%
QL 99.69% 100% 100% 100% 99.53% 99.85% 100% 97.65% 99.71% 100% 100% 99.43% 99.03% 99.54% 99.86%

where the object classification accuracy is also reported. It
should be noted that, since the code of [11] could not be
made available, the results reported in [11] are directly cited
in Table II only for threshold angle values t ∈ [10◦, 20◦, 40◦].
The proposed method improves the 3D object pose estimation
accuracy, particularly when high pose estimation accuracy
is needed, e.g. err(q, q̂) < 5◦. Also, note that, if we are
just interested on coarse 3D object pose estimation, i.e., by
classifying it to frontal, side, back, top views, the threshold
t = 45◦ should be used.

To further evaluate the 3D object pose estimation per-
formance of the proposed method, the mean and standard
deviation values of the pose estimation error (16), are also
presented in Table II. These values were also calculated using
the estimations of the proposed and all baseline CNN models
for samples coming from Stest, that were correctly classified to
their object identity. The proposed model QL have lower mean
and standard deviation values of the angular error compared
to all baseline models.

The effect of using the quaternion distance in (15) can be
seen by comparing the performance of PGFLd and QLd
reported in Table II. The quaternion distance used in the
pairwise loss, boosted the 3D object pose estimation perfor-
mance both in terms of accuracy and mean angular error.
Since the quaternion distance used in the proposed method is a
better metric for 3D pose differences, the similar-pose clusters
formed in the descriptor space by Lp are more compact,
allowing the network to more successfully retrieve the closest
Stempl sample. Also, the object classification rate is slightly
increased, meaning that the object identity clusters in the
descriptor space were less affected by the quaternion distance.
Moreover, the comparison between QLd and QL shows that,
when the quaternion regression term Lqreg is also included in
the total loss function during the training process (QL), the 3D
object pose estimation accuracy, the mean angular error and
the object classification results are further improved. As the
pose estimations are obtained by NN search on the descriptor
space, this means that Lqreg, when combined with Ldesc,
forces the CNN to learn more robust 3D pose descriptors.

The 3D pose estimation accuracy for each object in the
LineMOD dataset is presented in Table III. The comparison
is conducted between the proposed method QL and the
second best performing method PGFL for threshold values
t ∈ [5o, 15o, 30o], which cover the high, medium and low
accuracy areas, respectively. The reported results show that
the performance for the rotationally invariant objects (bowl,

TABLE IV
3D OBJECT POSE ESTIMATION ACCURACY BY CNN REGRESSION OR VIA

NN SEARCH.

Angular threshold t

5° 15° 30° 45° Mean (Median) ± Std
Inference

time

QLR 21.18% 72.53% 86.79% 89.93% 23.32°(8.99°) ± 42.07° 2.8 ms

QL 40.15% 93.66% 99.63% 99.95% 6.87°(5.91°) ± 5.08° 5.3 ms

TABLE V
3D OBJECT POSE ESTIMATION PERFORMANCE ON AN UNSEEN OBJECT.

Angular threshold t

5° 15° 30° 45° Mean (Median) ± Std

PGFL 31.99% 59.31% 73.57% 77.68% 33.28°(10.57°) ± 48.70°

QL 49.00% 82.35% 90.81% 93.23% 15.88°(5.06°) ± 35.37°

PGFLd 30.37% 53.26% 64.94% 71.79% 40.10°(12.59°) ± 53.15°

QLd 36.26% 63.17% 76.14% 83.00% 29.16°(8.58°) ± 46.79°

cup, glue, eggbox) is increased, especially in the high accuracy
threshold (t = 5o). This can be explained by the fact that the
model should only learn to encode the elevation in the case
of fully rotationally invariant objects (bowl), or half of the
azimuth angles and the elevation of the objects that are 180o

symmetric around the z-axis (cup, glue, eggbox). These results
also highlight the need to treat non-trivial object symmetries
by using only RGB images. In addition, the comparison
between the performance of the proposed method QL and
PGFL for each object, show that the proposed loss function
better imposes the 3D pose information to the model, as the
accuracy of QL at threshold t = 30o is nearly 100%, for
all objects. Moreover, the proposed method accuracy is over
95% for all rotationally invariant objects even in the medium
accuracy threshold (t = 15o).

The quaternion regression term (11), not only enhances the
3D object pose estimation performance, but also offers the
CNN the ability to directly regress the 3D object pose. By
directly regressing the 3D object pose, the NN search is com-
pletely omitted and, thus, faster 3D object pose estimations
are possible. When the estimated 3D object pose is obtained
by direct regression, the CNN model is denoted as QLR.
Note that, QLR and QL are the same CNN model, with
the only difference being that during testing, the 3D object
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pose estimations are obtained by direct network regression in
the case of QLR, instead of employing a NN search on the
learned pose descriptors (QL). As shown in Table IV, the 3D
object pose estimation performance of QLR is significantly
lower compared to the performance of QL that uses NN
search. Nevertheless, direct 3D object pose regression can be
effectively used in cases where only coarse 3D object pose
estimation is desirable (e.g. for t = 45◦). Also, it must be
noted that QLR speed is nearly double that of QL, as shown
in Table IV. Computational speed was calculated using Ubuntu
and a GeForce GTX 1080 Ti graphics card.

D. Generalization ability to unseen objects

In addition to the experiments with the LineMOD dataset,
an evaluation of the generalization ability of the proposed QL
method to previously unseen objects was performed. To this
end, the best performing CNN models QL, PGFL and QLd,
PGFLd, which were trained using the full LineMOD dataset,
were tested on synthetic cyclist images, like the one shown in
Fig. 4d. These images were rendered using a 3D mesh model
and the pipeline described in IV-A. The choice of synthetic
cyclist images as test images was made in order to evaluate
the ability of the CNN models to generalize to unseen objects
having more complex appearance (cyclist on a bicycle) than
the ones used in training.

As shown in Table V, both CNN models QL, QLd, obtained
from the proposed method, greatly outperform the baseline
ones PGFL, PGFLd, proving again that the pose descriptors
learned by the proposed quaternion-based loss function better
encapsulate the 3D object pose information. In particular,
when comparing the performance between QL and PGFL, a
great increase of the pose accuracy is observed for all threshold
values, especially in the high accuracy thresholds t = 5◦

and t = 15◦, where the 3D object pose estimation accuracy
increase is 17% and 23%, respectively. As also shown in
Table V, the mean and standard deviation angular error values
calculated for the proposed QL method pose estimations are
significantly smaller than the ones calculated for the baseline
method. It should be noted that the object classification rate in
these experiments is 100%, as only cyclist object samples were
included in the Stempl set. This was to specifically evaluate
the 3D object pose estimation performance of both methods
on an unseen object.

The results obtained by the CNN models QLd and PGFLd
shown in Table V, show the impact of the regression terms
Lqreg, Lregression on performance, when it comes to unseen
objects. When the the total loss function (10) is used for
CNN training (QL), the 3D object pose estimation accuracy is
improved by 12.74% for the angle accuracy threshold t = 5◦

and by 19.18% for t = 15◦ compared to QLd performance.
The corresponding increase obtained by using the total loss
function (7) of the baseline method PGFL, when compared
to PGFLd model, is only 1.62% and 6.05% for t = 5◦ and
t = 15◦, respectively. These results prove that the proposed
quaternion regression loss function Lqreg makes the CNN
model more sensitive to 3D object pose differences, regardless
the object.

(a) five objects (b) single object

Fig. 5. Descriptor visualization of test images in 3D space.

Fig. 6. Retrieved top 5 nearest neighbors for 6 query (test) images. Left
column shows the query images and the rest columns depict the retrieved
closest nearest neighbors from left to right.

E. Qualitative evaluation

Apart from the 3D object pose estimation accuracy reported
in Tables II - V, a qualitative evaluation of the proposed
method is also performed. This is to give a more intuitive
demonstration of the 3D object pose estimation capabilities of
the proposed QL object pose estimation method.

At first, we present a visualization of the learned 3D pose
descriptors fi. Such descriptors of test images coming from
five of the fifteen different objects in the LineMOD dataset
are depicted in Fig. 5a, in a 3D dimensional space. The selec-
tion of five random objects was made only for visualization
purposes. The dimensionality reduction from d = 32 to 3,
was performed using the t-SNE algorithm [58] provided by
the Python library scikit-learn [59]. All five object identity
clusters appear to be easily distinguishable. A more clear view
of each of the formed class clusters is given in Fig. 5b, where
the learned 3D pose descriptors of test images coming from
a single random object are shown. Each point represents an
image depicting the object at a specific pose.

In addition, the images of the top 5 Stempl samples retrieved
by NN search for each query image, are presented in Fig. 6.
The query images either belong to the test set Stest or are
synthetic images of the unseen cyclist object. In both cases, the
proposed method matches the query images to Stempl sample
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images that have very similar 3D pose, with the 3D pose
difference between them being imperceptible in most cases.

V. CONCLUSION

In this work, a framework for 3D object pose estimation
along with object recognition using a lightweight CNN was
presented. In contrast to previous work, it is proven that RGB
images are sufficient for accurate 3D object pose estimation
without using depth information. This fact allows various ap-
plications in robotics, e.g., view selection for drone cinematog-
raphy. By examining the most appropriate 3D pose distance
metric, a multi-objective loss function based on quaternions,
is proposed. The proposed QL object pose estimation method
yielded more discriminating 3D pose descriptors, hence in-
creasing the 3D object pose accuracy compared to the state-
of-the-art. It also provided the CNN generalization ability to
unseen objects. In addition, when the object identity is not
important, the 3D object pose can be directly regressed from
the CNN, thus, reducing the 3D object pose inference time.

Future work can extend this method to take into account
object symmetries that are non-trivial, while using only RGB
images. In addition, the ability of the CNN model to generalize
to different image domains should also be examined, as it
would allow training models only with synthetic images.
Finally, training the CNN model to treat heavily occluded
images should also be considered.

REFERENCES

[1] Y. Xiang, T. Schmidt, V. Narayanan, and D. Fox, “Posecnn: A convolu-
tional neural network for 6d object pose estimation in cluttered scenes,”
arXiv preprint arXiv:1711.00199, 2017.

[2] H.-W. Hsu, T.-Y. Wu, S. Wan, W. H. Wong, and C.-Y. Lee, “Quatnet:
Quaternion-based head pose estimation with multi-regression loss,”
IEEE Transactions on Multimedia, 2018.

[3] A. Kendall, M. Grimes, and R. Cipolla, “Posenet: A convolutional
network for real-time 6-dof camera relocalization,” in Proceedings of
the IEEE international conference on computer vision, 2015, pp. 2938–
2946.

[4] H. Su, C. R. Qi, Y. Li, and L. J. Guibas, “Render for cnn: Viewpoint
estimation in images using cnns trained with rendered 3d model views,”
in Proceedings of the IEEE International Conference on Computer
Vision, 2015, pp. 2686–2694.

[5] S. Tulsiani and J. Malik, “Viewpoints and keypoints,” in Proceedings
of the IEEE Conference on Computer Vision and Pattern Recognition,
2015, pp. 1510–1519.

[6] T. Chen and S. Lu, “Robust vehicle detection and viewpoint estimation
with soft discriminative mixture model,” IEEE Transactions on circuits
and systems for Video technology, vol. 27, no. 2, pp. 394–403, 2017.

[7] S. Hinterstoisser, V. Lepetit, S. Ilic, S. Holzer, G. Bradski, K. Konolige,
and N. Navab, “Model based training, detection and pose estimation of
texture-less 3d objects in heavily cluttered scenes,” in Asian conference
on computer vision. Springer, 2012, pp. 548–562.

[8] P. Wohlhart and V. Lepetit, “Learning descriptors for object recognition
and 3d pose estimation,” in Proceedings of the IEEE Conference on
Computer Vision and Pattern Recognition, 2015, pp. 3109–3118.

[9] W. Kehl, F. Milletari, F. Tombari, S. Ilic, and N. Navab, “Deep learning
of local rgb-d patches for 3d object detection and 6d pose estimation,”
in European Conference on Computer Vision. Springer, 2016, pp. 205–
220.

[10] V. Balntas, A. Doumanoglou, C. Sahin, J. Sock, R. Kouskouridas, and
T.-K. Kim, “Pose guided rgbd feature learning for 3d object pose
estimation,” in Proceedings of the IEEE International Conference on
Computer Vision, 2017, pp. 3856–3864.

[11] S. Zakharov, W. Kehl, B. Planche, A. Hutter, and S. Ilic, “3d object
instance recognition and pose estimation using triplet loss with dynamic
margin,” in Intelligent Robots and Systems (IROS), 2017 IEEE/RSJ
International Conference on. IEEE, 2017, pp. 552–559.

[12] A. Toshev and C. Szegedy, “Deeppose: Human pose estimation via deep
neural networks,” in Proceedings of the IEEE conference on computer
vision and pattern recognition, 2014, pp. 1653–1660.

[13] A. Krizhevsky, I. Sutskever, and G. E. Hinton, “Imagenet classification
with deep convolutional neural networks,” in Advances in neural infor-
mation processing systems, 2012, pp. 1097–1105.

[14] W. Liu, D. Anguelov, D. Erhan, C. Szegedy, S. Reed, C.-Y. Fu, and A. C.
Berg, “Ssd: Single shot multibox detector,” in European conference on
computer vision. Springer, 2016, pp. 21–37.

[15] J. Redmon, S. Divvala, R. Girshick, and A. Farhadi, “You only look
once: Unified, real-time object detection,” in Proceedings of the IEEE
conference on computer vision and pattern recognition, 2016, pp. 779–
788.

[16] S. Ren, K. He, R. Girshick, and J. Sun, “Faster r-cnn: Towards real-time
object detection with region proposal networks,” in Advances in neural
information processing systems, 2015, pp. 91–99.

[17] K. He, X. Zhang, S. Ren, and J. Sun, “Deep residual learning for image
recognition,” in Proceedings of the IEEE conference on computer vision
and pattern recognition, 2016, pp. 770–778.

[18] K. Simonyan and A. Zisserman, “Very deep convolutional networks for
large-scale image recognition,” arXiv preprint arXiv:1409.1556, 2014.

[19] K. He, G. Gkioxari, P. Dollár, and R. Girshick, “Mask r-cnn,” in
Computer Vision (ICCV), 2017 IEEE International Conference on.
IEEE, 2017, pp. 2980–2988.

[20] T.-T. Do, M. Cai, T. Pham, and I. Reid, “Deep-6dpose: Recovering 6d
object pose from a single rgb image,” arXiv preprint arXiv:1802.10367,
2018.

[21] M. Rad and V. Lepetit, “Bb8: A scalable, accurate, robust to partial
occlusion method for predicting the 3d poses of challenging objects
without using depth,” in International Conference on Computer Vision,
vol. 1, no. 4, 2017, p. 5.

[22] W. Kehl, F. Manhardt, F. Tombari, S. Ilic, and N. Navab, “Ssd-6d:
Making rgb-based 3d detection and 6d pose estimation great again,” in
Proceedings of the International Conference on Computer Vision (ICCV
2017), Venice, Italy, 2017, pp. 22–29.

[23] B. Tekin, S. N. Sinha, and P. Fua, “Real-time seamless single shot
6d object pose prediction,” in Proceedings of the IEEE Conference on
Computer Vision and Pattern Recognition, 2018, pp. 292–301.

[24] S. Hinterstoisser, V. Lepetit, P. Wohlhart, and K. Konolige, “On pre-
trained image features and synthetic images for deep learning,” in
European Conference on Computer Vision. Springer, 2018, pp. 682–
697.

[25] I. Mademlis, V. Mygdalis, N. Nikolaidis, M. Montagnuolo, F. Negro,
A. Messina, and I. Pitas, “High-level multiple-UAV cinematography
tools for covering outdoor events,” IEEE Transactions on Broadcasting,
2019, accepted for publication.

[26] I. Mademlis, V. Mygdalis, C. Raptopoulou, N. Nikolaidis, N. Heise,
T. Koch, J. Grunfeld, T. Wagner, A. Messina, F. Negro et al., “Overview
of drone cinematography for sports filming,” European Conference on
Visual Media Production (CVMP), short, 2017.

[27] I. Mademlis, V. Mygdalis, N. Nikolaidis, and I. Pitas, “Challenges in
autonomous UAV Cinematography: an overview,” in Proceedings of the
IEEE International Conference on Multimedia and Expo (ICME), 2018.

[28] I. Mademlis, N. Nikolaidis, A. Tefas, I. Pitas, T. Wagner, and A. Messina,
“Autonomous unmanned aerial vehicles filming in dynamic unstructured
outdoor environments,” IEEE Signal Processing Magazine, vol. 36,
no. 1, pp. 147–153, 2018.

[29] I. Karakostas, I. Mademlis, N. Nikolaidis, and I. Pitas, “Shot type
feasibility in autonomous UAV cinematography,” in Proceedings of
the IEEE International Conference on Acoustics, Speech and Signal
Processing (ICASSP), 2019, to be presented.

[30] O. Zachariadis, V. Mygdalis, I. Mademlis, N. Nikolaidis, and I. Pitas,
“2D visual tracking for sports UAV cinematography applications,”
Proceedings of the IEEE Global Conference on Signal and Information
Processing (GlobalSIP), 2017.

[31] A. Messina, S. Metta, M. Montagnuolo, F. Negro, V. Mygdalis, I. Pitas,
J. Capitán, A. Torres, S. Boyle, and D. Bull, “The future of media
production through multi-drones’ eyes,” in International Broadcasting
Convention (IBC), 2018.
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ABSTRACT

Non-maximum suppression (NMS) is a common post-processing
step in almost every visual object detector. Its goal is to dras-
tically prune the number of overlapping detected candidate
regions-of-interest (ROIs) and replace them with a single,
more spatially accurate detection. The default algorithm
(Greedy NMS) is fairly simple and suffers from drawbacks,
due to its need for manual tuning. Recently, NMS has been
improved using deep neural networks that learn how to solve
a spatial overlap-based detections rescoring task in a super-
vised manner, where only ROI coordinates are exploited as
input. In this paper, neural NMS performance is augmented
by feeding the network additional information extracted from
the appearance of each candidate ROI. This information cap-
tures statistical properties regarding the spatial distribution
of interest-points detected within the corresponding image
region. Thus, the deviation in 2D distribution between the
interest-points detected inside a ROI that encloses the actual
object entirely, and within one that only captures it partially,
is exploited as a discriminant factor, with the NMS network
being implicitly forced to also learn how to solve an addi-
tional, appearance-based binary classification task (complete
vs partial object silhouettes). To the best of our knowledge,
the concept of interest-point maps has not been previously
exploited for augmenting NMS performance, or for assisting
neural object detection in general. The empirical evaluation
on three public person detection datasets leads to state-of-the-
art results, at a small computational overhead.

1. INTRODUCTION

Object detection is a long-standing, fundamental problem in
computer vision. It consists in generating bounding boxes (in
2D pixel coordinates) for objects detected on-image that be-
long to pre-specified object classes, as well as in assigning

The research leading to these results has received funding from the Eu-
ropean Union’s European Union Horizon 2020 research and innovation pro-
gramme under grant agreement No 731667 (MULTIDRONE).

classification scores to them. State-of-the-art object detec-
tors are two-stage algorithms, initially creating object propos-
als for input images using a method such as selective search
or a deep neural network, then resampling pixels, or extract-
ing features from these proposals using Convolutional Neural
Networks (CNNs), and finally using a classifier to determine
the existence and the class of any object in each proposal.
Faster R-CNN [1], a widely-used end-to-end neural object de-
tector, is the top-performing algorithm in this category.

The second type of mainstream neural object detectors
are end-to-end systems, i.e., networks that directly process
raw images and output bounding boxes/regions-of-interest
(ROIs), without an intermediate object proposition step, hav-
ing the task to both classify and localize objects. Thus, each
candidate detected object ROI is composed of a class, a set
of spatial pixel coordinates and a confidence score. The
end-to-end nature of similar single-stage object detectors sig-
nificantly lowers their runtime requirements. YOLOv3 [2] is
one the most promising algorithms in this category.

Almost all object detectors, either two-stage or single-
stage, incorporate a final refinement step, i.e., Non-Maximum
Suppression (NMS), where spatially overlapping detected
ROIs are merged / filtered. The problem it attempts to solve
arises from the tendency of many detectors to output multi-
ple, neighbouring candidate object ROIs for a single given
visible object, due to their implicit sliding-window nature.
Below, the term “detection” is employed for these candidate
detected object ROIs, prior to applying NMS, instead of the
final post-processed/refined results, as it is commonly used in
relevant literature.

The de facto standard in NMS for object detection is Gree-
dyNMS [3]. It selects high-scoring detections and deletes
less confident neighbours, since they most likely cover the
same object. Its simplicity, speed and unexpectedly good be-
haviour in most cases, make it competitive against proposed
alternatives, since rapid execution is of the utmost impor-
tance in NMS. An Intersection-over-Union (IOU) threshold
determines which less-confident neighbors are suppressed by



a detection. Most NMS algorithms, including GreedyNMS,
do not make any extra effort to jointly process the ROIs and
assign one detection per object. In additon, this fixed IOU
threshold leads GreedyNMS to failure in certain cases. For
instance, wide suppression may remove detections that cover
objects with lower scores, while too low a threshold is unable
to suppress duplicate detections.

In recent years, a number of alternatives or refinements
to GreedyNMS have emerged. The most advanced NMS al-
gorithms are neural networks that either refine the output of
simpler NMS methods, or directly process the detector’s re-
sults, completely replacing GreedyNMS in the latter case. For
instance, GossipNet [4] is a neural network capable of jointly
processing input detections, i.e., all the output candidate ROIs
of an object detector for a given image, and rescoring them, in
order to handle cases where the standard Non-Maximum Sup-
pression algorithm fails. Typically, the appearance of candi-
date ROIs is ignored and only their spatial interrelationships
are exploited.

In this paper, a method is presented that improves neural
NMS performance by augmenting the representation of each
input detection, so as to help the network in its rescoring task.
This is performed by extracting interest-points within each
detection ROI and exploiting the statistical dispersion of their
spatial distribution to create an appearance-based candidate
ROI representation. This representation is fused with the one
constructed automatically by the network, thus improving the
system’s overall precision.

Interest-points, such as SIFT [5], FAST [6] or AKAZE
[7], can be located very fast in an image nowadays. In the
NMS case, their representational power stems from the fact
that they lie mainly along an object’s silhouette, since most
raw detections outputted by a detector already cover part of an
object. Normally, the scene background may contain a high
number of interest-points, e.g., due to texture or illumination
variability, therefore they do not convey semantic information
on their own. However, such background image regions are
not typically included in the detections that NMS processes.
Thus, in this case, their spatial distribution tends to capture
the shape of the object part lying within the ROI.

Our hypothesis is that proper representations of spatial
interest-point maps computed on the candidate detection
ROIs (i.e., the raw object detector output) may be fed to a
neural NMS network in order to easily enhance its perfor-
mance. In this paper, we implement and empirically evaluate
an algorithm designed to test the above hypothesis, relying on
off-the-shelf, fast, hand-crafted interest-point detectors/image
descriptors and a state-of-the-art neural NMS network. To the
best of our knowledge, the concept of interest-point maps has
not been previously exploited for augmenting NMS perfor-
mance, or for assisting neural object detection in general. The
results empirically validate our hypothesis by showcasing a
significant boost in average precision on three public person
detection datasets, in comparison to the state-of-the-art base-

line neural NMS network that we modified, thus opening up
promising avenues for further research.

2. RELATED WORK

NMS, an essential part of computer vision for decades, is
widely used in object detection [1]. Several algorithms have
been proposed over time, based either on modified versions
of GreedyNMS, or on entirely new approaches. In [8], the
authors demonstrate that a GreedyNMS algorithm for per-
son detection improves performance in face detection. Their
method selects a bounding box with the maximum detection
score and its neighboring boxes are suppressed using a pre-
defined overlap threshold. The authors in [9] proposed a clus-
tering approach that provides globally optimal solutions, in
a relaxed problem formulation. However, the results do not
indicate significant improvements over GreedyNMS.

The recently presented IoU-Net [10] is a supervised neu-
ral network that learns a suitable IoU threshold from the train-
ing data; this is then used in the typical GreedyNMS algo-
rithm. Relation Network [11] has also been proposed, which
processes a set of objects simultaneously, allowing to model
relations between their appearance and their geometry.

Few works have explored true end-to-end learning that
considers NMS. In [12, 13], NMS is included in training,
thus the classifier is made aware of the NMS process which is
employed during testing. Although conceptually correct, this
does not make NMS itself learnable. SoftNMS [14] decays
the detection scores of all other neighbors as a continuous
function of their overlap with the higher-scored ROI, instead
of eliminating all lower-scored surrounding ROIs.

In [4], the authors propose GossipNet, a deep feed-
forward neural network that performs state-of-the-art NMS
using only detection coordinates and their scores as input
(candidate ROI appearance is not considered). Its architec-
ture is based on a repeating set of fully-connected layers
(such a set is called a “block”). Each successive block refines
the encoded representation of all detections, by taking into
account their respective spatial neighbors. The network’s
task is to jointly process all input image detections, so as not
to directly prune them, but to rescore them. The aim is to
decrease the score of those that cover an object which has al-
ready been detected. After rescoring, simple thresholding on
the modified score is sufficient to significantly reduce the set
of detections. During inference, the network input is a zero
vector per ROI (as a trivial ROI representation) and a small
set of pairwise features relating each candidate detection with
its spatial neighbors, computed using properties such as the
location of the two ROIs, their IoU, etc.



Fig. 1. Pipeline of the proposed method.

3. NEURAL NON-MAXIMUM SUPPRESSION
EXPLOITING INTEREST-POINT DETECTORS

In this paper, non-trivial initial input is provided to a neural
NMS network for each detection, without inducing significant
computational overhead. The goal is to augment the inter-
nal representation of each candidate ROI using its appearance
and, thus, increase network performance while retaining com-
putational efficiency.

Interest-point detectors, e.g., a corner detector and/or
a scale-space extrema detector, such as SIFT, FAST and
AKAZE, can detect locations on an RGB image (in pixel co-
ordinates) that possess useful properties (such as invariance
to several transformations) and may be employed for several
different tasks. In many cases, a magnitude and/or an orien-
tation are also computed for each interest-point, along with
its location. Maps depicting detected interest-points in an ex-
ample image are shown in Figure 2. Such interest-point maps
can easily be obtained by constructing an initially blank, one-
channel image, having dimensions in pixels identical to those
of the original RGB image. Then, each pixel corresponding
to the location of a detected interest-point can be set to an
integer luminance value (in the interval [0, 255]), correlated
to the latter’s magnitude.

Extracting image interest-points with modern computers
is rapid and efficient. This is a vital quality for NMS algo-
rithms, since they constitute only a post-processing step in
the overall object detection system and are expected to ex-
ecute quickly. More significantly, when restricting interest-
point detection in the candidate object ROIs typically fed to
NMS algorithms, their overall spatial distribution within these
ROIs seems to align with the silhouettes of the detected ob-
jects, as shown in Figure 2. Therefore, this distribution can be
exploited as a candidate ROI appearance-based discriminant
factor for identifying complete vs partial object silhouettes.

The proposed method consists in compactly capturing this
distribution, using a hand-crafted, rapidly computable image
descriptor, and employing it as an initial detection represen-
tation fed to a neural NMS network. This takes advantage of
the fact that NMS inputs are image regions known to partially
enclose visible object silhouettes, instead of, e.g., depicting

the background. As far as we can tell, this serendipitous fact
has not been previously noticed or exploited for augment-
ing NMS performance, or assisting neural object detection in
general. Note that, alternatively, edge-maps of the candidate
object ROIs (also rapidly computable) may be used instead
of interest-point maps; our observations hold in this scenario
too.

The Frame Moments Descriptor (FMoD) has been adopted
for achieving this task. FMoD was originally devised in
a global [15] and in a local [16] variant (LMoD), respec-
tively applied to movie [17] and activity video [18, 19, 20]
summarization via key-frame extraction. Typically, FMoD
and LMoD capture informative image statistics from various
available image channels (e.g., luminance, color/hue, optical
flow magnitude, edge map, and/or stereoscopic disparity),
both in a global and in various local scales, under a spatial
pyramid video frame partitioning scheme.

In this paper, for the special use-case of describing a ROI
interest-point map instead of a typical image/video frame,
only the luminance channel is employed. The intent is to com-
pactly capture the spatial distribution of the interest-points
within the ROI interest-point map in a single numerical de-
scription vector.

(a) RGB image (b) FAST interest-points

(c) AKAZE interest-points (d) Edge map

Fig. 2. Interest-points extracted from FAST and AKAZE de-
tectors, along with the corresponding edge map. The RGB
image is a cropped sample from the PETS dataset.

In the simplest case (spatial pyramid depth equal to
1), the final 18-dimensional description vector for each
detection contains statistical attributes, such as horizon-
tal/vertical/vectorized block mean/st. deviation/skew, etc.
However, FMoD may be separately computed for different
input image regions, under a spatial pyramid partitioning
scheme. Thus, pyramid depth equal to 2 may also be at-
tempted, resulting in an aggregate 90-dimensional description
vector.



4. EMPIRICAL EVALUATION

State-of-the-art GossipNet [4] was selected as the testbed for
implementing and evaluating the proposed method, in the
context of the highly industry-relevant person detection task.
GossipNet is normally fed a zero vector as a trivial, initial
representation of a detection. Thus, the actual representation
of a candidate object ROI is built in stages, as information
flows across the network layers, by exploiting mainly the pair-
wise features that capture the spatial interrelations between
the candidate object ROI and its neighbors. The proposed
approach was evaluated by feeding into GossipNet the ROI
appearance-based description vector outlined in Section 3,
instead of a zero vector.

The evaluation was performed on three object detection
datasets, i.e., PETS [21], COCO [22] and Okutama-Action
[23], using only the class “person”. All datasets contain
images with crowded areas, where many visible persons oc-
clude each other, making GreedyNMS highly unsuitable.
The candidate detection ROIs for each dataset (before NMS
post-processing) were extracted using the object detector
framework reported in the corresponding baseline/competing
paper. An exception is Okutama-Action, where the candi-
date detection ROIs were extracted using YOLOv3, since this
dataset has not been previously used in any relevant work
about NMS. The lower runtime requirements of YOLOv3,
compared to other state-of-the-art detectors, was the principal
factor behind our choice. To evaluate the proposed method,
various different interest-point maps were extracted for each
candidate detection ROI (using FAST, SIFT and AKAZE
interest-point detectors) and, subsequently, each one was sep-
arately described with FMoD. Experiments were conducted
by either taking the magnitude of interest-points into account,
or by using only their location and, thus, generating binary
maps.

Alternatively, edge maps were generated (using the Scharr
operator) and fed as input to the FMoD description algorithm,
instead of interest-point maps. In both cases, the proposed
method takes advantage of the fact that NMS inputs are image
regions known to partially enclose visible object silhouettes,
instead of, e.g., depicting the background.

Finally, empirical evaluation was performed and compar-
isons were made against GreedyNMS, OpenCV1 NMS, and
the default GossipNet. All experiments were conducted using
an NVIDIA GTX 1080Ti GPU and an INTEL 6900K CPU.
The reported results are measured in average precision (AP)
at 0.5 IoU. The GossipNet’s architecture and training param-
eters were set as the authors suggested in [4] and no further
study was made towards that direction. However, experiments
were conducted using different variations of the detections’
description vector size.

1An implementation based on [24]

4.1. PETS
Though PETS is a relatively small dataset, it contains images
with diverse levels of occlusion. The training set, the test set
and the detections that were used are the same with those in
[25]. In addition, the detections are reduced as proposed in
[4] by a GreedyNMS of 0.8 IoU, due to their large number
and the inability to be handled simultaneously by one GPU.
GossipNet contained 8 blocks and was trained for 3 · 104 iter-
ations, setting 10−3 as learning rate and it was decreased by
0.1 every 104 iterations. This combination of parameters were
also suggested by [4]. All models using our proposed method,
have a 90-dimensional detection representation. In Table 1,
different variations of the proposed algorithm are compared
against GreedyNMs, OpenCV NMS and the default Gossip-
Net. FMoD statistics both from the interest-point maps and
from the edge maps seem to increase the AP of the default
GossipNet. Description vectors created using FAST and SIFT
interest-point maps achieve the best AP in all conducted ex-
periments.

Method AP
Greedy NMS IOU > 0.4 76.4%
Greedy NMS IOU > 0.5 73.0%
OpenCV NMS IOU > 0.4 76.3%
OpenCV NMS IOU > 0.5 72.4%
Default GossipNet 128 84.3%
Default GossipNet 90 83.4%
FAST FMoD 90 86.4%
SIFT FMoD 90 85.7%
AKAZE FMoD 90 84.8%
EdgeMap FMoD 90 85.5%
Improvement +2.1%

Table 1. Comparison between different variations of the pro-
posed method against competing ones, in the PETS test set.
The last line depicts the improvement (in AP) achieved by the
best proposed method variant against the best competing one.

4.2. COCO PERSON
COCO is a large dataset consisting 82,783 images for train-
ing and 40,504 images for validation/testing. Although it con-
tains 80 labeled classes, only the “person” class was used for
evaluating the proposed method. The same candidate detec-
tions and the same subsets of the validation set as in [4] were
employed. The first subset, referred to as “minival”, contains
5K images while the second subset, referred to as “minitest”,
contains 35K images.

GossipNet consisted of 8 blocks and it was trained for
2 · 106 iterations. The representation vectors consisted of 128
features in all variations. Each detection’s representation vec-
tor in GossipNet was initialized with the representation vec-
tors extracted from FMoD. The FMoD representation vectors
consisted of 90 features, so each vector was padded with 38



zeros. The learning rate was set to 10−4 for the first 106 iter-
ations, which later decreased to 10−5.

As Table 2 shows, FMoD statistics from the candidate
ROIs’ AKAZE interest-point maps and from their edge maps
increase GossipNet’s AP by a small amount, both on minival
set and minitest set.

Method Minival
AP

Minitest
AP

Greedy NMS IOU>0.5 65.6% 65.0%
OpenCV NMS IOU>0.5 65.6% 65.1%
Default GossipNet 128 67.3% 66.8%
AKAZE FMoD 128 67.6% 67.0%
FAST FMoD 128 67.5% 66.8%
EdgeMap FMoD 128 67.8% 67.2%
Improvement +0.5% +0.4%

Table 2. Comparison between different variations of the pro-
posed method against competing ones, in the COCO minival
and minitest sets. The last line depicts the improvement (in
AP) achieved by the best proposed method variant against the
best competing one.

4.3. Okutama-Action
Okutama-Action is an aerial UAV video dataset for aerial-
view, concurrent human action detection, consisting of 43
minute-long fully-annotated sequences with 12 action classes.
For our task, we only used ROIs with the class label “hu-
man”. We employed YOLOv3 as our main object detector.
The model was pre-trained on the COCO dataset and fine-
tuned for 5·104 iterations using images of 832x832 resolution
of Okutama-Action training set as input. The initial learning
rate was set to 10−3 and it decreased by 0.1 at 5 ·103, 20 ·103
and 40 · 103 iterations.

GossipNet consisted of 8 blocks and it was trained for
3 · 104 iterations. The representation vectors consisted of 128
features in all variations. Each detections representation vec-
tor in GossipNet was initialized with the representation vec-
tors extracted from FMoD. The FMoD representation vectors
consisted of 90 features, so each vector was padded with 38
zeros. The learning rate was set to 10−3 and it was decreased
by 0.1 every 104 iterations.

Table 3 indicates that, although Okutama-Action may not
suffer from cluttered ground-truth detections (cluttered or
overlapping objects increase the significance of NMS post-
processing for achieving good results), the best proposed
method variant, i.e., the one exploiting statistical properties
of FAST interest-point maps, surpasses both GreedyNMS and
the default GossipNet by 2% in AP. Moreover, the appearance
information extracted from each ROI also helps to reduce the
scores of False Positive detections that are not perceived as
“double” detections of an already detected object and, thus,
are unaffected by default GossipNet.

Method AP in
608x608 res.

AP in
832x832 res.

Greedy NMS IOU > 0.4 68.2% 70.7%
Greedy NMS IOU > 0.5 69.4% 71.4%
Default GossipNet 128 71.1% 71.9%
FAST FMoD 128 72.5% 73.9%
EdgeMap FMoD 128 72.1% 73.8%
Improvement +1.4% +2.0%

Table 3. Comparison between different variations of the
proposed method against competing ones, in the Okutama-
Action test set. The last line depicts the improvement (in AP)
achieved by the best proposed method variant against the best
competing one.

4.4. Discussion

Overall, the proposed method significantly enhances the op-
eration of neural NMS by forcing it to implicitly learn how
to solve an appearance-based binary classification problem
(complete vs partial object silhouette), on top of the typical
ROI overlap-based detections rescoring. The exception is the
COCO Person dataset where the benefit is small (about 0.5%
in AP compared to default GossipNet), mainly because there
is too great an intra-class variance with regard to the appear-
ance of person silhouettes, due to very high variability in view
angles and/or camera-to-subject distance during data capture.
However, due to similar reasons, default GossipNet itself also
struggles to non-negligibly improve detection performance,
in comparison to the gains it induces against Greedy NMS in
other datasets.

5. CONCLUSIONS

NMS is the last step in a typical object detection system. In
this paper, neural NMS performance was augmented by feed-
ing the network additional information extracted from within
each candidate ROI. This information captures statistical
properties regarding the spatial distribution of interest-points
detected within the corresponding ROI. Thus, the deviation
in 2D distribution between the interest-points detected inside
a ROI enclosing the actual object entirely, and one that only
captures it partially, is exploited as a discriminant factor,
by taking advantage of the fact that NMS inputs are image
regions known to already partially enclose visible object sil-
houettes. Alternatively, edge maps of the candidate ROIs are
employed and described in a similar fashion. The empirical
evaluation on three public person detection datasets leads to
state-of-the-art results, at a small computational overhead.
Future work will involve more extensive evaluation (e.g.,
in multiclass problems), acceleration of the candidate ROI
description process and further enhancement of the ROI rep-
resentations fed to the neural NMS network.
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ABSTRACT 

 

Recently, much research has been done on how to secure 

personal data, notably facial images. Face de-identification 

is one example of privacy protection that protects person 

identity by fooling intelligent face recognition systems, 

while typically allowing face recognition by human 

observers. While many face de-identification methods exist, 

the generated de-identified facial images do not resemble 

the original ones. This paper proposes the usage of 

adversarial examples for face de-identification that 

introduces minimal facial image distortion, while fooling 

automatic face recognition systems. Specifically, it 

introduces P-FGVM, a novel adversarial attack method, 

which operates on the image spatial domain and generates 

adversarial de-identified facial images that resemble the 

original ones. A comparison between P-FGVM and other 

adversarial attack methods shows that P-FGVM both 

protects privacy and preserves visual facial image quality 

more efficiently. 

 

Index Terms— Privacy Protection, Face De-

identification, Adversarial Examples, Deep Learning, 

Computer Vision 

 

1. INTRODUCTION 

 

In recent years, state-of-the-art deep learning and deep 

neural network methods have been applied for face 

recognition. At the same time, several efforts have been 

made for face de-identification, for person identity 

protection. In the past, several ad-hoc methods (e.g., 

masking, pixelization and blurring) [1-3] were used for face 

de-identification that are capable to fool various face 

classifiers by strongly altering the input facial image. 

However, many current state-of-the-art deep neural face 

recognizers are robust to such ad-hoc attacks. Furthermore, 

the aforementioned methods strongly alter face appearance 

in the de-identified image, thus making them useless in 

several applications (e.g., social networks). 

Subsequently, various face de-identification techniques 

began to appear, which are based on the k-anonymity 

framework (e.g., k-Same [4] family of methods). They 

exploit statistical information from a set of facial images to 

produce more realistic de-identified facial images. 

Nevertheless, the result is often unsatisfactory, as the de-

identified facial images eventually deviate significantly 

from the original input images. Furthermore, the depicted 

faces tend to resemble each other and thus, lose their unique 

characteristics related, e.g., to race, gender, age, expression 

or pose. Other interesting face de-identification techniques 

use a batch of facial images selected from a database, based 

on extracted well-defined facial features in order to de-

identify an input facial image. The batch facial images are 

used as donors of facial characteristics, in order to alter the 

input facial image [5]. Alternatively, preexisting k-

anonymity methods [6] are used to alter the input facial 

image, using the batch facial images. However, both 

techniques do not preserve the unique characteristics of the 

input facial images. 

Recently, sophisticated techniques have been developed 

with the sole purpose of producing realistic de-identified 

facial images. Specifically, with the rise of Generative 

Adversarial Networks (GANs) [7] and, more generally, of 

generative models [8] various methods have been proposed 

[9-14] that replace the input face with a new, realistic and 

synthetic facial image. However, as we want both face de-

identification and retaining the original face appearance, 

such methods fail to live to our expectations. 

In this work, we propose the usage of adversarial 

examples [15, 16] to achieve face de-identification, so that 

the generated de-identified facial images are as realistic as 

possible and visually very similar to the original ones. 

Furthermore, we introduce the Penalized Fast Gradient 

Value Method (P-FGVM), a novel adversarial attack, which 

operates on the image spatial domain and generates 

adversarial examples for face de-identification that resemble 

the original facial images. 

 

2. ADVERSARIAL EXAMPLES 

 

Adversarial examples are inputs to machine learning 

classification models, which are carefully constructed and 

usually imperceptibly different from pre-existing original 

images that result to incorrect image classification. 

Specifically, let (𝒙𝑖 ,𝑦𝑖 ) be a dataset facial image entry which 



comprises of a feature vector 𝒙𝑖 ∈ 𝑋 ⊆ 𝑅𝑛  and the 

corresponding ground truth label 𝑦𝑖 ∈ 𝑌. Suppose a deep 

neural network classifier has learned the mapping 𝑓: 𝑋 → 𝑌, 

using a training dataset. Given an instance 𝒙 with ground 

truth label 𝑦, such that 𝑓(𝒙) = 𝑦, it is possible to generate 

two types of adversarial examples—targeted and non-

targeted ones. In both cases, the adversarial example 𝒙  is 

crafted by adding a small adversarial perturbation to 𝒙, so 

that  𝒙 − 𝒙 𝑝 ≤ 𝜀 where 𝜀 is a small value to control the 

magnitude of the adversarial perturbation. For the non-

targeted adversarial example we aim at 𝑓(𝒙 ) ≠ 𝑦. For the 

targeted adversarial example, we aim at 𝑓(𝒙 ) = 𝑦 , where 𝑦  

is a specified target label, different than 𝑦. 

The fast gradient-based adversarial example generation 

methods [17] use the gradient 𝛻𝒙ℓ𝑓  of the loss function ℓ𝑓  

(e.g., cross-entropy error) of the classifier 𝑓 w.r.t. to an 

input 𝒙, in order to transform 𝒙 to an adversarial example 𝒙 . 

Iterative Fast Gradient Sign Method (I-FGSM) [16, 18] and 

Iterative Fast Gradient Value Method (I-FGVM) [18, 19] 

follow this methodology. They differ in the way they use the 

𝛻𝒙ℓ𝑓  gradient. Specifically, the I-FGVM method changes the 

input 𝒙 in the direction of the gradient, while the I-FGSM 

method uses only the sign gradient. The gradient descent 

update equations for the methods are the following ones: 

 

I-FGVM 

𝒙 0 = 𝒙, 

𝒙 𝑖+1 = 𝑐𝑙𝑖𝑝 0,1 (𝑐𝑙𝑖𝑝 𝒙−𝜀 ,𝒙+𝜀 (𝒙 𝑖 − 𝛼 ∙ 𝛻𝒙ℓ𝑓(𝒙 𝑖 , 𝑦 ))) 
 

I-FGSM 

𝒙 0 = 𝒙, 

𝒙 𝑖+1 = 𝑐𝑙𝑖𝑝 0,1 (𝑐𝑙𝑖𝑝 𝒙−𝜀 ,𝒙+𝜀 (𝒙 𝑖 − 𝛼 ∙ 𝑠𝑖𝑔𝑛(𝛻𝒙ℓ𝑓(𝒙 𝑖 , 𝑦 ))) 
 

where 𝛼 is the step size, 𝒙 is the original image, 𝛻𝒙ℓ𝑓(𝒙 𝑖 , 𝑦 ) 

is the first-order gradient term of the adversarial loss and 

𝑐𝑙𝑖𝑝 𝑎 ,𝑏  is a value constraint so that pixel values cannot go 

beyond the [𝑎, 𝑏] range. Thus, 𝑐𝑙𝑖𝑝 0,1  constrains the pixel 

values to ensure data validity and 𝑐𝑙𝑖𝑝 𝒙−𝜀 ,𝒙+𝜀  enforces the 

𝐿∞  norm of the adversarial perturbation to be within the 

limits defined by 𝜀. 

 

3. PENALIZED FAST GRADIENT VALUE METHOD 

 

The proposed novel adversarial attack method Penalized 

Fast Gradient Value Method (P-FGVM) is inspired by the 

baseline adversarial attack method I-FGVM. P-FGVM 

combines an adversarial loss and a ‘realism’ loss term. It is 

capable of generating a targeted adversarial example 𝒙  by 

using the following gradient descent update equations: 

 

𝒙 0 = 𝒙, 

𝒙 𝑖+1 = 𝑐𝑙𝑖𝑝 0,1 (𝒙 𝑖 − 𝛼 ∙ (𝛻𝒙ℓ𝑓(𝒙 𝑖 , 𝑦 ) + 𝜆 ∙ (𝒙 𝑖 − 𝒙))) 

where 𝛼 is the step size, 𝒙 is the original image, 𝜆 is a 

weight coefficient, 𝑐𝑙𝑖𝑝 0,1  constrains the pixel values to 

ensure data validity, 𝛻𝒙ℓ𝑓(𝒙 𝑖 , 𝑦 ) is the first-order gradient 

term of the adversarial loss and 𝒙 𝑖 − 𝒙 is the ‘realism’ loss 

term. 

 

4. EXPERIMENTAL RESULTS 

 

We performed an experimental evaluation of the proposed 

P-FGVM method and compared it with the baseline I-

FGVM and I-FGSM methods for face de-identification. We 

used as target models two deep convolutional neural 

networks, shown in Table 1. Both target models were 

trained (see Table 4 for training information and 

performance accuracies on the original data) on NVIDIA 

GeForce GTX 1080 GPU for face recognition with a subset 

of the CelebA dataset [20]. The model A has a simple 

architecture and the model B was fine-tuned with transfer 

learning based on the pre-trained state-of-the-art VGG-Face 

CNN descriptor [21], using the VGG-16 architecture [22]. 

Our CelebA subset contains 900 random, aligned, cropped 

and colored 178x218 pixel facial images, corresponding to 

30 persons with 30 facial images each in order to have 

balanced labels. 

First, we applied the P-FGVM method aiming to 

generate realistic de-identified facial images (as targeted 

adversarial examples) with high misclassification rate and 

having as input either Gaussian random noise or existing 

input facial images. Next, we applied the baseline I-FGVM 

and I-FGSM methods with the same objective, having as 

input only existing input facial images and requiring the 𝐿∞  

norm of the adversarial perturbation to be within the limits 

defined by 𝜀. In all experiments we calculated the MSSIM 

similarity index between the de-identified and original facial 

images as well as the 𝐿2 norm  𝒙 − 𝒙 2 of the adversarial 

perturbation as the metrics for measuring the visual quality 

of the results. 

The parameter values used in our experiments are shown 

in Table 2. The 𝐿2 norm, the MSSIM similarity index, the 

misclassification rate as well as the percentage improvement 

in these metrics by the proposed P-FGVM method 

comparatively to the competing methods, are shown in 

Table 3. It is clearly seen that the proposed method produces 

de-identified images that are much closer to the original 

ones, while having better misclassification error than the 

competing methods. Examples of de-identified facial images 

are shown in Figure 1. Furthermore, the evolution of an 

example de-identified facial image, having as input 

Gaussian random noise is shown in Figure 2. 

 
Table 1: The architecture of the target CNN models. 

 

Model A 

Conv(32, Kernel(5, 5), Padding(Same), L2Regularizer(0.001)) 

BatchNormalization+Relu 

MaxPooling(PoolSize(2, 2), Strides(2, 2)) 



Conv(64, Kernel(5, 5), Padding(Same), L2Regularizer(0.001)) 

BatchNormalization+Relu 

MaxPooling(PoolSize(2, 2), Strides(2, 2)) 

FC(512, L2Regularizer(0.001)) 

BatchNormalization+Relu 

Dropout(0.9) 

FC(30)+Softmax 

Model B 

VGG-Face CNN descriptor (VGG-16) 

FC(256, L2Regularizer(0.001)) 

BatchNormalization+Relu 

FC(30)+Softmax 

 
Table 2: Parameter values (α: step size, N: iterations, ε: clipping 

threshold, λ: weight coefficient of ‘realism’ loss term) of the 

adversarial attack methods P-FGVM, I-FGVM and I-FGSM. 

 

 Model A Model B 

Method α Ν ε λ α Ν ε λ 

P-FGVM 1.0 50 n/a 0.22 0.55 58 n/a 0.28 

I-FGVM 1.0 50 0.022 n/a 0.1 40 0.022 n/a 

I-FGSM ε÷Ν 20 0.026 n/a ε÷Ν 20 0.026 n/a 

 
Table 3: The experimental results and the percentage improvement 

in metrics from the comparison between the proposed P-FGVM 

method and the baseline I-FGVM, I-FGSM methods. L2: Average 

𝐿2 norm of adversarial perturbation between the original and the 

de-identified images. SI: Average MSSIM similarity index 

between the original and the de-identified images. MR: 

Misclassification rate of the de-identified images. 

 

Model A Model B 

L2 SI MR L2 SI MR 

Experimental Results 

P-FGVM 

3.38 0.986 99.6% 2.11 0.995 96.0% 

I-FGVM 

5.31 0.963 99.4% 2.67 0.993 93.2% 

I-FGSM 

5.68 0.962 98.9% 5.74 0.968 94.4% 

Percentage Improvement 

I-FGVM 

36.3% 2.3% 0.2% 20.9% 0.2% 3.0% 

I-FGSM 

40.4% 2.4% 0.7% 63.2% 2.7% 1.7% 

 
Table 4: The training information of the target CNN models. 

 

 Model A Model B 

Dataset CelebA CelebA 

Subset Classes 30 30 

Subset Images 900 900 

Image Size 178 x 218 178 x 218 

Training Set Size 70% 70% 

Testing Set Size 15% 15% 

Validation Set Size 15% 15% 

Normalization MinMax MinMax 

Learning Rate 0.0001 0.0001 

Optimization Backprop+Adam Backprop+Adam 

Loss Function Cross Entropy Cross Entropy 

Batch Size 16 16 

Training Epochs 147 144 

Training Accuracy 100% 100% 

Testing Accuracy 80.7% 95.4% 

 

Model A Model B 
 

 

 

(a) 

 

(b) 

 

(c) 

 
Figure 1: Examples of de-identified facial images (two for each 

target model) generated by the adversarial attack method P-

FGVM: a) clean input facial images, b) de-identified facial images, 

c) adversarial perturbation absolute value amplified by 10x. 

 

 

 

 
 
Figure 2: Evolution of an example de-identified facial image 

generated by the adversarial attack method P-FGVM using as input 

Gaussian random noise. 



5. CONCLUSION 

 

The existing adversarial face de-identification methods fail 

to preserve the face appearance of the original image. 

Therefore, we proposed the novel P-FGVM adversarial 

attack method for generating realistic de-identified facial 

images (as targeted adversarial examples) with high 

misclassification rate. By evaluating the proposed P-FGVM 

and baseline I-FGVM, I-FGSM methods on various deep 

convolutional neural network face classifiers trained on a 

subset of the CelebA dataset, we show that the P-FGVM 

method both protects privacy and preserves visual facial 

image quality more efficiently than its competitors. 
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Abstract In this paper, we first propose lightweight deep CNN models, capable of ef-
fectively operating in real-time on-drone for high-resolution video input, addressing
various binary classification problems, e.g. crowd, face, football player, and bicycle
detection, in the context of media coverage of specific sport events by drones with
increased decisional autonomy. Furthermore, we propose a novel Class-Specific Dis-
criminant regularizer in order to improve the generalization ability of the proposed
real-time models, exploiting the nature of the considered two-class problems. The ex-
perimental evaluation on four datasets validates the effectiveness of the proposed
regularizer in enhancing the generalization ability of the proposed models.

Keywords Deep Convolutional Neural Networks · Class-Specific Discriminant
Regularizer · Real-Time · Lightweight Models · Drones · Binary Classification

1 Introduction

During the recent years deep Convolutional Neural Networks (CNN), [1,2] have been
established among the most efficient research directions in a wide spectrum of com-
puter vision tasks, accomplishing superior results over previous shallow algorithms,
[3,4,5,6,7]. Apart from developing successful deep models for various computer vision
tasks, another research direction that flourishes during the recent few years is the
development of lightweight models capable of running on devices with limited compu-
tational resources such as mobile phones and embedded systems, [8,9].
Over the recent few years Unmanned Aerial Vehicles, broadly known as drones, have
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powerfully emerged in a wide range of applications, ranging from entertainment to
visual surveillance, medical emergencies [10], and rescue within the context of natural
disasters [11]. Their ability to capture spectacular aerial shots or shots of even inacces-
sible places, gradually displaces previous practices in media production. A key issue
associated with the rise of drones is the demand of developing models for various com-
puter vision tasks, capable of addressing the additional challenges of drone-captured
images (such as occlusion, unconstrained pose variations, small object size), and also
capable of running on-drone, that is with limited processing power.

Thus, in this paper, we propose lightweight deep CNN models allowing real-time
deployment for high resolution images for specific classification problems involved in
the context of media coverage of certain sport events by multiple drones with increased
decisional autonomy. More specifically, we deal with face, bicycle, and football player
detection, as well as crowd detection towards crowd avoidance ensuring the drone’s
safe operation, since a drone may fly in vicinity of crowds, and is potentially exposed
to unpredictable errors or environmental hazards that impose emergency landing, and
also drone flight regulations in several Countries’ national legislation request a safe
distance to be maintained between the drone and crowds. Our goal is to provide
semantic heatmaps [12], rather than bounding boxes, by predicting for each location
within the captured high-resolution scene the object’s presence. That is, we train models
with RGB input of size either 32 × 32 or 64 × 64, and then test images are fed
to the network, and for every window 32 × 32 or 64 × 64 respectively, we compute
the output of the network at the last convolutional layer. An example of a crowd
heatmap is provided in Fig. 1. Furthermore, the above procedure finds application in
the camera control problem, [13,14], where the goal is to control the camera without
using bounding boxes but only visual input. That is, the semantic heatmaps for each of
the aforementioned classification problems, aim to assist the algorithm for controlling
the camera of the drone for cinematography tasks by sending error signals. We also
note that apart from the camera control problem, in some cases the object to be
detected (such as crowd) could be distributed in such a way in an image, that it is
difficult to be bounded by a box. Thus, in these cases it is more suitable to predict for
each patch a probability of crowd existence, and then provide a semantic heatmap of
the estimated probability of existence of crowd in each location within the captured
scene, instead of a box surrounding the crowded area. We should highlight that it
is of utmost importance for the application to handle high resolution images, since
objects in drone-captured images are extremely small, and thus image resizing in order
to meet real-time deployment limits, that is used by almost all of the state-of-the-art
visual content analysis models (e.g. YOLO [15], SSD [16], etc.), would further shrink
the object of interest, rendering the detection infeasible. Finally, we should note that
even recent drones are capable of providing HD streaming, this comes with a latency,
since the drone needs to compress, transmit and decompress the video stream. It was
experimentally verified, that a procedure of compressing the drone-captured stream,
sending it to the ground station, and decompressing it in order to use it for each of
the tasks, has a latency of 120 ms (3 frames). More specifically, the pipeline was as
follows: The video stream captured from drone was compressed using H.264 encoding.
The compression took place on-drone using the NVIDIA’s Jetson TX2 accelerators.
Then the compressed stream was transmitted to the ground station via LTE using
the RTP protocol, where it was decompressed. Thus, considering a detection/tracking
task of fast moving objects, like the ones involved in sport events, the aforementioned
latency (120 ms) leads to the loss of the object of interest. Furthermore, the drone
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should be able to operate safely, even when the communication to the ground station
is infeasible, thus our goal is to develop models for addressing the specific classification
problems on-drone, as well as in real-time.

To the best of our knowledge there is no other work in the recent literature
proposing real-time models capable of running on devices with limited computational
resources for high resolution input. In [17] a computation-efficient CNN model is pro-
posed for mobile devices with limited computing power, and it is shown that in order
to achieve real-time deployment, someone has to reduce the input frame resolution
to 224 × 224, sacrificing also the accuracy. However, surveying the relevant literature
we can see that several works have emerged towards designing lightweight models. In
[9] is proposed to replace 3 × 3 convolutions with 1 × 1 convolutions to create a very
small network capable of reducing 50× the number of parameters while obtaining high
accuracy. In [18] various practical guidelines for efficient network design and a new
architecture are proposed. In [19] an efficient convolutional network architecture that
allows feature re-use through dense connectivity, and prunes filters associated with
superfluous feature re-use through learned group convolutions, is proposed. In [20] the
problem of deploying deep neural networks on mobile devices is addressed, and an
acceleration method so as to speed up the neural networks with adequate accuracy,
by significantly reducing the execution time on non-tensor layers, is proposed.
Subsequently, in [21] the problem of target recognition in synthetic aperture radar
images is addressed, proposing a lightweight CNN model based on visual attention
mechanism. In [22] a real-time traffic sign recognition system consisting of detection
and classification modules is proposed. A color probability model to deal with color
information of traffic signs is first proposed, traffic sign proposals are then extracted
and, SVM and CNN are combined to detect and classify traffic signs. In [23] the
authors deal with dynamic scene classification utilizing two variants of deep convo-
lutional neural networks to encode spatial appearance and short-term dynamics into
short-term deep features, and then they propose to extract long-term frequency features
using the autoregressive moving average model. Finally, in [24] the authors deal with
change detection, proposing a general end-to-end 2-D convolutional neural network
framework for hyperspectral image change detection. A mixed-affinity matrix is firstly
designed, and subsequently a 2-D convolutional neural network is designed to learn
the discriminant features effectively from the multisource data at a higher level so as
to enhance the generalization ability of the proposed change detection algorithm.

Fig. 1: Crowded image and the corresponding predicted heatmap of crowd presence.
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Furthermore, since we deal with lightweight models that usually have inferior
performance compared to the more complex ones, we focus on enhancing their per-
formance. That is, the second goal of this work is to propose a novel regularization
method in order to prevent over-fitting and enhance the generalization ability of the
proposed lightweight models. Generally, this constitutes a major issue in deep learning
algorithms, since neural networks are prone to over-fitting due to their high capacity.
During the past years, several regularization schemes have been proposed in order to
prevent overfitting in neural networks, ranging from common regularization methods,
like L 1/L 2 regularization which penalize large weights during the network optimiza-
tion, to Dropout [25] where for each training sample, a randomly selected subset of
the activations is zeroed in each epoch, and a generalization of it, Dropconnect [26]
which instead of activations, sets a randomly selected subset of weights within the
network to zero. Other earlier works include weight elimination, [27], and Bayesian
methods, [28]. From a different viewpoint, multitask-learning [29] constitutes a way
of improving the generalization ability of a model. For example, in [30] the authors
introduced techniques developed in semi-supervised learning in the deep learning do-
main. That is, they combined an unsupervised regularizer with a supervised learner to
perform semi-supervised learning. Furthermore, in [31], a novel CNN architecture with
an SVM classifier at every hidden layer is proposed. This companion objective acts as a
kind of feature regularization. Finally, in [32] the authors propose a two-stage training
method including pre-training process and implicit regularization training process, in
order to address the overfitting problem. In the first stage a network model is trained to
extract the image representation for anomaly detection, while in the second stage, the
network is retrained, based on the anomaly detection results, to regularize the feature
boundary and make it converge in the proper position. In this work, considering two-
class classification problems, where the one class describes a specific concept, while the
other class describes anything than this concept (i.e. genuine versus impostor class),
e.g. Crowd and Non-Crowd, Face and Non-Face, etc., we propose the so-called Class-
Specific Discriminant (CSD) regularizer, which exploiting the nature of the problem,
aims to enhance the discriminative ability of the models, by enforcing data belong-
ing to the class under consideration to be close to their class centroid. Finally, we
should note that the proposed regularizer is applicable to several network architectures
for binary classification problems, however its necessity is traced in improving the
performance of real-time lightweight CNN models.

The main contribution of this paper can be summarized as follows:

– We propose lightweight deep CNN models for various classification problems, ca-
pable of running in real-time on-drone.

– We propose a novel Class-Specific Discriminant regularizer in order to enhance
the generalization ability of the proposed models.

The remainder of the manuscript is structured as follows. The proposed real-time
CNN model architectures are provided in Section 2. Subsequently, the proposed CSD
regularizer is presented in Section 3. The experiments, including the datasets descrip-
tion, the implementation details and the experimental results, are provided in Section
4. Finally, the conclusions are drawn in Section 5.
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Table 1: VGG-720p - Input 32 × 32 / Input 64 × 64

Layer Kernel Stride Pad Max Pooling Channels

conv1_1 3 × 3 1 / 1 1 / 1 - / - 16
conv1_2 3 × 3 1 / 1 1 / 1 X/- 16
conv2_1 3 × 3 1 / 1 1 / 1 - / - 24
conv2_2 3 × 3 1 / 4 1 / 1 X/ X 16
conv_last 8 × 8 1 / 1 0 / 0 - / - 2

2 Real-time CNN models

In this paper, we aim to propose effective deep models for various binary classification
problems, which allow real-time deployment (about 25 frames per second) on-drone
for high resolution images. We should highlight that it is crucial for the application
to handle high resolution images, since objects in images captured by drones are
extremely small, and thus image resizing in order to meet real-time deployment limits,
would further shrink the object of interest, rendering the detection infeasible. Fig. 2
underlines the demand for high resolution images. That is, we provide an aerial image
that contains bicycles (bicycles with bicyclists), Fig. 2a, and the resulting heatmaps
for input of various resolutions, i.e. 640×480, 1280×720, and 1920×1080, utilizing a
proposed model, Figs. 2d-2f. As we can observe as the resolution increases, we can
achieve better performance. Furthermore, in Figs. 2b and 2c, we provide the predictions
for the same input utilizing two state-of-the-art detectors which have trained to detect
among other classes, also persons and bicycles, that is YOLO v.2 [15] and Faster
R-CNN [33], which operate for input 604 × 604 and 1000 × 600 respectively. We
should note that we provide the comparisons with the aforementioned state-of-the
art detectors which provide bounding boxes as output, as opposed to the provided
resulting heatmaps imposed by the application, in order to evaluate the accuracy of
the proposed models against state-of-the-art models. As we can see, both the state-
of-the-art detectors perform poorly, while they also run at much less than real-time,
as we mention below. Note also, that SSD [16] and SSD with MobileNets [8], which
operate for input 300 × 300 as well as for input 512 × 512, fail to detect any bicycle.

The objective of this work is two-fold: a) to propose real-time architectures that
can be deployed on-drone, and b) to improve the state-of-the-art performance using
CSD regularization. Thus, we propose two models consisting of only five convolutional
layers, by discarding the deepest layers and pruning filters of the widely used VGG-16
model [34]. That is, we use the first four convolutional layers of the VGG-16 model
with pruned filters, while the last convolutional layer consists of two channels, each
for a class, since we deal with binary classification problems. The first model runs
in real-time on-drone for 720p (1280×720) resolution image and the second one runs
in real-time for 1080p (1920×1080) resolution image. Thus, we abbreviate the models,
based on this attribute, as VGG-720p and VGG-1080p, respectively. Details on the
proposed model architectures for both 32 × 32 and 64 × 64 input dimensions can be
found in Table 1 and Table 2, for the VGG-720p and VGG-1080p models respectively.
The models for the two cases use same kernels and channels, and use appropriate
stride and pooling to achieve real-time deployment, as it is shown in the Tables. The
evaluation results on the deployment speed for the proposed models are provided in
the Experiments Section.
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(a) Test image (b) YOLO v.2 Prediction for input of size
604×604

(c) Faster R-CNN Prediction for input of size
1000×600

(d) Resulting heatmap for input of size
640×480, utilizing the proposed VGG-1080p
model

(e) Resulting heatmap for input of size
1280×720, utilizing the proposed VGG-1080p
model

(f) Resulting heatmap for input of size
1920×1080, utilizing the proposed VGG-1080p
model

Fig. 2: An aerial high resolution image containing bicycles (2a), predictions utilizing
the YOLO v2 and the Faster R-CNN detectors (2b)-(2c), and the resulting heatmaps
for various deployment resolutions utilizing the proposed VGG-1080p model trained
for bicycle detection (2d)-(2f).
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Table 2: VGG-1080p - Input 32 × 32 / Input 64 × 64

Layer Kernel Stride Pad Max Pooling Channels

conv1_1 3 × 3 2 / 1 0 / 0 - / - 8
conv1_2 3 × 3 1 / 2 0 / 0 X/ - 8
conv2_1 3 × 3 1 / 1 0 / 0 - / - 6
conv2_2 3 × 3 1 / 2 0 / 0 - / - 6
conv_last 8 × 8 1 / 1 0 / 0 - / - 2

3 Class-Specific Discriminant Regularizer

CONV1_1 CONV1_2 CONV2_1 CONV2_2

Class-Speci c 
Regularizer

Euclidean
Loss

Class 1

CONV_LAST
Classi cation

Loss

Fig. 3: Class-Specific Discriminant Regularizer

In this work, we propose a novel regularization method aiming to enhance the perfor-
mance of the proposed lightweight real-time CNN models. The proposed regularization
method aims to exploit the nature of the considered problems, that is, we investigate
two-class problems, where the one class describes a specific concept, while the other
class describes anything than this concept (i.e. genuine versus impostor class). The
proposed regularizer traces its origins to Linear Discriminant Analysis (LDA) [35]
based methods, [12], however based on the extremely wide variation of the impostor
class, we exploit class-specific concepts, [36]. Towards this end, while the classifier
aims to distinguish samples belonging to different classes, we propose to enhance the
genuine class discrimination, by demanding the representations of the feature space
generated by a specific deep neural layer belonging to the genuine class, to come closer
to the class centroid. The L2 norm can be used as similarity measure. The additional
CSD criterion acts as regularizer to the classification objective. We could also demand
for the remaining class to be away from the genuine class centroid, however we do
not proceed in this direction, since the between class separability is preserved by the
classification objective.

Thus, for an input space X ⊆ <d and an output space F ⊆ <q, we denote as
φ(· ;W) : X → F a deep neural network with NL ∈ N layers, and set of weights
W = {W1, . . . ,WNL }, where Wl are the weights of a specific layer l. We also denote
the set of weights up to layer l as Wl = {W1, . . . ,Wl}. Then, the output of layer l for
a given input xi is computed as follows: φ(xi ;Wl) = σl

(
Wl · φ(xi ;Wl−1) + bl

)
, where
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σl(·) is the activation function of layer l, bl the bias term, φ(xi ;Wl−1) the output
of the previous layer, and · denotes a linear operation (e.g. matrix multiplication or
convolution). Hence, we consider a set DN = {x1, . . . , xN} of training samples on X,
and their corresponding representations, φ(xi ;Wl), at the layer l. Each sample is
associated with a class label ci = {0, 1}, where the class 1 corresponds to the genuine
class. We also consider as S = {(xi, ci) : ci = 1} the set of samples belonging to the
genuine class. Then we define the following objective:

min
Wl
JCS D = min

Wl

∑

xi∈S
‖φ(xi ;Wl) − µc‖22, (1)

where µc =
1
|S|

∑
x j∈S φ(x j ;Wl). Optimizing objective (1) lets the network learn param-

eters such that data samples of the genuine class are closely mapped to their class
centroid. The Euclidean loss layer (Sum of Squares) is used to implement the regular-
izer. The proposed regularizer can be attached to one or multiple neural layers. Thus,
for a deep neural model of NL layers, the total loss in the regularized training scheme
is computed by summing the above losses:

Ltotal = Lclassi f ication +

NL∑

i=1

ηiLe, (2)

where the parameter ηi ∈ [0, 1] controls the relative importance of the Euclidean loss
of each deep layer. In our experiments we attach it to the so-called CONV2_2 layer,
as depicted in Fig. 3. Either Hinge loss or Cross Entropy loss can be utilized as
classifiers. In our experiments we use the Hinge loss. We solve the above optimization
problem using gradient descent. We finally note that it is straightforward to show
that the optimization problem in eq. (1) can be reformulated as an accumulation of
minimization of pairwise distances, [37], that is,

min
Wl
JCS D = min

Wl

∑

xi ,x j∈S
‖φ(xi ;Wl) − φ(x j ;Wl)‖22, (3)

and thus the proposed regularizer can also be implemented in terms of mini-batch
training.

4 Experiments

In this Section, we present the experiments conducted in order to evaluate the proposed
models regarding the deployment speed as well as the proposed regularization method.
Throughout this work, we evaluate the detection speed in terms of frames per second
(FPS), while we use Test Accuracy (Classification Accuracy) to evaluate the proposed
regularizer. Each experiment is repeated five times, and we report the mean value
and the standard deviation, considering the maximum value of the Test Accuracy for
each experiment. The probabilistic factor is the random weight initialization. We also
provide the curves of the mean Test Accuracy.

4.1 Datasets

In order to evaluate the performance of the proposed CSD regularizer we conduct
experiments on four datasets, constructed for Crowd, Football Player, Face, and Bicycle
detection. The datasets’ descriptions follow below.
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(a) Face Dataset. (b) Football Player Dataset.

(c) Crowd-Drone Dataset. (d) Bicycles Dataset.

Fig. 4: Sample images of the utilized datasets.

4.1.1 Face

The dataset contains 70,000 train images of faces and equal number of train images of
non-faces, and a test set of 7,468 images. Images of faces have been randomly selected
from the AFLW [38], MTFL [39], and WIDER FACE [40] datasets. Input images are
of size 32 × 32. Sample images of the constructed Face dataset are presented in Fig.
4a.

4.1.2 Football Player

The dataset consists of 98,000 train images that contain football players and non-
football players, and a test set of 10,000 images. Input images are of size 32 × 32.
Sample images of the Football Player dataset are illustrated in Fig. 4b.

4.1.3 Crowd-Drone

The dataset contains 40,000 drone-captured train images of crowded scenes and non-
crowded scenes, and 11,550 test images. Input images are of size 64 × 64. Sample
images of the constructed Crowd-Drone dataset are presented in Fig. 4c.

4.1.4 Bicycles

The dataset contains 51,200 equally distributed train images of bicycles (bicycle with
bicyclist) and non-bicycles, and a test set of 10,000 images. Input images are of size
64 × 64. Sample images of the constructed Bicycles dataset are presented in Fig. 4d.
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4.2 Implementation Details

All the experiments conducted using the Caffe Deep Learning framework [41]. We use
the mini-batch gradient descent for the networks’ training. The learning rate (lr) is set
to 10−4, except for the Football dataset on the VGG-720p case, where it is set to 10−5
(since setting lr to 10−4 lead to unstable performance) and the batch size is set to 256.
The momentum is 0.9. All the models are trained on an NVIDIA GeForce GTX 1080
with 8GB of GPU memory for 100 epochs, and can run in real-time when deployed
on an NVIDIA Jetson TX2. The parameter η in eq. (2) for controlling the relative
importance of the regularization loss is set to 0.001. Best results are printed in bold.

4.3 Experimental Results

First, we provide the evaluation results of the proposed models regarding the deploy-
ment speed. We test the performance on a low-power NVIDIA Jetson TX2 module
with 8GB of memory, which is a state of the art GPU used for on-board drone percep-
tion. Additionally, in order to accelerate the deployment speed and achieve real-time
deployment, we utilize TensorRT1, deep learning inference optimizer. TensorRT is a
library that optimizes deep learning models providing FP32 (default) and FP16 opti-
mizations for production deployments of various applications. In Table 3 we provide
the detection speed in terms of FPS for the two proposed architectures and their corre-
sponding image resolution on the NVIDIA Jetson TX2 module without the utilization
of the TensorRT optimizer, with the TensorRT on the default mode, and finally with
TensorRT on the FP16 mode. As we can see TensorRT and in particular the FP16
mode significantly accelerates the proposed models, achieving detection in-real time
for high-resolution images. To gain some intuition about the deployment speed, we
note that state-of-the-art detectors run at notably fewer FPS on Jetson TX2, and also
for lower resolution input images. For example, SSD [16] runs at 6 FPS, for input of
size 300 × 300, SSD with MobileNets [8] runs at 0.66 FPS for the same input, and
YOLO v.2 [15] runs at 10 FPS for input of size 308 × 308, while it runs at 3.1 FPS for
input of size 604 × 604. Finally, the Faster R-CNN [33] runs at 0.9 fps on the Jetson
TX2 module. Finally, we should highlight that the deployment speed regards all the
models, that is with and without the proposed regularizer, since the regularizer does
not affect the deployment speed. That is, based on the Tables 5 and 6 which provide
the accuracy rates of the aforementioned real-time models, the proposed VGG-720p
model for crowd detection, where the input images are of size 64 × 64 runs at 25 fps
with the utilization of TensorRT-FP16, and so does the corresponding baseline model,
trained only with hinge loss, for the task of crowd detection. Correspondingly, the pro-
posed VGG-1080p model for face detection, where the input images are of size 32×32
runs at 25.7 fps with the utilization of TensorRT-FP16, and so does its corresponding
baseline model. The proposed models will be publicly available at the final version of
the paper.

Subsequently, as we have already mentioned, either Hinge loss or Cross Entropy
loss, can be utilized as classification losses. In our experiments we used Hinge loss,
since we have seen that performs better, however, we also provide evaluation re-
sults utilizing the Cross Entropy, while we also provide indicative comparisons with

1 https://developer.nvidia.com/tensorrt
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Table 3: Speed (FPS)

Input Model Jetson TX2 TensorRT-FP32 TensorRT-FP16

32×32 VGG-720p 10.1 18.1 26.3
32×32 VGG-1080p 12.3 16.9 25.7
64×64 VGG-720p 8.7 16.6 25
64×64 VGG-1080p 8.8 18.5 25.6

the common L 1 and L 2 regularizers, as well as for the Dropout regularization for
the Face dataset, utilizing the VGG-720p model. As we observe in Table 4, the pro-
posed CSD regularizer improves the baseline performance for both the considered
classification losses. We also see that Dropout achieves improved performance, L 2
regularizer marginally improves the performance, while the L 1 regularizer harms the
performance. We can also observe that the proposed CSD regularizer is superior over
the common L 1 and L 2 regularizers, as well as over Dropout. Finally, since the
proposed CSD regularizer can be combined with the aforementioned regularizers, we
also perform experiments utilizing the L 2 and Dropout regularizers (which improve
the baseline performance) in combination with the CSD regularizer, and we observe
that we can further improve the performance over the baseline, as well as over each
individual regularization method.

In Table 5, we present the mean value and the standard deviation of the Test
Accuracy, for the considered training approaches, that is utilizing only Hinge loss, and
Hinge loss with the proposed CSD regularizer on all the utilized datasets, for the VGG-
720p case, while in Table 6 we provide the corresponding evaluation results for the
VGG-1080p case. Correspondingly, in Figs. 5-8 we provide the comparison of the mean
Test Accuracy of the only Hinge loss training against Hinge loss & CSD regularized
training on all the utilized datasets for both the proposed model architectures. We
can see in the demonstrated results, that the proposed CSD regularizer remarkably
enhances the classification performance for the proposed model architectures on all the
utilized datasets. Finally, it is noteworthy that we have tested the performance of the
proposed CSD regularizer on additional non-real-time models, where its effectiveness
is further validated. However, we do not include these experiments, since the principal
objective of this work is to provide real-time models.

Table 4: Face Dataset - VGG-720p model: Test Accuracy

Training Approach Test Accuracy

Only Hinge Loss 0.9191 ± 0.0037
Hinge Loss & L 1 Regularizer 0.8984 ± 0.0092
Hinge Loss & L 2 Regularizer 0.9204 ± 0.0021
Hinge Loss & Dropout 0.9224 ± 0.002
Hinge Loss & CSD Regularizer 0.9253 ± 0.0028
Hinge Loss & L 2 & CSD Regularizer 0.9266 ± 0.002
Hinge Loss & Dropout & CSD Regularizer 0.9268 ± 0.0015
Only Cross Entropy Loss 0.8984 ± 0.0092
Cross Entropy Loss & CSD Regularizer 0.9098 ± 0.0033
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(b) VGG-1080p

Fig. 5: Crowd-Drone
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Fig. 6: Face
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(b) VGG-1080p

Fig. 7: Bicycles
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Fig. 8: Football Player



Title Suppressed Due to Excessive Length 13

Table 5: Test Accuracy: VGG-720p

Training Approach Crowd-Drone Football Player Face Bicycles

Only Hinge Loss 0.9327 ± 0.0089 0.9734 ± 0.007 0.9191 ± 0.0037 0.9684 ± 0.0029
Hinge Loss & CSD regularizer 0.9399 ± 0.0087 0.9820 ± 0.0024 0.9253 ± 0.0028 0.9722 ± 0.0026

Table 6: Test Accuracy: VGG-1080p

Training Approach Crowd-Drone Football Player Face Bicycles

Only Hinge Loss 0.9270 ± 0.027 0.9785 ± 0.007 0.8787 ± 0.0015 0.9479 ± 0.0153
Hinge Loss & CSD regularizer 0.9380 ± 0.0026 0.9884 ± 0.004 0.8828 ± 0.0024 0.9603 ± 0.0025

Finally, we conducted a post-hoc Bonferroni test [42], for ranking the proposed
regularization method and the only hinge loss training and evaluating the statistical
significance of the obtained results. The performance of two methods is significantly
different, if the corresponding average ranks over the datasets differ by at least the
critical difference (CD):

CD = qa

√
m(m + 1)

6D
, (4)

where m is the number of methods compared, D is the number of datasets and critical
values qα can be found in [42]. In our comparisons we set α = 0.05. The number
of datasets is four in the performed test. The compared methods are two, that is the
proposed regularizer is compared with a control method which is the only hinge loss
training approach. The ranking results are illustrated in Fig. 9. The vertical axis de-
picts the two methods, while the horizontal axis depicts the performance ranking. The
circles indicate the mean rank and the intervals around them indicate the confidence
interval as this is determined by the CD value. Overlapping intervals between two
methods indicate that there is not a statistically significant difference between the cor-
responding ranks, while non-overlapping intervals indicate that the compared methods
are significantly different. As we can observe, the proposed regularizer is significantly
different against the only hinge loss training approach. We should note that we rep-
resentatively present the performance utilizing the VGG-720p architecture, however
identical performance is achieved utilizing the VGG-1080p architecture.

5 Conclusion

In this paper, lightweight models capable of running on-drone for high-resolution video
input, for various binary classification problems have been proposed, in the context of
media coverage of certain sport events by drones. Subsequently, a novel Class-Specific
Discriminant regularizer was proposed, in order to improve the generalization ability
of the proposed real-time models, exploiting the nature of the considered two-class
problems. The experimental evaluation on four datasets indicated the effectiveness of
the proposed regularizer in enhancing the generalization ability of the proposed models.
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Fig. 9: Post-Hoc Bonferroni Test
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Abstract

In this paper, we propose a novel adversarial attack method in order to fool deep neural network classifiers in
a privacy preserving manner, along with a novel defense mechanism to counter such attacks. Two concepts
are introduced, namely the K-Anonymity Adversarial Attack (K-A3) and the Multiple Support Vector Data
Description Defense (M-SVDD-D). The proposed K-A3 introduces novel optimization criteria to standard
adversarial attack methodologies, so as to incorporate the K-Anonymity requirements. Such generated
adversarial examples are not only misclassified by the network decision function, but are anonymized as
well. The proposed M-SVDD-D consists of a deep neural architecture layer consisting of multiple non-
linear one-class classifiers based on Support Vector Data Description that can be used to replace the final
linear classification layer of a deep neural architecture, and an additional class verification mechanism. Its
application decreases the effectiveness of adversarial attacks, by increasing the noise energy required to
deceive the protected model, attributed to the introduced non-linearity. In addition, M-SVDD-D can be
used to prevent adversarial attacks in black-box attack settings.

Keywords: K-anonymity, Adversarial Defense, Adversarial Attack, Deep SVDD, Kernel Learning

1. Introduction

In image classification tasks (e.g., face/object
recognition), the term adversarial examples refers to
crafted images that appear to the human eye almost
imperceptibly similar to the training examples, while
being misclassified by the respective image classifier.
The attempt of crafting such examples to this end is
the so-called adversarial attack. Many classification
models, including the ones based on Convolutional
Neural Networks (CNN), have been found to be vul-
nerable to adversarial attacks [1, 2, 3]. Furthermore,
recent studies [4, 5, 6] have shown that adversarial
attacks have the property of transferability, i.e., care-
fully crafted adversarial examples may deceive vari-

ous classification methods at the same time, ranging
from similar deep architectures to even totally dif-
ferent classification methods, such as Support Vector
Machines or Random Forests.

The research community has been actively devel-
oping adversarial attack methodologies over the past
few years, as well as methodologies to anticipate these
attacks. Different types of adversarial attacks are
specified in the literature, depending on the level of
information available to the adversary prior to the
attack. In most cases, a white-box attack is as-
sumed, i.e., the adversary has full knowledge about
the model architecture to be deceived, including ac-
cess to the values of the respective model weights.
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Therefore, the adversary is allowed to form queries
to the model in order to backpropagate gradients for
the given inputs by employing appropriate loss func-
tions. In the black-box attack case, it is assumed that
the adversary has limited or no information about
the model architecture, other than its output clas-
sification labels. White-box attacks may be applied
to attack model architectures unknown to the ad-
versary, by employing intermediate/reference archi-
tectures (known to the adversary) and by exploit-
ing the property of transferability [4]. The design
of adversarial defense methods to repulse these at-
tacks seems to be a lot more challenging than initially
anticipated [7]. Recent adversarial defense methods
were based on obfuscating the model gradients [8] for
the given inputs, repulsing a number of known adver-
sarial attack methodologies in white-box adversarial
attack setups. However, it was later found that the
defenses relying on obfuscating gradients are signif-
icantly less effective against newer and stronger at-
tacks, or against transferability attacks generated by
employing similar undefended architectures and can
nowadays be easily overcome by the adversary [9].

In this paper, we consider that adversarial attacks
should not only be viewed in a negative way as meth-
ods for fooling deep neural networks, as they have
been used in other applications, notably in protect-
ing private data automated analysis by recognition
systems, that are typically used by service providers
in social media [10]. For example, adversarial attacks
have been employed to disable known automatic face
detection/recognition algorithms applied on visual
data uploaded by social media users [11], without
severely compromising image quality [12], while at
the same time, not hiding the person identities to hu-
man viewers. Moreover, adversarial attack methods
could potentially be used to protect data captured
from publicly installed cameras or even IoT sensors
(e.g., UAV/surveillance/car cameras). However, to
the best of our knowledge, unlike standard privacy
protection methods [13], adversarial attack method-
ologies do not incorporate privacy protection-related
constraints in their optimization process, therefore,
even if they are successful in disabling face detec-
tion/recognition against a specific algorithm, there
are no guarantees that adversarial attacks are effec-

tive for protecting people’s privacy, when employed
against automated classification systems to this end.

On the other hand, adversarial attacks could po-
tentially be used for malicious purposes against clas-
sification systems in sensitive applications, e.g., bio-
metrics, forensics, spam/fault detection systems, or
even copyright protection systems. Classification sys-
tems that are not robust against adversarial attacks
may be rendered unreliable for real-world deploy-
ment. In order to measure the potential threat, ad-
versarial attacks could be employed by the classifi-
cation system engineer as a measure to intuitively
expose innate classification model weaknesses e.g.,
over-fitting, since their application reveals the deci-
sion noise tolerance, which is directly related to the
amount of additive noise required to result in the
misclassification decision. However, in order to be
protected against adversaries, novel defense mecha-
nisms should be employed in such classification sys-
tems that not only hinder adversarial example craft-
ing, but also to increase the model’s tolerance to noise
and/or at least detect/prevent adversarial attacks as
last resort option. To this end, we argue that one-
class classification methods such as the Support Vec-
tor Data Description [14] can be used as an additional
mechanism to verify if the input samples belongs to
one of the training classes.

Motivated by the potential applications, we pro-
pose an extension of the use of adversarial attacks in
order to fool deep neural network classifiers in a pri-
vacy preserving manner, along with a novel defense
mechanism to counter them. Two concepts are in-
troduced, namely the K-Anonymity Adversarial At-
tack (K-A3) and the Multiple Support Vector Data
Description [14] (M-SVDD) Defense. The novel con-
tributions of this work can be summarized as follows:

• A novel adversarial attack optimization problem
is proposed that exploits and extends well-known
adversarial attack methodologies, by modifying
the optimization conditions for generating the
adversarial examples. The proposed optimiza-
tion problem assures that the crafted adversar-
ial examples are not only misclassified by the
model but they are anonymized according to K-
Anonymity principles, as well.
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• In order to minimize the introduced perturba-
tion by our adversarial attack, a visual similar-
ity loss is introduced, that guides the adversarial
attack towards image pixel value modifications
having minimal impact on the perceived image
quality. The CW-SSIM loss [15] is employed to
this end.

• A novel deep neural layer composed of a num-
ber of novel deep non-linear one-class classifiers
(SVDD layer), equal to the number of classes
supported by the model to be protected, is pro-
posed as an adversarial defense mechanism. The
parameters of the SVDD layer are trained by ex-
ploiting novel loss functions inspired by the Sup-
port Vector Data Description [14]. The SVDD
layer is thereby used to replace the standard
linear classification layer of a pre-trained refer-
ence deep neural architecture, introducing non-
linearity to the classifier decision function.

• In black-box attack settings, the proposed de-
fense mechanism acts as input verification mech-
anism, i.e., ensures that if an input data vector
does not belong to any of the training classes
(i.e., is classified as outlier by every SVDD clas-
sifier), it is an adversarial example. The pro-
posed defense mechanism can merely be a post-
processing step after model inference, and does
not hinder the application of other defense mech-
anisms at the same time.

2. Background information and related work

Let x ∈ RD be a general data sample (e.g., a facial
image for face recognition), with a discrete ground
truth label y ∈ Y = {`1, . . . , `C}, corresponding to
one of the C classes corresponding to e.g., facial im-
age identities. Also let a neural network architec-
ture consisting of L layers, having a trainable param-
eter set W = {Wi}Li=1, where Wi contains the i-th
layer weights and also let a classifier decision function
f : RD 7→ RC that maps the input samples to deci-
sion values, corresponding to each class. The sample
x is classified correctly by the neural network classi-
fier if argmax(f(x;W)) = y.

2.1. Adversarial attacks

Let x̃ = x+n denote an adversarial example that
is crafted by perturbing x. The general goal of ad-
versarial attacks is to determine a noise vector n that
is required to be added to x, in order to change the
classifier label, i.e.:

argmax(f(x̃;W)) 6= y,

that is commonly determined by optimizing some ob-
jective function for the noise vector, e.g., minimizing
its L2 norm ‖n‖2. For example, the L-BFGS attack
[1] assumes access to the outputs of a continuous loss
function denoted by Lf : RC × Y 7→ R+, associated
with the classifier function f to be deceived. The ad-
versary selects a target label t 6= y ∈ Y, for the adver-
sarial example x̃. Then, the following optimization
problem is solved in iterative manner:

min:
n

c‖n‖2 + Lf (f(x̃;W), t), (1)

until the minimum n that satisfies
argmax(f(x̃;W)) = t is obtained (or approxi-
mated for non-convex loss functions Lf ). The
parameter c > 0 controls the amount of perturbation
introduced per iteration step and is empirically set
using line search [1]. Fast Gradient Sign [2] is a
significantly faster alternative method that estimates
n in a single gradient step update along the direction
of the gradient sign at each image pixel:

n = c · sign(∇Lf (f(x;W), t)), (2)

at the expense of producing more noisy examples
than L-BFGS. DeepFool [16] is an un-targeted adver-
sarial attack method that produces adversarial ex-
amples containing less noise than L-BFGS, by ap-
proximating the decision boundaries of deep neural
networks with linear/affine classifiers, of the form
g(x) = wTx + b. The minimum perturbation n re-
quired to change the classifier label is estimated by
the orthogonal projection of the sample x to the clos-

est decision boundary, namely n = − g(x)
‖w‖2w. An

iterative optimization algorithm estimates this per-
turbation, as follows:

min:
n

‖n‖22 (3)

s. t. : g(x̃)−∇g(x̃)Tn = 0,
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until the noise n is strong enough to change the clas-
sifier label. The above defined optimization problem
can be extended to the multiclass case [16].

One of the most powerful targeted attacks up to
date, that have been found to be effective against De-
fensive Distillation [8], as well as a number of other
defenses [9] is the Carlini-Wagner (C & W) attack [7].
Its optimization problem involves minimizing a gen-
eralized distance function D(x, x̃), e.g., the L0, L2

and L∞ norms, subject to a generalized classification
function such that C(x̃) = t, where t 6= y ∈ Y. More-
over, it is assumed that C(x̃) = t if and only if an
objective function Lf (f(x̃;W)) ≤ 0, where Lf may
be a combination of different loss functions associ-
ated with f . This method is the generalization of the
L-BFGS attack, having investigated different combi-
nations of loss functions, suitable image data map-
pings for avoiding limitations of the box constraint
x, x̃ ∈ [0, 1] and various gradient descend optimiza-
tion algorithms.

Finally, we should also mention that other adver-
sarial attack types have been proposed, such as the
Jacobian-based Saliency Map Attack [17], or even at-
tacks that modify only a single image pixel [18]. The
reader is referred to the review papers [19, 20, 21] for
more information.

2.2. Adversarial Defenses

Adversarial defenses are methodologies to protect
against adversarial attacks. They focus on optimizing
for achieving one of the two objectives:

• Adversarial attacks fail to deceive the defended
model, i.e., argmax(f(x̃; W̃)) = y, where W̃
contains the weights of an appropriately mod-
ified deep neural network.

• The noise ‖n‖2 energy required to be added to
standard examples in order to deceive the clas-
sifier is increased beyond a level T , after a de-
fense has been applied, i.e., ‖n‖2 > T , so that
argmax(f(x + n; W̃)) 6= y.

Some adversarial defense methods modify the
neural network architecture by adding filter-
ing/transformation layers before the neural network

input layer [22, 23]. Perhaps the most straightfor-
ward approach to protect a neural network classi-
fier against adversarial attacks without modifying the
back-bone architecture, is to train it using adver-
sarial examples. That is, adversarial examples are
crafted from the training examples using e.g., one
of the above mentioned adversarial attack methods,
and thereby used to fine-tune the model weights with
these examples and their original labels [16]. How-
ever, this approach imposes a significantly increased
training complexity, mostly related to crafting dif-
ferent adversarial examples in each training epoch.
An alternative approach is the so-called adversarial
training [2]. That is, in addition to standard objec-
tive functions, an additional objective function in-
spired by adversarial attack objectives is employed
for training the classification model. To this end,
Fast Gradient Sign objectives have been employed in
the following manner [2]:

L̃f (f(x;W), y) = αLf (f(x;W), y)+(1−α)Lf (f(x̃;W), y),
(4)

where x̃ = x+ ε · sign(∇Lf (f(x;W), y)) is an adver-
sarial example derived by employing the Fast Gradi-
ent Sign attack. This method was proven to provide
increased model resistance to the Fast Gradient Sign
attack, in terms of the noise energy required to fool
the model. As a side effect, the model generalizes bet-
ter over unseen test examples. However, there is no
guarantee that the final model is protected against all
types of adversarial attacks. Other defense methods
employ different adversarial training objectives that
are more suitable for defending against other attacks
[24, 25], or employ the standard adversarial train-
ing as a pre-prossesing step [9]. In fact, some of the
most effective adversarial defenses up to date employ
adversarial training using an ensemble of adversarial
attacks methods, generated by diverse models [26].

An alternative approach that was initially found
to dramatically decrease the success rate of adver-
sarial attacks is to the so-called defensive distillation
[8]. Distillation techniques [27] have been employed
for knowledge transfer from a parent network to a
distilled network having the exact same architecture.
Depending on the value of so-called distillation tem-
perature, the gradients of the distilled network van-
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ish when calculated on the input samples, causing
all gradient-based attacks to fail. However, it was
shown that if an adversary is aware of the applica-
tion of this defense, it is possible to estimate the
distillation temperature using grid search [7]. This
way, all defense operations can be reversed, and gra-
dients can still be obtained for generating attacks
[7]. In fact, it was later shown that a number of de-
fenses, auto-encoder based, GAN-based, or even in-
put manipulation-based defenses [28, 29, 30, 31, 32]
ultimately rely on hiding/obfuscating the network
gradients on the input samples, thus providing lim-
ited or no security gains against stronger attack
methodologies [9, 33], or adversarial attacks exploit-
ing the property of transferability.

3. Privacy protection against deep neural net-
works

Let S = {xi, yi}Ni=1 be a classification dataset con-
sisting of C classes. In privacy protection terms, a
dataset X̃ is as an anonymized version of X over a
neural network decision function, if and only if the
identity y of an example x̃ can not be revealed by
the output of the network decision function f(x;W)
[34]. In our point of view, this definition suggests
that anonymity should not be limited to the output
classification label argmax(f(x;W)), but the whole
network output vector, since data properties may be
still encoded in synaptic network weights, that may
serve as Quasi-Identifier attributes [34] of the initial
sample.

More specifically, according to the perspectives of
Label Ranking [? ] or Multi-Label Classification
[35], the decision values of a deep neural network
for sample f(x;W) encode an underlying strict or-
dered ranking �x⊆ Y × Y over the finite label set
Y = {`i, . . . , `C}, where `i �x `j denotes that for
a given data example x, label `i is a more prefer-
able output classification label than label `j . The
ranking over Y is obtained by a unique permutation
τx(i) < τx(j) whenever `i �x `j , i.e., τx(i) denotes
the position of `i in the ranking. For simplicity rea-
sons, we denote the label ranked at position i in the
permutation with rx(i), such that the output classi-

fication label of sample x by the deep neural network
model is given by argmax(f(x;W)) = rx(1).

In order to obtain anonymity against the neural
network, we argue that this could only be achieved
if we demand anonymity in the ranking outputs pro-
duced by the architecture for the dataset X̃ , rather
than achieving it only in the first sorted ranking po-
sition rx̃(1). In order to satisfy the K-Anonymity
requirements, along with disabling the network deci-
sion function, all Quasi-identifier attributes encoded
in the ranking should be removed as well, and the
probabilities of obtaining the real label of the adver-
sarial examples by extracting a specific position in
the sorted rankings obtained by the network for x̃
must be taken into account at the same time, i.e.:

rx̃(1) 6= y, (5)

P (rx̃(i) = y) ≤ 1/K, i = 2, . . . , C, (6)

where P (·) is the probability density function of
its argument, and K is a variable denoting the
K−anonymity protection level, e.g., 5-Anonymity.

3.1. K-Anonymity Adversarial Attack

The proposed K-A3 aims to generate the minimum
required perturbations ni to be added to the train-
ing examples in order to form a set of anomyized
adversarial examples X̃ = {x̃i}Ni=1, x̃i = xi + ni. To
this end, along with the adversarial attack objective
(i.e., fooling the classifier decision function), it also
anonymizes the dataset over the network in K sorted
ranking positions. That is, the ground truth labels
for the derived adversarial dataset X̃ must recovered
by at least K different positions in the sorted rank-
ings, with probability p ≤ 1/K at each position.

Due to the increased optimization demands of the
proposed K-Anonymity attack, it can be expected
that increased perturbation will be generated to the
crafted adversarial examples. To counteract this ef-
fect, we also introduce a similarity-based loss function
s(x, x̃) between the initial sample and the crafted
adversarial example, guiding the optimization prob-
lem towards solutions that regulate the amount of
noise generated by the adversarial attack, according
to some objective metric. The CW-SSIM metric [15]
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is employed to this end. Thus, we introduce an addi-
tional constraint d−s(x, x̃) to the proposed objective
function to be minimized, where d = max(s) (i.e.,
d = 1 for the CW-SSIM case).

Without violating the constraints of the adversar-
ial attacks (5) and K-Anonymity (6), we demand that
the actual labels of exactly K data groups, each con-
taining N/K samples of dataset X̃ , cannot be re-
trieved by in at least k ∈ K = {2, . . . ,K + 1} sorted
ranking positions, relevant to K. Assuming K = 5,
then 5 data groups must be formed, demanding that
the actual labels of the first group are not retrieved in
ranking positions rx(1), rx(2), the labels in the sec-
ond are not retrieved in rx(1), rx(2), rx(3) etc., while
the labels in the 5-th group are not retrieved in any
position of rx(i),∀i ≤ 6. Maintaining the assump-
tions of white-box attacks i.e., access to a continuous
loss function Lf associated with f , we propose the
following optimization problem:

min:
n

‖n‖2 + (d− s(x, x̃)) +
k∑

i=2

Lf (f(x̃;W), r(i))),

(7)

until the ranking obtained for x̃ by the neural net-
work architecture satisfies the constraint r(i) �x̃

y,∀i ∈ K1. In fact, instead of the using the ranked
label positions, any k randomly selected target la-
bels `i 6= y ∈ Y could be employed in the proposed
method, as well, without violating the K-Anonymity
constraints. However, it should be also be noted that
the variable k ∈ K must be set to different value for
every N/K sample groups, (e.g., k = 2 for group 1,
k = K + 1 for group K). If we set the variable k
equal to some specific value of K for every of the N
adversarial examples to be crafted (e.g., k = 5), then
the K-Anonymity constraints will be violated, since
the probability of retrieving the true label of x̃ will
violate the constraint (6), since P (r̃(5) = y) > 1/K.

Finally, as can be observed in (7), for a givenK = 1
(i.e., k = 2 for all training data) and by omitting the

1We assume that the network classification function does
not misclassify any of the initial samples x used to create the
adversarial examples, i.e., rx(1) = y and rx(i) 6= y,∀ i ∈ K for
every x, y ∈ S.

visual similarity term, the proposed method degener-
ates to the standard L-BFGS method, with the only
difference being that in L-BFGS, the target label t is
selected by the adversary, instead of using the label
retrieved in the 2−nd sorted ranking position r(2).
Therefore, K-A3 method can be viewed as a general-
ization of L-BFGS [1] that respects and supports the
K-Anonymity constraints.

4. Multiple SVDD Defense

The proposed M-SVDD-D method assumes having
an un-defended pre-trained multi-class deep neural
network architecture with weightsW, consisting of L
layers, where its final layer WL ∈ RC involves infer-
ence with a linear multi-class classifier layer, support-
ing C classes. Our defense strategy involves creating
a modified architecture W̃, by replacing this linear
classifier layer with C non-linear one-class classifiers,
based on the SVDD method [14], validating the in-
puts belonging to each of the C classes, and one ad-
ditional class, for classifying all un-validated input
(adversarial class). The proposed defense architec-
ture is depicted in Figure 1.

The novel SVDD classifiers operate in a space of
arbitrary dimensionality, which is approximated by
a subspace defined by trainable random projections.
After training each SVDD classifier, we develop a
multi-class classifier exploiting the outputs of every
SVDD model. Subsection 4.1 describes the proposed
novel variant that exploits negative examples in the
standard SVDD optimization process and it is solved
in its primal form. Subsection 4.2 described the addi-
tional novel components and properties that comprise
the proposed adversarial defense framework.

4.1. SVDD exploiting negative examples

The standard kernel SVDD method [14] aims at
generating the minimum bounding hypersphere in
a space H of arbitrary dimensionality, having cen-
ter a ∈ H and radius R, which encloses the target
class training vectors. This methodology has been
extended to support training from negative [36] or
unlabeled examples [37]. For readability purposes,
we refer to the input data representations used to
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Figure 1: Conceptual diagram of the proposed M-SVDD-D. The baseline linear classifier layer is replaced by the proposed
SVDD Layer. If the given input is not veryfied by any of the SVDD classifiers, it is classified to the adversarial class (C+1).

train the SVDD classifier with the notation x ∈ Rl,
which indicate vectorial input data representations in
this Section.

Let xp, p = 1, . . . , Np form a set of positive data
(belonging to the target class), and xn, n = 1, . . . , Nn
a set of negative data, respectively, employed to train
the SVDD classifier. We assume that all training data
vectors have been mapped to the space of arbitrary
dimensionality by a function φ(·) : Rl 7→ H, using
e.g., the RBF kernel function, introducing additional
non-linearity, regardless of the employed network ar-
chitecture. The primal SVDD optimization prob-
lem, exploiting negative examples in its optimization
problem is defined as follows [14]:

min:
R,ξp,ξn,a

R2 + cp

Np∑

i=1

ξi + cn

Nn∑

j=1

ξn (8)

s.t.: ‖φ(xp)− a‖2 ≤ R2 + ξp,

‖φ(xn)− a‖2 > R2 − ξn,
ξp ≥ 0, ξn ≥ 0,

where ξp, ξn are the slack variables and cp, cn > 0 are
free parameters that allow some training error (i.e.,
soft margin formulation) for the positive and negative

data respectively, in order to increase the generaliza-
tion performance. After training, the decision value
of the SVDD for a sample x can be obtained by:

g(x) = R2 − ‖φ(x)− a‖2, (9)

where x is classified to the positive class if g(x) ≥ 0
or considered as an outlier, otherwise.

Inspired by the standard SVDD method, we con-
sider training an equivalent neural network with the
same properties. To this end, employing traditional
Quadratic Programming solvers is suboptimal, espe-
cially when a large number of data is used for training
the network, since it would require massive amounts
of memory (in order to store a kernel matrix of size
N ×N , where N is equal to the number of data em-
ployed to train the network, while the network output
is of significantly lower dimensionality l � N). We
consider approximating the SVDD solution to this
end. By exploiting the Representer Theorem [38],
the hypersphere center a = Φu can be fully recon-
structed by a matrix Φ ∈ |F| × RN that contains
the data representations in the arbitrary dimensional
feature space, and an auxiliary vector u that con-
tains its reconstruction weights. Since N is large, an
approximation of the hypersphere center can be ob-
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tained by using a subset of the training data om ∈ Rl,
m = 1 . . . ,M , M � N [39], that are mapped in the
feature space using the same function Φ̃ ∈ |F|×RM ,
and the reconstruction vector ũ ∈ RM .

Therefore, we devise a neural network architecture
with trainable parameters R,u and O, correspond-
ing to a Radius R, a reconstruction vector u and a
matrix O, that contains trainable random projection
vectors, initiated by forward-passing a subset of the
training data from the neural architecture. Its deci-
sion function is defined as follows:

SV DD(x) = αR2 − kii + 2k̃Tu− uT K̃u, (10)

where kii = φ(xi)
Tφ(xi) is the output of the ker-

nel function associated with H (kii = 1 in the RBF
kernel case, for every training sample x), k̃ ∈ RM×1
is a vector that contains data similarity between the
training sample xi and the random projections O,
and finally K̃ ∈ RM×M is the kernel matrix of the
random projection vectors. Since the SVDD models
will be used to defend against adversarial examples,
an additional parameter α > 0 has been introduced
to manually adjust the classifier precision (α = 1 is
assumed during training process).

By incorporating the constraints of (8), we pro-
pose the following hinge loss functions to be associ-
ated with the SV DD(x), that can be employed to
approximate the solution of the SVDD optimization
problem in its primal form:

Lp = max(0, kpp − 2k̃Tu + uT K̃u−R2), (11)

Ln = max(0, R2 − knn + 2k̃Tu− uT K̃u), (12)

for the positive and the the negative data, respec-
tively. The losses generated by the inference of pos-
itive and negative training examples to the SVDD
model can thereby be used for back-propagating gra-
dients to update the values of R,u and O.

Experimentally, we have found that each SVDD
should be trained by employing only positive data
for a number of epochs until it converges, using only
(11) as loss function, before both losses are imple-
mented, since the proposed loss functions produce
opposite gradient directions for the hyperphere ra-
dius R and the reconstruction vector u, e.g., positive

loss Lp promotes to increase the current value of the
hypershere radius, where negative loss Ln decreases
it. After converging to some values, then both loss
functions can be implemented at the same time.

4.2. M-SVDD Defense

Let W̃ denote the weights of a modified neural net-
work architecture, where its final layer has been re-
placed by the proposed SVDD layer, formed by the
trained SVDD classifiers for each class. This archi-
tecture is the core component of the proposed ad-
versarial defense method. The outputs obtained by
each SVDD classifier are top-bounded to (−∞, R2],
where a value of SV DD(W (x)) = R2 means that
the vectorial representation of the sample x obtained
by forward passing W, lies exactly at the learned
hypersphere center. To create a multi-class classi-
fication model, the outputs of the SVDD layer are
regularized by dividing with their respective radius
values R2

i to (−∞, 1], corresponding to each class.
Let r = [r1, . . . , rC ]T be a vector that contains the
regularized SVDD layer responses for a sample x,
ri = SV DDi(W (x))/R2

i , i = 1, . . . , C, correspond-
ing to each class. Then, sample x can be classi-
fied using a standard multi-class decision function
f(W̃;x) = argmax(r).

In order to improve inference performance, the de-
fense architecture weights W̃ are thereby fine-tuned
for some epochs using the same training examples
that have been employed for obtaining W, by freez-
ing the weights of the SVDD layer parameters. Since
this model is multi-class, a suitable loss function (e.g.,
Cross Entropy loss) associated with f is employed
to this end. This training/fine-tuning procedure in-
troduces additional non-linearity to the architecture,
imposed by the SVDD layer. Moreover, after the
multi-class classifier has converged, we slightly mod-
ify the architecture so as to add a Rectified Linear
Unit function r = max(0, SV DD(W (x)) right before
the SVDD layer, and an additional clamping func-
tion min(vp, r), vp > 0 right after it. This proce-
dure obfuscates gradient generation2 for any given

2This assumption holds only for the cases that the attacker
has no access to the source code of the defense architecture, in

8



input, since the decision values for a given sam-
ple x of the defense architecture is now quantized
ri ∈ {0, vp}, i = 1, . . . , C.

Finally, we also include an additional input verifi-
cation mechanism. That is, all possible inputs to the
model are initially assumed to be adversarial exam-
ples unless verified by the respective SVDD classifier.
One additional class C+1 (adversarial class) is added
to the proposed multi-class classification model, hav-
ing a specified output A(x) = va for every possible
input, where 0 < va < vp. Finally, the output classi-
fication label for sample x is given by:

f(W̃;x) = argmax(r̃), (13)

where r̃ = [r1, . . . , rC , va]T is the modified response
vector, that supports C classes and one adversarial
class. A sample x is classified to class c if the c-th
SVDD classifier is its unique verifier, or considered
as an adversarial example, otherwise. Here it should
be noted, that instead of considering all examples to
belong to the adversarial class, an adversarial exam-
ple detector could be used instead [40, 41], in order
to trigger this mechanism.

The final step of the training process of the defen-
sive architecture includes optimizing the parameter α
defined in equation (10) for each SVDD model, in or-
der to trim the learned hypersphere volumes, induc-
ing more strict verification process, at the expense of
reducing the architecture generalization performance
for non adversarial examples.

5. Experiments

In order to prove the concepts and evaluate the
performance of the proposed methods, we have per-
formed 2 sets of experiments, corresponding to the
adversarial attack and adversarial defense scenarios.
We have employed 3 publicly available image clas-
sification datasets, namely the MNIST (digit clas-
sification) [42], CIFAR-10 (object recognition) [43]
and Yale (face recognition) [44] datasets, consisting
of 70000, 60000 and 2452 items, respectively. A to-
tal of 4 architectures were trained until convergence

order to remove these protective layers.

in the employed datasets. Two architectures were
trained from scratch in MNIST dataset, a) a four
layer neural architecture consisting of fully connected
layers and rectified linear units (MNIST-FC1), hav-
ing an output dimensionality l = 100 and supporting
10 classes and b) a CNN architecture, namely the
LeNet5 (MNIST-LeNet) [42]. In CIFAR-10 dataset,
we have trained the MobileNetV2 architecture [45]
(CIFAR-10-MobileNetV2). Finally, in Yale dataset,
we fine-tuned a 9-Layer LightCNN architecture [46],
that had been pre-trained using more than 1.5M fa-
cial images (Yale-LightCNN), totaling 4 architecture-
dataset combinations. All conducted experiments
were implemented in PyTorch v0.4.

In our first set of experiments, we evaluate the per-
formance of the proposed K−A3 method. The pro-
posed method was employed to attack each architec-
ture for different values of K = 1, 5, 9. For compari-
son reasons, we have also employed the L-BFGS [1],
DeepFool [16] and the C & W [47] attack with L2 dis-
tance. All methods were implemented using their de-
fault parameter settings. In the optimization process,
we have slightly tuned the learning rate parameter of
the optimizers (ADAM [48], SGD) in each experi-
ment, while keeping the settings equal to all compet-
ing methods. The same target labels were assigned
to L-BFGS and C & W attacks. We have employed
these methods to generate adversarial datasets X̃ by
modifying the training examples of each dataset.

The datasets obtained by each method were evalu-
ated in terms of satisfying anonymization properties.
That is, we have tried to retrieve the original dataset
labels using the architecture W to obtain ranked la-
bel outputs for each adversarial sample. We have
determined the probability P (r(i) = y) of obtain-
ing the ground truth label at the i−th ranking po-
sition, plotted in Figure 2. As can be observed, the
datasets obtained by employing L-BFGS, DeepFool,
C & W, and the variant 1-A3 of the proposed method
do not satisfy the K-Anonymity requirements, since
P (rx̃(2) = y) > 1/K for every K > 1. On the
other hand, the probabilities of the adversarial ex-
amples crafted by the proposed 5-A3 and 9-A3 meth-
ods, satisfy P (rx̃(j) = y) ≤ 1/5 for i = 2, . . . , 6 and
P (rx̃(j) = y) ≤ 1/9 for j = 2, . . . , 10 respectively in
almost every case, or lie really close.
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(a) MNIST-FC1 (b) MNIST-LeNet

(c) CIFAR-MobileNetV2 (d) Yale-LightCNN

Figure 2: Probabilities of recoving the original labels y in the j-th sorted ranking position rx̃(j) obtained by exploiting the
undefended architecture W, for each adversarial dataset X̃ generated by L-BFGS, DeepFool, C & W, and the proposed methods,
corresponding to each image classification dataset. As can be seen, L-BFGS, DeepFool, C & W, and the variant 1-A3 of the
proposed method do not satisfy the K-Anonymity requirements, since in most cases, the original label y can be recovered by
retrieving the label ranked 2nd.
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In addition, all adversarial attack methods were
evaluated in terms of the introduced perturbation.
As evaluation metrics, the average Mean Squared Er-
ror (MSE)= ‖x − x̃‖22 and average Structural Sim-
ilary [15] (SSIM) were computed for the adversar-
ial datasets generated by each method. Reported
SSIM values were scaled from [0, 1] to [0, 100], for
demonstration purposes. In CIFAR-10-MobileNet,
the Multi-Scale Structural Similarity (MS-SSIM) in-
dex is reported instead of SSIM, which is more suit-
able for RGB images. Higher MSE values denote that
the adversarial examples contain increased perturba-
tion, and high SSIM values denote that the adver-
sarial example x̃ appears visually similar with the
training example x. Results of the evaluation are
drawn on the left side of Tables 2 and 3, under the
”Undefended” category. The proposed 1−A3 gener-
ated the least amount of perturbation in the light of
the selected evaluation metrics, especially when com-
pared to the standard L-BFGS attack, attributed to
employing the SSIM loss in its optimization process.

In our second set of experiments, we evaluated the
proposed M-SVDD-D method. We have trained one
SVDD-based classifier for each class by exploiting the
pre-trained architectures and the training data sam-
ples, for 20 − 50 epochs. The initial weights of the
architectures were frozen during the SVDD classifier
training procedure. The number of trainable random
projections M was set to 512 in MNIST-FC1, 256
in MNIST-LeNet, and 128 in CIFAR10-MobileNetV2
and Yale-LightCNN, subject to computational and
memory constraints, imposed by the size of the em-
ployed network architectures. Then, we have created
modified architecturesW by replacing the linear clas-
sifier layer, with the trained SVDD classifiers (SVDD
layer). We have fine-tuned the network architectures
with the SVDD layer for an additional 15 epochs,
by freezing the SVDD classifier parameters. Here, it
should be noted that the initial linear classifier layer
may be re-attached to the network architecture, with-
out affecting its generalization performance, as shown
in Table 1.

Table 1 reports the test accuracy of the employed
architectures, using the following settings. W LC
refers to the default architecture before the appli-
cation of SVDD, W̃ LC refers to the modified ar-

chitecture, having re-attached the Linear Classifier
Layer, W̃ SVDD(a=1) refers to the defense archi-
tecture where all parameters a are set equal to 1,
and finally W̃ SVDD(a<1) refers to the architecture
where the parameters a have been manually tuned.
As can be observed, the modified architecture W̃ LC
does not have reduced classification accuracy, when
compared toW LC. This could potentially mean that
the use of SVDD classifiers may act as regularizer to
the network, thus providing increased neural network
generalization abilities, but this statement has to be
confirmed in a different evaluation scenario, which
is outside of the scope of this work. In every case,
the performance of the M-SVDD network especially
when a = 1 closely matches the performance of the
standard architecture.

We have employed the adversarial attack meth-
ods to attack the SVDD defense architectures, by
exploiting the transferability property, using W̃ LC
as intermediate architecture (white-box attack). We
assumed that a potential attacker has access to the
modified weights of the defense architecture with the
linear classifier (W̃ LC), while has no access to the
source code of the SVDD models and the correspond-
ing parameters. Results are reported on the right
side of Tables 2 and 3, under the ”defended” column.
As can be observed, examples produced by W̃ LC
contain more perturbation for all the employed ad-
versarial attack methods, when compared to the per-
turbations generated by W LC on the left columns,
in terms of MSE and SSIM, in almost every case.

Finally, we report the adversarial attack success
rates (ASR%). Attacks are considered successful if
f(W̃;x) 6= y, failed (F) if f(W̃;x) = y and pre-
vented (D) if f(W̃;x) = va, where va denotes the
label of the adversarial class. As can be observed,
using a value of a = 0.85 leads to preventing over
95% of attacks in MNIST-FC1, while only sacrificing
3% of test accuracy. On the other hand, just the ap-
plication of the SVDD classifier leads to failure 48%
of 1-A3 attacks in Yale-LightCNN experiments. In
almost every case, ASR rates drop significantly from
the 100% on undefended architectures, when the M-
SVDD-D is implemented.

Therefore, M-SVDD-D is a promising adversar-
ial defense mechanism. However, it should also be
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Table 1: Test Accuracy of the employed architectures

Architecture MNIST-FC1 MNIST-LeNet CIFAR-10-MobileNetV2 Yale-LightCNN
W LC 98.64 99.12 87.28 97.25

W̃ LC 98.32 99.12 88.14 98.16

W̃ SVDD(a=1) 98.14 96.62 87.47 96.33

W̃ SVDD(a<1) 95.19 95.00 86.36 93.68

noted that if an adversary is provided access to the
SVDD layer source code, then the defense could be
potentially reverse engineered. In such case, the suc-
cess rates of his adversarial attacks against the de-
fended network architecture will be similar to the
undefended architecture, close to 100%, given appro-
priate parameter settings. However, it should also
be expected that the generated adversarial examples
will still contain similar perturbation with the one re-
ported for the defended architecture in Tables 2 and
3.

6. Conclusion

In this paper, an adversarial attack method that
supports and respect K-Anonymity requirements was
developed. In addition, the defense mechanism pro-
posed in this paper can be used to: a) increase ad-
versarial attack failure rates, b) increase the noise
energy required to be added to standard examples in
order to be deceived, c) prevent adversarial attacks.
Moreover, it was shown that the optimization prob-
lem of the SVDD classifier can be effectively solved
in its primal form, using both positive and negative
examples. The solution in the arbitrary dimensional
space is approximated by a Neural Network architec-
ture and randomly projected vectors.

Future research may focus towards the implemen-
tation of K-A3 objectives in different adversarial at-
tack methodologies for privacy protection. Moreover,
findings from applying proposed SVDD layer for de-
fending against adversarial attacks, suggest that this
methodology could be used in a more generic Neural
Network training process. For example, slight mod-
ifications of the methodology could inspire the de-
velopment of novel loss functions based on SVDD or
other one-class classifiers in multi-class and one-class
classification tasks, as well as in retrieval tasks.
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Table 2: Experimental Results in MNIST dataset

Experiment MNIST-FC1
Undefended Defended

Method/Metric SSIM MSE×104 ASR% SSIM MSE×103 ASR%, a=1 ASR%, a=0.85
L-BFGS 60.30 26.25 99.75 30.67 36.39 83.04 (F=6.21, D=10.74) 26.43 (F=0.02,D=73.54)
DeepFool 70.74 12.96 98.70 57.30 4.73 76.10 (F=22.57, D=1.32) 4.42 (F=0, D=95.56)
C & W 59.40 27.27 99.99 58.85 3.81 62.61 (F=21.96, D=15.42) 0.21 (F=2.89, D=96.89)
1-A3 76.76 13.70 100 29.38 274.04 17.94 (F=5,31 D=76.74) 4.19 (F=0, D=95.80)
5-A3 63.92 34.10 100 59.90 23.48 75.07 (F=12,34 D=12.58) 2.66 (F=0, D=97.31)
9-A3 58.85 53.51 100 43.74 47.93 84.80 (F=12,68 D=2.50) 1.46 (F=0, D=98.53)

Experiment MNIST-LeNet
Undefended Defended

Method/Metric SSIM MSE×103 ASR% SSIM MSE×103 ASR%, a=1 ASR%, a=0.97
L-BFGS 73.75 2.42 99.98 38.30 10.56 72.59 (F=9.42, D=17.98) 54.09 (F=5.82, D=40.08)
DeepFool 80.35 1.57 99.92 78.36 1.71 33.93 (F=55.21, D=10.84) 19.91 (F=51.77, D=28.30)
C & W 80.12 1.45 99.93 79.91 1.34 35.70 (F=46.94, D=17.35) 20.24 (F=41.41, D=38.34)
1-A3 84.64 1.87 100 45.35 8.15 78.17 (F=7.00, 14.82) 61.69 (F=4.96, D=33.33)
5-A3 72.72 5.37 100 50.86 13.56 63.67 (F=7.02, 29.30) 39.29 (F=3.80, D=56.90)
9-A3 61.69 15.15 100 44.77 23.25 61.37 (F=5.84, 32.77) 32.27 (F=2.85, D=64.87)

Table 3: Experimental Results in CIFAR10-MobileNetV2 and Yale-LightCNN

Experiment CIFAR10-MobileNetV2
Undefended Defended

Method/Metric MS-SSIM MSE×105 ASR% (ACC:87.28) MS-SSIM MSE×104 ASR%, a=1 ASR%, a=0.95
L-BFGS 99.84 5.35 98.53 99.33 41.05 94.26 (F=3.41, D=2.32) 71.71 (F=0.28, D=26.99)
DeepFool 99.99 2.04 99.74 99.93 3.03 70.69 (F=28.93, D=0.37) 59.07 (F=5.98, D=34.93)
C & W 99.99 3.65 99.96 99.84 0.45 62.69 (F=27.65, D=9.38) 24.34 (F=3.18, D=72.47)
1-A3 99.99 1.65 99.95 99.63 23.93 92.99 (F=1.40, D=5.60) 48.22 (F=0.09, D=51.67)
5-A3 99.99 4.96 99.77 99.36 81.26 78.84 (F=0.60, D=20.54) 19.73 (F=0.03, D=80.22)
9-A3 99.98 8.08 99.85 99.02 45.12 56.34 (F=0.32, D=43.33) 11.04 (F=0.03, D=88.91)

Experiment Yale-LightCNN
Undefended Defended

Method/Metric SSIM MSE×104 ASR% (ACC:97.75) SSIM MSE×104 ASR%, a=1 ASR% , a=0.97
L-BFGS 93.89 5.97 99.23 93.30 6.26 43.44 (F =19.36, D=37.19) 10.96 (F=8.81, D=80.22)
DeepFool 97.87 1.71 100 97.77 1.94 41.49 (F=47.43, D=11.06) 17.36 (F=37.85, D=44.77)
C & W 94.21 5.16 99.94 92.82 5.59 29.91 (F=24.64, D=45.44) 06.91 (F=12.70, D=80.37)
1-A3 98.05 1.59 99.43 98.06 1.63 41.59 (F=48.82, D=9.57) 18.08 (F=38.11, D=43.80)
5-A3 95.17 7.52 96.26 94.55 7.74 42.82 (F=18.80, D=38.37) 11.52(F= 12.09, D=76.38)
9-A3 93.17 4.36 91.34 92.52 5.98 29.50 (F=15.47, D=55.02) 06.40(F=8.65, D=84.93)
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