
 

This project has received funding from the European Union’s Horizon 2020 

research and innovation programme under grant agreement No 731667.  

 
 

 

MULTIDRONE – 

MULTIple DRONE platform for media production 

 

Project start date: 01.01.2017 

Duration: 36 months 

Coordinator: Aristotle University of Thessaloniki 
 

 

   

Deliverable D6.2: Proof-of-concept testing and 

validation results

Date of delivery: 31 December 2019 

Contributing Partners: DW, RAI, AUTH, IST, USE, AIR, THALES 

  

 

 

 

 

 

 



 

 
D6.2: Proof-of-concept testing and validation results  2/76 
 

MULTIDRONE no. 731667 

 

Title: D6.2: Proof-of-concept testing and validation results 

Project: MULTIDRONE (ICT-26-2016b RIA) 

Nature: Report Dissemination Level: PU 

Contributors: N. Heise (DW), N. Nikolaidis, A. Tefas, V. Mygdalis, C. Symeonidis, 

I. Karakostas, O. Sarakatsanos, F. Patrona, V. Nousi (AUTH), G. 

Guerout (AlR), A. Torres, J. Capitán (USE), M. Montagnuolo (RAI) 

Lead 

Beneficiary: 

DW 

WP 6 

Doc ID: MULTIDRONE_D6.2.pdf  

 

 

Document History 

 

Version Date Reason of change 

1.0 27/11/2019 Document structure 

2.0 10/12/2019 First complete draft 

3.0 20/12/2019 Final draft for internal review 

4.0 22/12/2019 Revised version including internal reviewer’s 

comments, to be submitted for GA approval. 

5.0 31/12/2019 Final version submitted to the EC. 

   

 

 

  



 

 
D6.2: Proof-of-concept testing and validation results  3/76 
 

MULTIDRONE no. 731667 

 

Table of contents 

 

1 Introduction 7 

2 Technical component testing and validation 7 

2.1 Testing and validation of autonomous MULTIDRONE systems 7 

2.1.1 Tools for high-level mission planning 8 

2.1.2 Multiple drone formation control 9 

2.1.3 Multiple drone safety, robustness and autonomy 32 

2.1.4 Multiple drone communication infrastructure 32 

2.1.4.1 Validation of LTE network for multiple drones to ground 

communication 32 

2.1.4.2 Validation of WiFi mesh for multiple drones to drones communication

 32 

2.2 Testing and validation of Multidrone active perception and AV shooting 

functionalities 32 

2.2.1Adaptable/distributed/incremental/approximate semantic/3D world modelling 32 

2.2.2 Localisation and tracking for intelligent AV shooting techniques 32 

2.2.3 Visual information analysis 32 

2.2.1 Multiple drone safety, robustness and autonomy 51 

2.2.2 Multiple drone communication infrastructure 51 

2.2.2.1 Validation of LTE network for multiple drones to ground 

communication 51 

2.2.2.2 Validation of WiFi mesh for multiple drones to drones communication

 51 

2.3 Testing and validation of Multidrone active perception and AV shooting 

functionalities 51 

2.2.1Adaptable/distributed/incremental/approximate semantic/3D world modelling 51 

2.2.2 Localisation and tracking for intelligent AV shooting techniques 51 

2.2.3 Visual information analysis 51 

2.3.1 Multiple drone safety, robustness and autonomy 51 

2.3.2 Multiple drone communication infrastructure 52 

2.3.2.1 Validation of LTE network for multiple drones to ground 

communication 52 

2.3.2.2 Validation of WiFi mesh for multiple drones to drones communication

 58 

2.4 Testing and validation of Multidrone active perception and AV shooting 

functionalities 59 

2.2.1Adaptable/distributed/incremental/approximate semantic/3D world modelling 59 

2.2.2 Localisation and tracking for intelligent AV shooting techniques 62 



 

 
D6.2: Proof-of-concept testing and validation results  4/76 
 

MULTIDRONE no. 731667 

 

2.2.3 Visual information analysis 68 

2.5 Technical testing and validation of the integrated MULTIDRONE system 70 

2.5.1 Drone platform implementation 70 

2.5.2 Ground infrastructure implementation 71 

2.5.3 Development of human-in-the-loop HCI/HRI tools 74 

3 Conclusions 75 

4 References 75 

 

  



 

 
D6.2: Proof-of-concept testing and validation results  5/76 
 

MULTIDRONE no. 731667 

 

List of figures 
 

Figure 1: Drone Trajectory generation. Location: Hof Siek, Germany. ........................... 10 
Figure 2: Drone Trajectory Generation. Location: Seville, Spain. ................................... 10 

Figure 3: Execution of Lateral shot, followed by a quarter of an orbit. Location: Seville, 

Spain ................................................................................................................................. 11 
Figure 4: Gimbal tracking of a GPS target. ...................................................................... 12 
Figure 5: Time evolution of orientation error and visual error coordinates. .................... 12 
Figure 6: Target position error in the image due to target movement and restoring gimbal 

movement. ......................................................................................................................... 12 
Figure 7: Time evolution of the Lyapunov function and of the visual error coordinates. 12 
Figure 8: Time evolution of the orientation error without the use of integral action. ...... 51 
Figure 9: Time evolution of the Lyapunov function when integral action is used. .......... 51 

Figure 10: Technical specification from the TE connectivity datasheet ........................... 53 
Figure 11: Example of measurement setup ....................................................................... 54 
Figure 12: Interference test 1 - motor off - CF 2.6GHz - span 100MHz .......................... 54 

Figure 13: Interference test 2 - motor 50% - CF 2.6GHz - span 100MHz ....................... 54 
Figure 14: Interference test 3 - motor 100% - CF 2.6GHz - span 100MHz ..................... 55 
Figure 15: Throughput test without fine tuning (no QoS) ................................................ 57 
Figure 16: Throughput test after fine tuning (no QoS) ..................................................... 58 

Figure 17: Throughput test after fine tuning (with QoS) .................................................. 58 
Figure 18: Source video frame and corresponding crowd heatmap. ................................ 59 
Figure 19: Qualitative view of the KML visualization depicting crowd areas ................. 60 

Figure 20: Node-Induced Latency for the Semantic Map Manager ................................. 61 
Figure 21: The predicted/ground-truth crowd location is shown as the black circle / red 

location pointer, respectively (in real scale). .................................................................... 62 
Figure 22: Example detection on boats shot during the rowing regatta in Wannsee. ....... 63 

Figure 23: Example detection on cyclists, shot during the experimental media production 

in Seville. .......................................................................................................................... 64 
Figure 24: Functionality of the 2D Visual Information Analysis S/W module for joint 

detection/tracking. ............................................................................................................. 65 
Figure 25: Predicted crowd heatmaps of an example video frame. .................................. 70 

 

 

 

 

 

 

 

 

 

 

 

file:///D:/vmigdal/aaa/UoB_Documents/Documents/Multidrone/Management/Deliverables/M36%20deliverables/D6.2/MULTIDRONE_D6%202.docx%23_Toc28703233


 

 
D6.2: Proof-of-concept testing and validation results  6/76 
 

MULTIDRONE no. 731667 

 

 

Executive Summary 
 

This Deliverable presents the results of proof-of-concept testing and validation of the 

MULTIDRONE system, in the context of the experimental media productions (both 

mock-ups and real scenarios) that took place in Hof Siek and Berlin (Germany, 

September 2019) and in Sevilla (Spain, November 2019). These productions included the 

media coverage of cycling, rowing and parkour events. This document reports technical 

testing and validation results both on individual HW/SW system components and on the 

integrated MULTIDRONE system, including both on-site (performed during the 

experimental media production events) and post-hoc (performed after the experimental 

media production events) evaluation. Specific details regarding the experimental media 

production, all production-related preparatory work and component fine-tuning, as well 

as the results of the qualitative evaluation of the experimental media production, are 

described in [D6.3]. 
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1 Introduction 

This Deliverable will describe the general validation and the validation results of the 

MULTIDRONE system as such as well as of the individual components as developed in 

the individual work packages. This validation took place in the context of the 

experimental media productions (mock-up and real scenarios) in Hof Siek and Berlin 

(Germany) in September 2019 and in Sevilla (Spain) in November 2019. These 

experimental media productions, being covered by the MULTIDRONE system, included 

three sport disciplines: (1) cycling, (2) rowing and (3) parkour. 

 

The technical MULTIDRONE component testing/validation was continuously performed 

by the partners that were responsible for the respective developments, being a follow-up 

to work performed in WP3, WP4 and WP5. Thus, the technical components that were 

tested included MULTIDRONE system modules and functionalities developed within 

WP3 (regarding functional MULTIDRONE autonomy), WP4 (regarding active 

perception and intelligent A/V shooting functionalities) and WP5 (regarding the 

integrated MULTIDRONE system). It shall be noted that testing and validation results of 

components developed in the aforementioned WPs using standard datasets or data 

gathered within the project but not within the scope/context of experimental media 

productions were reported in the respective deliverables of these WPs. 

 

The specifics of the experimental media production, all production-related preparatory 

work and component fine-tuning as well as the results of the qualitative evaluation of the 

experimental media production will be reported in [D6.3]. 

 

 

2 Technical component testing and validation 

The technical MULTIDRONE component testing/validation was continuously performed 

by the partners that were responsible for the respective developments and was more or 

less a continuation of the work done in WP3, WP4 and WP5. The following sections 

describe the results of the component testing and validation in the build-up to and during 

the experimental media production in Germany (September 2019) and Spain (November 

2019). The employed testing and validation metrics were defined in [D6.1]. 

 

2.1 Testing and validation of autonomous MULTIDRONE 

systems 

This section describes the testing and validation results regarding the technical 

components and functionalities that have been developed within WP3. The specific 

objectives of WP3 were: 

 

● the development of the tools for high-level mission planning; 

● multiple drone formation control and online planning/re-planning during 

shooting/production; 

● ensuring multiple drone safety, robustness and autonomy and the development of 

an autonomous and reliable multiple drone communication infrastructure. 
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2.1.1 Tools for high-level mission planning 

In section 7.4 of [D6.1], USE specified the testing levels for the fulfilment of each of the 

requirements related to the modules for high-level mission planning before the actual 

media production. In Table 1, we update the final testing levels performed after the media 

production and other validation experiments. 

 
Table 1: Final testing levels 

Category Req. Ids Testing level Comments 

Pre-production PP3, PP4, PP5, 

PP12, PP13 

Tested in simulation 

examples, in mock-up 

scenarios and in the real 

event scenario. 

 

Production PR1, PR6, PR7 Only PR7 tested for 

unexpected events 

detection. 

Re-planning was tested 

with simulation 

examples. 

Scenario 

specific 

BR8, CR5, PAR5 Tested in simulation 

examples and in mock-

up scenarios. 

Replacement for mission 

time extension was 

tested with simulation 

examples and mock-up 

scenarios. 

Perception, 

autonomy 

PAS5, PAS7, PAS8 Tested in simulation 

examples, in mock-up 

scenarios and in the real 

event scenario. 

Drone relay (PAS8) was 

only tested in 

simulation, but the 

behavior is similar to the 

replacement for mission 

time extension. 

 

The requirements above have been tested by the planning and execution of example 

missions in simulation or mock-up real scenarios, and some of them in the real event 

scenario. Additionally, there are some metrics to assess the level of performance for high-

level planning. 

One of the main impact points of MULTIDRONE is extending the time scale of the 

missions. This was accomplished by considering drone replacement manoeuvres in the 

planning of the missions. These operations were tested with some example missions and 

two metrics were used to evaluate their performance: the shortest distance between the 

drones exchanging during the replacement; and the elapsed time without shooting target 

being filmed. The first one assesses safety whereas the second one target losses for 

cinematography. In our case, the simulated mission had a shortest distance between 
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drones of 19 meters and the target was filmed all the time but 5 seconds. This is a time 

gap imposed for safety, as the drones would crash if one replaced the other on the same 

position at the same time. In a real test of this mission we achieved the same shortest 

distance between drones but the not-being-filmed time increased to 10 seconds, due to 

some inefficiencies with the autopilot navigation commands which could not be fixed at 

the moment. These results are good enough to say that this important feature is ready to 

use. 

To assess the scalability of the high-level mission planning, we measured the planning 

time with respect to the number of drones. In our real experiments, a plan for 3 drones 

and 6 shooting actions was computed in only 1.038 milliseconds. This is actually really 

good and the algorithm could run online causing zero delays in the experiments. More 

details about the scalability of the planning algorithm with the number of drones were 

presented in [D3.2]. 

Also, the number of plans computed and validated by the Supervisor were calculated in 

our mock-up tests to check the compliance with safety requirements. In our tests we 

achieved 100% validation rate as we were very careful about the safety during all the 

experiments. Last, the percentage of shooting tasks specified by the Director but not 

covered by the plans can be used to assess the performance of the high-level planning. 

Again, we achieved 100% coverage (all shooting tasks were covered by the plans), taking 

into account that our example missions were designed carefully. More considerations 

about the full system scalability are described in [D5.5]. 

 

2.1.2 Multiple drone formation control 

In agreement with the testing and validation specified in Section 7.4.1.2 of [D6.1], we 

present in this section results from drone control tests performed in the mock-up 

scenarios, using a real moving target and the Multidrone drones and from tests performed 

with the gimbal control system. The tested components that are related to multiple drone 

formation control and online planning/re-planning during shooting/production can be 

divided as follows: 

●  Multiple drone online trajectory generation 

●  Drone control for navigation and shooting action execution 

●  Gimbal control for navigation and shooting action execution 

Multiple drone online trajectory generation 

 

When tracking a moving target, one of the main concerns is to generate a smooth 

trajectory limiting excessive accelerations, bearing in mind that tracking a real target in a 

sports environment is more challenging than tracking a virtual one. 

The following figures show the experimental results for online trajectory generation 

based on GPS position estimates for the target. The experiments involved the execution 

of different shooting actions, namely: Static, Lateral, Flyby, and Orbit.  

The mission illustrated in Figure 1 involved two drones tracking the target and 

performing two different shooting actions. The figure shows the online generation of the 

trajectories of a Flyby shot for Drone 1, which starts ahead of the target and is then 

overtaken and a Lateral shot for Drone 2 to follow the target from the side. 

Figure 2 shows the reference trajectories generated for a mission with three drones to 

execute a Static shot (Drone 1), an Orbit around the moving target (Drone2), and a 

Lateral shot (Drone 3). 
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Figure 1: Drone Trajectory generation. Location: Hof Siek, Germany. 

 

Figure 2: Drone Trajectory Generation. Location: Seville, Spain. 

Drone control for action execution 

 

The Drone controller was tuned to give precedence to smoothness over reactiveness, 

given the targeted application of media production and acquisition of high quality video 

footage. This specification translates into having less overshoot and oscillation in the 

response, better tolerance to delays, and enhanced attenuation of high-frequency noise as 

desired. However, this requirement also entails some reduction in the tracking accuracy 

caused by a slower response to changes in the reference to be tracked and some reduction 

of the capacity to attenuate the effect of disturbances, namely wind disturbances, which 

in the experiments performed did not compromise image stability. 

 

Figure 3 shows an example flight test, where the drone is following the desired trajectory 
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fast enough not to lag behind and without overshoot. It is also possible to see the drone 

describing a smooth trajectory around the target even when the GPS signal frequency 

decreases (the red dots in the graphic are more spaced at the end). 

 
Figure 3: Execution of Lateral shot, followed by a quarter of an orbit. Location: Seville, Spain 

Gimbal control 

 

As opposed to drone control, to be effective, gimbal control must be very reactive and 

provide good tracking of time-varying references and good disturbance rejection, so as to 

keep the target always visible in the image plane. 

We developed two types of controllers, one resorting to the geo-referenced coordinates of 

the target and another resorting to the coordinates of the target in the image captured by 

the camera.  Both controllers were proportional controllers based on the rotation matrix 

error (attitude tracking on SO(3)), which were complemented with integral action for the 

case of shooting actions that involve relative motion between the target and the drone. 

The results of the gimbal controller tracking a moving target based on GPS position 

measurements are presented in FiguresFigure 4 andFigure 5, whereas the results for 

gimbal target tracking based on image measurements are shown in FiguresFigure 6 

andFigure 7. Both cases illustrate the fast response to sudden changes in the target 

position, which quickly converges back to the image center. For performance evaluation, 

we also consider the image error pixel coordinates and the Lyapunov function used to 

derive the controller, which is a positive definite function of the rotation matrix error 

between actual and desired gimbal orientations (see Figures Figure 5 and Figure 7). 
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Figure 4: Gimbal tracking of a GPS target. 

 
Figure 5: Time evolution of orientation error and 

visual error coordinates. 

 

 

 
Figure 6: Target position error in the image due to 

target movement and restoring gimbal movement. 

 
Figure 7: Time evolution of the Lyapunov function 

and of the visual error coordinates. 

 

The need to have a controller with integral action is depicted in FiguresFigure 8 and  
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Figure 8: Time evolution of the orientation error 

without the use of integral action. 

 

 

2.1.3 Multiple drone safety, robustness and autonomy 

The drone safety is a significant element of the MULTIDRONE system. In that way, 

several components were designed and integrated into the system. The modules 

developed to enhance the safety of the system are taken from [D3.4]. All of them were 

running during the media production, although there were not specific experiments to test 

them at this moment. The validation of most of the modules described below are detailed 

in [D3.4]. 

 

Drone to drone collision avoidance  

 

This system was validated long before the media production exercises, as reported in 

[D3.4], both in simulation and real tests. In the media production experiments, to ensure 

the safety of the operation, the drone trajectories were far enough between each other so 

this module did not need to interfere, but it was running and ready to act. 

 

Crowd detection  

 

Detecting crowds so as not to fly over them is an important safety requirement. Crowd 

detection and semantic map update with the crowd areas was tested in the Seville 

sessions and results are reported in Section 2.2 since the corresponding modules were 

mainly developed within WP4. 

 

Emergency management  

 

The Emergency Management module is in charge of monitoring the drone status, looking 

for any possible failure. If it detects failures such as low battery and lose of GPS, it 

activates an emergency status that is reported back to the ground station. There, it may be 

decided to compute a new plan dismissing the affected drone and reassigning its tasks. 

Simultaneously, the Scheduler will carry out a contingency plan. It will cancel the action 

being executed, it will command the drone to navigate to the closest base station and 

land. 
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Fortunately, we did not address any of the risks detected by this system during the media 

production. However, we tested the system successfully in simulation and in other real 

experiments. 

 

Path Planner  

 

The path planner is used within the centralized mission planner and also by the Onboard 

Scheduler in case of emergencies. The path planner computes drone routes avoiding no-

fly zones (e.g., private areas, crowds, etc.) and not exceeding the limits of a pre-defined 

geo-fencing area. In order to compute an obstacle-free path, this path planner receives as 

input a detailed map of the environment for collision-free path generation (the geometric 

map), a semantic map with the information of limits and no-fly zones and the updates to 

this map with the crowd detections. 

 

This module was running on every real experiment, providing a safe path in milliseconds. 

 

2.1.4 Multiple drone communication infrastructure 

2.1.4.1  Validation of LTE network for multiple drones to ground communication 

  

Antenna integration and validation 

  

UAV communication implies specific antenna according to constraints inherent to drone 

domain. 

Communication between a drone and the ground implies four important requirements: 

- Omnidirectional antenna. As the drone can be in every yaw direction, it is 

impossible to have a directive antenna pointing the ground station during the 

flight (or with a gimbal but this solution is not interesting in terms of weight and 

complexity of implementation). Therefore, it is mandatory to take antennas which 

can transmit in every direction. 

- Cross-polar antenna. Same reason of the omnidirectional requirement, to ensure a 

good connection with the ground with a moving object, the antenna needs to have 

a horizontal and vertical transmission. 

- Negative tilt antenna (or positive tilt in a reverse mount). The biggest reason is 

that drones will be almost always higher than the ground station. 

- Highest possible gain. The gain (dBi) combines the antenna's directivity and 

electrical efficiency. Higher is the gain, the higher the antenna is efficient. 

  

Because Multidrone project implies LTE and WiFi, a broadband antenna is also 

mandatory. For the drone, M2M MiMo LTE ANTENNA of TE connectivity was chosen. 

This antenna respects the requirements and has a low weight regarding its specification. 
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Figure 10: Technical specification from the TE connectivity datasheet 

Interferences tests 

 

Labs and field tests were done to verify if on-board electronic, ESC and motors would 

bring interferences on 2.6GHz (span of 100MHz). 

First tests were done with a lab drone (one arm tied and secured with an ESC and a motor 

with its propellers). Measurements are done with and without motor spinning. 

 

 
Figure 11: Example of measurement setup 

 

 
The motor was put at 50% and then 100%. The measurement antenna (2.3GHz to 2.7GHz 

specific antenna) is put at the center of the drone. No interferences were found. 

 



 

 
D6.2: Proof-of-concept testing and validation results  16/76 
 

MULTIDRONE no. 731667 

 

  

Figure 12: Interference test 1 - motor off - CF 2.6GHz - span 100MHz 

 

Figure 13: Interference test 2 - motor 50% - CF 2.6GHz - span 100MHz 
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Figure 14: Interference test 3 - motor 100% - CF 2.6GHz - span 100MHz 

Throughput tests and fine tuning 

Some tests were done to improve the best uplink throughput with the LTE connection. 

The type of LTE transmission technics used for Multidrone, the Time-Division Duplex 

(TDD) implies to tune the eNodeB configuration to achieve a stable connection with high 

throughput versus distances and QoS profiles. 

During the QoS configuration tests set for the project, it had been discovered that the 

current modem (category 6, release 9 modem) on the drones is not fully compatible. 

As a reminder, Table 2 depicts the LTE QoS proposed for the project: 

Table 2: MULTIDRONE LTE QoS. 

Type of 
service 

Protocol precede
nce 

MBR/G
BR 
(Mbps) 

Qo
S 
Q
CI 

QoS 
priorit
y 

max 
laten
cy 
(ms) 

Max 
packe
t loss 

Telemetry MAVLink High non-

GBR 

5 1 100 10
-6 

control and 

signalling 

ROS High 2/1 2 4 150 10
-10 

Video stream of 

navigation 

camera 

RTP / 

RTCP/ UDP 

Medium 4/3 3 3 50 10
-10 

NTP NTP Medium non-

GBR 

7 7 100 10
-3 
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Video stream of 

shooting camera 

RTP / 

RTCP/ UDP 

Low Best effort 

Some QoS configurations are not fully respected in uplink, especially the MGBR 

(Maximum and Guaranteed Bit Rates) as bearers 1, 2, 3 and 4 requested (LTE QoS 

standard). 

With the current modem the guaranteed bitrates are partially supported on bearers one (1) 

and three (3). It will decrease the available best effort and lower priority bearers bitrates 

but it will not respect the loss packets rates. 

The maximum bitrates configuration is not respected with this modem, if the throughput 

of one service exceeds the maximum bitrates, it will not be managed in uplink side. 

As the different bitrates were set for each element on the drones (video, mavlink etc…) at 

the beginning of the project, the maximum is planned to never be reached for each 

compatible bearer. 

Because of the bearer issue, some further tests were done with a new available modem 

(LTE category 12). The tests demonstrated a more stable connection with the whole QoS 

configurations. 

GBR bearers are well mounted and respect the specification with different best effort and 

lower priority bearer throughput. 

This new modem was not planned to be integrated in the drones and was only for lab 

tests. As experimental media production doesn’t require high distances and lowest 

throughput as expected, it was decided to keep a simpler QoS configuration to ensure the 

most stable connection with low packet loss and highest throughput. 

The QoS configuration kept for the experimental media production is depicted in Table 3. 

Table 3: QoS configuration in the experimental media productions. 

Type of 
service 

Protocol precede
nce 

MBR/G
BR 
(Mbps) 

Qo
S 
Q
CI 

QoS 
priorit
y 

max 
laten
cy 
(ms) 

Max 
packe
t loss 

Telemetry, 

control and 

signalling 

MAVLink 

and ROS 

High 2/1 1 1 100 not 

respect

ed 

Video stream of 

navigation 

camera 

RTP / 

RTCP/ UDP 

Medium 4/3 3 3 50 not 

respect

ed 
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Video streams of 

shooting camera 

and NTP 

RTP / 

RTCP/ 

UDP/ NTP 

Low Best effort 

 

 

 

 

As expected, throughput tests have highlighted a bit rates drop with QoS use. This 

behavior is explained because both eNodeB and modem will take more resource blocks 

to ensure the defined throughput and latency. The measured drop never exceeded 10% of 

the maximum bitrates without QoS. 

 

Figure 15: Throughput test without fine tuning (no QoS) 
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Figure 16: Throughput test after fine tuning (no QoS) 

 

 

Figure 17: Throughput test after fine tuning (with QoS) 

 

2.1.4.2 Validation of WiFi mesh for multiple drones to drones communication 

Please refer to deliverable “D3.5: MULTIDRONE communication infrastructure” for 

WiFi mesh capability tests and “D2.5: Regulatory, security, technology, privacy and 

legal issue monitoring. Risk assessment and mitigation update” for WiFi mesh security 

issues. 
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2.2 Testing and validation of Multidrone active perception and 

AV shooting functionalities 

This section describes the testing and validation regarding the multiple drone perception 

functionalities that have been developed in WP4. The specific focus of WP4 was on: 

 

● Adaptable/distributed/incremental/approximate semantic/3D world modelling; 

● Localisation and tracking for intelligent AV shooting techniques and 

● Visual information analysis. 

 

2.2.1Adaptable/distributed/incremental/approximate semantic/3D world 

modelling 

Validation of the MULTIDRONE modules and functionalities concerning semantic 3D 

world modelling included testing and evaluating the performance of the Semantic Map 

Manager ROS module (SMM), developed by AUTH, on part of the experimental 

production footage acquired at Seville which depicts human crowds. This validation was 

performed according to the specifications prescribed in Section 7.4.2 of [D6.1]. 

 

The Semantic Visual Analyzer ROS module is employed for extracting 2D crowd 

heatmaps from video frames (an example is shown in Figure 18) and feeding them to SMM 

as input. Each crowd heatmap is subsequently projected onto the 3D map  (octomap) 

utilizing the intrinsic and extrinsic camera parameters as well as the GPS position of the 

drone obtained from the onboard GPS. The results of the semantic map back-projection 

onto the 3D Octomap map as derived from the visualization of the respective KML, are 

illustrated in Figure 19. 

 
Figure 18: Source video frame and corresponding crowd heatmap. 
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Figure 19: Qualitative view of the KML visualization depicting crowd areas 

        

The evaluation metrics employed for evaluating the module’s performance (described in 

Section 7.4.2.1 of [D6.1]) were on-line speed metrics (Node-Induced Latency and Output 

Frequency) and off-line quality metrics (a subjective and an objective evaluation). 

Regarding on-line speed metrics, Node-Induced Latency is depicted in Figure 20. As can 

be seen, latency is on average around 20.6ms which is a very good value. Output 

Frequency was measured to be approximately 20Hz on average. This is, fortunately, 

much greater that the target value of (at least) 1Hz due to the way the node was 

implemented, but also due to two additional reasons: a) the input frequency to SMM, 

which is equal to the output frequency of the Visual Semantic Analyzer module was 

larger than anticipated (9 Hz), b) in the way the node was implemented it published a 

new overall crowd map as soon as  a new crowd polygon was evaluated/projected, i.e. it 

published multiple crowd maps  per processed frame (if more than one crowds were 

present).  
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Figure 20: Node-Induced Latency for the Semantic Map Manager 

 

An objective evaluation on a sample of the material corresponding to a sufficient number 

of video frames, using ground-truth information (obtained via GPS-based geolocation 

during shooting) was attempted. The employed metric is a boolean indicator of whether 

this ground-truth position of the crowd center falls within the predicted area annotation or 

not. The results are depicted in Figure 21 in the form of a Google Maps visualization, 

where the ground truth region is depicted as a red location marker and the predicted 

crowd area as a small black circle. As it can be seen, the predicted crowd polyline 

contains the crowd ground truth pin-point. 
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Figure 21: The predicted/ground-truth crowd location is shown as the black circle / red location pointer, 

respectively (in real scale). 

The subjective quality evaluation process was performed by employing M=5 subjects 

who were separately shown the module results obtained by processing a sufficient 

number of video frames of footage shot in Seville, where human crowds are visible, 

along with the corresponding original video frames and crowd heatmaps. They were then 

asked to rate the results of the Semantic Map Manager module in terms of their perceived 

quality, along a scale graded the following way: poor (0%-40%), fair (40%-60%), good 

(60%-75%), very good (75%-90%) and excellent (90%-100%). According to this 

protocol, the mean perceived quality of the semantic annotation is 84%. 

It must be noted that, although subjective and objective evaluation were performed on 

identical visual data, the first one entailed the evaluation of 5 predicted crowd regions 

while the latter one the evaluation of only one crowd region. This is because only one of 

the visible crowds was equipped with a GPS during shooting. 

In conclusion, the Semantic Map Manager works with satisfactory performance, i.e., the 

crowded areas detected in video frames are reasonably projected in the 3D terrain. 

Additionally, the working Output Frequency is exceeding the specifications described in 

D2.3, while the Node-Induced Latency (which  increases as time proceeds due to the new 

crowd areas observed) is very small. 

2.2.2 Localisation and tracking for intelligent AV shooting techniques 

Validation of the MULTIDRONE modules and functionalities concerning semantic 3D 

world modelling included testing and evaluating the performance of the 2D Visual 

Information Analysis ROS module, as well as of the underlying deep neural networks for 

object detection being employed by the module, both developed by AUTH. This was 

done on part of the experimental production footage acquired in Germany and Seville 

which depicts cycling and rowing races. Additionally, CNN-based deep neural model 

developed by AUTH for parkour athlete detection was evaluated on the experimental 

production footage acquired at Bothkamp. This validation was performed according to 

the specifications prescribed in Section 7.4.2 of [D6.1]. 
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Evaluation of Bicycle and Row Boat Detection and Tracking 

Regarding the cycling scenario, the deep CNNs developed by AUTH for the purposes of 

object detection were evaluated on 3436 video frames collected from videos shot in 

Seville, which were manually annotated for object detection evaluation (i.e., exhaustive 

annotation of all depicted objects). Furthermore, 2 sequences were manually annotated 

with a single target to evaluate the function of the 2D Visual Information Analysis ROS 

module. Regarding the rowing scenario, 5092 frames shot during the rowing regatta in 

Wannsee were annotated for object detection, and 1 video sequence was annotated for 

tracking. Two object detectors were evaluated for both sports, and the object detection 

results are summarized in Tables Table 4 and Table 5, in terms of detection precision and 

recall at IoU threshold 0.5. Examples of detection are shown in Figures Figure 22 and Figure 

23 (green boxes are prediction, red are ground-truth). 

 
Table 4: Precision and Recall for the boats shot during the rowing regatta in Wannsee. 

 SSD Inception 300x300 SSD Mobilenet 300x300 

 prec@0.5 rec@0.5 prec@0.5 rec@0.5 

wannsee_1 64.4 70 69.6 73.9 

wannsee_2 77.9 82.3 83.1 88 

wannsee_3 69.9 74.4 55 74.4 

wannsee_4 95 97 100 100 

average 76.8 80.9 76.9 84.1 

 

 

 
Figure 22: Example detection on boats shot during the rowing regatta in Wannsee. 
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Figure 23: Example detection on cyclists, shot during the experimental media production in Seville. 

 
Table 5: Precision and Recall for the cyclists shot during the experimental media production in Seville. 

 SSD Inception 300x300 SSD Mobilenet 300x300 

 prec@0.5 rec@0.5 prec@0.5 rec@0.5 

seville_1 86.7 87.5 56.4 57.9 

seville_2 93.8 95.2 71.3 72 

seville_3 47.6 67.1 34.7 35.8 

average 76 83.26 54.13 55.23 

 

The overall system architecture was evaluated in terms of precision at 30 pixels (i.e., 

percentage of frames in which the predicted position is no more than 30 pixels off the 

ground-truth position), success at 0.5 IoU (i.e., percentage of frames in which the 

predicted box has an IoU of at least 0.5 with the ground truth) as well as average IoU. 

The detector of choice is an SSD variant with Inception backbone, which achieves the 

best results in detection, as mentioned above. The corresponding tracker was chosen to be 

STAPLE, for its fast CPU implementation and competitive performance. The results are 

presented in Table 6. The proposed system works very well under various conditions, and 

an example of its function is shown in Figure 24, while running at 35FPS on the TX2 

board, as measured in real circumstances. In the left subfigure, the tracker is uncertain 

(blue box) and a call to the detection service is made to find possible targets. The new 

box (green) is then used by the tracker to continue tracking the correct target. In the right 

subfigure, target verification takes place via time scheduled detection (every 4 seconds). 

As the tracker continues normally (blue), a periodic call to the detection service is made 
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in an area around the last location of the target (green box). Targets inside this area 

(purple) are matched to check their correspondence to the actual target. 

 
Table 6: Precision, success and mean IoU results for the functionality of the proposed 2D Visual Information 

Analysis module. 

video Precision@30px Success@0.5 Mean IoU 

seville_5 100 100 71.8 

seville_1 83.36 95.2 69.1 

wannsee_6 79.25 63.1 56 

average 87.53 86.1 65.64 

 

 

  

Figure 24: Functionality of the 2D Visual Information Analysis S/W module for joint detection/tracking. 

 

Evaluation of Parkour Athlete Detection 

 The CNN-based deep neural model developed by AUTH for 2D/on-frame parkour 

athlete detection was evaluated on the experimental production footage acquired at 

Bothkamp, for several input video resolutions. This evaluation was initially performed 

independently of the 2D Visual Information Analysis S/W module, which integrates 

object detection and tracking, so as to assess the performance of the parkour athlete 

detection CNN in itself. 

 The acquired footage was split in 2 parts of 1692 and 3033 video frames, 

respectively, due to the fact that not all the videos captured were equally challenging, and 

thus, separate evaluation experiments were performed for the two video sets. To 

elaborate, what constitutes Part 2 more challenging than Part 1, is the prevalence of Very 

Long Shots (VLS) in its video frames, subsequently resulting in very small ground truth 

parkour athlete ROIs which are much smaller than the ROIs used for model training and 

extremely difficult to detect. On the contrary, Medium Shots (MS) prevail in Part 1. The 

reported metrics are mean Average Precision (mAP), estimated only for the detected 

ROIs having Intersection Over Union (IoU) with the respective ground truth ones greater 

than 0.5, F1-metric, precision and recall, in order of appearance. The results for Part 1 are 

reported in Table 7. 
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Table 7: Model evaluation results on Part 1 (1692 video frames). 

Input size (px) mAP F1 precision recall 

192 x 192  61.29% 0.57 0.95 0.40 

224 x 224 70.17% 0.66 0.96 0.50 

288 x 288 78.69% 0.75 0.94 0.63 

352 x 352 79.80% 0.82 0.93 0.73 

416 x 416 85.37% 0.85 0.90 0.80 

480 x 480 78.79% 0.83 0.83 0.83 

544 x 544 83.94% 0.83 0.82 0.85 

608 x 608 82.49% 0.81 0.78 0.84 

672 x 672 76.58% 0.79 0.73 0.84 

736 x 736 74.72% 0.77 0.71 0.84 

 

It can be easily noticed that as input image size increases, precision keeps falling, due to 

the fact that while True Positives (TP) increase, new False Positives (FP) also arise. On 

the other hand, recall constantly increases due to the gradual elimination of False 

Negative (FN) instances. On Table 8, though, recall falls for input image resolutions 

greater than 608 x 608, as in these cases FNs start increasing while TPs decrease. 

 
Table 8: Model evaluation results on Part 2 (3033 video frames). 

Input size (px) mAP F1 precision recall 

224 x 224 70.39% 0.71 0.95 0.56 

288 x 288 71.05% 0.75 0.94 0.62 

352 x 352 70.38% 0.74 0.92 0.62 

416 x 416 69.84% 0.77 0.90 0.67 

480 x 480 77.08% 0.78 0.89 0.70 

544 x 544 76.16% 0.78 0.86 0.72 

608 x 608 60.69% 0.77 0.81 0.74 

672 x 672 70.44% 0.72 0.74 0.71 

736 x 736 63.25% 0.68 0.69 0.68 
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800 x 800 59.30% 0.64 0.63 0.64 

 

Overall evaluation results based on the entire footage, consisting of 4987 video frames, 

are presented in Table 9. 

 
Table 9: Model evaluation results on the entire data set (4987 video frames). 

Input size (px) mAP F1 precision recall 

192 x 192  61.56% 0.63 0.94 0.47 

224 x 224 70.20% 0.68 0.95 0.53 

288 x 288 70.99% 0.75 0.94 0.62 

352 x 352 78.56% 0.78 0.92 0.67 

416 x 416 78.01% 0.81 0.90 0.73 

480 x 480 77.74% 0.81 0.86 0.76 

544 x 544 77.20% 0.81 0.84 0.78 

608 x 608 76.17% 0.79 0.79 0.79 

672 x 672 73.85% 0.75 0.74 0.77 

736 x 736 71.04% 0.73 0.70 0.75 

 

Furthermore, using the same annotated data, AUTH evaluated this parkour athlete neural 

object detector in the context of the 2D Visual Information Analysis S/W module of the 

MULTIDRONE system, which performs joint detection and tracking. Results are 

reported in terms of success at 0.5 IoU, i.e., the percentage of video frames where the 

predicted target ROI overlaps with the ground-truth ROI with an IoU of at least 0.5. 

Table 10 indicates that performance is comparable to the Recall rates presented in Table 

9. The developed module is able to locate the target in cases where the detector fails and 

achieves near perfect tracking. 

 
Table 10: Joint detection/tracking results on five parkour sequences, using the 2D Visual Information Analysis 

S/W module. 

video Success@0.5 

parkour_1 88.67 

parkour_2 100 

parkour_3 94.87 

parkour_4 100 
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parkour_5 96.71 

average 96.05 

In summary evaluation of detection and tracking approaches as well as evaluation of the 

overall system (2D Visual Information Analysis ROS module) on data from the 

experimental productions showed that they perform very well in real-world situations. 

2.2.3 Visual information analysis 

Validation of the MULTIDRONE modules and functionalities concerning visual 

information analysis included testing and evaluating the performance of the Visual 

Semantic Analyzer ROS module, developed by AUTH, on part of the experimental 

production footage acquired at Seville which depicts human crowds. The output of this 

modules (2D crowd heatmaps) serves as input to the Semantic Map Manager node. 

Validation was performed according to the specifications prescribed in Section 7.4.2 of 

[D6.1]. 

In total, 3 videos were captured using a flying UAV camera, where human crowd 

is depicted from various altitudes and viewing angles. In order to evaluate the Visual 

Semantic Analyzer module, AUTH manually annotated a sample of video frames from 

each video with their ground-truth crowd region. The module was separately evaluated 

with two neural models: the one reported in [D4.1] (trained for classification on aerial 

visual data actually depicting human crowds) and the one reported in [D4.3] and [D5.5] 

(trained for semantic image segmentation on non-aerial visual data from public datasets 

depicting people). The former/latter model is designed for high/low altitudes, 

respectively. Two evaluation modes were completed, according to the specifications 

previously outlined in Section 7.4.2.3 of [D6.1]: a subjective one and an objective one. 

The employed metrics for the objective evaluation were the Intersection-over-Union 

(IoU) and crowd pixel recall. The crowd pixel recall metric (where high recall implies a 

low number of false negative detections) offers the opportunity to validate that all crowd 

regions were detected by the developed models, which is the most crucial factor for 

ensuring UAV flight safety. 

The objective evaluation results are reported in Table 11, where the high-altitude 

and low-altitude crowd detection models are denoted by crowd_modelhigh
 

and 

crowd_modellow, respectively. 

 
Table 11: Crowd detection performance on the manually annotated human crowd dataset. 

 IoU (%) Recall (%) 

crowd_modelhigh 61.85 92.48 

crowd_modellow 82.45 88.20 

 

As seen in Table 11, both models demonstrated increased performance on the crowd 

pixel recall metric, proving that human crowd regions were successfully detected in both 

cases. Moreover, crowd_modellow showed increased performance on the IoU metric, 
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yielding 82.45% accuracy. The performance of the crowd_modelhigh model on the IoU 

metric is also satisfactory, considering the fact that crowd_modelhigh was trained to detect 

human crowds from very high altitudes where person detectors/segmentors fail to detect 

single persons, while all 3 videos captured in Seville depict human crowd from low and 

medium UAV altitudes. In addition, according to Section 7.4.2.3 of [D6.1], the Visual 

Semantic Analyzer module was evaluated using processing speed metrics (Node-Induced 

Latency and Output Frequency). Output Frequency was measured to be approximately 

9Hz on average, overly satisfying the requirement for publishing crowd heatmaps in 

frequency greater than 1Hz. Mean Node-Induced Latency was measured to be 95.6 msec 

Also, a subjective evaluation of the predicted crowd heatmaps was performed by 

employing M=5 subjects to rate the Visual Semantic Analyzer performance. All 3 

captured videos were overlaid with the corresponding crowd heatmaps, obtained by the 

Visual Semantic Analyzer module, to produce the final evaluation videos. Then, all 

subjects were asked to rate the quality of the results along the following graded scale: 

● poor (0% - 40%): The predicted crowd heatmaps rarely correspond to human 

crowd regions. 

● fair (40% - 60%): The predicted crowd heatmaps mostly correspond to human 

crowd regions. 

● good (60% - 75%): The predicted crowd heatmaps always correspond to human 

crowd regions but with acceptable accuracy (the predicted crowd regions do not 

accurately fit the ground truth crowd regions).  

● very good (75% - 90%): The predicted crowd heatmaps always correspond to 

human crowd regions with high accuracy (the predicted crowd regions fit the 

ground truth crowd regions satisfactorily).  

● excellent (90% - 100%): The predicted crowd heatmaps always correspond to 

human crowd regions with excellent accuracy (the predicted crowd regions fit the 

ground truth crowd regions almost perfectly).  

An example video frame of the evaluation videos can be seen in Figure 25. According to 

this protocol, the mean perceived quality of the predicted crowd heatmaps is 86%. The 5 

subjects additionally made the following comments: 

● Subject 1: Despite some false positives, the crowd regions were successfully 

detected. The detected crowd regions boundaries could be more accurate.  

● Subject 2: The crowd regions were successfully detected, but there were some 

false positives. 

● Subject 3: The predicted crowd heatmaps accurately fitted the ground truth crowd 

regions. 

● Subject 4: The human crowd regions were accurately detected. However, some 

false positives also occurred. 

● Subject 5: The detected regions are mostly of satisfactory quality for 3D back-

projection purposes. The main problem lies in a few false positive detected crowd 

regions, but their mostly negligible on-frame area/size renders this issue 

secondary. 

 In summary, the Visual Semantic Analyzer module fulfilled all requirements both 

in terms of crowd detection accuracy and processing speed. The results on the IoU and 
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crowd pixel recall metrics, as well as the ones of the subjective evaluation, showed that 

the predicted crowd regions accurately fitted the corresponding ground-truth human 

crowd areas. Also, the requirement for publishing crowd heatmaps in frequency greater 

than 1Hz was satisfied. 
 

 

Figure 25: Predicted crowd heatmaps of an example video frame.

. In Figure 8 we can see that with the proportional controller there is a steady state error 

caused by the motion of the target, whereas in  

 
Figure 8: Time evolution of the orientation error 

without the use of integral action. 

 

 

2.2.1 Multiple drone safety, robustness and autonomy 

The drone safety is a significant element of the MULTIDRONE system. In that way, 

several components were designed and integrated into the system. The modules 

developed to enhance the safety of the system are taken from [D3.4]. All of them were 

running during the media production, although there were not specific experiments to test 

them at this moment. The validation of most of the modules described below are detailed 

in [D3.4]. 
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Drone to drone collision avoidance  

 

This system was validated long before the media production exercises, as reported in 

[D3.4], both in simulation and real tests. In the media production experiments, to ensure 

the safety of the operation, the drone trajectories were far enough between each other so 

this module did not need to interfere, but it was running and ready to act. 

 

Crowd detection  

 

Detecting crowds so as not to fly over them is an important safety requirement. Crowd 

detection and semantic map update with the crowd areas was tested in the Seville 

sessions and results are reported in Section 2.2 since the corresponding modules were 

mainly developed within WP4. 

 

Emergency management  

 

The Emergency Management module is in charge of monitoring the drone status, looking 

for any possible failure. If it detects failures such as low battery and lose of GPS, it 

activates an emergency status that is reported back to the ground station. There, it may be 

decided to compute a new plan dismissing the affected drone and reassigning its tasks. 

Simultaneously, the Scheduler will carry out a contingency plan. It will cancel the action 

being executed, it will command the drone to navigate to the closest base station and 

land. 

 

Fortunately, we did not address any of the risks detected by this system during the media 

production. However, we tested the system successfully in simulation and in other real 

experiments. 

 

Path Planner  

 

The path planner is used within the centralized mission planner and also by the Onboard 

Scheduler in case of emergencies. The path planner computes drone routes avoiding no-

fly zones (e.g., private areas, crowds, etc.) and not exceeding the limits of a pre-defined 

geo-fencing area. In order to compute an obstacle-free path, this path planner receives as 

input a detailed map of the environment for collision-free path generation (the geometric 

map), a semantic map with the information of limits and no-fly zones and the updates to 

this map with the crowd detections. 

 

This module was running on every real experiment, providing a safe path in milliseconds. 

 

2.2.2 Multiple drone communication infrastructure 

2.2.2.1  Validation of LTE network for multiple drones to ground communication 

  

Antenna integration and validation 

  

UAV communication implies specific antenna according to constraints inherent to drone 

domain. 
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Communication between a drone and the ground implies four important requirements: 

- Omnidirectional antenna. As the drone can be in every yaw direction, it is 

impossible to have a directive antenna pointing the ground station during the 

flight (or with a gimbal but this solution is not interesting in terms of weight and 

complexity of implementation). Therefore, it is mandatory to take antennas which 

can transmit in every direction. 

- Cross-polar antenna. Same reason of the omnidirectional requirement, to ensure a 

good connection with the ground with a moving object, the antenna needs to have 

a horizontal and vertical transmission. 

- Negative tilt antenna (or positive tilt in a reverse mount). The biggest reason is 

that drones will be almost always higher than the ground station. 

- Highest possible gain. The gain (dBi) combines the antenna's directivity and 

electrical efficiency. Higher is the gain, the higher the antenna is efficient. 

  

Because Multidrone project implies LTE and WiFi, a broadband antenna is also 

mandatory. For the drone, M2M MiMo LTE ANTENNA of TE connectivity was chosen. 

This antenna respects the requirements and has a low weight regarding its specification. 

 

 
Figure 10: Technical specification from the TE connectivity datasheet 

Interferences tests 

 

Labs and field tests were done to verify if on-board electronic, ESC and motors would 

bring interferences on 2.6GHz (span of 100MHz). 

First tests were done with a lab drone (one arm tied and secured with an ESC and a motor 

with its propellers). Measurements are done with and without motor spinning. 
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Figure 11: Example of measurement setup 

 

 
The motor was put at 50% and then 100%. The measurement antenna (2.3GHz to 2.7GHz 

specific antenna) is put at the center of the drone. No interferences were found. 

 

  

Figure 12: Interference test 1 - motor off - CF 2.6GHz - span 100MHz 

 

Figure 13: Interference test 2 - motor 50% - CF 2.6GHz - span 100MHz 
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Figure 14: Interference test 3 - motor 100% - CF 2.6GHz - span 100MHz 

Throughput tests and fine tuning 

Some tests were done to improve the best uplink throughput with the LTE connection. 

The type of LTE transmission technics used for Multidrone, the Time-Division Duplex 

(TDD) implies to tune the eNodeB configuration to achieve a stable connection with high 

throughput versus distances and QoS profiles. 

During the QoS configuration tests set for the project, it had been discovered that the 

current modem (category 6, release 9 modem) on the drones is not fully compatible. 

As a reminder, Table 2 depicts the LTE QoS proposed for the project: 

Table 2: MULTIDRONE LTE QoS. 

Type of 
service 

Protocol precede
nce 

MBR/G
BR 
(Mbps) 

Qo
S 
Q
CI 

QoS 
priorit
y 

max 
laten
cy 
(ms) 

Max 
packe
t loss 

Telemetry MAVLink High non-

GBR 

5 1 100 10
-6 

control and 

signalling 

ROS High 2/1 2 4 150 10
-10 

Video stream of 

navigation 

camera 

RTP / 

RTCP/ UDP 

Medium 4/3 3 3 50 10
-10 
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NTP NTP Medium non-

GBR 

7 7 100 10
-3 

Video stream of 

shooting camera 

RTP / 

RTCP/ UDP 

Low Best effort 

Some QoS configurations are not fully respected in uplink, especially the MGBR 

(Maximum and Guaranteed Bit Rates) as bearers 1, 2, 3 and 4 requested (LTE QoS 

standard). 

With the current modem the guaranteed bitrates are partially supported on bearers one (1) 

and three (3). It will decrease the available best effort and lower priority bearers bitrates 

but it will not respect the loss packets rates. 

The maximum bitrates configuration is not respected with this modem, if the throughput 

of one service exceeds the maximum bitrates, it will not be managed in uplink side. 

As the different bitrates were set for each element on the drones (video, mavlink etc…) at 

the beginning of the project, the maximum is planned to never be reached for each 

compatible bearer. 

Because of the bearer issue, some further tests were done with a new available modem 

(LTE category 12). The tests demonstrated a more stable connection with the whole QoS 

configurations. 

GBR bearers are well mounted and respect the specification with different best effort and 

lower priority bearer throughput. 

This new modem was not planned to be integrated in the drones and was only for lab 

tests. As experimental media production doesn’t require high distances and lowest 

throughput as expected, it was decided to keep a simpler QoS configuration to ensure the 

most stable connection with low packet loss and highest throughput. 

The QoS configuration kept for the experimental media production is depicted in Table 3. 

Table 3: QoS configuration in the experimental media productions. 

Type of 
service 

Protocol precede
nce 

MBR/G
BR 
(Mbps) 

Qo
S 
Q
CI 

QoS 
priorit
y 

max 
laten
cy 
(ms) 

Max 
packe
t loss 

Telemetry, 

control and 

signalling 

MAVLink 

and ROS 

High 2/1 1 1 100 not 

respect

ed 
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Video stream of 

navigation 

camera 

RTP / 

RTCP/ UDP 

Medium 4/3 3 3 50 not 

respect

ed 

Video streams of 

shooting camera 

and NTP 

RTP / 

RTCP/ 

UDP/ NTP 

Low Best effort 

 

 

 

 

As expected, throughput tests have highlighted a bit rates drop with QoS use. This 

behavior is explained because both eNodeB and modem will take more resource blocks 

to ensure the defined throughput and latency. The measured drop never exceeded 10% of 

the maximum bitrates without QoS. 

 

Figure 15: Throughput test without fine tuning (no QoS) 
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Figure 16: Throughput test after fine tuning (no QoS) 

 

 

Figure 17: Throughput test after fine tuning (with QoS) 

 

2.2.2.2 Validation of WiFi mesh for multiple drones to drones communication 

Please refer to deliverable “D3.5: MULTIDRONE communication infrastructure” for 

WiFi mesh capability tests and “D2.5: Regulatory, security, technology, privacy and 

legal issue monitoring. Risk assessment and mitigation update” for WiFi mesh security 

issues. 
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2.3 Testing and validation of Multidrone active perception and 

AV shooting functionalities 

This section describes the testing and validation regarding the multiple drone perception 

functionalities that have been developed in WP4. The specific focus of WP4 was on: 

 

● Adaptable/distributed/incremental/approximate semantic/3D world modelling; 

● Localisation and tracking for intelligent AV shooting techniques and 

● Visual information analysis. 

 

2.2.1Adaptable/distributed/incremental/approximate semantic/3D world 

modelling 

Validation of the MULTIDRONE modules and functionalities concerning semantic 3D 

world modelling included testing and evaluating the performance of the Semantic Map 

Manager ROS module (SMM), developed by AUTH, on part of the experimental 

production footage acquired at Seville which depicts human crowds. This validation was 

performed according to the specifications prescribed in Section 7.4.2 of [D6.1]. 

 

The Semantic Visual Analyzer ROS module is employed for extracting 2D crowd 

heatmaps from video frames (an example is shown in Figure 18) and feeding them to SMM 

as input. Each crowd heatmap is subsequently projected onto the 3D map  (octomap) 

utilizing the intrinsic and extrinsic camera parameters as well as the GPS position of the 

drone obtained from the onboard GPS. The results of the semantic map back-projection 

onto the 3D Octomap map as derived from the visualization of the respective KML, are 

illustrated in Figure 19. 

 
Figure 18: Source video frame and corresponding crowd heatmap. 
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Figure 19: Qualitative view of the KML visualization depicting crowd areas 

        

The evaluation metrics employed for evaluating the module’s performance (described in 

Section 7.4.2.1 of [D6.1]) were on-line speed metrics (Node-Induced Latency and Output 

Frequency) and off-line quality metrics (a subjective and an objective evaluation). 

Regarding on-line speed metrics, Node-Induced Latency is depicted in Figure 20. As can 

be seen, latency is on average around 20.6ms which is a very good value. Output 

Frequency was measured to be approximately 20Hz on average. This is, fortunately, 

much greater that the target value of (at least) 1Hz due to the way the node was 

implemented, but also due to two additional reasons: a) the input frequency to SMM, 

which is equal to the output frequency of the Visual Semantic Analyzer module was 

larger than anticipated (9 Hz), b) in the way the node was implemented it published a 

new overall crowd map as soon as  a new crowd polygon was evaluated/projected, i.e. it 

published multiple crowd maps  per processed frame (if more than one crowds were 

present).  
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Figure 20: Node-Induced Latency for the Semantic Map Manager 

 

An objective evaluation on a sample of the material corresponding to a sufficient number 

of video frames, using ground-truth information (obtained via GPS-based geolocation 

during shooting) was attempted. The employed metric is a boolean indicator of whether 

this ground-truth position of the crowd center falls within the predicted area annotation or 

not. The results are depicted in Figure 21 in the form of a Google Maps visualization, 

where the ground truth region is depicted as a red location marker and the predicted 

crowd area as a small black circle. As it can be seen, the predicted crowd polyline 

contains the crowd ground truth pin-point. 
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Figure 21: The predicted/ground-truth crowd location is shown as the black circle / red location pointer, 

respectively (in real scale). 

The subjective quality evaluation process was performed by employing M=5 subjects 

who were separately shown the module results obtained by processing a sufficient 

number of video frames of footage shot in Seville, where human crowds are visible, 

along with the corresponding original video frames and crowd heatmaps. They were then 

asked to rate the results of the Semantic Map Manager module in terms of their perceived 

quality, along a scale graded the following way: poor (0%-40%), fair (40%-60%), good 

(60%-75%), very good (75%-90%) and excellent (90%-100%). According to this 

protocol, the mean perceived quality of the semantic annotation is 84%. 

It must be noted that, although subjective and objective evaluation were performed on 

identical visual data, the first one entailed the evaluation of 5 predicted crowd regions 

while the latter one the evaluation of only one crowd region. This is because only one of 

the visible crowds was equipped with a GPS during shooting. 

In conclusion, the Semantic Map Manager works with satisfactory performance, i.e., the 

crowded areas detected in video frames are reasonably projected in the 3D terrain. 

Additionally, the working Output Frequency is exceeding the specifications described in 

D2.3, while the Node-Induced Latency (which  increases as time proceeds due to the new 

crowd areas observed) is very small. 

2.2.2 Localisation and tracking for intelligent AV shooting techniques 

Validation of the MULTIDRONE modules and functionalities concerning semantic 3D 

world modelling included testing and evaluating the performance of the 2D Visual 

Information Analysis ROS module, as well as of the underlying deep neural networks for 

object detection being employed by the module, both developed by AUTH. This was 

done on part of the experimental production footage acquired in Germany and Seville 

which depicts cycling and rowing races. Additionally, CNN-based deep neural model 

developed by AUTH for parkour athlete detection was evaluated on the experimental 

production footage acquired at Bothkamp. This validation was performed according to 

the specifications prescribed in Section 7.4.2 of [D6.1]. 
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Evaluation of Bicycle and Row Boat Detection and Tracking 

Regarding the cycling scenario, the deep CNNs developed by AUTH for the purposes of 

object detection were evaluated on 3436 video frames collected from videos shot in 

Seville, which were manually annotated for object detection evaluation (i.e., exhaustive 

annotation of all depicted objects). Furthermore, 2 sequences were manually annotated 

with a single target to evaluate the function of the 2D Visual Information Analysis ROS 

module. Regarding the rowing scenario, 5092 frames shot during the rowing regatta in 

Wannsee were annotated for object detection, and 1 video sequence was annotated for 

tracking. Two object detectors were evaluated for both sports, and the object detection 

results are summarized in Tables Table 4 and Table 5, in terms of detection precision and 

recall at IoU threshold 0.5. Examples of detection are shown in Figures Figure 22 and Figure 

23 (green boxes are prediction, red are ground-truth). 

 
Table 4: Precision and Recall for the boats shot during the rowing regatta in Wannsee. 

 SSD Inception 300x300 SSD Mobilenet 300x300 

 prec@0.5 rec@0.5 prec@0.5 rec@0.5 

wannsee_1 64.4 70 69.6 73.9 

wannsee_2 77.9 82.3 83.1 88 

wannsee_3 69.9 74.4 55 74.4 

wannsee_4 95 97 100 100 

average 76.8 80.9 76.9 84.1 

 

 

 
Figure 22: Example detection on boats shot during the rowing regatta in Wannsee. 
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Figure 23: Example detection on cyclists, shot during the experimental media production in Seville. 

 
Table 5: Precision and Recall for the cyclists shot during the experimental media production in Seville. 

 SSD Inception 300x300 SSD Mobilenet 300x300 

 prec@0.5 rec@0.5 prec@0.5 rec@0.5 

seville_1 86.7 87.5 56.4 57.9 

seville_2 93.8 95.2 71.3 72 

seville_3 47.6 67.1 34.7 35.8 

average 76 83.26 54.13 55.23 

 

The overall system architecture was evaluated in terms of precision at 30 pixels (i.e., 

percentage of frames in which the predicted position is no more than 30 pixels off the 

ground-truth position), success at 0.5 IoU (i.e., percentage of frames in which the 

predicted box has an IoU of at least 0.5 with the ground truth) as well as average IoU. 

The detector of choice is an SSD variant with Inception backbone, which achieves the 

best results in detection, as mentioned above. The corresponding tracker was chosen to be 

STAPLE, for its fast CPU implementation and competitive performance. The results are 

presented in Table 6. The proposed system works very well under various conditions, and 

an example of its function is shown in Figure 24, while running at 35FPS on the TX2 

board, as measured in real circumstances. In the left subfigure, the tracker is uncertain 

(blue box) and a call to the detection service is made to find possible targets. The new 

box (green) is then used by the tracker to continue tracking the correct target. In the right 

subfigure, target verification takes place via time scheduled detection (every 4 seconds). 

As the tracker continues normally (blue), a periodic call to the detection service is made 
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in an area around the last location of the target (green box). Targets inside this area 

(purple) are matched to check their correspondence to the actual target. 

 
Table 6: Precision, success and mean IoU results for the functionality of the proposed 2D Visual Information 

Analysis module. 

video Precision@30px Success@0.5 Mean IoU 

seville_5 100 100 71.8 

seville_1 83.36 95.2 69.1 

wannsee_6 79.25 63.1 56 

average 87.53 86.1 65.64 

 

 

  

Figure 24: Functionality of the 2D Visual Information Analysis S/W module for joint detection/tracking. 

 

Evaluation of Parkour Athlete Detection 

 The CNN-based deep neural model developed by AUTH for 2D/on-frame parkour 

athlete detection was evaluated on the experimental production footage acquired at 

Bothkamp, for several input video resolutions. This evaluation was initially performed 

independently of the 2D Visual Information Analysis S/W module, which integrates 

object detection and tracking, so as to assess the performance of the parkour athlete 

detection CNN in itself. 

 The acquired footage was split in 2 parts of 1692 and 3033 video frames, 

respectively, due to the fact that not all the videos captured were equally challenging, and 

thus, separate evaluation experiments were performed for the two video sets. To 

elaborate, what constitutes Part 2 more challenging than Part 1, is the prevalence of Very 

Long Shots (VLS) in its video frames, subsequently resulting in very small ground truth 

parkour athlete ROIs which are much smaller than the ROIs used for model training and 

extremely difficult to detect. On the contrary, Medium Shots (MS) prevail in Part 1. The 

reported metrics are mean Average Precision (mAP), estimated only for the detected 

ROIs having Intersection Over Union (IoU) with the respective ground truth ones greater 

than 0.5, F1-metric, precision and recall, in order of appearance. The results for Part 1 are 

reported in Table 7. 
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Table 7: Model evaluation results on Part 1 (1692 video frames). 

Input size (px) mAP F1 precision recall 

192 x 192  61.29% 0.57 0.95 0.40 

224 x 224 70.17% 0.66 0.96 0.50 

288 x 288 78.69% 0.75 0.94 0.63 

352 x 352 79.80% 0.82 0.93 0.73 

416 x 416 85.37% 0.85 0.90 0.80 

480 x 480 78.79% 0.83 0.83 0.83 

544 x 544 83.94% 0.83 0.82 0.85 

608 x 608 82.49% 0.81 0.78 0.84 

672 x 672 76.58% 0.79 0.73 0.84 

736 x 736 74.72% 0.77 0.71 0.84 

 

It can be easily noticed that as input image size increases, precision keeps falling, due to 

the fact that while True Positives (TP) increase, new False Positives (FP) also arise. On 

the other hand, recall constantly increases due to the gradual elimination of False 

Negative (FN) instances. On Table 8, though, recall falls for input image resolutions 

greater than 608 x 608, as in these cases FNs start increasing while TPs decrease. 

 
Table 8: Model evaluation results on Part 2 (3033 video frames). 

Input size (px) mAP F1 precision recall 

224 x 224 70.39% 0.71 0.95 0.56 

288 x 288 71.05% 0.75 0.94 0.62 

352 x 352 70.38% 0.74 0.92 0.62 

416 x 416 69.84% 0.77 0.90 0.67 

480 x 480 77.08% 0.78 0.89 0.70 

544 x 544 76.16% 0.78 0.86 0.72 

608 x 608 60.69% 0.77 0.81 0.74 

672 x 672 70.44% 0.72 0.74 0.71 

736 x 736 63.25% 0.68 0.69 0.68 
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800 x 800 59.30% 0.64 0.63 0.64 

 

Overall evaluation results based on the entire footage, consisting of 4987 video frames, 

are presented in Table 9. 

 
Table 9: Model evaluation results on the entire data set (4987 video frames). 

Input size (px) mAP F1 precision recall 

192 x 192  61.56% 0.63 0.94 0.47 

224 x 224 70.20% 0.68 0.95 0.53 

288 x 288 70.99% 0.75 0.94 0.62 

352 x 352 78.56% 0.78 0.92 0.67 

416 x 416 78.01% 0.81 0.90 0.73 

480 x 480 77.74% 0.81 0.86 0.76 

544 x 544 77.20% 0.81 0.84 0.78 

608 x 608 76.17% 0.79 0.79 0.79 

672 x 672 73.85% 0.75 0.74 0.77 

736 x 736 71.04% 0.73 0.70 0.75 

 

Furthermore, using the same annotated data, AUTH evaluated this parkour athlete neural 

object detector in the context of the 2D Visual Information Analysis S/W module of the 

MULTIDRONE system, which performs joint detection and tracking. Results are 

reported in terms of success at 0.5 IoU, i.e., the percentage of video frames where the 

predicted target ROI overlaps with the ground-truth ROI with an IoU of at least 0.5. 

Table 10 indicates that performance is comparable to the Recall rates presented in Table 

9. The developed module is able to locate the target in cases where the detector fails and 

achieves near perfect tracking. 

 
Table 10: Joint detection/tracking results on five parkour sequences, using the 2D Visual Information Analysis 

S/W module. 

video Success@0.5 

parkour_1 88.67 

parkour_2 100 

parkour_3 94.87 

parkour_4 100 
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parkour_5 96.71 

average 96.05 

In summary evaluation of detection and tracking approaches as well as evaluation of the 

overall system (2D Visual Information Analysis ROS module) on data from the 

experimental productions showed that they perform very well in real-world situations. 

2.2.3 Visual information analysis 

Validation of the MULTIDRONE modules and functionalities concerning visual 

information analysis included testing and evaluating the performance of the Visual 

Semantic Analyzer ROS module, developed by AUTH, on part of the experimental 

production footage acquired at Seville which depicts human crowds. The output of this 

modules (2D crowd heatmaps) serves as input to the Semantic Map Manager node. 

Validation was performed according to the specifications prescribed in Section 7.4.2 of 

[D6.1]. 

In total, 3 videos were captured using a flying UAV camera, where human crowd 

is depicted from various altitudes and viewing angles. In order to evaluate the Visual 

Semantic Analyzer module, AUTH manually annotated a sample of video frames from 

each video with their ground-truth crowd region. The module was separately evaluated 

with two neural models: the one reported in [D4.1] (trained for classification on aerial 

visual data actually depicting human crowds) and the one reported in [D4.3] and [D5.5] 

(trained for semantic image segmentation on non-aerial visual data from public datasets 

depicting people). The former/latter model is designed for high/low altitudes, 

respectively. Two evaluation modes were completed, according to the specifications 

previously outlined in Section 7.4.2.3 of [D6.1]: a subjective one and an objective one. 

The employed metrics for the objective evaluation were the Intersection-over-Union 

(IoU) and crowd pixel recall. The crowd pixel recall metric (where high recall implies a 

low number of false negative detections) offers the opportunity to validate that all crowd 

regions were detected by the developed models, which is the most crucial factor for 

ensuring UAV flight safety. 

The objective evaluation results are reported in Table 11, where the high-altitude 

and low-altitude crowd detection models are denoted by crowd_modelhigh
 

and 

crowd_modellow, respectively. 

 
Table 11: Crowd detection performance on the manually annotated human crowd dataset. 

 IoU (%) Recall (%) 

crowd_modelhigh 61.85 92.48 

crowd_modellow 82.45 88.20 

 

As seen in Table 11, both models demonstrated increased performance on the crowd 

pixel recall metric, proving that human crowd regions were successfully detected in both 

cases. Moreover, crowd_modellow showed increased performance on the IoU metric, 
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yielding 82.45% accuracy. The performance of the crowd_modelhigh model on the IoU 

metric is also satisfactory, considering the fact that crowd_modelhigh was trained to detect 

human crowds from very high altitudes where person detectors/segmentors fail to detect 

single persons, while all 3 videos captured in Seville depict human crowd from low and 

medium UAV altitudes. In addition, according to Section 7.4.2.3 of [D6.1], the Visual 

Semantic Analyzer module was evaluated using processing speed metrics (Node-Induced 

Latency and Output Frequency). Output Frequency was measured to be approximately 

9Hz on average, overly satisfying the requirement for publishing crowd heatmaps in 

frequency greater than 1Hz. Mean Node-Induced Latency was measured to be 95.6 msec 

Also, a subjective evaluation of the predicted crowd heatmaps was performed by 

employing M=5 subjects to rate the Visual Semantic Analyzer performance. All 3 

captured videos were overlaid with the corresponding crowd heatmaps, obtained by the 

Visual Semantic Analyzer module, to produce the final evaluation videos. Then, all 

subjects were asked to rate the quality of the results along the following graded scale: 

● poor (0% - 40%): The predicted crowd heatmaps rarely correspond to human 

crowd regions. 

● fair (40% - 60%): The predicted crowd heatmaps mostly correspond to human 

crowd regions. 

● good (60% - 75%): The predicted crowd heatmaps always correspond to human 

crowd regions but with acceptable accuracy (the predicted crowd regions do not 

accurately fit the ground truth crowd regions).  

● very good (75% - 90%): The predicted crowd heatmaps always correspond to 

human crowd regions with high accuracy (the predicted crowd regions fit the 

ground truth crowd regions satisfactorily).  

● excellent (90% - 100%): The predicted crowd heatmaps always correspond to 

human crowd regions with excellent accuracy (the predicted crowd regions fit the 

ground truth crowd regions almost perfectly).  

An example video frame of the evaluation videos can be seen in Figure 25. According to 

this protocol, the mean perceived quality of the predicted crowd heatmaps is 86%. The 5 

subjects additionally made the following comments: 

● Subject 1: Despite some false positives, the crowd regions were successfully 

detected. The detected crowd regions boundaries could be more accurate.  

● Subject 2: The crowd regions were successfully detected, but there were some 

false positives. 

● Subject 3: The predicted crowd heatmaps accurately fitted the ground truth crowd 

regions. 

● Subject 4: The human crowd regions were accurately detected. However, some 

false positives also occurred. 

● Subject 5: The detected regions are mostly of satisfactory quality for 3D back-

projection purposes. The main problem lies in a few false positive detected crowd 

regions, but their mostly negligible on-frame area/size renders this issue 

secondary. 

 In summary, the Visual Semantic Analyzer module fulfilled all requirements both 

in terms of crowd detection accuracy and processing speed. The results on the IoU and 
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crowd pixel recall metrics, as well as the ones of the subjective evaluation, showed that 

the predicted crowd regions accurately fitted the corresponding ground-truth human 

crowd areas. Also, the requirement for publishing crowd heatmaps in frequency greater 

than 1Hz was satisfied. 
 

 

Figure 25: Predicted crowd heatmaps of an example video frame.

 the error is driven to zero due to the use of the integrator in the controller. 

  

 
Figure 8: Time evolution of the orientation error 

without the use of integral action. 

 

 

2.3.1 Multiple drone safety, robustness and autonomy 

The drone safety is a significant element of the MULTIDRONE system. In that way, 

several components were designed and integrated into the system. The modules 

developed to enhance the safety of the system are taken from [D3.4]. All of them were 

running during the media production, although there were not specific experiments to test 

them at this moment. The validation of most of the modules described below are detailed 

Figure 9: Time evolution of the Lyapunov function 

when integral action is used. 
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in [D3.4]. 

 

Drone to drone collision avoidance  

 

This system was validated long before the media production exercises, as reported in 

[D3.4], both in simulation and real tests. In the media production experiments, to ensure 

the safety of the operation, the drone trajectories were far enough between each other so 

this module did not need to interfere, but it was running and ready to act. 

 

Crowd detection  

 

Detecting crowds so as not to fly over them is an important safety requirement. Crowd 

detection and semantic map update with the crowd areas was tested in the Seville 

sessions and results are reported in Section 2.2 since the corresponding modules were 

mainly developed within WP4. 

 

Emergency management  

 

The Emergency Management module is in charge of monitoring the drone status, looking 

for any possible failure. If it detects failures such as low battery and lose of GPS, it 

activates an emergency status that is reported back to the ground station. There, it may be 

decided to compute a new plan dismissing the affected drone and reassigning its tasks. 

Simultaneously, the Scheduler will carry out a contingency plan. It will cancel the action 

being executed, it will command the drone to navigate to the closest base station and 

land. 

 

Fortunately, we did not address any of the risks detected by this system during the media 

production. However, we tested the system successfully in simulation and in other real 

experiments. 

 

Path Planner  

 

The path planner is used within the centralized mission planner and also by the Onboard 

Scheduler in case of emergencies. The path planner computes drone routes avoiding no-

fly zones (e.g., private areas, crowds, etc.) and not exceeding the limits of a pre-defined 

geo-fencing area. In order to compute an obstacle-free path, this path planner receives as 

input a detailed map of the environment for collision-free path generation (the geometric 

map), a semantic map with the information of limits and no-fly zones and the updates to 

this map with the crowd detections. 

 

This module was running on every real experiment, providing a safe path in milliseconds. 

 

2.3.2 Multiple drone communication infrastructure 

2.3.2.1  Validation of LTE network for multiple drones to ground communication 

  

Antenna integration and validation 

  

UAV communication implies specific antenna according to constraints inherent to drone 
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domain. 

Communication between a drone and the ground implies four important requirements: 

- Omnidirectional antenna. As the drone can be in every yaw direction, it is 

impossible to have a directive antenna pointing the ground station during the 

flight (or with a gimbal but this solution is not interesting in terms of weight and 

complexity of implementation). Therefore, it is mandatory to take antennas which 

can transmit in every direction. 

- Cross-polar antenna. Same reason of the omnidirectional requirement, to ensure a 

good connection with the ground with a moving object, the antenna needs to have 

a horizontal and vertical transmission. 

- Negative tilt antenna (or positive tilt in a reverse mount). The biggest reason is 

that drones will be almost always higher than the ground station. 

- Highest possible gain. The gain (dBi) combines the antenna's directivity and 

electrical efficiency. Higher is the gain, the higher the antenna is efficient. 

  

Because Multidrone project implies LTE and WiFi, a broadband antenna is also 

mandatory. For the drone, M2M MiMo LTE ANTENNA of TE connectivity was chosen. 

This antenna respects the requirements and has a low weight regarding its specification. 

 

 
Figure 10: Technical specification from the TE connectivity datasheet 

Interferences tests 

 

Labs and field tests were done to verify if on-board electronic, ESC and motors would 

bring interferences on 2.6GHz (span of 100MHz). 

First tests were done with a lab drone (one arm tied and secured with an ESC and a motor 

with its propellers). Measurements are done with and without motor spinning. 
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Figure 11: Example of measurement setup1 

 

 
The motor was put at 50% and then 100%. The measurement antenna (2.3GHz to 2.7GHz 

specific antenna) is put at the center of the drone. No interferences were found. 

 

  

Figure 12: Interference test 1 - motor off - CF 2.6GHz - span 100MHz 

 

Figure 13: Interference test 2 - motor 50% - CF 2.6GHz - span 100MHz 

                                                 
1
 Picture from another project but illustrating the same concept 
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Figure 14: Interference test 3 - motor 100% - CF 2.6GHz - span 100MHz 

Throughput tests and fine tuning 

Some tests were done to improve the best uplink throughput with the LTE connection. 

The type of LTE transmission technics used for Multidrone, the Time-Division Duplex 

(TDD) implies to tune the eNodeB configuration to achieve a stable connection with high 

throughput versus distances and QoS profiles. 

During the QoS configuration tests set for the project, it had been discovered that the 

current modem (category 6, release 9 modem) on the drones is not fully compatible. 

As a reminder, Table 2 depicts the LTE QoS proposed for the project: 

Table 2: MULTIDRONE LTE QoS. 

Type of 
service 

Protocol precede
nce 

MBR/G
BR 
(Mbps) 

Qo
S 
Q
CI 

QoS 
priorit
y 

max 
laten
cy 
(ms) 

Max 
packe
t loss 

Telemetry MAVLink High non-

GBR 

5 1 100 10
-6 

control and 

signalling 

ROS High 2/1 2 4 150 10
-10 

Video stream of 

navigation 

camera 

RTP / 

RTCP/ UDP 

Medium 4/3 3 3 50 10
-10 



 

 
D6.2: Proof-of-concept testing and validation results  56/76 
 

MULTIDRONE no. 731667 

 

NTP NTP Medium non-

GBR 

7 7 100 10
-3 

Video stream of 

shooting camera 

RTP / 

RTCP/ UDP 

Low Best effort 

Some QoS configurations are not fully respected in uplink, especially the MGBR 

(Maximum and Guaranteed Bit Rates) as bearers 1, 2, 3 and 4 requested (LTE QoS 

standard). 

With the current modem the guaranteed bitrates are partially supported on bearers one (1) 

and three (3). It will decrease the available best effort and lower priority bearers bitrates 

but it will not respect the loss packets rates. 

The maximum bitrates configuration is not respected with this modem, if the throughput 

of one service exceeds the maximum bitrates, it will not be managed in uplink side. 

As the different bitrates were set for each element on the drones (video, mavlink etc…) at 

the beginning of the project, the maximum is planned to never be reached for each 

compatible bearer. 

Because of the bearer issue, some further tests were done with a new available modem 

(LTE category 12). The tests demonstrated a more stable connection with the whole QoS 

configurations. 

GBR bearers are well mounted and respect the specification with different best effort and 

lower priority bearer throughput. 

This new modem was not planned to be integrated in the drones and was only for lab 

tests. As experimental media production doesn’t require high distances and lowest 

throughput as expected, it was decided to keep a simpler QoS configuration to ensure the 

most stable connection with low packet loss and highest throughput. 

The QoS configuration kept for the experimental media production is depicted in Table 3. 

Table 3: QoS configuration in the experimental media productions. 

Type of 
service 

Protocol precede
nce 

MBR/G
BR 
(Mbps) 

Qo
S 
Q
CI 

QoS 
priorit
y 

max 
laten
cy 
(ms) 

Max 
packe
t loss 

Telemetry, 

control and 

signalling 

MAVLink 

and ROS 

High 2/1 1 1 100 not 

respect

ed 
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Video stream of 

navigation 

camera 

RTP / 

RTCP/ UDP 

Medium 4/3 3 3 50 not 

respect

ed 

Video streams of 

shooting camera 

and NTP 

RTP / 

RTCP/ 

UDP/ NTP 

Low Best effort 

 

 

 

 

As expected, throughput tests have highlighted a bit rates drop with QoS use. This 

behavior is explained because both eNodeB and modem will take more resource blocks 

to ensure the defined throughput and latency. The measured drop never exceeded 10% of 

the maximum bitrates without QoS. 

 

Figure 15: Throughput test without fine tuning (no QoS) 
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Figure 16: Throughput test after fine tuning (no QoS) 

 

 

Figure 17: Throughput test after fine tuning (with QoS) 

 

2.3.2.2 Validation of WiFi mesh for multiple drones to drones communication 

Please refer to deliverable “D3.5: MULTIDRONE communication infrastructure” for 

WiFi mesh capability tests and “D2.5: Regulatory, security, technology, privacy and 

legal issue monitoring. Risk assessment and mitigation update” for WiFi mesh security 

issues. 
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2.4 Testing and validation of Multidrone active perception and 

AV shooting functionalities 

This section describes the testing and validation regarding the multiple drone perception 

functionalities that have been developed in WP4. The specific focus of WP4 was on: 

 

● Adaptable/distributed/incremental/approximate semantic/3D world modelling; 

● Localisation and tracking for intelligent AV shooting techniques and 

● Visual information analysis. 

 

2.2.1Adaptable/distributed/incremental/approximate semantic/3D world 

modelling 

Validation of the MULTIDRONE modules and functionalities concerning semantic 3D 

world modelling included testing and evaluating the performance of the Semantic Map 

Manager ROS module (SMM), developed by AUTH, on part of the experimental 

production footage acquired at Seville which depicts human crowds. This validation was 

performed according to the specifications prescribed in Section 7.4.2 of [D6.1]. 

 

The Semantic Visual Analyzer ROS module is employed for extracting 2D crowd 

heatmaps from video frames (an example is shown in Figure 18) and feeding them to SMM 

as input. Each crowd heatmap is subsequently projected onto the 3D map  (octomap) 

utilizing the intrinsic and extrinsic camera parameters as well as the GPS position of the 

drone obtained from the onboard GPS. The results of the semantic map back-projection 

onto the 3D Octomap map as derived from the visualization of the respective KML, are 

illustrated in Figure 19. 

 
Figure 18: Source video frame and corresponding crowd heatmap. 
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Figure 19: Qualitative view of the KML visualization depicting crowd areas 

        

The evaluation metrics employed for evaluating the module’s performance (described in 

Section 7.4.2.1 of [D6.1]) were on-line speed metrics (Node-Induced Latency and Output 

Frequency) and off-line quality metrics (a subjective and an objective evaluation). 

Regarding on-line speed metrics, Node-Induced Latency is depicted in Figure 20. As can 

be seen, latency is on average around 20.6ms which is a very good value. Output 

Frequency was measured to be approximately 20Hz on average. This is, fortunately, 

much greater that the target value of (at least) 1Hz due to the way the node was 

implemented, but also due to two additional reasons: a) the input frequency to SMM, 

which is equal to the output frequency of the Visual Semantic Analyzer module was 

larger than anticipated (9 Hz), b) in the way the node was implemented it published a 

new overall crowd map as soon as  a new crowd polygon was evaluated/projected, i.e. it 

published multiple crowd maps  per processed frame (if more than one crowds were 

present).  
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Figure 20: Node-Induced Latency for the Semantic Map Manager 

 

An objective evaluation on a sample of the material corresponding to a sufficient number 

of video frames, using ground-truth information (obtained via GPS-based geolocation 

during shooting) was attempted. The employed metric is a boolean indicator of whether 

this ground-truth position of the crowd center falls within the predicted area annotation or 

not. The results are depicted in Figure 21 in the form of a Google Maps visualization, 

where the ground truth region is depicted as a red location marker and the predicted 

crowd area as a small black circle. As it can be seen, the predicted crowd polyline 

contains the crowd ground truth pin-point. 
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Figure 21: The predicted/ground-truth crowd location is shown as the black circle / red location pointer, 

respectively (in real scale). 

The subjective quality evaluation process was performed by employing M=5 subjects 

who were separately shown the module results obtained by processing a sufficient 

number of video frames of footage shot in Seville, where human crowds are visible, 

along with the corresponding original video frames and crowd heatmaps. They were then 

asked to rate the results of the Semantic Map Manager module in terms of their perceived 

quality, along a scale graded the following way: poor (0%-40%), fair (40%-60%), good 

(60%-75%), very good (75%-90%) and excellent (90%-100%). According to this 

protocol, the mean perceived quality of the semantic annotation is 84%. 

It must be noted that, although subjective and objective evaluation were performed on 

identical visual data, the first one entailed the evaluation of 5 predicted crowd regions 

while the latter one the evaluation of only one crowd region. This is because only one of 

the visible crowds was equipped with a GPS during shooting. 

In conclusion, the Semantic Map Manager works with satisfactory performance, i.e., the 

crowded areas detected in video frames are reasonably projected in the 3D terrain. 

Additionally, the working Output Frequency is exceeding the specifications described in 

D2.3, while the Node-Induced Latency (which  increases as time proceeds due to the new 

crowd areas observed) is very small. 

2.2.2 Localisation and tracking for intelligent AV shooting techniques 

Validation of the MULTIDRONE modules and functionalities concerning semantic 3D 

world modelling included testing and evaluating the performance of the 2D Visual 

Information Analysis ROS module, as well as of the underlying deep neural networks for 

object detection being employed by the module, both developed by AUTH. This was 

done on part of the experimental production footage acquired in Germany and Seville 

which depicts cycling and rowing races. Additionally, CNN-based deep neural model 

developed by AUTH for parkour athlete detection was evaluated on the experimental 

production footage acquired at Bothkamp. This validation was performed according to 

the specifications prescribed in Section 7.4.2 of [D6.1]. 
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Evaluation of Bicycle and Row Boat Detection and Tracking 

Regarding the cycling scenario, the deep CNNs developed by AUTH for the purposes of 

object detection were evaluated on 3436 video frames collected from videos shot in 

Seville, which were manually annotated for object detection evaluation (i.e., exhaustive 

annotation of all depicted objects). Furthermore, 2 sequences were manually annotated 

with a single target to evaluate the function of the 2D Visual Information Analysis ROS 

module. Regarding the rowing scenario, 5092 frames shot during the rowing regatta in 

Wannsee were annotated for object detection, and 1 video sequence was annotated for 

tracking. Two object detectors were evaluated for both sports, and the object detection 

results are summarized in Tables Table 4 and Table 5, in terms of detection precision and 

recall at IoU threshold 0.5. Examples of detection are shown in Figures Figure 22 and Figure 

23 (green boxes are prediction, red are ground-truth). 

 
Table 4: Precision and Recall for the boats shot during the rowing regatta in Wannsee. 

 SSD Inception 300x300 SSD Mobilenet 300x300 

 prec@0.5 rec@0.5 prec@0.5 rec@0.5 

wannsee_1 64.4 70 69.6 73.9 

wannsee_2 77.9 82.3 83.1 88 

wannsee_3 69.9 74.4 55 74.4 

wannsee_4 95 97 100 100 

average 76.8 80.9 76.9 84.1 

 

 

 
Figure 22: Example detection on boats shot during the rowing regatta in Wannsee. 
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Figure 23: Example detection on cyclists, shot during the experimental media production in Seville. 

 
Table 5: Precision and Recall for the cyclists shot during the experimental media production in Seville. 

 SSD Inception 300x300 SSD Mobilenet 300x300 

 prec@0.5 rec@0.5 prec@0.5 rec@0.5 

seville_1 86.7 87.5 56.4 57.9 

seville_2 93.8 95.2 71.3 72 

seville_3 47.6 67.1 34.7 35.8 

average 76 83.26 54.13 55.23 

 

The overall system architecture was evaluated in terms of precision at 30 pixels (i.e., 

percentage of frames in which the predicted position is no more than 30 pixels off the 

ground-truth position), success at 0.5 IoU (i.e., percentage of frames in which the 

predicted box has an IoU of at least 0.5 with the ground truth) as well as average IoU. 

The detector of choice is an SSD variant with Inception backbone, which achieves the 

best results in detection, as mentioned above. The corresponding tracker was chosen to be 

STAPLE, for its fast CPU implementation and competitive performance. The results are 

presented in Table 6. The proposed system works very well under various conditions, and 

an example of its function is shown in Figure 24, while running at 35FPS on the TX2 

board, as measured in real circumstances. In the left subfigure, the tracker is uncertain 

(blue box) and a call to the detection service is made to find possible targets. The new 

box (green) is then used by the tracker to continue tracking the correct target. In the right 

subfigure, target verification takes place via time scheduled detection (every 4 seconds). 

As the tracker continues normally (blue), a periodic call to the detection service is made 
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in an area around the last location of the target (green box). Targets inside this area 

(purple) are matched to check their correspondence to the actual target. 

 
Table 6: Precision, success and mean IoU results for the functionality of the proposed 2D Visual Information 

Analysis module. 

video Precision@30px Success@0.5 Mean IoU 

seville_5 100 100 71.8 

seville_1 83.36 95.2 69.1 

wannsee_6 79.25 63.1 56 

average 87.53 86.1 65.64 

 

 

  

Figure 24: Functionality of the 2D Visual Information Analysis S/W module for joint detection/tracking. 

 

Evaluation of Parkour Athlete Detection 

 The CNN-based deep neural model developed by AUTH for 2D/on-frame parkour 

athlete detection was evaluated on the experimental production footage acquired at 

Bothkamp, for several input video resolutions. This evaluation was initially performed 

independently of the 2D Visual Information Analysis S/W module, which integrates 

object detection and tracking, so as to assess the performance of the parkour athlete 

detection CNN in itself. 

 The acquired footage was split in 2 parts of 1692 and 3033 video frames, 

respectively, due to the fact that not all the videos captured were equally challenging, and 

thus, separate evaluation experiments were performed for the two video sets. To 

elaborate, what constitutes Part 2 more challenging than Part 1, is the prevalence of Very 

Long Shots (VLS) in its video frames, subsequently resulting in very small ground truth 

parkour athlete ROIs which are much smaller than the ROIs used for model training and 

extremely difficult to detect. On the contrary, Medium Shots (MS) prevail in Part 1. The 

reported metrics are mean Average Precision (mAP), estimated only for the detected 

ROIs having Intersection Over Union (IoU) with the respective ground truth ones greater 

than 0.5, F1-metric, precision and recall, in order of appearance. The results for Part 1 are 

reported in Table 7. 
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Table 7: Model evaluation results on Part 1 (1692 video frames). 

Input size (px) mAP F1 precision recall 

192 x 192  61.29% 0.57 0.95 0.40 

224 x 224 70.17% 0.66 0.96 0.50 

288 x 288 78.69% 0.75 0.94 0.63 

352 x 352 79.80% 0.82 0.93 0.73 

416 x 416 85.37% 0.85 0.90 0.80 

480 x 480 78.79% 0.83 0.83 0.83 

544 x 544 83.94% 0.83 0.82 0.85 

608 x 608 82.49% 0.81 0.78 0.84 

672 x 672 76.58% 0.79 0.73 0.84 

736 x 736 74.72% 0.77 0.71 0.84 

 

It can be easily noticed that as input image size increases, precision keeps falling, due to 

the fact that while True Positives (TP) increase, new False Positives (FP) also arise. On 

the other hand, recall constantly increases due to the gradual elimination of False 

Negative (FN) instances. On Table 8, though, recall falls for input image resolutions 

greater than 608 x 608, as in these cases FNs start increasing while TPs decrease. 

 
Table 8: Model evaluation results on Part 2 (3033 video frames). 

Input size (px) mAP F1 precision recall 

224 x 224 70.39% 0.71 0.95 0.56 

288 x 288 71.05% 0.75 0.94 0.62 

352 x 352 70.38% 0.74 0.92 0.62 

416 x 416 69.84% 0.77 0.90 0.67 

480 x 480 77.08% 0.78 0.89 0.70 

544 x 544 76.16% 0.78 0.86 0.72 

608 x 608 60.69% 0.77 0.81 0.74 

672 x 672 70.44% 0.72 0.74 0.71 

736 x 736 63.25% 0.68 0.69 0.68 



 

 
D6.2: Proof-of-concept testing and validation results  67/76 
 

MULTIDRONE no. 731667 

 

800 x 800 59.30% 0.64 0.63 0.64 

 

Overall evaluation results based on the entire footage, consisting of 4987 video frames, 

are presented in Table 9. 

 
Table 9: Model evaluation results on the entire data set (4987 video frames). 

Input size (px) mAP F1 precision recall 

192 x 192  61.56% 0.63 0.94 0.47 

224 x 224 70.20% 0.68 0.95 0.53 

288 x 288 70.99% 0.75 0.94 0.62 

352 x 352 78.56% 0.78 0.92 0.67 

416 x 416 78.01% 0.81 0.90 0.73 

480 x 480 77.74% 0.81 0.86 0.76 

544 x 544 77.20% 0.81 0.84 0.78 

608 x 608 76.17% 0.79 0.79 0.79 

672 x 672 73.85% 0.75 0.74 0.77 

736 x 736 71.04% 0.73 0.70 0.75 

 

Furthermore, using the same annotated data, AUTH evaluated this parkour athlete neural 

object detector in the context of the 2D Visual Information Analysis S/W module of the 

MULTIDRONE system, which performs joint detection and tracking. Results are 

reported in terms of success at 0.5 IoU, i.e., the percentage of video frames where the 

predicted target ROI overlaps with the ground-truth ROI with an IoU of at least 0.5. 

Table 10 indicates that performance is comparable to the Recall rates presented in Table 

9. The developed module is able to locate the target in cases where the detector fails and 

achieves near perfect tracking. 

 
Table 10: Joint detection/tracking results on five parkour sequences, using the 2D Visual Information Analysis 

S/W module. 

video Success@0.5 

parkour_1 88.67 

parkour_2 100 

parkour_3 94.87 

parkour_4 100 
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parkour_5 96.71 

average 96.05 

In summary evaluation of detection and tracking approaches as well as evaluation of the 

overall system (2D Visual Information Analysis ROS module) on data from the 

experimental productions showed that they perform very well in real-world situations. 

2.2.3 Visual information analysis 

Validation of the MULTIDRONE modules and functionalities concerning visual 

information analysis included testing and evaluating the performance of the Visual 

Semantic Analyzer ROS module, developed by AUTH, on part of the experimental 

production footage acquired at Seville which depicts human crowds. The output of this 

modules (2D crowd heatmaps) serves as input to the Semantic Map Manager node. 

Validation was performed according to the specifications prescribed in Section 7.4.2 of 

[D6.1]. 

In total, 3 videos were captured using a flying UAV camera, where human crowd 

is depicted from various altitudes and viewing angles. In order to evaluate the Visual 

Semantic Analyzer module, AUTH manually annotated a sample of video frames from 

each video with their ground-truth crowd region. The module was separately evaluated 

with two neural models: the one reported in [D4.1] (trained for classification on aerial 

visual data actually depicting human crowds) and the one reported in [D4.3] and [D5.5] 

(trained for semantic image segmentation on non-aerial visual data from public datasets 

depicting people). The former/latter model is designed for high/low altitudes, 

respectively. Two evaluation modes were completed, according to the specifications 

previously outlined in Section 7.4.2.3 of [D6.1]: a subjective one and an objective one. 

The employed metrics for the objective evaluation were the Intersection-over-Union 

(IoU) and crowd pixel recall. The crowd pixel recall metric (where high recall implies a 

low number of false negative detections) offers the opportunity to validate that all crowd 

regions were detected by the developed models, which is the most crucial factor for 

ensuring UAV flight safety. 

The objective evaluation results are reported in Table 11, where the high-altitude 

and low-altitude crowd detection models are denoted by crowd_modelhigh
 

and 

crowd_modellow, respectively. 

 
Table 11: Crowd detection performance on the manually annotated human crowd dataset. 

 IoU (%) Recall (%) 

crowd_modelhigh 61.85 92.48 

crowd_modellow 82.45 88.20 

 

As seen in Table 11, both models demonstrated increased performance on the crowd 

pixel recall metric, proving that human crowd regions were successfully detected in both 

cases. Moreover, crowd_modellow showed increased performance on the IoU metric, 
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yielding 82.45% accuracy. The performance of the crowd_modelhigh model on the IoU 

metric is also satisfactory, considering the fact that crowd_modelhigh was trained to detect 

human crowds from very high altitudes where person detectors/segmentors fail to detect 

single persons, while all 3 videos captured in Seville depict human crowd from low and 

medium UAV altitudes. In addition, according to Section 7.4.2.3 of [D6.1], the Visual 

Semantic Analyzer module was evaluated using processing speed metrics (Node-Induced 

Latency and Output Frequency). Output Frequency was measured to be approximately 

9Hz on average, overly satisfying the requirement for publishing crowd heatmaps in 

frequency greater than 1Hz. Mean Node-Induced Latency was measured to be 95.6 msec 

Also, a subjective evaluation of the predicted crowd heatmaps was performed by 

employing M=5 subjects to rate the Visual Semantic Analyzer performance. All 3 

captured videos were overlaid with the corresponding crowd heatmaps, obtained by the 

Visual Semantic Analyzer module, to produce the final evaluation videos. Then, all 

subjects were asked to rate the quality of the results along the following graded scale: 

● poor (0% - 40%): The predicted crowd heatmaps rarely correspond to human 

crowd regions. 

● fair (40% - 60%): The predicted crowd heatmaps mostly correspond to human 

crowd regions. 

● good (60% - 75%): The predicted crowd heatmaps always correspond to human 

crowd regions but with acceptable accuracy (the predicted crowd regions do not 

accurately fit the ground truth crowd regions).  

● very good (75% - 90%): The predicted crowd heatmaps always correspond to 

human crowd regions with high accuracy (the predicted crowd regions fit the 

ground truth crowd regions satisfactorily).  

● excellent (90% - 100%): The predicted crowd heatmaps always correspond to 

human crowd regions with excellent accuracy (the predicted crowd regions fit the 

ground truth crowd regions almost perfectly).  

An example video frame of the evaluation videos can be seen in Figure 25. According to 

this protocol, the mean perceived quality of the predicted crowd heatmaps is 86%. The 5 

subjects additionally made the following comments: 

● Subject 1: Despite some false positives, the crowd regions were successfully 

detected. The detected crowd regions boundaries could be more accurate.  

● Subject 2: The crowd regions were successfully detected, but there were some 

false positives. 

● Subject 3: The predicted crowd heatmaps accurately fitted the ground truth crowd 

regions. 

● Subject 4: The human crowd regions were accurately detected. However, some 

false positives also occurred. 

● Subject 5: The detected regions are mostly of satisfactory quality for 3D back-

projection purposes. The main problem lies in a few false positive detected crowd 

regions, but their mostly negligible on-frame area/size renders this issue 

secondary. 

 In summary, the Visual Semantic Analyzer module fulfilled all requirements both 

in terms of crowd detection accuracy and processing speed. The results on the IoU and 
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crowd pixel recall metrics, as well as the ones of the subjective evaluation, showed that 

the predicted crowd regions accurately fitted the corresponding ground-truth human 

crowd areas. Also, the requirement for publishing crowd heatmaps in frequency greater 

than 1Hz was satisfied. 
 

 
Figure 25: Predicted crowd heatmaps of an example video frame. 

 

2.5 Technical testing and validation of the integrated 

MULTIDRONE system 

This section describes the testing and validation results regarding the integrated 

MULTIDRONE system that was delivered within WP5. The specific focus of WP5 was 

on: 

 

● Drone platform implementation; 

● Ground infrastructure implementation; 

● Development of human-in-the-loop HCI/HRI tools and the 

● Final overall MULTIDRONE system integration and maintenance 

 

2.5.1 Drone platform implementation 

 

Drone hardware implementation 

 

The component list and the architecture evolved through the project for improvements 

and workarounds of issues that happened especially during integration sessions, and 

experimental media productions and final tests. All the components on each drone were 

physically integrated and individually tested during the assembly of the drones, ready to 

receive the MULTIDRONE system. A more detailed description alongside the individual 

tests performed are in [D5.5]. During the experimental media productions drone 
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hardware performed well although incidents with components failures (e.g. camera lens 

mechanism) or crashes (mainly during the on-site tests, before the actual productions / 

mock-ups) did happen (for more details refer to [D6.3]). However, these failures were 

deemed to be “natural” for such an experimental prototype and were dealt on the spot 

with appropriate actions and spare parts 

 

Onboard software implementation 

 

All the software modules designed to run on the drones are completely developed and 

integrated. As reported in [D5.5], almost all the defined functional tests were passed 

successfully. Thus, we can say that the on-board software is validated. Also, during the 

sessions in Germany and Spain on-board software modules that were tested performed 

well (see also Sections 2.1 and 2.4 above). 

 

2.5.2 Ground infrastructure implementation 

This section covers tests that have been realised in order to validate the proper 

functioning of the supervision station within the complete Multidrone system. It does not 

include unitary tests that have been realised as described in a previous deliverable. 

The following tests and validations cover the supervision station itself (Table 12) and the 

video streaming functionalities (Table 13), that are described in Deliverables D2.2 and 

D2.3. 

Table 12: Supervision station test and validation status 

  Test objective Test realised 

On-Ground 

and/or On-Air 

Qualitative 

result (OK or 

KO) or 

quantitative 

result (value) 

Mission reception This test aims at checking that the 

supervision station is able to 

receive a mission plan, decode it 

and display it on the map so that 

the operator can analyse it. 

On-Ground & 

On-Air 

  

OK 

Mission 

acknowledgment 

This test aims at checking that the 

supervisor is able to check and 

validate the safety of the flight plan 

that originates from the Shooting 

Mission and give the “go” or “no 

go” message to the mission 

controller. 

On-Ground & 

On-Air 

  

OK 
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Mission 

interruption 

This test aims at checking that the 

supervisor is able to interrupt a 

mission at any moment. 

Not tested 

within the 

complete 

system. 

Just tested in 

simulation with 

a reduced 

system. 

  

  

Not fully 

realised. 

Telemetry 

reception 

This test aims at checking that all 

telemetry information are correctly 

received, decoded and displayed 

within the supervision station. 

Telemetry information follows 

MAVLINK 2 protocol. 

On Ground & 

On Air 

  

 OK 

Automatic action 

triggering based 

on telemetry data 

This test aims at checking that, 

based on telemetry monitoring, 

automatic actions or action 

propositions to the operator are 

well triggered. 

On Ground 

(partially – As 

it is not 

possible on-

ground to 

generate all 

cases) 

All cases have 

been tested in 

simulation. 

  

  

OK 

 

  

 

Table 13: Video streaming test and validation status 

  Test objective Test realized on-

ground and/or on 

air 

Result 
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Mission camera 

video stream 

reception 

This test aims at checking 

video streaming 

(acquisition, compression, 

streaming, reception, 

decoding and display) for 

a Full HD, 30 fps  

@4Mbps video stream 

On Ground & 

On Air 

  

  

 OK 

Navigation 

camera video 

stream reception 

This test aims at checking 

video streaming 

(acquisition, compression, 

streaming, reception, 

decoding and display) for 

a VGA, 30fps @1.5 Mbps 

video stream 

On Ground   

  

OK 

Video streaming 

latency 

measurements 

This test aims at 

measuring the end-to-end 

latency (from acquisition 

within the UAV up to 

display on supervision 

station, including radio 

link latency) 

On Ground Minimal ~300 ms 

Maximal. ~500ms 

to ensure good 

video quality 

On-board 

images 

publication 

This test aims at checking 

that images (VGA @ 

30fps) published via a 

ROS node for on board 

video analysis are well 

published and received by 

video analytics SW 

developed by AUTH. 

On Ground & 

On Air 

  

 

OK 

Video streams 

broadcast 

This test aims at checking 

that any client (e.g. the 

Supervision Station or the 

Dashboard) is able to 

subscribe to any video 

stream through RTSP 

server. 

On Ground  

 

 

OK 
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Simultaneous 

Mission camera 

video streaming 

of 3 UAVs 

This test aims at checking 

that the system is able to 

stream simultaneously 3 

videos streams (3x4Mbps) 

we are able to any client 

(as the supervision station 

or the Dashboard) is able 

to subscribe to video 

stream through RTSP 

server. 

On Ground & On 

Air 

 

 

 

 

OK 

 

2.5.3 Development of human-in-the-loop HCI/HRI tools 

In order to perform communication between the Director’s Dashboard and the Mission 

Controller, we defined a set of RESTful services. The implementation was done through 

the ROStful framework.
2
 Table 14 summarises the implemented services with 

corresponding HTTP methods. 

 
Table 14: Dashboard and Mission Controller interface. All endpoints have the following prefix: 

http://<IP>:<PORT>/ros/mission_controller. 

Name Description Method Endpoint 

Event 

enrolment 

Send event XML to the Mission 

Controller. 

POST /send_event_xml 

Mission 

enrolment 

Send mission XML to the Mission 

Controller. 

POST /send_mission_xml 

Validation Request the Mission Controller to 

validate enrolled missions. 

POST /validation 

System status Request the Mission Controller for the 

status of the system, including 

information about enrolled events, the 

status of the missions and the status of 

the drones. 

GET /system_status 

Mission thread 

selection 

Notify the Mission Controller about the 

mission and shooting action sequences 

that the director wants to execute. 

POST /select_role 

Trigger events Notify the Mission Controller to take off 

the necessary drones (GET_READY 

event) or start the selected mission 

(ACTION event). 

POST /director_event 

                                                 
2
 https://github.com/pyros-dev/rostful (las accessed December 2019) 

https://github.com/pyros-dev/rostful
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Clear Delete from the Mission Controller all 

the information previously enrolled. 

POST /clear 

Abort Notify the Mission Controller to abort 

the running mission. All involved drones 

will receive a “go home and land” 

command.    

POST /abort 

 

The above services were tested on-site during the experimental media production 

sessions. All tests were passed successfully, with the corresponding services executing 

correctly. 

 

3 Conclusions 

In general, the results of the proof-of-concept testing and validation of the 

MULTIDRONE system on the three experimental media productions indicate both 

successful implementation of system components and functionalities and successful 

integration. All tested components related to WP3 and WP4 achieved satisfactory 

performance, in-line with the project specifications. Additionally, almost all system tests 

were passed successfully; therefore the MULTIDRONE system has been validated for 

media production purposes. 
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