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Executive Summary 
This deliverable, D7.4. Final dissemination & communication activities report & project 

newsletter, details the project dissemination and communication activities for M19-M36, and 

provides a review of the dissemination performance as well as a summary of the overall activities 

and success. As in the previous versions of this deliverable, it contains information on scientific 

publications describing the project’s achievements, project-related presentations at various 

events, keynote/invited talks and tutorials, the second Bristol Cinematography Workshop, the 

EUSIPCO 2019 Workshop that was organized by the project, as well as other means of 

dissemination used by the project such as the website and social media channels. The deliverable 

also includes the third newsletter, which will be actually published/distributed in January 2020, 

when the final project video is ready for publication as well. In general the project performed 

very well in terms of dissemination, organizing within its duration 6 tutorials, 2 summer schools, 

3 workshops and 4 short courses, delivering 27 invited / keynote talks, publishing 29 journal and 

51 conference papers and participating in numerous forums, trade fairs, exhibitions and other 

events. The volume and appeal of its dissemination actions through its website social media 

accounts was also very good. 
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1 Introduction 

The aim of the MULTIDRONE project was to develop an innovative, intelligent, multi-

drone platform for media production to cover outdoor events, typically held over wide areas. 

Disseminating and communicating the MULTIDRONE results and activities to various industry 

sectors, academia and the general public through dissemination and communication actions was 

an important element of the project. This Deliverable (D7.4) provides an overview of the 

activities that took place in M19-M36 as well as a review of the overall performance.  

1.1 Purpose of the Deliverable 

Making the results of a project like MULTIDRONE known beyond the reach of just the 

consortium is an important part of each research project. Disseminating and communicating 

activities helps in getting new support, new ideas and distributing the results of the project to 

potential parties of interest, like media companies or industry leads who might want to pick up on 

the work done in the project. But of course they are also of interest to the general public, hence 

it’s important to make the results widely available. 

The MULTIDRONE dissemination and communication plan has been laid out in deliverable 

D7.1 “Dissemination Plan” (M3). The main aims of the activities described in that plan were to:  

● Maximize awareness of the project and its results among the target audiences. In more 

detail, this is to be achieved by: a) sharing project-related foreground with the scientific 

community, mainly through scientific publications but also through special sessions, 

invited talks and tutorials; b) disseminating the project results to the private/industrial 

sector and highlight the project’s potential impact to the industry; c) communicating the 

project objectives and activities to the general public in order to stimulate the interest of 

the general public in robotics, multi actor systems, media analysis and computer vision; 

● reach high levels of interaction with the robotics and drone research community as well as 

the relevant industries; 

● showcase effectiveness of the envisioned solution for multiple drone usage in media 

production; 

● publicize the EU support for state-of-the-art research in multi-actor systems and other 

areas that will be tackled by the project; 

● promote scientific potential as a positive force towards European integration that caters 

for the well-being of its citizens. 

In this Deliverable, the dissemination and public awareness activities held during months 

M19-M36 of the MULTIDRONE project, in accordance to the above-mentioned dissemination 

plan, are presented and metrics and observations regarding the performance of the dissemination 

effort are provided. The document also takes a look at the overall dissemination and 

communication performance throughout the project and includes the 3
rd

 project newsletter.  

1.2 Methodology and Structure of the Deliverable 

The deliverable is structured in three main parts: a) actions performed in M19-M36 in 

accordance to the dissemination plan, b) evaluation of the effectiveness of these actions, c) a 
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summary of the overall dissemination efforts. The list of Sections is as follows: Dissemination 

and communication actions performed during the reporting period are described in Sections 2 to 

18, which comprise the core of this deliverable. Such actions include continuous update and 

usage of the project website and social media accounts, scientific publications in journals and 

conferences, participation at events, organized keynote talks and tutorials, the workshop on drone 

cinematography, etc. An overall review and summary are provided in Sections 19 & 20. Finally, 

Appendices I and II contain the 3rd project newsletter and the full text of the produced 

publications, respectively. 
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2 Summary of Performed Actions M19-M36 

During M19-M36, the following dissemination and communication activities took place:  

● Continuous update of the project website with regular postings (news, deliverables, 

progress, presentations, events, publications, short articles etc.).   

● Usage of different social media accounts to continuously promote the project and 

distribute the results.   

● Publication (or acceptance) of 19 papers in important scientific journals and 27 papers to 

high quality, well established international scientific conferences. 

● Dissemination of the project research and development aims and results to interested 

groups through 16 keynote speeches and invited lectures and participation into 3 events 

and workshops. 

● Organization ofseveral tutorials, workshop, short course and one summer school. 

● Continued engagement on the ICARUS Special Interest Group on drone technologies and 

AI / computer vision that organized lectures and fostered small research projects for 

participating students. 

● Usage of project banners, posters and flyers to create awareness of the project at 

dissemination events. 

● Presentation of the project for one external news site and within a university lab 

presentation 

● Organization of a number of public awareness activities. 

● Collaboration with other EU funded projects 

● Preparation of the 3nd version of the MULTIDRONE newsletter, which gives an 

overview of the MultiDrone experimental drone productions performed during the 

evaluation weeks.  

These activities are detailed in the following Sections. 
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3 Project Website and Social Media Channels 

3.1 Project Website 

Just as in the previous months, the project website has been used to publish updates on the 

project’s activities and progress during the last 17 months (M19-M36). Following the 

dissemination strategy, the website was used as the central information hub for people interested 

in the project’s work and progress. Hence the publications on the blog covered a wide range of 

things from insights into the work of MULTIDRONE, to public appearances and public 

deliverables and results. 

 
Figure 1: The first page of the project website 

There were a total of 17 articles posted between M19 and M36 (with at least one update 

still coming in January 2020), some of them on MULTIDRONE events (such as the Second 

Bristol Drone Cinematography Workshop or consortium meetings), others covering the 

MULTIDRONE development (such as the ones about the evaluation weeks). Additionally the 

project added the most recent public deliverables and amended the list of publications done by 

project partners. 

https://multidrone.eu/2019/12/19/second-bristol-drone-cinematography-workshop/
https://multidrone.eu/2019/12/19/second-bristol-drone-cinematography-workshop/
https://multidrone.eu/2019/10/09/multidrone-test-weeks/
https://multidrone.eu/deliverables/
https://multidrone.eu/publications/
https://multidrone.eu/publications/
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Figure 2: Examples of articles and publications on the website 

Overall, these activities led to a total of some 8500 visits to the website and roughly 

16600 page views (~14000 unique) between M19 and M36. In comparison to the previous 

period, this is an increase of 130% in terms of visits (M10-M18: 3700 visits) and 107% (118%) 

in terms of page views (M10-M18: ~8000 page views/~6300 unique). 

 

 M1 - M9 M10 - M18 M19 - M36 Period 1→ 2 Period 2→ 3 

visits to the 

website 

1400 3700 8515 ↗️ 164% ↗️ 130% 

page views 3400 8000 16586 ↗️ 135% ↗️ 107% 

unique page 

views 

2500 6300 13761 ↗️ 152% ↗️ 118% 

Table 1: Overview of visits to the website between M1 - M9, M10 - M18 and M19-M36 

This is a good development as it shows a continuing interest in the project and the news 

about the work MULTIDRONE also in the third period of the project, even though the growth is 

a bit smaller than in the previous periods. Looking at the visits and views per month, it is also in 

line with and even above with the KPIs set out in the D7.1 Dissemination Plan.  As the goal was 

to reach more than 200 visits per month, we exceeded that for M19-M36 with an average of 473 

visits/month, slightly above the last period (M10 - M18: ~411 visitors/month).The same is true 

for the actual page views, were we were able to increase the average again from the second 

period (M10 - M18: 889 views/month) to the third (M19 - M36: ~921 views/month) as can be 

seen in table 2. 
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 KPI M1 - M9 M10 - M18 M19 - M36 

∅ visits to the 

website 

> 200/month ∅ 155/month ∅ 411/month ∅ 473/month 

∅ page views > 800/month ∅ 378/month ∅ 889/month ∅ 921/month 

Table 2: Comparison of current visits to website with KPIs 

The numbers show that the consortium managed to keep the interest of people at a good 

level throughout the project. Certainly the numbers could have been even higher, especially as 

most visits seem to be linked to specific events. A more consistent readership throughout the 

whole period would have been desirable, but with an increase in events, the peaks were also more 

common than in the previous reporting period. 

 
Figure 3: Visits to the MULTIDRONE Blog over the period of M19 - M36 

Again, we took a closer look at what visitors were most interested in on the website. 

While during M10-M18 the most popular page was the event presentations, this changed in M19-

M36, with the page and the datasets moving up to first place, soon followed by the publications 

in third place. Still the short description of the project was in high demand, just as in the previous 

period. 

 

 
Figure 4: Pages on the MULTIDRONE blog by popularity between M19 - M36 

This can be interpreted as a clear interest in hands-on experience, results and advice. 

Visitors want the data, gathered in the project, as well as learnings from the work that was 

performed. The increased interest in the publications and deliverables is also quite normal for this 

stage of the project, as there are more tangible details to be expected towards the end of a 

research project. Overall, it is a good turnout regarding the distribution of the results of 

MultiDrone. 
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3.2 Social Media 

The use of the social media accounts for MULTIDRONE was still closely connected to the 

MULTIDRONE Website in the last period, just as before. As described in the D7.1 

Dissemination Strategy, the channels both serve to complement the website, by sharing the news 

posted on the site, but are also a means to connect to an audience, keep in touch with other 

researchers and share and discuss similar research and interesting articles or videos. 

In M19 - M36, the project has continued making use of Twitter and LinkedIn, just as in 

previous periods. The Facebook channel, set up in the first half of the project for the live 

distribution of drone flights has been kept alive, but not used any further. Still it has been an 

access point for some people to find out more about the MULTIDRONE project. With more 

videos being produced in the project during actual test-flights of the MULTIDRONE drones and 

during the evaluation weeks, the YouTube channel has seen an uptake in usage in M19-M36, 

which also shows in the user numbers accessing the videos. 

In the following we will take a closer look at all channels and describe the usage and give 

insights into the success of each individual channel. 

 

3.2.1 Twitter 

The consortium continued using the twitter channel as before, on a regular basis, almost 

daily basis, specifically around events like the MultiDrone Test Weeks or the Bristol Drone 

Cinematography Workshop. It was also used to alert people about new postings on the website 

but is also the hub to share articles and other insights into the research field around 

MULTIDRONE.  
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Figure 5: MULTIDRONE Twitter Channel 

During the last period the channel audience grew to a total of 219 Followers, which in 

comparison to the previous numbers (After M9 ~70 followers, after M18 ~113 followers) is an 

increase of about 94%. Over the period of M19 - M36, around 420 Tweets were sent, (M10 - 

M18: 160 Tweets), leading to an increase in impressions to almost 140000 for this third period, 

marking an increase to the previous period (~36000) of around 280%. 
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Figure 6: Example of followers of the MULTIDRONE account 

The newly added followers from the third period again cover a wide range of people, 

many with a clear focus on drones, robotics and research, some industry and media contacts, but 

also a more general audience represented through smaller accounts, with no clear focus on the 

previous topics. 

 

 KPIs M1-M9 M10-M18 M19-M36 

Tweets/month >10 ~9 ~18 ~24 

Followers >100  

(in year 1) 

~70  

(of 68 per KPI) 

~43  

(of 58 per KPI) 

~106 

Follower Growth 50%/per year not directly 

applicable 

not directly 

applicable 

not directly 

applicable 

Retweets >15% 95% (76 RTs) 23% (37 RTs) 32% (133 RTs) 

Mentions/month >5 ~10 ~3 ~2 

Favorited Tweets >10% 111% (89 Likes) 48% (76 Likes) 75% (315 Likes) 

Table 3: Comparison of KPI with twitter figures from M1 – M9, M10 - M18 and M19 – M36 

Overall, the numbers from the third period match with the planned KPIs set in the D7.1 

(see Table 3 -taking into account that these were set for 12-month reporting periods). When it 

comes to mentions of the account we stay behind our own expectations, we wish it would have 

been more discussion about MultiDrone. But when looking at the engagement through Retweets 

and Likes, we do get a good result. 
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3.2.2 LinkedIn 

MULTIDRONE uses LinkedIn both as a digital business card as well as a way to share 

articles and posts from its blog to a more scientific and industrial community (see Figure 7). 

Based on the nature of LinkedIn, this makes a lot of sense as the network is seen as a digital CV 

for people and projects.  

 
Figure 7: Screenshot of the LinkedIn Account with a cross post from the website 

In terms of connection, the Linkedin channel has made good progress over the last period. 

But it fits the main purpose of the account, being a connection point for people interested in the 

work of the MultiDrone Project and to share business related ideas. The number of connections 

has hence risen to a total of 104 - which is an increase of 73% compared to the 60 connections 

the project had at the end of M18. Among those contacts are a lot of members of the scientific 

community, mainly coming through the scientific partners in the project. Another large part are 

members of the drone industry, who are interested in the work of MULTIDRONE (see Figure 8). 
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Figure 8: Example of LinkedIn Connections from the different communities 

The shared articles, cross-posts from the weblog, do not create a lot of interaction on 

LinkedIn, but they do attribute a bit to the visits on the blog as can be seen in Figure 9 - also 

showing a slight increase in this period (8%) compared to the previous one (4%). 

 
Figure 9: Overview of how social networks attribute to the visits of the blog 

3.2.3 YouTube 

The MultiDrone YouTube Channel had already been set up during the first half of the 

project. But as there wasn’t much video material to publish (besides a few first simulation 

videos), the channel didn’t get a lot of attention during the first months. Between M19 and M36, 

the channel was used to publish the videos from the experimental drone productions with DW 

support. Up to the point of writing, four longer videos have been made available here from the 

experimental drone productions and the evaluation week, as well as several smaller excerpts from 

the simulation exercises performed by the University of Bristol. One more video is going to be 

uploaded in January, which is the behind-the-scenes production video from the evaluation weeks 
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in Bothkamp, Germany and Sevilla, Spain. This video has not been finalised yet and is still being 

edited. 

The numbers quickly show that the experimental video production videos were the most 

popular among the MultiDrone audience. The documentary from the first “Rund um Wannsee” 

rowing event reached more than 1100 views since its upload. This is directly followed by the first 

experimental production on the Meteora cloisters in Greece, which reached around 800 views 

since its upload. The third video in the list is the first demo produced by the University of Bristol 

to showcase the possibilities of their drone simulations engine, which gathered around 210 views. 

 
Figure 10: Analytics for the first “Rund Um Wannsee” video on youtube 

 
Figure 11: Analytics for the Meteora video on youtube 

https://www.youtube.com/watch?v=SRBimRWq_2o
https://www.youtube.com/watch?v=SRBimRWq_2o
https://www.youtube.com/watch?v=lfCzSwhjBj8&t=2s
https://www.youtube.com/watch?v=lfCzSwhjBj8&t=2s
https://www.youtube.com/watch?v=9R5bnsM9_eI
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Figure 11: Analytics for the Meteora video on youtube 

 
Figure 12: Analytics for the first simulation demo video on youtube 

Comparing the last two uploaded videos, again it becomes clear how much people prefer 

well produced videos (like the documentaries on Rund um Wannsee and Meteora) over just short 

snippets from simulations or test flights. While the video from the technical test flights back in 

June 2019 has only gathered around 95 views since upload, the teaser for the final behind-the-

scenes video about the evaluation weeks, uploaded on December 19th, has already gathered 61 

views (see Figure 13). This is promising in regards to the final version of the video, to be 

published in January 2020, when the final editing is completed. 

 
Figure 13: Comparison of analytics for the last two uploaded videos 

Overall, these numbers can be considered good results in terms of popularity, especially 

since the number of videos published overall wasn’t very high. Most youtube channels publish on 

a more regular basis, leading to better recommendations through the system and hence to more 

followers and higher viewer numbers. In the MultiDrone project, the youtube channel was mainly 

used to embed the videos in articles on the blog and to have a project branded location to publish 

videos. Since the focus of the project was not to produce a constant stream of videos, the results 

are within the expected parameters.  

 

3.2.4 Facebook 

As already reported in the previous version of this document, the project had set up a 

Facebook channel to be able to live broadcast a drone flight it performed as part of a demo at the 

Deutsche Welle Global Media Forum in 2017. Since the technical challenges during the 

production of the MultiDrone demos and evaluation weeks were already high enough, it was 
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decided against adding even more complexity by trying to live broadcast the autonomous drone 

flights through facebook as well. Furthermore, to really have a successful Facebook page and to 

feed the algorithm properly, a constant stream of content is necessary. This is hard to fulfill in 

such a distributed project with so many levels of complexity. It was hence decided to not use the 

facebook page any longer. But the project kept the page open as a landing page. And while not 

bringing in large numbers of followers a few contacts and connections were actually still made 

through the static information available on Facebook, as can be seen in Figure 9 - the connections 

to the project website through Facebook. 
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4 Project Newsletter – Third edition 

The Consortium has also prepared a newsletter to be sent out to its audience, to inform about 

the latest developments and results from the project. The focus of this third newsletter is on the 

latest technical developments and especially on the final integration and the evaluation weeks, 

both in Germany and Spain, reporting about the events with a behind-the-scenes look. The 

newsletter is already ready to be sent out, but the actual emailing date has been postponed to 

January 2020 to ensure a larger reach (after the holidays) and to be able to include the final 

version of the behind-the-scenes video from the evaluation weeks. 

The following screenshots show the third edition, as it will be distributed through the 

MultiDrone Mailing list, as well as through partner newsletters, email lists, websites and social 

channels. The full text of the newsletter (excluding the link to the video and with somewhat 

inferior formatting than the one that will be actually emailed, due to the fact that the latter was 

typeset in a software tool tailored for creating formatted emails/newsletters) can be also found in 

Appendix I.  

 

 
Figure 14: Screenshots from the 3rd edition of the newsletter 
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5 Materials (Banner, Poster, Flyer) 

During the early phase of the project, a set of flyers, posters and banners was designed for 

MULTIDRONE to be used at different events. These materials were made available for all 

partners in a digital form to be printed per usage scenario. On of such scenarios was the Deutsche 

Welle Global Media Forum 2017, where two banners and posters were put to use as described in 

D7.2. The project flyer was also distributed in various events such as the ICCV 2017 tutorial.  

During the second half of the project a MULTIDRONE brochure was designed, using 

updated insights and first results from the project’s work. The brochure was developed as a fold-

up version, giving people a brief introduction to the project and who was behind it on the outside 

(Figure 15) and more details about the work done in the project and the expected outcomes on the 

inside (Figure 16). 

 

 
Figure 15: MultiDrone Project Brochure - front 

The brochure was distributed among the MultiDrone Consortium partners in a digital format that 

allowed everyone to easily print and use the brochure at events, fares or other engagements with 

interested audiences. One such event was for example the second Bristol Drone Cinematography 

workshop. 
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Figure 16: MultiDrone Project Brochure –back 
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6 Publications 

6.1 Journal Papers 

During this period MULTIDRONE partners published 19 papers in international scientific 

journals. The full text of all papers can be found via the links in the document or on the project 

website. In total (M1 - M36), the project has published 29 journal papers, a figure that shows that 

the high standards set in terms of excellence in research and dissemination were fully met.   

Journal publications 

Title:High-Level Multiple-UAV Cinematography Tools for 

Covering Outdoor Events 

Authors:I. Mademlis, V. Mygdalis, 

N.Nikolaidis, M. Montagnuolo, F. Negro, A. 

Messina and I.Pitas 

Journal:IEEE Transactions on Broadcasting Details: 31 January 2019,  

Vol. 65 , pp. 627 - 635 

DOI: https://doi.org/10.1109/TBC.2019.2892585 

 

Impact factor: 4.34 

Description: Camera-equipped unmanned aerial vehicles (UAVs), or “drones,” are a recent addition to 

standard audiovisual shooting technologies. As drone cinematography is expected to further revolutionize 

media production, this paper presents an overview of the state-of-the-art in this area, along with a brief 

review of current commercial UAV technologies and legal restrictions on their deployment. A novel 

taxonomy of UAV cinematography visual building blocks, in the context of filming outdoor events where 

targets (e.g., athletes) must be actively followed, is additionally proposed. Such a taxonomy is necessary for 

progress in intelligent/autonomous UAV shooting, which has the potential of addressing current technology 

challenges. Subsequently, the concepts and advantages inherent in multiple-UAV cinematography are 

introduced. The core of multiple-UAV cinematography consists in identifying different combinations of 

multiple single-UAV camera motion types, assembled in meaningful sequences. Finally, based on the defined 

UAV/camera motion types, tools for managing a partially autonomous, multiple-UAV fleet from the 

director's point of view are presented. Although the overall focus is on cinematic coverage of sports events, 

the majority of our contributions also apply in different scenarios, such as movies/TV production, 

newsgathering, or advertising. 

 

Title:Autonomous UAV Cinematography: A Tutorial and a 

Formalized Shot-Type Taxonomy 

Authors:I. Mademlis, N.Nikolaidis, A.Tefas, 

I.Pitas, T. Wagner and A. Messina 

Journal:ACM Computing Surveys Details:  October 2019,  

vol. 52, issue 5, pp. 105:1-105:33 

DOI: https://doi.org/10.1145/3347713 

 

Impact factor: 6.13 

Description: The emerging field of autonomous UAV cinematography is examined through a tutorial for 

non-experts, which also presents the required underlying technologies and connections with different UAV 

application domains. Current industry practices are formalized by presenting a UAV shot-type taxonomy 

composed of framing shot types, single-UAV camera motion types, and multiple-UAV camera motion types. 

Visually pleasing combinations of framing shot types and camera motion types are identified, while the 

presented camera motion types are modeled geometrically and graded into distinct energy consumption 

classes and required technology complexity levels for autonomous capture. Two specific strategies are 

http://poseidon.csd.auth.gr/papers/PUBLISHED/JOURNAL/pdf/2019/Mademlis_IEEE_Trans.pdf
http://poseidon.csd.auth.gr/papers/PUBLISHED/JOURNAL/pdf/2019/Mademlis_IEEE_Trans.pdf
http://poseidon.csd.auth.gr/papers/PUBLISHED/JOURNAL/pdf/2019/Mademlis_ACM_Computing_Surveys_2019.pdf
http://poseidon.csd.auth.gr/papers/PUBLISHED/JOURNAL/pdf/2019/Mademlis_ACM_Computing_Surveys_2019.pdf


 

D7.4: Final dissemination & communication activities report & project newsletter 

 

MULTIDRONE Grant Agreement No 731667 25 

  

 

prescribed, namely focal length compensation and multidrone compensation, for partially overcoming a 

number of issues arising in UAV live outdoor event coverage, deemed as the most complex UAV 

cinematography scenario. Finally, the shot types compatible with each compensation strategy are explicitly 

identified. Overall, this tutorial both familiarizes readers coming from different backgrounds with the topic 

in a structured manner and lays necessary groundwork for future advancements. 

 

Title:Shot Type Constraints in UAV Cinematography for 

Autonomous Target Tracking 

Authors:I. Karakostas, I. Mademlis, 

N.Nikolaidis and I.Pitas 

Journal:Elsevier Information Sciences Details:  06 August 2019, vol. 506, pp. 273-294 

DOI: https://doi.org/10.1016/j.ins.2019.08.011 

 

Impact factor: 5.5 

Description: During the past years, camera-equipped Unmanned Aerial Vehicles (UAVs) have 

revolutionized aerial cinematography, allowing easy acquisition of impressive footage. In this context, 

autonomous functionalities based on machine learning and computer vision modules are gaining ground. 

During live coverage of outdoor events, an autonomous UAV may visually track and follow a specific target 

of interest, under a specific desired shot type, mainly adjusted by choosing appropriate focal length and 

UAV/camera trajectory relative to the target. However, the selected UAV/camera trajectory and the object 

tracker requirements (which impose limits on the maximum allowable focal length) affect the range of 

feasible shot types, thus constraining cinematography planning. Therefore, this paper explores the interplay 

between cinematography and computer vision in the area of autonomous UAV filming. UAV target-tracking 

trajectories are formalized and geometrically modeled, so as to analytically compute maximum allowable 

focal length per scenario, to avoid 2D visual tracker failure. Based on this constraint, formulas for 

estimating the appropriate focal length to achieve the desired shot type in each situation are extracted, so as 

to determine shot feasibility. Such rules can be embedded into practical UAV intelligent shooting systems, in 

order to enhance their robustness by facilitating on-the-fly adjustment of the cinematography plan. 

 

Title:3D Object Pose Estimation using Multi-Objective 

Quaternion Learning 

Authors:C. Papaioannidis and I.Pitas 

Journal:IEEE Transactions on Circuits and Systems for 

Video Technology 

Details: 17 July 2019 

DOI: 10.1109/TCSVT.2019.2929600 

 

Impact factor: 4.06 

Description: In this work, a framework is proposed for object recognition and pose estimation from color 

images using convolutional neural networks (CNNs). 3D object pose estimation along with object 

recognition has numerous applications, such as robot positioning vs a target object and robotic object 

grasping. Previous methods addressing this problem relied on both color and depth (RGB-D) images to 

learn low-dimensional viewpoint descriptors for object pose retrieval. In the proposed method, a novel 

quaternion-based multi-objective loss function is used, which combines manifold learning and regression to 

learn 3D pose descriptors and direct 3D object pose estimation, using only color (RGB) images. The 3D 

object pose can then be obtained either by using the learned descriptors in a Nearest Neighbor (NN) search, 

or by direct neural network regression. An extensive experimental evaluation has proven that such 

descriptors provide greater pose estimation accuracy compared to state-of-the-art methods. In addition, the 

learned 3D pose descriptors are almost object-independent and, thus, generalizable to unseen objects. 

Finally, when the object identity is not of interest, the 3D object pose can be regressed directly from the 

network, by overriding the NN search, thus, significantly reducing the object pose inference time. 

 

Title:Exploiting Multiplex Data Relationships in Support 

Vector Machines 

Authors:V. Mygdalis, A.Tefas and I.Pitas 
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Journal:Elsevier Pattern Recognition Details: 01 August 2018, vol. 85, pp. 70-77 

DOI: https://doi.org/10.1016/J.PATCOG.2018.07.032 

 

Impact factor: 5.98 

Description: In this paper, a novel method for introducing multiplex data relationships to the SVM 

optimization process is presented. Different properties about the training data are encoded in graph 

structures, in the form of pairwise data relationships. Then, they are incorporated to the SVM optimization 

problem, as modified graph-regularized base-kernels, each highlighting a different property about the 

training data. The contribution of each graph-regularized kernel to the SVM classification problem, is 

estimated automatically. Thereby, the solution of the proposed modified SVM optimization problem lies in a 

regularized space, where data similarity is expressed by a linear combination of multiple single-graph 

regularized kernels. The proposed method exploits and extends the findings of Multiple Kernel Learning and 

graph-based SVM method families. It is shown that the available kernel options for the former can be 

broadened, and the exhaustive parameter tuning for the latter can be eliminated. Moreover, both method 

families can be considered as special cases of the proposed formulation, hereafter. Our experimental 

evaluation in visual data classification problems denote the superiority of the proposed method. The obtained 

classification performance gains can be explained by the exploitation of multiplex data relationships, during 

the classifier optimization process. 

 

Title:Autonomous Unmanned Aerial Vehicles 

Filming In Dynamic Unstructured Outdoor 

Environments 

Authors:I. Mademlis, N. Nikolaidis, A. Tefas, I. 

Pitas, T. Wagner and A. Messina 

Journal:IEEE Signal Processing Magazine Details: 25 December 2018,  

Vol. 36 , No. 1, pp. 147 - 153 

DOI: https://doi.org/10.1109/MSP.2018.2875190 Impact factor: 7.6 

Description: The recent mass commercialization of affordable unmanned aerial vehicles (UAVs), known as 

drones, has significantly altered the media production landscape, allowing for the easy acquisition of 

impressive aerial footage. Relevant applications include the production of movies, TV shows, or commercials 

as well as the filming of outdoor events or news stories. In the near future, increased drone autonomy is 

expected to reduce shooting costs and shift focus to the creative process, rather than the minutiae of UAV 

operation. This article introduces and surveys the emerging field of autonomous UAV filming and 

familiarizes the reader with the inherent signal processing aspects and challenges. 

Title: Graph Embedded Convolutional Neural 

Networks in Human Crowd Detection for Drone 

Flight Safety 

Authors: M. Tzelepi and A. Tefas 

Journal: IEEE Transactions on Emerging  

Topics in Computing 

Details: 04 March 2019 

DOI: https://doi.org/10.1109/TETCI.2019.2897815 Impact factor: 0.65 

Description: In this paper, we propose a novel human crowd detection method that uses deep convolutional 

neural networks for drone flight safety purposes. The first contribution of this paper is to provide lightweight 

architectures, as restricted by the computational capacity of the specific application, capable of effectively 

distinguishing between crowded and non-crowded scenes from drone-captured images, and provide crowd 

heatmaps which can be used to semantically enrich the flight maps by defining no-fly zones. The second 

contribution of this paper is to propose a novel generic regularization technique, based on the graph 

embedding framework, applicable to different deep architectures for generic classification problems. The 

experimental validation is performed on a new dataset constructed for the task of human crowd detection 

from drone-captured images, and indicates the effectiveness of the proposed detector, as well as of the 

proposed regularizers in terms of classification accuracy. Finally, since the proposed regularization scheme 

is applicable in generic classification problems, we have also conducted experiments on two additional 
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datasets, where the enhanced performance of the regularizers is also validated. 

Title: Deep autoencoders for attribute preserving 

face de-identification 

Authors: P. Nousi, S. Papadopoulos, A. Tefas and I. 

Pitas 

Journal: Elsevier Signal Processing: Image 

Communication 

Details: 15 November 2019 

DOI: https://doi.org/10.1016/j.image.2019.115699 Impact factor: 2.81 

Description: The mass availability of mobile devices equipped with cameras has lead to increased public 

privacy concerns in recent years. Face de-identification is a necessary first step towards anonymity 

preservation, and can be trivially solved by blurring or concealing detected faces. However, such naive 

privacy protection methods are both ineffective and unsatisfying, producing a visually unpleasant result. In 

this paper, we tackle face de-identification using Deep Autoencoders, by fine-tuning the encoder to perform 

face de-identification. We present various methods to finetune the encoder in both a supervised and 

unsupervised fashion to preserve facial attributes, while generating new faces which are both visually and 

quantitatively different from the original ones. Furthermore, we quantify the realism and naturalness of the 

resulting faces by introducing a diversity metric to measure the distinctiveness of the new faces. 

Experimental results show that the proposed methods can generate new faces with different person identity 

labels, while maintaining the facelike nature and diversity of the input face images. 

Title: Training lightweight deep convolutional 

neural networks using bag-of-features pooling 

Authors: N. Passalis and A.Tefas 

Journal: IEEE Transactions on Neural Networks 

and Learning Systems 

Details: 24 October 2018, pp. 1705 - 1715 

DOI: https://doi.org/10.1109/TNNLS.2018.2872995 Impact factor: 11.68 

Description: Convolutional neural networks (CNNs) are predominantly used for several challenging 

computer vision tasks achieving state-of-the-art performance. However, CNNs are complex models that 

require the use of powerful hardware, both for training and deploying them. To this end, a quantization-

based pooling method is proposed in this paper. The proposed method is inspired from the bag-of-features 

model and can be used for learning more lightweight deep neural networks. Trainable radial basis function 

neurons are used to quantize the activations of the final convolutional layer, reducing the number of 

parameters in the network and allowing for natively classifying images of various sizes. The proposed 

method employs differentiable quantization and aggregation layers leading to an end-to-end trainable CNN 

architecture. Furthermore, a fast linear variant of the proposed method is introduced and discussed, 

providing new insight for understanding convolutional neural architectures. The ability of the proposed 

method to reduce the size of CNNs and increase the performance over other competitive methods is 

demonstrated using seven data sets and three different learning tasks (classification, regression, and 

retrieval). 

Title: Long Term Temporal Averaging for Stochastic 

Optimization of Deep Neural Networks 

Authors: N. Passalis and A.Tefas 

Journal: Springer Neural Computing and 

Applications 

Details: June 2019, Vol. 31, No. 6, pp.1733-1745 

DOI: https://doi.org/10.1007/s00521-018-3712-x Impact factor: 4.66 

Description: Deep learning models are capable of successfully tackling several difficult tasks. However, 

training deep neural models is not always a straightforward task due to several well-known issues, such as 

the problems of vanishing and exploding gradients. Furthermore, the stochastic nature of most of the used 

optimization techniques inevitably leads to instabilities during the training process, even when state-of-the-

art stochastic optimization techniques are used. In this work, we propose an advanced temporal averaging 

technique that is capable of stabilizing the convergence of stochastic optimization for neural network 

training. Six different datasets and evaluation setups are used to extensively evaluate the proposed method 

and demonstrate the performance benefits. The more stable convergence of the algorithm also reduces the 
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risk of stopping the training process when a bad descent step was taken and the learning rate was not 

appropriately set. 

Title: Continuous drone control using deep 

reinforcement learning for frontal view person 

shooting 

Authors: N. Passalis and A.Tefas 

Journal: Springer Neural Computing and 

Applications 

Details: July 2019 

DOI: https://doi.org/10.1007/s00521-019-04330-6 Impact factor: 4.66 

Description: Drones, also known as unmanned aerial vehicles, can be used to aid various aerial 

cinematography tasks. However, using drones for aerial cinematography requires the coordination of 

several people, increasing the cost and reducing the shooting flexibility, while also increasing the cognitive 

load of the drone operators. To overcome these limitations, we propose a deep reinforcement learning (RL) 

method for continuous fine-grained drone control, that allows for acquiring high-quality frontal view person 

shots. To this end, a head pose image dataset is combined with 3D models and face alignment/warping 

techniques to develop an RL environment that realistically simulates the effects of the drone control 

commands. An appropriate reward-shaping approach is also proposed to improve the stability of the 

employed continuous RL method. Apart from performing continuous control, it was demonstrated that the 

proposed method can be also effectively combined with simulation environments that support only discrete 

control commands, improving the control accuracy, even in this case. The effectiveness of the proposed 

technique is experimentally demonstrated using several quantitative and qualitative experiments. 

Title: Class-specific discriminant regularization in 

real-time deep CNN models for binary classification 

problems 

Authors: M. Tzelepi and A. Tefas 

Journal: Springer Neural Processing Letters Details: December 2019 

DOI: not yet available Impact factor: 2.591 

Description: In this paper, we first propose lightweight deep CNN models, capable of effectively operating in 

real-time on-drone for high-resolution video input, addressing various binary classification problems, e.g. 

crowd, face, football player, and bicycle detection, in the context of media coverage of specific sport events 

by drones with increased decisional autonomy. Furthermore, we propose a novel Class-Specific Dis- 

criminantregularizer in order to improve the generalization ability of the proposed real-time models, 

exploiting the nature of the considered two-class problems. The experimental  evaluation  on  four  datasets  

validates  the  effectiveness  of  the  proposed regularizer in enhancing the generalization ability of the 

proposed models. 

Title: Deep reinforcement learning for controlling 

frontal person close-up shooting 

Authors: N. Passalis and A.Tefas 

Journal: Elsevier Neurocomputing Details: 28 March 2019, Vol. 335, pp. 37-47 

DOI: https://doi.org/10.1016/j.neucom.2019.01.046 Impact factor: 4.072 

Description: Drones, also known as Unmanned Aerial Vehicles, are capable of capturing spectacular aerial 

shots and can be used to aid several cinematography-oriented tasks. However, flying drones in a 

professional setting requires the cooperation of several people, increasing the production cost and possibly 

reducing the quality of the obtained shots. In this paper, a generic way for formulating cinematography-

oriented control objectives, that can be used for training any RL agent to automate the drone and camera 

control processes, is proposed. To increase the convergence speed and learn more accurate deepRL agents, 

a hint-based reward function is also employed. Two simulation environments, one for drone control and one 

for camera control, were developed and used for training and evaluating the proposed methods. The 

proposed method can be combined both with methods capable of performing discrete control, as well as with 

continuous control methods. It was experimentally demonstrated that the proposed method improves the 

control accuracy over both handcrafted control techniques and deepRL models trained with other reward 
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functions. 

Title: Combining a hierarchical task network 

planner with a constraint satisfaction solver for 

assembly operations involving routing problems in a 

multi-robot context 

Authors: Jorge Muñoz-Morera, Francisco Alarcon, 

Ivan Maza, Anibal Ollero 

Journal: International Journal of Advanced Robotic 

Systems 

Details: 18 June, 2018, Volume: 15 issue: 3 

DOI: https://doi.org/10.1177/1729881418782088 Impact factor: 1.223 

Description: This work addresses the combination of a symbolic hierarchical task network planner and a 

constraint satisfaction solver for the vehicle routing problem in a multi-robot context for structure assembly 

operations. Each planner has its own problem domain and search space, and the article describes how both 

planners interact in a loop sharing information in order to improve the cost of the solutions. The vehicle 

routing problem solver gives an initial assignment of parts to robots, making the distribution based on the 

distance among parts and robots, trying also to maximize the parallelism of the future assembly operations 

evaluating during the process the dependencies among the parts assigned to each robot. Then, the 

hierarchical task network planner computes a scheduling for the given assignment and estimates the cost in 

terms of time spent on the structure assembly. This cost value is then given back to the vehicle routing 

problem solver as feedback to compute a better assignment, closing the loop and repeating again the whole 

process. This interaction scheme has been tested with different constraint satisfaction solvers for the vehicle 

routing problem. The article presents simulation results in a scenario with a team of aerial robots 

assembling a structure, comparing the results obtained with different configurations of the vehicle routing 

problem solver and showing the suitability of using this approach. 

Title: Efficient Lazy Theta* Path Planning over a 

Sparse Grid to Explore Large 3D Volumes with a 

Multirotor UAV 

Authors: Margarida Faria, Ricardo Marín, 

MarijaPopović, Ivan Maza, AntidioViguria 

Journal: Sensors Details: 5 January 2019, Volume: 19, issue: 1, p. 

174 

DOI: https://doi.org/10.3390/s19010174 Impact factor: 3.031 

Description: Exploring large, unknown, and unstructured environments is challenging for Unmanned Aerial 

Vehicles (UAVs), but they are valuable tools to inspect large structures safely and efficiently. The Lazy 

Theta* path-planning algorithm is revisited and adapted to generate paths fast enough to be used in real 

time and outdoors in large 3D scenarios. In real unknown scenarios, a given minimum safety distance to the 

nearest obstacle or unknown space should be observed, increasing the associated obstacle detection queries, 

and creating a bottleneck in the path-planning algorithm. We have reduced the dimension of the problem by 

considering geometrical properties to speed up these computations. On the other hand, we have also applied 

a non-regular grid representation of the world to increase the performance of the path-planning algorithm. 

In particular, a sparse resolution grid in the form of an octree is used, organizing the measurements 

spatially, merging voxels when they are of the same state. Additionally, the number of neighbors is trimmed 

to match the sparse tree to reduce the number of obstacle detection queries. The development methodology 

adopted was Test-Driven Development (TDD) and the outcome was evaluated in real outdoors flights with a 

multirotor UAV. In the results, the performance shows over 90 percent decrease in overall path generation 

computation time. Furthermore, our approach scales well with the safety distance increases. 

Title: A 3-D Trailer Approach to Leader-Following 

Formation Control 

Authors: Pedro Pereira, Rita Cunha, David 

Cabecinhas, Carlos Silvestre, Paulo Oliveira 

Journal: IEEE Transactions on Control Systems 

Technology 

Details: 20 September 2019, pp. 1 - 17 

DOI: https://doi.org/10.1109/TCST.2019.2939119 Impact factor: 4.883 

Description: A real-time 3-D trajectory planner for the leader-following formation control of autonomous 

https://doi.org/10.1177/1729881418782088
https://doi.org/10.3390/s19010174
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vehicles is proposed. The planner relies on the definition of a trailer body whose hinge point is rigidly 

attached to the leader and assigns each follower to a distinct point of such a trailer. Convergence results for 

the trailer body reference frame are presented based on Lyapunov analysis, which guarantee that the 

planning can be independently implemented by n followers, with a common leader, as they asymptotically 

behave as n points of a unique trailer body. As such, the need for communication among followers is 

dispensable. The proposed strategy is divided into trajectory planning and trajectory tracking, the first 

problem being vehicle-independent. Experimental results obtained with quadrotor vehicles are presented, 

which demonstrate the richness and suitability of the planned trajectories. 

Title: Decentralized 3D Collision Avoidance for 

Multiple UAVs in Outdoor Environments 

Authors: Eduardo Ferrera, Alfonso Alcántara, 

JesúsCapitán, Angel Castaño, Pedro Marrón, Aníbal 

Ollero 

Journal: Sensors Details: 23 November 2018, Volume 18,  

Issue 12, p. 4101 

DOI: https://doi.org/10.3390/s18124101 Impact factor: 3.031 

Description: The use of multiple aerial vehicles for autonomous missions is turning into commonplace. In 

many of these applications, the Unmanned Aerial Vehicles (UAVs) have to cooperate and navigate in a 

shared airspace, becoming 3D collision avoidance a relevant issue. Outdoor scenarios impose additional 

challenges: (i) accurate positioning systems are costly; (ii) communication can be unreliable or delayed; and 

(iii) external conditions like wind gusts affect UAVs’ maneuverability. In this paper, we present 3D-SWAP, a 

decentralized algorithm for 3D collision avoidance with multiple UAVs. 3D-SWAP operates reactively 

without high computational requirements and allows UAVs to integrate measurements from their local 

sensors with positions of other teammates within communication range. We tested 3D-SWAP with our team 

of custom-designed UAVs. First, we used a Software-In-The-Loop simulator for system integration and 

evaluation. Second, we run field experiments with up to three UAVs in an outdoor scenario with uncontrolled 

conditions (i.e., noisy positioning systems, wind gusts, etc). We report our results and our procedures for this 

field experimentation. 

Title: Al-Robotics team: A cooperative multi-

unmanned aerial vehicle approach for the Mohamed 

Bin Zayed International Robotic Challenge 

Authors:Ángel R. Castaño, Fran Real, Pablo 

Ramón-Soria, JesúsCapitán, Víctor Vega, Begoña C. 

Arrue, Arturo Torres-González, Aníbal Ollero 

Journal: Journal of Field Robotics Details: 09 September 2018 

DOI: https://doi.org/10.1002/rob.21810 Impact factor: 4.345 

Description: The Al‐Robotics team was selected as one of the 25 finalist teams out of 143 applications 

received to participate in the first edition of the Mohamed Bin Zayed International Robotic Challenge 

(MBZIRC), held in 2017. In particular, one of the competition Challenges offered us the opportunity to 

develop a cooperative approach with multiple unmanned aerial vehicles (UAVs) searching, picking up, and 

dropping static and moving objects. This paper presents the approach that our team Al‐Robotics followed to 

address that Challenge 3 of the MBZIRC. First, we overview the overall architecture of the system, with the 

different modules involved. Second, we describe the procedure that we followed to design the aerial 

platforms, as well as all their onboard components. Then, we explain the techniques that we used to develop 

the software functionalities of the system. Finally, we discuss our experimental results and the lessons that 

we learned before and during the competition. The cooperative approach was validated with fully 

autonomous missions in experiments previous to the actual competition. We also analyze the results that we 

obtained during the competition trials. 

Title: Autonomous 3D Exploration of Large 

Structures Using an UAV Equipped with a 2D 

LIDAR 

Authors: Margarida Faria, António Sérgio Ferreira, 

Héctor Pérez-Leon, Ivan Maza, AntidioViguria 

Journal: Sensors Details: 8 November 2019, Volume 19,  

Issue 22, p. 4849 
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DOI: https://doi.org/10.3390/s19224849 Impact factor: 3.031 

Description: This paper addressed the challenge of exploring large, unknown, and unstructured industrial 

environments with an unmanned aerial vehicle (UAV). The resulting system combined well-known 

components and techniques with a new manoeuvre to use a low-cost 2D laser to measure a 3D structure. Our 

approach combined frontier-based exploration, the Lazy Theta* path planner, and a flyby sampling 

manoeuvre to create a 3D map of large scenarios. One of the novelties of our system is that all the 

algorithms relied on the multi-resolution of the octomap for the world representation. We used a Hardware-

in-the-Loop (HitL) simulation environment to collect accurate measurements of the capability of the open-

source system to run online and on-board the UAV in real-time. Our approach is compared to different 

reference heuristics under this simulation environment showing better performance in regards to the amount 

of explored space. With the proposed approach, the UAV is able to explore 93% of the search space under 30 

min, generating a path without repetition that adjusts to the occupied space covering indoor locations, 

irregular structures, and suspended obstacles. 

Table 4: List of Journal Publications from M19-M36 

6.2 Conference Papers 

Between M19 and M36, the MULTIDRONE partners published 27 papers in international, well 

established scientific conferences. The full text of all papers can be found via the links in the 

deliverable or via the website. In total, the project has published 51 conference papers. 

 

Conference Papers 

Title: Computational UAV Cinematography for Intelligent 

Shooting Based on Semantic Visual Analysis 

Authors: F. Patrona, I. Mademlis, 

A.Tefas and I.Pitas 

Conference: IEEE International Conference on Image 

Processing (ICIP) 

Details: Taipei, Taiwan, 2019 

Description: Audiovisual coverage of sports events using Unmanned Aerial Vehicles (UAVs) is becoming 

increasingly popular. Intelligent audiovisual (A/V) shooting tools, accurately identifying the 2D region of 

cinematographic attention (RoCA) depicting rapidly moving target ensembles and automatically controlling 

the UAVs/cameras through visual content analysis, are thus needed. A novel algorithmic pipeline is 

proposed, implementing computational UAV cinematography for assisting sports coverage, based on 

semantic, human-centered visual analysis. Athlete and ball detection / tracking results as well as their spatial 

distribution on the image plane are the semantic features extracted from UAV video feed and exploited for 

RoCA extraction, based solely on present and past target detections. A PID controller visually controlling a 

real or virtual camera to track the RoCA and produce aesthetically pleasing shots, without exploiting 3D 

location-related information, is employed. The proposed method is evaluated on actual UAV footage from 

soccer matches and promising results are obtained. 

Title:  Adversarial Face De-Identification Authors: E. Chatzikyriakidis, C. 

Papaioannidis and I.Pitas 

Conference: IEEE International Conference on Image 

Processing (ICIP) 

Details: Taipei, Taiwan, 2019 

Description: Recently, much research has been done on how to secure personal data, notably facial images. 

Face de-identification is one example of privacy protection that protects person identity by fooling intelligent 

face recognition systems, while typically allowing face recognition by human observers. While many face de-

identification methods exist, the generated de-identified facial images do not resemble the original ones. This 

paper proposes the usage of adversarial examples for face de-identification that introduces minimal facial 

image distortion, while fooling automatic face recognition systems. Specifically, it introduces P-FGVM, a 

https://doi.org/10.1109/ICIP.2019.8803630
https://doi.org/10.1109/ICIP.2019.8803630
https://doi.org/10.1109/ICIP.2019.8803803
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novel adversarial attack method, which operates on the image spatial domain and generates adversarial de-

identified facial images that resemble the original ones. A comparison between P-FGVM and other 

adversarial attack methods shows that P-FGVM both protects privacy and preserves visual facial image 

quality more efficiently. 

Title:  Joint Lightweight Object Tracking and Detection for 

Unmanned Vehicles 

Authors: P. Nousi, D. Triantafyllidou, 

A.Tefas and I.Pitas 

Conference: IEEE International Conference on Image 

Processing (ICIP) 

Details: Taipei, Taiwan, 2019 

Description: In this paper, we address the problem of lightweight and effective visual object tracking and we 

present a real-time tracking system suitable for integration in embedded autonomous platforms. We propose 

a novel tracking framework for classification-based re-detection and tracking, with learnable management of 

tracking and detection results. The proposed framework includes a novel, very efficient object 

reidentification method, which filters the detection candidates and systematically corrects the tracking 

results. In our experiments, we demonstrate the effectiveness of the proposed system by comparing its 

performance against several other state-of-the art trackers and report the results on the UAV123 and 

UAV20L datasets. The results indicate that the proposed method is significantly more robust and accurate 

against recent state-of-the-art trackers, surpassing problems caused by real-world scenarios, while 

maintaining fast tracking speeds, making it suitable for use in real-time vision applications for autonomous 

robots, such as Unmanned Aerial Vehicles (UAVs). 

Title:  Semantic Map Annotation Through UAV Video Analysis 

Using Deep Learning Models in ROS 

Authors: E. Kakaletsis, M. Tzelepi, P. I. 

Kaplanoglou, C. Symeonidis, 

N.Nikolaidis, A.Tefas and I.Pitas, 

Conference: International Conference on MultiMediaModeling 

(MMM) 

Details: Thessaloniki, Greece, 2019 

Description: Enriching the map of the flight environment with semantic knowledge is a common need for 

several UAV applications. Safety legislations require no-fly zones near crowded areas that can be indicated 

by semantic annotations on a geometric map. This work proposes an automatic annotation of 3D maps with 

crowded areas, by projecting 2D annotations that are derived through visual analysis of UAV video frames. 

To this aim, a fully convolutional neural network is proposed, in order to comply with the computational 

restrictions of the application, that can effectively distinguish between crowded and non-crowded scenes 

based on a regularized multiple-loss training method, and provide semantic heatmaps that are projected on 

the 3D occupancy grid of Octomap. The projection is based on raycasting and leads to polygonal areas that 

are geo-localized on the map and could be exported in KML format. Initial qualitative evaluation using both 

synthetic and real world drone scenes, proves the applicability of the method. 

Title:  Shot Type Feasibility in Autonomous UAV 

Cinematography 

Authors: I. Karakostas, I. Mademlis, 

N.Nikolaidis and I.Pitas 

Conference: International Conference on Acoustics, Speech 

and Signal Processing (ICASSP) 

Details: Brighton, UK, 2019 

Description: Aerial cinematography relying on camera-equipped unmanned aerial vehicles (UAVs), or 

drones, has revolutionized media production during the past years. Autonomous UAV function-alities are 

already being employed to a degree, in a manner structured mainly around visual target tracking. From a 

cinematographic point of view, the desired shot type (i.e., Close-Up, Long Shot, etc.) is the most important 

factor affecting the artistic result. Achieving a specific shot type depends on the target-to-camera distance 

and the camera focal length. However, the interaction between UAV/camera motion trajectory (e.g., Orbit, 

Chase, etc.) and the visual tracker requirements constrains the range of feasible shot types at each time 

instance. In this paper, which extends previous work, these constraints are explored for a number of standard 

UAV/camera motion types, UAV shot types are classified and rules regarding shot feasibility over time are 

analytically derived. The proposed rules are evaluated in a realistic UAV simulation environment and 

https://doi.org/10.1109/ICIP.2019.8802988
https://doi.org/10.1109/ICIP.2019.8802988
https://doi.org/10.1007/978-3-030-05716-9_27
https://doi.org/10.1007/978-3-030-05716-9_27
https://doi.org/10.1109/ICASSP.2019.8683014
https://doi.org/10.1109/ICASSP.2019.8683014
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achieve high performance, indicating possible benefits from their integration into an intelligent shooting 

system. 

Title:Deep Convolutional Feature Histograms for Visual Object 

Tracking 

Authors: P. Nousi, A.Tefas and I.Pitas 

Conference: International Conference on Acoustics, Speech 

and Signal Processing (ICASSP) 

Details: Brighton, UK, 2019 

Description:Visual Object Tracking remains an open and challenging task in the Computer Vision field, 

requiring tracking algorithms to achieve a feeble balance between precision and speed performance. In this 

work, inspired by the classic Mean Shift algorithm for object tracking using histograms, as well as the recent 

advances of deep Convolutional Neural Networks (CNNs), we propose a novel tracker that incorporates 

elements from both worlds. Our tracker uses a deep CNN as the feature extraction backbone, which is 

capable of extracting semantically meaningful features from the target and its background, as well as a fully 

learnable Bag-of-Features mechanism which extracts histograms from those features. The tracker operates 

in a fully-convolutional fashion, allowing for the direct and efficient evaluation of multiple possible target 

locations. Extensive experimental results demonstrate the efficiency and effectiveness of the proposed 

tracker, allowing it to run at high speeds even on systems with lower computational capacity. 

Title:  On Detecting and Handling Target Occlusions in 

Correlation-Filter-based 2D Tracking 

Authors: I. Karakostas, V. Mygdalis, 

A.Tefas and I.Pitas 

Conference: European Signal Processing Conference 

(EUSIPCO) 

Details: A Coruna, Spain, 2019 

Description: This paper focuses on the application of 2D visual object tracking in Unmanned Aerial Vehicles 

(UAV) for the coverage of live outdoor events, by filming moving targets (e.g., athletes, boats, cars etc.). In 

this application scenario, a 2D target tracker visually assists the UAV pilot (or cameraman) to maintain 

proper target framing, or it is employed for autonomous UAV operation. It should be expected that in such 

scenarios, the 2D tracker may fail due to target occlusions, illumination variations, fast 3D target motion, 

etc., thus, the 2D tracker should be able to recover from such situations. The proposed long-term 2D tracking 

algorithm solves exactly this problem, by detecting occlusions from the 2D tracker responses. Moreover, 

according to the immensity of the occlusion, the tracker may stop updating the tracker model or try to re-

detect the target in a broader frame region. Experimental results indicate that our proposed tracking 

algorithm outperforms state-of-the art correlation filter trackers in UAV orientated visual tracking 

benchmarks, as well as in realistic UAV cinematography applications. 

Title:  A Multiple-UAV Software Architecture for Autonomous 

Media Production 

Authors: I. Mademlis, A. Torres-

Gonzalez, J. Capitan, R. Cunha, B. 

Guerreiro, A. Messina, F. Negro, C. Le 

Barz, T. Goncalves, A.Tefas, N.Nikolaidis 

and I.Pitas 

Conference: European Signal Processing Conference 

(EUSIPCO), Satellite Workshop: Signal Processing, Computer 

Vision and Deep Learning for Autonomous Systems 

Details: A Coruna, Spain, 2019 

Description: The use of UAVs in media production has taken off during the past few years, with increasingly 

more functions becoming automated. However, current solutions leave a lot to be desired with regard to 

autonomy and drone fleet support. This paper presents a novel, complete software architecture suited to an 

intelligent, multiple-UAV platform for media production/cinematography applications, covering outdoor 

events (e.g., sports) typically distributed over large expanses. Increased multiple drone decisional autonomy, 

so as to minimize production crew load, and improved multiple drone robustness/safety mechanisms (e.g., 

regarding communications, flight regulation compliance, crowd avoidance and emergency landing 

mechanisms) are supported. 

Title:  Communications for Autonomous Unmanned Aerial Authors: I. Mademlis, P. Nousi, C. Le 

https://doi.org/10.1109/ICASSP.2019.8683004
https://doi.org/10.1109/ICASSP.2019.8683004
https://doi.org/10.23919/EUSIPCO.2019.8902773
https://doi.org/10.23919/EUSIPCO.2019.8902773
http://eusipco2019.org/wp-content/uploads/2019/08/A_Multiple-UAV_Software_Architecture_for_Autonomous_Media_Production.pdf
http://eusipco2019.org/wp-content/uploads/2019/08/A_Multiple-UAV_Software_Architecture_for_Autonomous_Media_Production.pdf
http://eusipco2019.org/wp-content/uploads/2019/08/Communications_for_Autonomous_Unmanned_Aerial_Vehicle_Fleets_in_Outdoor_Cinematography_Applications.pdf
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Vehicle Fleets in Outdoor Cinematography Applications Barz, T. Goncalves and I.Pitas 

Conference: European Signal Processing Conference 

(EUSIPCO), Satellite Workshop: Signal Processing, Computer 

Vision and Deep Learning for Autonomous Systems 

Details: A Coruna, Spain, 2019 

Description: Camera-equipped UAVs (Unmanned Aerial Vehicles), or “drones”, are a recent addition to 

standard audiovisual (A/V) shooting technologies. As drone cinematography is expected to further 

revolutionize media production, especially by employing a fleet of cooperating UAVs, this paper presents an 

overview of the relevant communication and data streaming challenges. Emphasis is given on partially 

autonomous UAV swarms for live filming of outdoor events. A proposed, specially designed multiple-UAV 

platform for live outdoor media production is then presented, along with its communication and data 

streaming modules. It includes a set of possible solutions to the aforementioned issues, employing off-the-

shelf tools wherever possible. Additionally, the reasoning behind the choices made is explained, in the 

context of the proposed platform. 

Title: Gimbal Control for Vision-based Target Tracking Authors:R. Cunha, M. Malaca, V. 

Sampaio, B. Guerreiro, P. Nousi, I. 

Mademlis, A.Tefas and I.Pitas 

Conference: European Signal Processing Conference 

(EUSIPCO), Satellite Workshop: Signal Processing, Computer 

Vision and Deep Learning for Autonomous Systems 

Details: A Coruna, Spain, 2019 

Description: This paper addresses the problem of controlling the orientation of a 3-axis gimbal that is 

carrying a cinematography camera, using image measurements for feedback. The control objective is to keep 

a moving target of interest at the center of the image plane. A Region-of-Interest (ROI) that encloses the 

target’s image is generated through the combination of a visual object detector and a visual object tracker 

based on Convolutional Neural Networks. These are specially tailored to allow for high frame rate 

performance with restricted computational power. Given the target’s ROI, an attitude error in the form of a 

rotation matrix is computed and an attitude controller is designed, which guarantees convergence of the 

target’s image to the center of the image plane. Experimental results with a human face as the target of 

interest are presented to illustrate the performance of the proposed scheme. 

Title:  Embedded UAV Real-Time Visual Object Detection and 

Tracking 

Authors: P. Nousi, I. Mademlis, I. 

Karakostas, A.Tefas and I.Pitas 

Conference: IEEE International Conference on Real-time 

Computing and Robotics 2019 (RCAR2019) 

Details: Irkutsk, Russia, 2019 

Description:The use of camera-equipped Unmanned Aerial Vehicles (UAVs, or "drones") for a wide range of 

aerial video capturing applications, including media production, surveillance, search and rescue operations, 

etc., has exploded in recent years. Technological progress has led to commercially available UAVs with a 

degree of cognitive autonomy and perceptual capabilities, such as automated, on-line detection and tracking 

of target objects upon the captured footage. However, the limited computational hardware, the possibly high 

camera-to-target distance and the fact that both the UAV/camera and the target(s) are moving, makes it 

challenging to achieve both high accuracy and stable real-time performance. In this paper, the current state-

of-the-art on real-time object detection/tracking is overviewed. Additionally , a relevant, modular 

implementation suitable for on-drone execution (running on top of the popular Robot Operating System) is 

presented and empirically evaluated on a number of relevant datasets. The results indicate that a 

sophisticated, neural network-based detection and tracking system can be deployed at real-time even on 

embedded devices. 

Title: Improving Neural Non-Maximum Suppression for Object 

Detection by Exploiting Interest-Point Detectors 

Authors: C. Symeonidis, I. Mademlis, 

N.Nikolaidis and I.Pitas 

Conference: International Workshop on Machine Learning for 

Signal Processing (MLSP) 

Details: Pittsburgh, PA, USA, 2019 

http://eusipco2019.org/wp-content/uploads/2019/08/Communications_for_Autonomous_Unmanned_Aerial_Vehicle_Fleets_in_Outdoor_Cinematography_Applications.pdf
http://eusipco2019.org/wp-content/uploads/2019/08/Gimbal_Control_for_Vision-based_Target_Tracking.pdf
http://poseidon.csd.auth.gr/papers/PUBLISHED/CONFERENCE/pdf/2019/Nousi_RCAR_2019.pdf
http://poseidon.csd.auth.gr/papers/PUBLISHED/CONFERENCE/pdf/2019/Nousi_RCAR_2019.pdf
http://poseidon.csd.auth.gr/papers/PUBLISHED/CONFERENCE/pdf/2019/Symeonidis_MLSP.pdf
http://poseidon.csd.auth.gr/papers/PUBLISHED/CONFERENCE/pdf/2019/Symeonidis_MLSP.pdf
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Description: Non-maximum suppression (NMS) is a post-processing step in almost every visual object 

detector. Its goal is to drastically prune the number of overlapping detected candidate regions-of-interest 

(ROIs) and replace them with a single, more spatially accurate detection. The default algorithm (Greedy 

NMS) is fairly simple and suffers from drawbacks, due to its need for manual tuning. Recently, NMS has been 

improved using deep neural networks that learn how to solve a spatial overlap-based detections rescoring 

task in a supervised manner, where only ROI coordinates are exploited as input. In this paper, neural NMS 

performance is augmented by feeding the network additional information extracted from the appearance of 

each candidate ROI. This information captures statistical properties regarding the spatial distribution of 

interest-points detected within the corresponding image region. Thus, the deviation in 2D distribution 

between the interest-points detected inside a ROI that encloses the actual object entirely, and within one that 

only captures it partially, is exploited as a discriminant factor, with the NMS network being implicitly forced 

to also learn how to solve an additional, appearance-based binary classification task (complete vs partial 

object silhouettes). The empirical evaluation on three public person detection datasets leads to state-of-the-

art results, at a small computational overhead. 

Title: Quality Preserving Face De-Identification Against Deep 

CNNs 

Authors: P. Chriskos, R. Zhelev, V. 

Mygdalis, I. Pitas 

Conference: IEEE International Workshop on Machine 

Learning for Signal Processing (MLSP) 

Details: Aalborg, Denmark, 2018 

Description: In this paper, two face de-identification methods are proposed regarding face identification 

hindering against a deep neural network. Our work focuses on achieving a delicate balance, so that the 

facial images are miss-classified by the deep network, while the human observer can still identify the persons 

depicted in a scene. The proposed methods are based on achieving face de-identification by partly degrading 

image quality in order to hinder face recognition from deep neural networks, while maintaining the highest 

possible image quality, at the same time. To this end, we employ de-identification methods based on singular 

value decomposition and image hypersphere projections, respectively. From the conducted experiments, it 

can be concluded that these methods are capable of reducing correct face identification rates of the VGGface 

network by over 90 %. Moreover, it is shown that these error rates preserve adequate image quality as is 

demonstrated through the values of the complex wavelet structural similarity index, allowing face 

recognition by humans contrary to most face de-identification methods. 

Title: Discriminant analysis regularization in lightweight deep 

CNN models 

Authors: M.Tzelepi and A. Tefas 

Conference: IEEE International Conference on Image 

Processing (ICIP) 

Details: Taipei, Taiwan, 2019 

Description: In this paper, we first propose lightweight deep CNN models, capable of effectively operating 

on-drone, in order to address various classification problems, i.e. crowd, football player, and bicycle 

detection, in the context of media coverage of specific sport events by drones with increased decisional 

autonomy. Subsequently, we propose a regularization technique, namely Discriminant Analysis 

regularization, aiming to enhance the generalization ability of the proposed models. The experimental 

evaluation validates the enhanced performance of the proposed regularizer. 

Title: Improving the Performance of Lightweight CNN Models 

Using Minimum Enclosing Ball Regularization 

Authors: M.Tzelepi and A. Tefas 

Conference: European Signal Processing Conference 

(EUSIPCO) 

Details: A Coruna, Spain, 2019 

Description: The aim of this paper is two-fold. First, we propose lightweight CNN models, capable of 

effectively operating on-drone for various classification problems, emerging in the context of media coverage 

of specific sport events by drones, i.e. crowd, football player, and bicycle detection. Subsequently, we 

propose a regularization method, namely Minimum Enclosing Ball regularization, in order to improve the 

http://poseidon.csd.auth.gr/papers/PUBLISHED/CONFERENCE/pdf/2018/Chriskos_MLSP_2018.pdf
http://poseidon.csd.auth.gr/papers/PUBLISHED/CONFERENCE/pdf/2018/Chriskos_MLSP_2018.pdf
http://poseidon.csd.auth.gr/papers/PUBLISHED/CONFERENCE/pdf/2019/Tzelepi_ICIP2019.pdf
http://poseidon.csd.auth.gr/papers/PUBLISHED/CONFERENCE/pdf/2019/Tzelepi_ICIP2019.pdf
http://poseidon.csd.auth.gr/papers/PUBLISHED/CONFERENCE/pdf/2019/Tzelepi_EUSIPCO2019.pdf
http://poseidon.csd.auth.gr/papers/PUBLISHED/CONFERENCE/pdf/2019/Tzelepi_EUSIPCO2019.pdf
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generalization ability of the proposed models. The experimental evaluation on three datasets indicates the 

effectiveness of the proposed regularizer. 

Title: A Subjective Study of Viewing Experience for Drone 

Videos. 

Authors: S. Boyle, F. Zhang and D. Bull 

Conference: IEEE International Conference on Image 

Processing (ICIP) 

Details: Taipei, Taiwan, 2019 

Description: This paper presents subjective evaluation results on the viewing experience of simulated aerial 

videos shot at different drone heights. A total of fifty video sequences were generated using a simulation 

engine, Unreal Engine 4, for two racing scenarios and five different shot types. Twenty human viewers were 

then employed to participate a subjective experiment, providing their preference opinions on viewing 

experience of these videos. Through the subjective test, optimal parameters of UAV height have been 

identified for the evaluated shot types and scenarios. These will provide recommendation of default shot 

parameters for drone operation in autonomous shooting and flight planning. 

Title: Environment Capture and Simulation for UAV 

Cinematography Planning and Training. 

Authors: S. Boyle, M. Newton, F. Zhang 

and D. Bull 

Conference: European Signal Processing Conference 

(EUSIPCO) 

Details: A Coruna, Spain, 2019 

Description: This paper presents a workflow for the generation of environmental models, which can be 

employed for training and planning of drone based shooting. This converts multiple 2D environmental and 

terrain images into 3D models and height maps, which are then imported into a simulation engine as 

environment assets. A subjective study has also been conducted to characterise the relationship between 

reconstruction quality and the number and location of input images for various environmental scenarios. 

Using this workflow, demonstration videos have been produced which combine extracted environments with 

an existing object model (cyclist) in simulation. These illustrate its utility in shot planning, rehearsal and 

training. 

Title: Potential UAV Landing Sites Detection Through Digital 

Elevation Models Analysis 

Authors: E. Kakaletsis and N.Nikolaidis 

Conference: European Signal Processing Conference 

(EUSIPCO), Satellite Workshop: Signal Processing, Computer 

Vision and Deep Learning for Autonomous Systems 

Details: A Coruna, Spain, 2019 

Description: In this paper, a simple technique for Unmanned Aerial Vehicles (UAVs) potential landing site 

detection using terrain information through identification of flat areas, is presented. The algorithm utilizes 

digital elevation models (DEM) that represent the height distribution of an area. Flat areas which constitute 

appropriate landing zones for UAVs in normal or emergency situations result by thresholding the image 

gradient magnitude of the digital surface model (DSM). The proposed technique also uses connected 

components evaluation on the thresholded gradient image in order to discover connected regions of 

sufficient size for landing. Moreover, man-made structures and vegetation areas are detected and excluded 

from the potential landing sites. 

Quantitative performance evaluation of the proposed landing site detection algorithm in a number of areas 

on real world and synthetic datasets, accompanied by a comparison with a state-of-the-art algorithm, proves 

its efficiency and superiority. 

Title: Incremental Label Propagation on Facial Images Authors: E. Kakaletsis, A.Tefas, 

N.Nikolaidis and I.Pitas 

Conference: International Workshop on Machine Learning for 

Signal Processing (MLSP) 

Details: Pittsburgh, PA, USA, 2019 

Description: The increasing computational complexity of label propagation-based facial image annotation 

when applied on multimedia data whose cardinality increases over the time (e.g., when analyzing video or 

https://ieeexplore.ieee.org/document/8803747
https://ieeexplore.ieee.org/document/8803747
http://eusipco2019.org/wp-content/uploads/2019/08/Environment_Capture_and_Simulation_for_UAV_Cinematography_Planning_and_Training.pdf
http://eusipco2019.org/wp-content/uploads/2019/08/Environment_Capture_and_Simulation_for_UAV_Cinematography_Planning_and_Training.pdf
http://eusipco2019.org/wp-content/uploads/2019/08/Potential_UAV_Landing_Sites_Detection_through_Digital_Elevation_Models_Analysis.pdf
http://eusipco2019.org/wp-content/uploads/2019/08/Potential_UAV_Landing_Sites_Detection_through_Digital_Elevation_Models_Analysis.pdf
http://poseidon.csd.auth.gr/papers/PUBLISHED/CONFERENCE/pdf/2019/Kakaletsis_MLSP
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movie content on-line), can be reduced by using an incremental approach. In this paper, a method for 

incremental label propagation on facial images is described. The similarity matrix is incrementally 

constructed by employing the kd-tree nearest neighbor algorithm. Furthermore, the matrix inversion, which 

is included in the label propagation solution, is calculated with a block-wise inversion formula involving the 

Woodbury matrix identity. Experiments show significant computational savings when the incremental 

approach is applied on a dataset of three full length movies. Moreover, the classification accuracy was 

improved in most cases. 

Title: ROS-MAGNA, a ROS-based framework for the definition 

and management of multi-UAS cooperative missions 

Authors: Jose A. Millan-Romera, Hector 

Perez-Leon, Alejandro Castillejo-Calle, 

Ivan Maza, Anibal Ollero 

Conference: 2019 International Conference on Unmanned 

Aircraft Systems (ICUAS) 

Details: Atlanta, GA, USA, June 2019 

Description: This paper presents a general framework for the definition and management of cooperative 

missions for multiple Unmanned Aircraft Systems (UAS) based on the Robot Operating System (ROS). This 

framework makes transparent the type of autopilot on-board and creates the state machines that control the 

behaviour of the different UAS from the specification of the multi-UAS mission. In addition, it integrates a 

virtual world generation tool to manage the information of the environment and visualize the geometrical 

objects of interest to properly follow the progress of the mission. The framework supports the coexistence of 

software-in-the-loop, hardware-in-the-loop and real UAS cooperating in the same arena, being a very useful 

testing tool for the developer of UAS advanced functionalities. To the best of our knowledge, it is the first 

framework which endows all these capabilities. The paper also includes simulations and real experiments 

which show the main features of the framework. 

Title: An Agile Low-cost Testbed for Multi-Drone Target 

Tracking 

Authors: J.M. Amador, J.R. Martinez-de-

dios, J.L. Paneque, A. Ollero 

Conference: Workshop on Research, Education and 

Development of Unmanned Aerial Systems (RED UAS) 

Details: Cranfield, UK, November 2019 

Description: Most existing aerial robotics testbeds have significant set-up and maintenance costs that 

restrict their use. This paper presents a low-cost multi-drone testbed for agile and safe performing proof-of-

concept experiments. It uses low-weight, low-size emph{Crazyflies} drones and low-cost lighthouse 

positioning system for drone pose estimations. Its flexible and modular ROS-based architecture can be used 

to easily test multi-drone perception, control and planning techniques and can easily integrate bigger 

drones. The presented testbed does not require a dedicated room and can be set-up in less than one hour. 

The paper presents the testbed and validates its operation with multi-drone target tracking experiments. 

Title: A Multiple-UAV Software Architecture for Autonomous 

Media Production 

Authors: Mademlis, I.; Torres-Gonzalez, 

A.; Capitan, J.; Cunha, R.; Guerreiro, B.; 

Messina, A.; Negro, F.; Le Barz, C.; 

Gonçalves, T.; Tefas, A.; Nikolaidis, N. 

and Pitas, I. 

Conference: EUSIPCO. Satellite Workshop on Signal 

Processing, Computer Vision and Deep Learning for 

Autonomous Systems 

Details: A Coruña, Spain,  

September  2019 

Description: The  use  of  UAVs  in  media  production  has  taken off  during  the  past  few  years,  with  

increasingly  more  functions becoming  automated.  However,  current  solutions  leave  a  lot  to be  desired  

with  regard  to  autonomy  and  drone  fleet  support. This   paper   presents   a   novel,   complete   software   

architecture suited to an intelligent, multiple-UAV platform for media production/ cinematography  

applications,  covering  outdoor  events  (e.g., sports) typically distributed over large expanses. Increased 

multiple drone decisional autonomy, so as to minimize production crew load, and improved multiple drone 

robustness/safety mechanisms (e.g.,  regarding  communications,  flight  regulation  compliance, crowd  

https://doi.org/10.1109/ICUAS.2019.8797829
https://doi.org/10.1109/ICUAS.2019.8797829
http://eusipco2019.org/wp-content/uploads/2019/08/A_Multiple-UAV_Software_Architecture_for_Autonomous_Media_Production.pdf
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avoidance  and  emergency  landing  mechanisms)  are  supported. 

Title: Distributed Mission Execution for Aerial Cinematography 

with Multiple Drones 

Authors: Torres-Gonzalez, A.; Alcantara, 

A.; Sampaio, V.; Capitan, J.; Guerreiro, 

B.; Cunha, R. and Ollero, A. 

Conference: EUSIPCO. Satellite Workshop on Signal 

Processing, Computer Vision and Deep Learning for 

Autonomous Systems 

Details: A Coruña, Spain,  

September  2019 

Description: This paper presents a system for autonomous cinematography with multiple drones. Drones are 

becoming a trend for aerial cinematography. The price for buying a commercial platform is decreasing every 

year, while their quality increases. Drones allow for new shots and perspectives, and they can be automated. 

Despite the extended use of drones, there are still challenges for teams of multiple drones which cooperate 

for autonomous cinematography. The proposed system tries to face these challenges, focusing on the actual 

execution of aerial shots. A set of canonical shots with specific parameters for autonomous implementation is 

compiled. This system includes a distributed scheduler to synchronize shots using an event-based mechanism, 

and an autonomous controller to provide smooth movements in both the drone and the camera, so the drones 

can take aesthetic shots. Moreover, the system considers safety in two levels: collision avoidance in the 

controller and an emergency management component to handle high level alarms (e.g. low battery). 

Title: Risk Assessment based on SORA Methodology for a UAS 

Media Production Application 

Authors: Carlos Capitan, Jesus Capitan, 

Angel R. Castano, Anibal Ollero 

Conference: 2019 International Conference on Unmanned 

Aircraft Systems (ICUAS) 

Details: Atlanta, GA, USA, June 2019 

Description: This paper describes the application of the SORA (Specific Operational Risk Assessment) 

methodology to perform a risk assessment of an operation for aerial cinematography to be conducted with an 

autonomous small team of UAS developed in the EU-funded MULTIDRONE project. The purpose of 

applying SORA, which is the methodology developed by JARUS (Joint Authorities for Rule-making on 

Unmanned Systems), is to obtain regulatory approval to conduct these UAS flights for filming rowing/cycling 

races in rural scenarios. The paper goes through all steps in SORA, evaluating operational risks and 

discussing mitigation actions in the system. A positive evaluation is estimated for the operation proposed, 

which will ease technology transfer for the MULTIDRONE system and its future integration into airspace 

operations. 

Title: Optimal Trajectory Planning for Autonomous Drone 

Cinematography 

Authors: BaharehSabetghadam, Alfonso 

Alcantara, Jesus Capitan, Rita Cunha, 

Anibal Ollero, Antonio Pascoal 

Conference: 2019 European Conference on Mobile Robots 

(ECMR) 

Details: Prague, Czech Republic,  

September 2019 

Description: This paper presents a method for optimal trajectory planning with applications to drone 

cinematography. Aerial cinematography with drones is growing fast due to their maneuverability and ability 

to create unique visual effects. However, planning optimal drone trajectories and camera movements is still 

a major challenge to autonomous aerial filming. The trajectories must meet the objectives on aesthetic 

quality of the videos while satisfying several constraints imposed by drone dynamics, gimbal mechanical 

limits and surrounding obstacles. In this paper, we propose a novel formulation of the problem by 

decoupling the gimbal and the drone control systems. The problem is formulated as an optimization problem 

taking into account the gimbal rotation limits and collision avoidance constraints as well as camera angle 

driven objective functions to ensure feasible and smooth drone trajectories that generate visually pleasing 

videos. We evaluate the efficacy of our method through simulations and real-world experiments in an 

outdoor environment. 

Title: Autonomous cinematography with teams of drones Authors: Capitán, J.; Torres-González, 

A. and Ollero, A. 

https://pdfs.semanticscholar.org/b6e7/57a9c5273a517c4881ccf657f27f2f9c2d6a.pdf?_ga=2.167421757.220508711.1577457497-127255550.1577457497
https://pdfs.semanticscholar.org/b6e7/57a9c5273a517c4881ccf657f27f2f9c2d6a.pdf?_ga=2.167421757.220508711.1577457497-127255550.1577457497
https://ieeexplore.ieee.org/document/8798211
https://ieeexplore.ieee.org/document/8798211
https://ieeexplore.ieee.org/document/8870950
https://ieeexplore.ieee.org/document/8870950
https://personal.us.es/jcapitan/preprint/capitan_iros19_web.pdf
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Conference: Workshop on Aerial Swarms. IEEE International 

Conference on Intelligent Robots and Systems (IROS) 

Details: Macau, China, November 2019 

Description: In this  work,  we  propose  a  distributed  system  for  autonomous  execution  of  

cinematography  missions.  We implement   a   set   of   flight   controllers   in   order   to   perform with 

autonomous  drones  canonical  shots  described  in  the literature. Then, we devise a system that allows the 

drones to execute concurrent shots in a distributed manner, by means of synchronization  events. 

Title: An Aerial Robot Path Follower Based on the 

‘Carrot Chasing’ Algorithm 

Authors: Hector Perez-Leon, Jose Joaquin 

Acevedo, Jose A. Millan-Romera, Alejandro 

Castillejo-Calle, Ivan Maza, Anibal Ollero 

Journal: Robot 2019: Fourth Iberian Robotics 

Conference - Advances in Robotics, Volume 2 

Details: 20 November 2019, Volume 19,  

Issue 22, p. 4849 

DOI: https://doi.org/10.1007/978-3-030-36150-1_4  

Description: This paper presents a three-dimensional path follower implementation for an aerial robot based 

on the carrot-chasing algorithm. The main objective was to improve the performance of the position 

controller of the PX4 autopilot when following a list of waypoints. This autopilot is widely used in the aerial 

robotics community, but we needed to improve its performance for navigation in cluttered environments. 

Different simulations have been carried out under the ROS (Robotic Operating System) environment for the 

comparison between the position controller of the PX4 and the proposed path follower. In addition, we have 

implemented different modes to generate the path from the input list of waypoints that are also analyzed in 

our simulation environment. 

Table 5: List of Conference Papers from M19-M36 
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7 Networking Activities and Presentations 

7.1 Tutorials and Short Courses 

● On August 16-17, 2018, Prof. Ioannis Pitas held a graduate course on Deep Learning and 

Computer Vision for Drone Imaging and Cinematography at the Doctoral Education 

Network on Intelligent Systems (DENIS), Tampere University of Technology, Finland. 

● On October 17th, 2018, Prof. I. Pitas, & Prof. A. Tefas (AUTH), Prof J. R. Martinez De 

Dios (USE) hed a tutorial on Drone Vision for Cinematography and Media Production at 

the IEEE International Conference on Image Processing 2018 (ICIP2018), Athens, 

Greece. The tutorial offered an overview of the applications of computer vision in Drone 

Cinematography and Media Production and was held within ICIP 2019, the flagship IEEE 

conference on Image and Video processing and related technologies (more than 1200 

registered participants). It was part of the ASI@ICIP initiative, spearheaded by I. Pitas 

● On November 27th, 2018, Prof. Pitas (Aristotle University of Thessaloniki, Greece), 

Project Coordinator of MultiDrone, held a tutorial on Deep learning and multiple drone 

vision, presenting and discussing different aspects of Drone Imaging, Mapping, 

Localisation and Target Tracking, as they are tackled in the MultiDrone project. The 

event took place at the 15th IEEE International Conference on Advanced Video and 

Signal-based Surveillance (AVSS2018), Auckland, New Zealand and was attended by 

around 40 people. 

● On December 2nd, 2018, Prof. Ioannis Pitas held a tutorial on Multiple Drone Vision for 

Media Production, focusing on several aspects from the MultiDrone project, at the 14th 

Asian Conference on Computer Vision (ACCV2018). The event was attended by roughly 

40 people. 

● On January 7th, 2019, Prof. Ioannis Pitas held a tutorial on Drone vision algorithms for 

media production at the Winter Conference on Applications of Computer Vision (WACV 

2019), Waikoloa Village, Hawaii, USA. The tutorial provided a concise overview of 

vision algorithms applied on drone video feeds and aiming towards automating drone 

cinematography. The event was very well attended and led to several contacts with 

industrial players, (e.g., Amazon) and institutions. 

● On January 10th - 11th, 2019, Prof. Ioannis Pitas held a short course with around 90 

students on Deep Learning and Computer Vision for Drone Imaging and Cinematography 

at the University of Maryland, College Park, USA. 

● OnMarch 8th - 10th, 2019, Prof. Ioannis Pitas held a tutorial on Multiple drone vision and 

communications for media production at the International Conference on Emerging 

Technologies of Information and Communications (ETIC 2019), Bhutan 

● From May 30th - 31st, 2019, Prof. Ioannis Pitas held a short course on Deep Learning and 

Computer Vision for Drone Imaging and Cinematography (DCDC 2019) at the Sri Lanka 

Technological Campus, Padukka, Sri Lanka. The course provided an overview of the 

various computer vision and deep learning problems encountered in drone imaging and 

cinematography, which is one of the main application areas of drone technologies. The 

same machine learning and computer vision problems do occur in other drone 

https://2018.ieeeicip.org/Tutorials.asp#T5
https://avss2018.org/tutorials
https://avss2018.org/tutorials
https://wacv19.wacv.net/tutorials/
https://wacv19.wacv.net/tutorials/
https://enme.umd.edu/event/13918/short-course-deep-learning-and-computer-vision-for-drone-imaging-and-cinematography
https://www.sltc.ac.lk/workshop-uav/
https://www.sltc.ac.lk/workshop-uav/
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applications as well, e.g., for land/marine surveillance, search & rescue, building and 

machine inspection. It was attended by more than 60 people. 

● On June 12th, 2019, Alberto Messina and Maurizio Montagnuolo (RAI) presented a novel 

information model for multiple drone-based production at Geneva, EBU MDN Workshop 

2019 with about 85 participants. The presentation described an information model and 

related tools for the planning and execution of automated multiple drone productions 

7.2 Invited / Keynote Talks 

● On July 2nd 2018, Prof. Ioannis Pitas gave a presentation on “Multiple drone vision for 

cinematography applications” at the 6th International Symposium CompIMAGE’18 – 

Computational Modelling of Objects Presented in Images: Fundamentals, Methods, and 

Applications, Cracow. The Symposium dealt with  theoretical and practical aspects of the 

computational modelling of objects presented in images along with applications in this 

field. Prof. Pitas delivered a keynote speech in this event. 

● On July 30th, 2018, Prof. Ioannis Pitas gave a presentation on “Multiple drone vision for 

media production” at the University of Guanajuato, Salamanca, Mexico, explaining the 

different aspects of MultiDrone, mainly the idea of multiple drone vision, the presentation 

focused on the use of drones for media production. 

● On February 6th, 2019, Prof. Ioannis Pitas delivered the keynote speech “Multiple drone 

vision for media production” in the opening session of the 2019 International Conference 

on Information Technology & Systems (ICITS'19), Quito Ecuador 

● On March 2nd, 2019, Prof. Ioannis Pitas participated in a round table “New technologies 

in video sports analysis” at the Symposium Greek Embiomechanics Society, 

Thessaloniki, Greece and presented applications of multiple drone systems in sports 

analysis. 

● On April 18th, 2019, Prof. Ioannis Pitas gave a presentation on “Deep learning and 

Computer vision for multiple drone imaging and cinematography” at Boeing. 

● On June 6th, 2019, Jesús Capitan (University of Sevilla) gave a presentation on 

“Cooperative navigation and planning for multi-drone systems” and the work in 

MULTIDRONE to the Multi-robot Systems Lab at the Czech Technical University, 

Prague, Czech Republic. 

● On July 3rd, 2019, Prof. Ioannis Pitas delivered one of three keynotes on “Multiple drone 

communications and video/data streaming” at the 42nd International Conference on 

Telecommunications and Signal Processing (TSP2019), Budapest. The TSP Conference 

serves as a premier annual international forum to promote the exchange of the latest 

advances in telecommunication technology and signal processing and was attended by 

around 150 people. 

● On July 2nd, 2019, Grégoire Guerout (Alerion) gave a presentation  on “Drone 

Regulatory Needs for Media Production” at the RPAS 2019, 21st Annual European Civil 

RPAS Regulation Implementation & U-Space Integration Forum; Skeyes, Brussels, 

Belgium. 

https://tech.ebu.ch/mdn2019
https://tech.ebu.ch/mdn2019
https://gcn.comsoc.org/2019-42nd-international-conference-telecommunications-and-signal-processing-tsp-budapest-hungary
https://gcn.comsoc.org/2019-42nd-international-conference-telecommunications-and-signal-processing-tsp-budapest-hungary
https://rpas-conference.com/
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● On July 5th, 2019, Prof. Ioannis Pitas gave a presentation on “Computer vision and 

Machine Learning for multiple drone imaging and cinematography” at the DLR, 

Oberpfaffenhofen, Germany 

● On July 16th, 2019, Profs. I. Pitas,  A. Tefas, N. Nikolaids, researchers I. Karakostas, V. 

Nousi gave presentations and conducted a hands on session on “Computer Vision and 

Machine Learning for Drone Cinematography” at the 1st EURASIP-GAIPDM Seasonal 

School on Learning from Signals, Images, and Videos, Thessaloniki, Greece. This school 

aimed at introducing practitioners to all aspects of current and future digital media 

processing and analysis, employing associated technologies. The school was attended by 

more than 50 persons. 

● On September 9th, 2019, Prof. Ioannis Pitas gave a presentation on “Deep learning for 

multiple drone vision systems” at the IEEE SPS / EURASIP Summer School on Signal 

Processing (S3P‐2019), Arenzano, Italy 

● On September 13th, 2019, Prof. Ioannis Pitas gave a presentation on “Multiple drone 

vision and cinematography” at the Technical University Vienna. 

● OnSeptember 27th, 2019, Prof. Ioannis Pitas delivered a keynote talk on “Image-based 

3D Shape Reconstruction of Byzantine and Paleochristian Monuments” at the 9th 

International Conference on Digital Presentation and Preservation of Cultural and 

Scientific Heritage—DiPP2019, Burgas, Bulgaria. The talk was on using drone videos 

along with 3D reconstruction software in order to generate 3D models of monuments. 

● On October 16th, 2019, Prof. Ioannis Pitas gave a presentation on “Multiple drone vision 

for cinematography applications” at the Robotics Institute, Carnegie Mellon University, 

Pittsburgh, USA. 

● On December 5th, 2019, Prof. Ioannis Pitas delivered one of the four keynote speeches on 

“Deep Learning and Computer Vision for Multiple Drone Media Production” at the 

ISPACS 2019, Taipei, Taiwan, one of the major symposia in the signal processing and 

communication systems field. The event was attended by around 210  participants. 

● On December 4th, 2019, Prof. Ioannis Pitas gave an invited talk to about 40 participants 

on “Deep Learning and Computer Vision for drone imaging and cinematography” at the 

National Chiao Tung University, Hshinchu City, Taiwan. 

  

https://gaipdm-schools.web.auth.gr/
https://gaipdm-schools.web.auth.gr/
http://www.ispacs2019.org/keynote.html
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8 Schools and Workshops 

As announced in D7.3, MULTIDRONE, the Artificial Intelligence and Information Analysis 

Lab (AUTH) and the ICARUS.auth Special Interest Group organized a summer school and 

workshops on August 29-31, 2018, entitled "Drone School & Workshops: Deep learning and 

Computer vision for drone imaging and cinematography". The course provided an overview of 

the various computer vision and deep learning problems encountered in drone imaging and 

cinematography, which is one of the main application areas of drone technologies. The first two 

days (29-30 August 2018) were devoted to lectures focused on Deep Learning and Computer 

Vision in UAVs and Drone Cinematography techniques, delivered by Professors from Aristotle 

University of Thessaloniki, University of Seville and IST as well as Multidrone members  from 

Deutsche Welle. The total number of participants was 89. The last day (31 August 2018) included 

a hands-on programming workshop on drones and a public awareness workshop, dealing with 

issues related to drone-related privacy protection, ethics, safety and regulations. Topics included: 

 

Day 1 

● Introduction to multiple drone imaging  

● Introduction in computer vision  

● Image acquisition, camera geometry  

● Stereo and Multiview imaging  

● Motion estimation  

● Introduction to neural networks. Perceptron, backpropagation  

● Deep neural networks. Convolutional NNs.  

● Multiple drone architecture and communications  

● Localization and mapping  

 

Day 2 

● Drone cinematography  

● Drone mission planning and control  

● Drone HCI issues  

● Civil Drone Operations (Current & Future): Regulatory Matters – Challenges & 

Opportunities  

● Deep learning for target detection  

● Target tracking and 3D localization  

● Imaging for drone safety  

● Drone cinematography mission simulations  

● Privacy protection, ethics, safety and regulatory issues  

● Civil Drone Operations (Current & Future): Regulatory Matters – Challenges & 

Opportunities 

 

Day 3 

a) Hands-on programming workshop on drones conducted by AUTH Multidrone and other 

researchers including the following topics:  

http://icarus.csd.auth.gr/
http://icarus.csd.auth.gr/activities/droneschool
http://icarus.csd.auth.gr/activities/droneschool
http://icarus.csd.auth.gr/activities/droneschool
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● Programming in ROS (face detection ROS node, C++/Python, OpenCV) 

● Video streaming programming (Python/C++, Gstreamer, RTP/RTSP, H.264) 

● Deep Learning applications development (KERAS, CAFFE). 

b) Public awareness workshop. The workshop dealt with issues related to drone-related privacy 

protection, ethics, safety and regulations. The workshop was greeted by AUTH Vice Rector Prof. 

T. Laopoulos and Prof. T. Kourakis, Member and Vice President of the Greek Parliament.  The 

following presentations were held:  

● GDPR and private data protection policies (Lecturer: A. Papanastasiou, municipal 

councillor of Thessaloniki) 

● Privacy protection, ethics, safety and regulatory issues (Prof. N. Heise, Deutsche Welle). 

● Civil Drone Operations (Current & Future): Regulatory Matters – Challenges & 

Opportunities (Peter van Blijenburgh, President, UVS International). 

The workshop was concluded with an open discussion with the audience and privacy-by-design 

exercises by the Drone School students. 

On the day before the School (28 August 2018), participants optionally participated in an 

experimental drone media production focusing on rock climbing at Meteorarocks in Central 

Greece. The experimental production was organized by Deutsche Welle in cooperation with 

AUTH.  

 

Figure 17: Prof.  Martinez-de Dios lecture 

https://en.wikipedia.org/wiki/Meteora
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Figure 18: Participants of summer school lecture 

Moreover MULTIDRONE, the Artificial Intelligence and Information Analysis Lab 

(AUTH) and the ICARUS.auth Special Interest Group organized on August 28-30, 2019 a 3-days 

event entitled “Programming short course and workshop on Deep Learning and Computer Vision 

for Drone Imaging”. The event was organized in three parts, which provided an in-depth 

presentation of programming tools and techniques for various computer vision and deep learning 

problems encountered in drone imaging. Part A focused on Deep Learning, providing a solid 

background on Deep Neural Networks (DNN) topics, notably convolutional NNs (CNNs) and 

deep learning for object detection. Also, various DNN programming tools were presented, e.g., 

PyTorch, Keras, Tensorflow. Part B focused on computer vision algorithms, namely on 2D target 

tracking, 3D target localization techniques (giving the attendants the opportunity to master state 

of the art video trackers), parallel GPU, multi-core CPU architectures and GPU programming 

(CUDA). As drones execute missions (e.g., AV shooting, inspection), Part C lectures focused on 

drone mission planning and control. Before mission execution, it is best simulated, using drone 

mission simulation tools. Such simulations were presented using AirSim, ROS and Gazebo 

simulations. Each part consisted of lectures and programming workshops with hands-on lab 

exercises: 

 

Day 1 - Deep learning (Part A) 

Lectures: 

● Introduction to drone imaging. 

● Deep Neural Networks – Convolutional NNs. 

● Deep learning for target detection. 

Workshops: 

● PyTorch basics. Object detection, image synthesis and style transfer on images using 

PyTorch. 

http://icarus.csd.auth.gr/
http://icarus.csd.auth.gr/drone-school-2019/
http://icarus.csd.auth.gr/drone-school-2019/
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● PyTorch: Understand the core functionalities of an object detector. Training and 

deployment. 

● Object oriented Tensorflow in Google Colab. 

Day 2 - Computer Vision (Part B) 

Lectures: 

● 2D target tracking. 

● Parallel GPU and multi-core CPU architectures – GPU programming. 

Workshops: 

● CUDA programming. 

● OpenCV programming for object tracking. 

● Drone mission simulations. 

Day 3 - Drone Planning and Control (Part C) 

Lectures: 

● Drones, new legislation and applications. 

● Drone mission planning and control. 

● Gimbal control for Target Tracking. 

Workshops: 

● Drones with ROS and Gazebo simulations. 

● Brain-Drone Interaction. 

The lecturers were mainly delivered by post-doc researchers and PhD students from Aristotle 

University of Thessaloniki, University of Seville and University of Lisbon (V. Nousi, V. 

Sampaio, M. Malaca, A, Torres, I. Karakostas, P. Kaplanoglou, C. Symeonidis). I Pitas (AUTH) 

and J. Capitan (USE) also delivered lectures. The audience consisted of 54 people, with 14 of 

them being post-doc researchers or PhD students from various European universities and the rest 

40 being Greek bachelor or MSc students in Electrical Engineering, Computer Science, 

Mechanical Engineering, Physics. The course was very well rated by the participants. 
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Figure 19: P. Noussi lecture on object detection 

 

Figure 20: I.Karakostas lecture on object tracking 
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9 Second Bristol Drone Cinematography Workshop 

The MultiDrone Consortium organized its second Drone Cinematography Workshop at the 

University of Bristol on 5 December 2019. The workshop brought together some 50 experts in 

drone cinematography – users, producers, and technologists - to explore the future potential for 

this exciting and growing area. It included talks from specialist operators, cinematographers 

and producers, alongside research presentations on drone control, sensing, tracking and the use 

of simulation tools.  

The workshop commenced with an overview of the critical computer vision and target 

tracking in Multidrone by Prof. Nikos Nikolaidis from the Aristotle University of Thessaloniki. 

Nikos explained how video processing & analysis, computer vision and machine learning can 

transform drone and multi-drone operations in both cinematography and safety e.g. crowd 

detection.This was followed by a talk by Philip Dalton of John Downer Productions who gave 

a fascinating insight into how he has made wildlife films using unmanned aerial vehicles and 

how this will impact on the future of wildlife filming.  He showed examples from iconic award-

winning productions such as Earthflight used a host of aerial filming techniques including 

model gliders, octocopters and cameras on the backs of trained birds.  

 
Figure 21:  Impressions from the Bristol Drone Cinematography Workshop 

Next, Nico Heise from German public broadcaster, Deutsche Welle, explained how 

drones are employed as key production tools for short formats such as their "Daily drone" 

programme,  as well as for longer documentaries and features. Nico offered some important 

insights into the underlying cinematographic principles of working with drones and how they 

can expand the cinematic envelope. Next, the programme reverted to a more technical 

contribution with Lin Wang, from QMUL, explaining his team’s work on Audio-visual sensing 

from multi-rotor drones.  Lin summarized his work on the challenges of acoustic sensing, made 
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difficult due to strong ego-noise from rotors. He described a spatial filtering framework for 

sound enhancement and source localization with a microphone array mounted on the drone 

which resulted in significant noise attenuation and signal separation.  

The last talk before lunch was given by Aaron Zhang who presented work from the University 

of Bristol’s Bristol Vision Institute – linked to Multidrone – on a planning and training 

environment for drone cinematography. Aaron described a simulation-based tool based on a 

games engine that can support drone filming by enabling production teams to plan, rehearse 

and pre-visualise shots in realistic geographically-accurate environments. This talk was 

followed by a demonstration of the simulation tool by David Hall.  

Following lunch, Maurizio Montagnuolo from Italian state broadcaster RAI, gave the 

audience an understanding of how multi-drone operations can be specified, validated and 

executed via their Director’s Dashboard. This Graphical User Interface (GUI) is designed 

specifically to allow the editorial team to define shooting missions in an easy manner during a 

pre-production phase and to interact with the drone fleet during mission execution. He 

explained the architecture of this key tool and gave examples of how it has been employed in 

real multi-drone trials.  

Next, Tom Richardson from the University of Bristol gave a fascinating overview of the 

technical and production challenges of using drones to capture video of volcanic emissions. He 

explained how drones are having a significant impact on the way that volcanic emissions are 

being studied. Including beyond Visual Line of Sight (BVLOS) operations that have enabled 

ash samples to be collected and gas measurements to be made at distances up to 14km and 

altitudes up to 14,000ft above take-off. This was followed by an excellent talk by Samuel 

Oberholzer from Tinamu Labs in Zurich describing their work from ETH allowing ‘Drones on 

Rails’  and how control complexity can be reduced for camera operators. Controlling all 

degrees of freedom of a drone and additionally the camera gimbal is normally a multi-person 

operation. Samuel explained how their methods allow the user to define higher-level goals, 

simplifying the control of the drone himself, guaranteeing repeatability of camera trajectories 

and enhancing safety even for non-expert users.   

The last full talk was given by Hector Skevington-Postles, an independent cameraman 

and drone pilot who has created amazing shots on location for iconic productions such as Our 

Planet (Netflix) and Seven Worlds (BBC). Hector spoke about sequence building and how the 

drone aerial platforms have enhanced wildlife filming, bringing a new feel and new 

possibilities in building aerial spectacle as well as behavioural sequences. He also gave a 

powerful insight into his own personal experiences, explaining the power of drones but also 

when things can go wrong! 

The workshop closed with an extended audience discussion, chaired by David Bull of the 

University of Bristol, including a summary of the lessons learned from the Multidrone project 

given by Prof Ioannis Pitas, the Multidrone project lead, from the Aristotle University of 

Thessaloniki. This engaging discussion revisited many of the excellent presentations, exploring 

how drones can extend cinematography through greater immersion, intimacy and revelation, 

and the extent to which autonomous operation can indeed enhance production capabilities.   
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10 EUSIPCO 2019 Satellite Workshop 

European Signal Processing Conference (EUSIPCO) is the most important conference on 

Signal Processing and related topics in Europe. Its 27
th

 edition was held in A Coruna, Spain from 

September 2-6, 2019.  MULTIDRONE organized in EUSIPCO 2019 a Satellite Workshop on  

the hot topic of “Signal Processing Computer Vision and Deep Learning for Autonomous 

Systems”. The half day workshop, that took place on September 6
th

, 2019 was also technically 

co-sponsored by the IEEE Signal Processing Society and endorsed by the IEEE SPS Autonomous 

Systems Initiative (ASI).  The workshop was organized by MULTIDRONE team members Nikos 

Nikolaidis and Anastasios Tefas, Aristotle University of Thessaloniki (AUTH), Greece and was 

attended by more than 30 persons. 

The workshop consisted of an invited speech on “Robot 6 Degrees of Freedom localization 

and mapping” that was delivered by MULTIDRONE team member Prof. José Ramiro Martínez-

de Dios,  Dept. of Automation and Systems Engineering, University of Seville (USE), Spain, as 

well as 15 oral presentations of research papers, in two sessions. These papers were selected after 

peer review from those submitted after an open call. The papers covered a broad spectrum of 

topics, ranging from self-driving cars and GNSS-based localization for autonomous vehicles to 

drone infrared video coding and detection of whales from autonomous surface vehicles. 

MULTIDRONE members authored and presented 6 of these papers (4 of them were joint works 

between two or more project partners) on topics like the drone platform architecture, distributed 

mission execution for multiple drone aerial cinematography and potential UAV landing site 

detection. The full text of all papers is freely available on the workshop page 

(http://eusipco2019.org/program/satellite-workshops/). 

The workshop was a first class opportunity for the project to showcase its scientific and 

technological achievements in a targeted audience. It also fulfilled its aim of bringing together 

researchers, engineers and computer scientists working in the areas of signal/image/video 

processing and analysis, computer vision, and machine learning for autonomous systems to 

present and discuss recent developments and trends in this exciting area. 

  

http://eusipco2019.org/program/satellite-workshops/
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11 Participation to Exhibitions, Events and Workshops 

● From November 10th - 12th, 2018, MULTIDRONE participated in the 5th edition of the 

UAV-Show, Europe’s largest professional drone airshow and exhibition with around 2500 

participants. During this show, videos illustrating the work of the project was presented by 

Thales in Bordeaux, France. 

● On March 21st, 2019,  C. Le Barz (Thales), Prof. Ioannis Pitas (AUTH) presented 

MULTIDRONE at the Aerial Robotics Workshop with the European Robotics Forum 

(ERF2019), Bucuresti, Romania. This year ERF covered  current societal and technical 

themes related to the field of robotics, including human-robot-collaboration and how robotics 

can improve industrial productivity and service sector operations. The workshop was co-

organized by A. Ollero (USE) and Multidrone. The presentation was called “Multiple drone 

architecture for media production”. 

● From July 29th - August 2nd, 2019, Alfonso Alcántara and J. Amador (USE) participated in 

the IEEE RAS Summer School on Multi-robot Systems with around 150 participants in 

Prague, Czech Republic, representing MULTIDRONE. 

 

 

  

Figure  SEQ Figure \* ARABIC 19: Panel discussion at GMF 2018 on drones in journalism with 
members of MULTIDRONE 

https://www.uavshow.com/
https://grvc.us.es/erf-aerial-robotics-workshop/agenda/
http://mrs.felk.cvut.cz/summer-school-2019/
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12 ICARUS Special Interest Group (SIG) 

In order to promote research and education in drone technologies, drone cinematography and 

media production as well as in applications of computer vision and machine learning on data 

acquired by drones, the ICARUS ‘Special Interest Group’ (SIG) that was founded by AUTH in 

2017 continued to organize meetings that consisted of a) presentations/lectures on drone imaging, 

drone perception and drone cinematography b) discussions regarding research projects within the 

interests of the SIG as well as organizational matters. During M19-36,  the following lectures 

were given by MULTIDRONE and other AUTH researchers: 

 

1. Training Neural Networks, Chadoulos Christos, AUTH (1/11/2018)  

2. Fast convolution algorithms, Giannakeris Panagiotis, AUTH (8/11/2018) 

3. Convolutional Neural Networks, Papadopoulos Sotiris, AUTH (15/11/2018) 

4. Adversarial Neural Networks, Chatzikyriakidis Efstathios, AUTH (29/11/2018) 

5. GPU programming with Cuda, Basia Paraskevi, AUTH (21/2/2019) 

6. Cartography using Manifold Learning, Voulgaris Georgios, AUTH  (11/4/2019) 

7. GPU programming of convolution algorithms, Basia Paraskevi, AUTH (7/11/2019) 

8. Fast convolution algorithms for Computer Vision and Machine Learning, Prof. Ioannis 

Pitas, AUTH (14/11/2019) 

9. Recurrent Neural Networks and variance, Perrakis Stylianos, AUTH (28/11/2019) 

 

The lectures were based on material from the research work conducted by MULTIDRONE 

researchers and were attended by students of AUTH (20-40 persons). 

ICARUS team members collaborated with the AUTH researchers of MULTIDRONE and 

had the opportunity of getting involved in research by becoming actively engaged in a number of 

projects and tasks such as data collection/annotation, training deep neural networks for object 

detection, benchmarking tracking algorithms, etc. 

Moreover, ICARUS was actively involved in the organization of the 2018 Summer 

School & Workshop “Deep learning and Computer vision for drone imaging and 

cinematography” and the 2019 Short Course & Workshop “Programming short course and 

workshop on Deep Learning and Computer Vision for Drone Imaging” (see Section 9).  

Through the SIG activities, the MULTIDRONE objectives and scientific results were 

made known to students, academia and the general public, thus maximizing its impact and 

awareness. 

  

http://icarus.csd.auth.gr/
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13 IEEE SPS Autonomous Systems Initiative (ASI) 

The Autonomous Systems Initiative (http://asi.politecnica.unige.it/) which was initiated by 

Multidrone Coordinator I. Pitas in May 2018 was accepted by the IEEE Signal Processing 

Society (SPS) as one of its Megatrend Initiatives and formally inaugurated during IEEE ICIP 

2018 (Athens, Greece, October 2018). Prof. Pitas was elected Chair of ASI and is the driving 

force behind most of its activities.  ASI organized a series of events collectively called 

ASI@ICIP2018 events (https://2018.ieeeicip.org/ASI.asp). These events were sponsored by 

MULTIDRONE   and are listed below: 

● Tutorial on Drone Vision for Cinematography and Media Production organized by project 

members I. Pitas, A. Tefas, J. R. Martinez De Dios (see section 8.1) 

● Paper session on Drone and Autonomous System Imaging  

● Inaugural ASI meeting  

● Three headline talks, one of them delivered by Multidrone Member A. Messina:  

○ Dr. A. Messina (RAI, RadiotelevisioneItaliana, Italy) ‘Autonomous drone systems 

for media production’  

○ Dr. G. Yovanof (Strategis, Greece) ‘Autonomous Marine Systems – A Driver for 

Sustainable Growth in the Ocean Economy’  

○ Dr.Gian-Luca Mariottini (Draper, USA) ‘ Perceptual Autonomy’  

ASI continues its operations by organizing events such as the ASI@ICASSP2019 events 

during IEEE ICASSP 2019, endorsing related events such as the Multidrone-organized 

EUSIPCO 2019  Satellite Workshop on  “Signal Processing Computer Vision and Deep Learning 

for Autonomous Systems”  and is even considering launching a new conference series on its 

topics (Autonomous Systems) 

  

http://asi.politecnica.unige.it/
https://2018.ieeeicip.org/ASI.asp
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14 Other Events and Activities 

● On September 6th, 2018, the DroneBelow news website posted an article about 

MULTIDRONE titled “The Future of Media Production Using Multi-Drones” talking 

about the project and its achievements. 

● In December 2019, the Université de Lorraine published a video interview with 

GregoireGuerout (Alerion) on the MultiDrone project, as part of a report on their Creative 

Lab focused on Robotics and Artificial Intelligence. The video can be found directly on 

youtube, as well as through the website of the university. 

 
Figure 22: A scene from the Interview interview with GregoireGuerout (Alerion) 

 
Figure 23: The Université de Lorraine website with reference to the Lab 

 

https://dronebelow.com/2018/09/06/the-future-of-media-production-using-multi-drones/
https://www.youtube.com/watch?v=TeXZQERCqlc
https://www.youtube.com/watch?v=TeXZQERCqlc
http://avantscenerecherche.univ-lorraine.fr/#ASR17_-_Le_Creativ%E2%80%99Lab__au_c%C5%93ur_de_la_robotique_et_de_l%E2%80%99intelligence_artificielle
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15 MultiDrone Evaluation Week 

As described in the project DoW, MultiDrone set up a two-week evaluation period, in which 

the consortium put all the technical developments to the test following the three envisioned uses 

cases on cycling, rowing and parkour. From September 17th to September 29th, 2019, the 

consortium met up in Bothkamp, a small village in the north of Germany, for the experimental 

drone production. During the first week, all partners were focused on getting settled and setting 

up the MultiDrone platform for the three testing scenarios. The technical partners were focused 

on assembling and testing the drones, establishing and testing the network and connecting and 

fine-tuning all sensors, The pilots did some first test flights, preparing to take over drone control 

in emergency situations and the user partners started planning and mapping the envisioned 

scenarios through the producer’s dashboard and arranged the locations for the user scenarios. 

Bothkamp offered the best place for all three scenarios: 

● A remote lake for the rowing setup 

 
Figure 24: Impressions from the rowing scenario testrun 

● A large, open field with a small street for the cycling race 

 
Figure 25: Impressions from the cycling scenario testrun 

● And an area with several movable obstacles for the parkour run 

 
Figure 26: Impressions from the parkour scenario testrun 
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After a week of preparations, the Consortium ran through all three scenarios, testing and 

evaluation every aspect of the MultiDrone platform. The scenarios showed both the great 

possibilities of the platform as well as its limitations. While the different automated tracking 

modules worked well in most cases, the focusing of the camera didn’t always work. There were 

sometimes issues with the network, creating a latency, which made working with the camera 

signal difficult. But overall, the system proved that it was capable of automatically getting the 

drones in position and shooting the envisioned scenarios, clearly following the prepared flight 

paths. While there were always backup pilots ready to intervene, it was never necessary. 

With all test scenarios completed, the consortium packed up all materials and moved on to 

Berlin, where the real challenges was waiting: The rowing race “Rund um Wannsee”. With only 

one day for test-runs on location and an unfortunate weather forecast, the team had a tight 

schedule ahead. But the training during the previous weeks paid off – and even though the team 

had to put in some effort to protect the equipment from incoming rain showers several times, the 

group managed to get everything ready for the big day ahead. 

 

Protecting the equipment 

On the actual race day, Sunday, September 29th, two “MultiDrones” went up in the air 

and performed the planned and pre-visioned flights, without any major deviations. All technical 

aspects, like the control network, the automated tracking and the independant flight mode worked 

well and the drones produced some good footage of the race. Just after the last boat was through, 

all drones were returned safely back to the landing area – right before the rain started again. 

 

 
Figure 27: Impressions from the MultiDrone media production “Rund um Wannsee” 

 

Since the MultiDrone system is still an experimental one, none of the drones flew close 

up to the rowers. But the event was covered additionally with two commercial drone systems, 

adding some more close-up perspectives for the production. In addition a Deutsche Welle camera 
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crew covered the whole race, from the starting point to the award ceremony, to produce a behind-

the-scenes documentary of the preparations and the event itself. 

Throughout the whole two weeks, all activities were accompanied by several teams, 

documenting the work both through tweets, pictures and video recordings. The MultiDrone 

Twitter channel was used to continuously report about the progress, using still images and short 

video clips. There was also a report published about the event on the MultiDrone blog afterwards, 

covering the main points of the two weeks. The event was also covered by a Deutsche Welle 

crew, filming all major events and interviewing the participants. The final video is still being 

edited and will be made available on the project blog as well as through the other MultiDrone 

channels, including the third project newsletter, once it is available in January. A first teaser 

version, including both material from the video team as well as the MultiDrone drones, showing 

the use of the platform at the Rund um Wannsee race has already been published and is available 

through the Website and the youtube channel. 

On December 28th, 2019, the english version of the Deutsche Welle series SHIFT is also 

going to report about the MultiDrone project and the Rund um Wannsee application, showing the 

material and interviews recorded at the evaluation weeks. The show will later be available on 

youtube as well. 

 
Figure 28: Screenshot of the SHIFT schedule for the episode on MultiDrone 

  

https://multidrone.eu/2019/10/09/multidrone-test-weeks/
https://multidrone.eu/2019/12/20/multidrone-test-week-teaser/
https://multidrone.eu/2019/12/20/multidrone-test-week-teaser/
https://www.dw.com/en/tv/shift/s-30417
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16 Public Awareness Activities 

Within M19-36 MULTIDRONE continued to organize special-target group and public 

discussions and dialogues on ethics issues, as suggested by the ethics review in WP8, on the 

balance of social harms and benefits in the widespread adoption of sophisticated drone 

technology. This has been achieved through a series of successful events, some of which had also 

a dissemination dimension and are thus also mentioned in the previous Sections 

As already announced in D7.3 a number of public awareness activities successfully took 

place  within the MULTIDRONE-organized "Drone School & Workshops: Deep learning and 

Computer vision for drone imaging and cinematography", 29-31/8/2018, Thessaloniki: 

1. Two lectures on ethics and regulatory issues in the Drone School: 

a. Privacy protection, ethics, safety and regulatory issues (Lecturer: Prof. N. Heise, 

Deutsche Welle). 

b. Civil Drone Operations (Current & Future): Regulatory Matters – Challenges & 

Opportunities (Lecturer: Peter van Blijenburgh, President, UVS International). 

2. Several lectures and a public discussion on ethics and regulatory issues took place within 

the MULTIDRONE-organized ‘Public awareness workshop on drones’ 31/8/2018, 

Thessaloniki in the framework of the Drone School: 

 

a. GDPR and private data protection policies (Lecturer: A. Papanastasiou, municipal 

councillor of Thessaloniki) 

b. Privacy and ethics issues for drone technologies and AI (Lecturer: Prof. N. Heise, 

Deutsche Welle). 

c. Civil Drone Regulations (Lecturer: Peter van Blijenburgh, President, UVS 

International). 

d. Public discussion on the above issues. 

e. Privacy-by design exercises to the Drone School students. 

Moreover a lecture on ‘Security and ethics issues in drones’ was included in the 

MULTIDRONE-organized tutorial on “Drone Vision for Cinematography and Media 

Production” at the IEEE International Conference on Image Processing (ICIP) 2018, held in 

Athens, Greece, October 7-10, 2018. 

Furthermore, within the framework of a series of events organized for the general public 

in Eratura, Kozani, Greece, I Pitas delivered on 17/8/2019 a lecture on "Using drones for filming 

cultural monuments and events". The talk was accompanied by a demo on using drones for media 

production, conducted by Multidrone AUTH researcher I. Karakostas. The event was aimed 

towards creating public awareness and was very well attended.  

Finally AUTH has obtained permission from the 10th Ephorate of Byzantine Antiquities to 

fly a UAV over Byzantine churches such as Vlatadon Monastery in Thessaloniki, Greece and  

create their 3D reconstructions. The constructed models were made available to the Ephorate so 

as  to create awareness  on the use of  UAVs for cultural heritage purposes. 

http://icarus.csd.auth.gr/activities/droneschool
http://icarus.csd.auth.gr/activities/droneschool
https://2018.ieeeicip.org/Tutorials.asp#T5
https://2018.ieeeicip.org/Tutorials.asp#T5
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17 Public Datasets 

During its lifecycle MULTIDRONE members have worked on creating public datasets for 

the benefit of the scientific community.  More than 250 GBs of UAV/aerial footage of sports 

events (e.g., boat races, cycling), human crowds, buildings-of-interest, people, etc were collected 

and organized in 23 UAV datasets. The creation of these datasets was announced in posting in 14 

relevant mailing lists (e.g. robotics-worldwide, CVML etc). As a result content from these 

datasets was so far downloaded by 41 individuals / labs which is a very good figure given the 

relatively niche area they cover. MULTIDRONE will continue to support and distribute these 

datasets, which will be hosted by AUTH, after the end of the project. As a result the number of 

downloads is expected to increase.   

 

18 Collaboration with other Projects 

Within the reference time period (M19-M36) the project collaborated with a number of other 

EU-funded projects. Indeed, MULTIDRONE collaborated with the H2020 project AeRoTwin, 

which is a coordination action to spread excellence in aerial robotics. Thus, as part of the 

activities funded by AeRoTwin, some members of the MULTIDRONE team provided short 

courses to students from the University of Zagreb, in order to transfer knowledge on multi-drone 

architectures for different applications. Also, some students from University Zagreb visited USE 

in order to collaborate, proposing planning algorithms to solve the problems involved in 

MULTIDRONE.  

Also, MULTIDRONE collaborated with the H2020 project TerriNET, which is a network of 

robotics research infrastructure. TerriNET offers calls to fund the possibility of running 

experiments in the infrastructures of the members.  These open calls from TerriNET were 

disseminated within MULTIDRONE consortium, and some students from the partners applied to 

the calls to run experiments related with MULTIDRONE in TerriNET facilities.  

MULTIDRONE also established a collaboration with the H2020 project GAUSS, which 

addresses the integration of multi-drone teams into the civil airspace. This project studies, among 

other things, regulatory and standardization needs for these integration of unmanned drones into 

the current civil airspace. Some members of GAUSS collaborated with MULTIDRONE 

consortium to run a risk analysis on multi-drone media production and analyze the regulatory 

needs to get operational approval of MULTIDRONE system.  

Finally MULTIDRONE created, through USE, links with the DURABLE project, funded 

under the INTERREG Atlantic Space programme. The goal of this project is the increase in 

performance of renewable energies tasks through the validation and demonstration of aerial 

robotics technologies applied to the maintenance of solar and wind plants. USE, as member of the 

DURABLE consortium, promoted the use of the open-source part of  MULTIDRONE 

architecture, to be applied to the task of multi-drone cooperation for inspection.   
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19 Review, Summary and Conclusions 

The previous chapters gave an overview of the dissemination activities from the last 18 

months, including comparisons to the earlier months of the project. Overall, there have been a lot 

of activities promoting the project and its work. This chapter gives a short summary and review 

of the accomplishments from the dissemination activities throughout the whole project. 

Starting with the blog, a total of 45 articles have been published leading to a total of 13765 

visits and 28,128 views (22680 unique views) for the whole project duration. In terms of 

readership, this is a good outcome for the project, as it shows that there was a good community 

following the process of the project, plus probably a lot of people getting more information from 

the website after having heard about MultiDrone., e.g. at an event.  

 
Figure 29: Overview of visits to the project website from M1 - M36 

This can also be seen in the numbers of downloads from the website: A total of 2570 times, 

people downloaded material, with the dataset description being of most interest to users, followed 

by various presentations on drone cinematography.  

 
Figure 30: Top links from the list of most popular downloads 

 

Comparing the KPIs set for the Website in the D7.1 Dissemination Plan, the project did a 

good job on promoting the project via the blog. While the average number of page views stays a 

little behind the KPI, visits per month, clearly go beyond the envisioned 200 and also the average 

visit time is higher, than set as a target.  
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Measured indicator Indicator of success (KPI) Status 

Page views per month >800 ~780 

Visits per month  >200 ~382 

Average visit duration 01:30 minutes or more ~01:45 minutes 

Returning visits >25% couldn’t be tracked 

Table 6: Success indicators for website measurement 

There was also a steady followership keeping up to date with MultiDrone on social 

networks, in particular Twitter and Linkedin. As described in chapter 3.2, the number of 

followers on both networks was a good mix of industry, science and media related contacts, as 

well as some members of the general public, as envisioned in the D7.1 Dissemination Plan. With 

a total of 219 followers at the time of writing, the project has only missed its KPI by a few 

followers (KPI: 225 total, Y1:100, Y2:150, Y3: 225). Still it has managed to run a good 

dissemination effort via the network, promoting the blog articles and demonstrating a solid 

knowledge in the specific field of research. While there were no KPIs defined for Linkedin in 

D7.1, it proved to work very well as a second network to use, with a different audience-mix. Over 

the 36 months, the MultiDrone profile managed to reach over 100 connections, including good 

industry and scientific contacts. The site is clearly a digital business card for the project as 

planned.  

As for YouTube, the usage didn’t quite work out as planned. As already described in chapter 

3.2.3, there was only a small number of videos (5 full videos) published and the channel wasn’t 

used as a regular platform for distributing material. This of course lead to missing out on the 

envisioned KPIs at least in some parts, for example less than “at least 2 videos per year”. 

However, the few ones that were published, reached a larger audience than expected, with the top 

video “Rund um Wannsee” bringing in around 1000 views within about one year. 

While all these activities can already be considered a successful dissemination, the most 

outreach and publicity for the project was reached through the high numbers of presentations, 

speaking engagements and workshops done by the partners in the project. In particular the two 

Bristol Workshops on Drone Cinematography as well as the Drone Summer Schools and lectures 

by the University of Thessaloniki as well as the Evaluation weeks in Germany and Spain were 

great opportunities to teach people about the results and the progress in the MultiDrone project. 

The published papers and speaking engagements added to that very good reputation of the project 

among the envisioned audience groups. Overall the project consortium managed to publish a total 

of 29 journal papers and 51 conference papers on a variety of topics from MultiDrone. The 

members of the consortium also gave more than 25 presentations and workshops in the second 

half of the project alone.  



 

D7.4: Final dissemination & communication activities report & project newsletter 

 

MULTIDRONE Grant Agreement No 731667 62 

  

 

20  Conclusion 

This deliverable has summarized the dissemination and communication activities performed 

within M19-M36 and provided an overview of the success of the activities throughout the whole 

project.  

The consortium believes that the project has done a good job in disseminating its results 

throughout the last 36 months. A look at the KPIs set in D7.1 confirms this as most of them were 

met or passed. This applies to the website and social media channels but in particular to the 

publication of a large volume of high-quality papers as well as the numerous participation in 

workshops and presentations on the work of MultiDrone. In addition to this the project has 

organised and performed a number of high-quality events, like Drone Summer Schools or the 

Bristol Drone Cinematography workshops that have helped reach out to a large number of 

interested individuals and groups. 

While the performance of the Consortium can be considered a success, there is of course 

room for improvement. The numbers of visitors on the website for example could have been 

larger, with more articles or more in depth details. Same goes for the twitter-channel, where the 

envisioned number of followers was missed by a few people. But as said, the established 

networks have already proven to be quite strong and useful. 

In the future, building on the work within Multidrone, we will make use of our established 

networks to further promote the results of the project and to establish follow-up activities and 

new collaborations with other research institutes and industry players. These will underpin 

follow-on R&D projects and enable us to pursue key exploitation opportunities.  
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Appendix 1: Project Newsletter 



 

A newsletter on the project's last 18 months and its final results 

 

 

Gaining new perspectives through enhanced drone 

cinematography 

 

  

 

Welcome to the third MultiDrone Newsletter 

Interested in news about multiple drones for media production? You’re in the 

right place. A lot has happened since the second edition of the MultiDrone Newsletter. 

The consortium has finalized its developments of a multi-drone platform and set out 

to test the design in an experimental media production during the evaluation weeks.  

This newsletter gives you a short recap of how those weeks in Germany and 

Spain went and includes a link to both the teaser as well as the full behind the scenes 

video of those evaluation sessions. 

 

What is MultiDrone? 

MultiDrone is an EU co-funded research project, consisting of eight 

research, industry and media partners. The aim of the 36 month collaboration is 

to explore a solution for an innovative, intelligent multi-drone team platform for 

media production. 

https://mailchi.mp/c50783069ca5/after-take-off-the-multidrone-project-passed-its-first-milestone-183409?e=%5bUNIQID%5d


 

We are taking a closer look at how multiple drones can be better 

controlled by smaller teams through more decisional autonomy, facilitated by 

novel computer vision, machine learning, cooperative planning and control 

approaches. At the same time, we’re working on solutions to ensure a higher 

level of robustness and safety through intelligent UAV design, visual information 

analysis and semantic world modeling, secure communication structures, 

stronger networks and fail-over measures. Meanwhile we are studying the new 

visual language for video production, that these technical improvements will 

allow media professionals during the events. 

In detail, the project covers the following topics: 

 UAV design and 

implementation 

 Communication infrastructure 

 Multidrone control interfaces 

(HRI/HCI) 

 Visual, 3D and sensor data 

analysis and machine learning 

for safe and autonomous 

drone planning and navigation 

(semantic world modelling, 

drone localization and tracking, 

crowd/landing site detection) 

 Multidrone safety and 

regulations 

 Multidrone flight/formation 

control, cooperative planning 

and navigation, decisional and 

operational autonomy 

 Multidrone AV production-

related visual information 

processing and analysis (target 

detection and tracking, point of 

interest detection, intelligent 

camera control) 

 Media pre-production and 

production, intelligent drone 

cinematography. 

 

 

 

 

What has happened in the last months? 

MultiDrone System Integration 

Significant effort was devoted towards the integration of the MULTIDRONE 

platform over the final project period. In total, 9 SW/HW integration and testing 

meetings were held in order to prepare the MULTIDRONE system for evaluation. 

During these sessions numerous people from the various partners spent countless 

hours in front of computer screens and over the drones, detecting and solving issue 

after issue. And there were indeed lots of issues to be solved, given the complexity of 



the system and the number of modules and partners involved. And, yes, despite all 

difficulties and some delays, the system was successfully integrated and operational. 

This would not have been possible without the extraordinarily close cooperation and 

collaborative spirit of all involved consortium partners. It would not be an 

exaggeration to tell that, beyond all (very important) research and development 

achievements, the integration as well as the evaluation activities in this project have 

shown European collaboration at its best! 

 

 

 

MultiDrone Evaluation Weeks in Germany 



After more than two years of research, development and local testing, the 

MultiDrone platform is ready to be applied to real use cases. After some searching for 

the right place to do this, the consortium met up for the last two weeks of September 

2019 in Bothkamp, a small village in the north of Germany, which offered the perfect 

setup for the MultiDrone test weeks. 

During the first week, all partners were focused on getting settled and setting 

up the MultiDrone platform for the three testing scenarios. The drones had to be 

assembled, the network established and tested, the sensors connected and fine-tuned 

and the pilots prepared to take over drone control in emergency situations. While the 

technical partners were focused on those first steps, the user partners started 

planning and mapping the envisioned scenarios through the Producer's dashboard and 

arranged the locations for the user scenarios. 

Bothkamp offered the best place for all three scenarios: 

 A remote lake for the rowing setup 

 

 A large, open field with a small street for the cycling race 

 

 

 And an area with several movable obstacles for the parkour run   

 

 

After a week of preparations, the Consortium ran through all three scenarios, 

testing and evaluating every aspect of the MultiDrone platform. The scenarios showed 

both the great possibilities of the platform as well as its limitations. While the different 

automated tracking modules worked well in most cases, the focusing of the camera 

didn't always work. There were sometimes issues with the network, creating a latency, 



which made working with the camera signal difficult. But overall, the system proved 

that it was capable of automatically getting the drones in position and shooting the 

envisioned scenarios, clearly following the prepared flight paths. While there were 

always backup pilots ready to intervene, it was never necessary. 

 

Rund um Wannsee - the real test 

With all tests scenarios completed, the consortium packed up all materials and 

moved on to Berlin, where the real challenge was waiting: The rowing race "Rund um 

Wannsee". With only one day for test-runs on location and an unfortunate weather 

forecast, the team had a tight schedule ahead. 

 
But the training during the previous weeks paid off - and even though the team 

had to put in some effort to protect the equipment from incoming rain showers 

several times, the group managed to get everything ready for the big day ahead. 

So on the actual race day, Sunday, September 29th, two "MultiDrones" went up 



 

in the air and performed the planned and pre-visioned flights, without any major 

deviations. All technical aspects, like the control network, the automated tracking and 

the independent flight mode worked well and the drones produced some good 

footage of the race. Just after the last boat was through, all drones were returned 

safely back to the landing area - right before the rain started again. 

 
 

Since the MultiDrone system is still an experimental one, none of the drones 

flew close up to the rowers. But the event was covered additionally with two 

commercial drone systems, adding some more close-up perspectives for the 

production. In addition a Deutsche Welle camera crew covered the whole race, from 

the starting point to the award ceremony, to produce a behind-the-scenes 

documentary of the preparations and the event itself. 

 

 

MultiDrone Final Technical Tests 

Since there was an issue with the original MultiDrone drone platforms in 

September 2019 and the tests had to be run on backup systems, the consortium 

decided to set up another test run in Seville, using only the original MultiDrone 

drones. At the end of November 2019, the technical partners met up at University of 

Seville, one of the MultiDrone partners, for another test run. 

The setup 

The work in Seville consisted of three steps: 

1. Finalize the Hardware integration of the "new" drones, configure the 

autopilots and perform manual and autonomous flight tests. 



2. Test different  parts of the system and then the full system in a multi-drone 

mission to  debug arising issues. 

3. Run the media production experiments with three drones and several cyclists 

in Hacienda de Orán. 

  

As before, the weather didn't allow the team to run the evaluation as planned. 

Due to rain and heavy winds, flights had to be postponed. While this allowed for more 

preparation time it also made testing of certain features more difficult. Still, the team 

managed to set up five drones for automated flight also overcoming initial connection 

and control issues. 

 
Eventually, the situation changed towards the better, allowing the technical partners 

to run all envisioned tests and get the experiments on the road. The media production 

was successful, running the full system autonomously tracking the cyclists with three 

MultiDrone drones. 



Dissemination 

We are constantly promoting our work on our blog and through our different 

social media channels. You can find us on the web under https://multidrone.eu/ were 

we continuously share insights into our work, and follow us on Twitter or LinkedIn to 

learn more about our work and get insights into the drone industry and drones for 

cinematography. 

In the last months the project members have also promoted the research to 

interested groups through seventeen keynote speeches and invited lectures and the 

participation into several events and workshops. The consortium successfully 

organised four tutorials, two workshops (the 2nd Bristol Drone Cinematography 

Workshop and a satellite workshop in EUSIPCO 2019), three short courses and two 

summer schools (in Thessaloniki, Greece in August 2018 and 2019). The ICARUS 

Special Interest Group on drone technologies and AI / computer vision that 

organises lectures and fostered small research projects for participating students, 

continued its operation with significant success. 

Moreover, during the period since the 2nd edition of the Newsletter, 

MULTIDRONE partners published 20 papers in top-quality international scientific 

journals and 26 papers in international, well established scientific conferences. In total 

(M1 - M36), the project partners have published 30 journal papers and 50 conference 

papers,  figures that show that the high standards set in terms of excellence in 

research and dissemination were fully met.  Additional information regarding these 

papers, including full text, can be found in the project website. 

 

Exploitation 

Exploitation of project results is both challenging and highly promising for a 

project as innovative as MULTIDRONE, since the target market of autonomous drone 

swarm platforms for media production essentially does not exist yet. Therefore, 

extensive market monitoring was performed during the last phase of the project by 

MULTIDRONE partners in areas such as drone cinematography, artificial intelligence,  

UAV/avionics, broadcasting/media production, public safety, LTE/mobile broadband, 

etc. MULTIDRONE partners developed an exploitation strategy for mainstreaming, 

transferring the successful MULTIDRONE results to appropriate decision-makers in 

business, broadcasting, aviation and telecommunication regulation bodies, and for 

multiplication, the process of convincing individual end-users to adopt the 

MULTIDRONE solution. To this end 19 exploitable products and services were 

identified among the ones produced by the project and more than 150 accomplished 

industrial players were contacted. The exploitable items include S/W code and 

binaries, know-how, educational material, database/XML schemas and the drone 

platform design. 
 

https://www.multidrone.eu/
https://twitter.com/multidroneeu
https://www.linkedin.com/in/multidrone-project-594364138/


 

 

Activities& Publications 

To give you a better insight into the exploitation and dissemination effort, here 

is a small selection of publications and events, MultiDrone has published and 

attended. More events and publications can be found on the project’s website as well 

as on the publically available deliverable D7.4 “Final dissemination & communication 

activities report & project newsletter”. 

Journal and Conference Papers 

AUTH published a paper on “ Training lightweight deep convolutional neural 

networks using bag-of-features pooling” at the prestigious IEEE Transactions on Neural 

Networks and Learning Systems. Since Convolutional neural networks (CNNs) are 

achieving state-of-the-art performance in several computer vision tasks, albeit 

requiring powerful hardware, both for training and deploying, the paper proposes  

quantization-based pooling method. The proposed method is inspired from the bag-

of-features model and can be used for learning more lightweight deep neural 

networks. Trainable radial basis function neurons are used to quantize the activations 

of the final convolutional layer, reducing the number of parameters in the network 

and allowing for natively classifying images of various sizes. 

IST published an article on "A 3-D Trailer Approach to Leader-Following 

Formation Control" in IEEE Transactions on Control Systems Technology. The paper 

presents a real-time 3-D trajectory planner for the leader-following formation control 

of autonomous vehicles. The planner relies on the definition of a trailer body whose 

hinge point is rigidly attached to the leader and assigns each follower to a distinct 

point of such a trailer. Convergence results for the trailer body reference frame are 

presented based on Lyapunov analysis, which guarantee that the planning can be 

independently implemented by n followers, with a common leader, as they 

asymptotically behave as n points of a unique trailer body. Experimental results 

obtained with quadrotor vehicles are presented, which demonstrate the richness and 

suitability of the planned trajectories. 

 A multi-partner MultiDrone team published a tutorial paper on “Autonomous 

UAV Cinematography: A Tutorial and a Formalized Shot-Type Taxonomy” at the ACM 

Computing Surveys journal. The tutorial examines the emerging field of autonomous 

UAV cinematography and also presents the required underlying technologies and 

connections with different UAV application domains. Current industry practices are 

formalized by presenting a UAV shot-type taxonomy composed of framing shot types, 

single-UAV camera motion types, and multiple-UAV camera motion types. The latter 

are modeled geometrically and graded into distinct energy consumption classes and 

https://multidrone.eu/
https://doi.org/10.1109/TNNLS.2018.2872995
https://doi.org/10.1109/TCST.2019.2939119
https://doi.org/10.1109/TCST.2019.2939119
https://doi.org/10.1145/3347713
https://doi.org/10.1145/3347713


 

required technology complexity levels for autonomous capture. Overall, this tutorial 

both familiarizes readers coming from different backgrounds with the topic in a 

structured manner and lays necessary groundwork for future advancements. 

 

Conferences & Talks 

5th edition of the UAV-Show 

November 10th - 12th, 2018 

 

THALES presented 

MULTIDRONE during the 5th 

edition of the UAV-Show, 

Europe’s largest professional 

drone airshow and exhibition 

with around 2500 

participants. 
 

  

 

Aerial Robotics Workshop, Bucuresti, Romania 

March 21st, 2019 

 

C. Le Barz (Thales) and Prof. Ioannis Pitas (AUTH) 

presented MULTIDRONE at the Aerial Robotics 

Workshop organized within the European Robotics 

Forum (ERF2019). 

This year ERF covered current societal and technical 

themes related to the field of robotics, including 

human-robot-collaboration and how robotics can 

improve industrial productivity and service sector 

operations. 

  

https://www.uavshow.com/
https://grvc.us.es/erf-aerial-robotics-workshop/agenda/


 

2nd Drone Cinematography 

Workshop, Bristol, UK 

December 5th, 2019 

 

The MULTIDRONE 

Consortium organised the 

second Drone 

Cinematography Workshop at 

the University of Bristol, 

bringing together around 50 

experts in drone 

cinematography for 

presentations and 

discussions. 

 

  

EUSIPCO 2019  Satellite 

Workshop on  “Signal 

Processing Computer Vision 

and Deep Learning for 

Autonomous Systems”, A 

Coruna, Spain, September 6th 

2019 

MULTIDRONE successfully 

organized a Satellite 

workshop on this hot topic, 

within EUSIPCO 2019. The 

workshop was also 

technically co-sponsored by 

the IEEE Signal Processing 

Society.  The workshop 

consisted of an invited 

speech as well as 15 oral 

presentations of peer 

reviewed research papers 

submitted after an open call. 

 

 

 

 

https://multidrone.eu/2017/12/12/recap-bristol-drone-cinematography-workshop/
https://multidrone.eu/2017/12/12/recap-bristol-drone-cinematography-workshop/
https://multidrone.eu/2017/12/12/recap-bristol-drone-cinematography-workshop/
http://eusipco2019.org/program/satellite-workshops/
http://eusipco2019.org/program/satellite-workshops/
http://eusipco2019.org/program/satellite-workshops/
http://eusipco2019.org/program/satellite-workshops/
http://eusipco2019.org/program/satellite-workshops/


Drone School & Workshops: Deep learning and Computer vision 

for drone imaging and cinematography 

As announced in the second edition of the newsletter, the Artificial Intelligence 

and Information Analysis Lab (AUTH) and the ICARUS.auth Special Interest Group 

organized a summer school and workshops on August 29-31, 2018. 

 

The course provided an overview of the various computer vision and deep 

learning problems encountered in drone imaging and cinematography, which is one of 

the main application areas of drone technologies. The first two days were devoted to 

lectures focused on Deep Learning and Computer Vision in UAVs and Drone 

Cinematography techniques, delivered by Professors from Aristotle University of 

Thessaloniki, University of Seville and IST as well as Multidrone members  from 

Deutsche Welle. The total number of participants was 89. 

 



 

The last day included a hands-on programming workshop on drones and a 

public awareness workshop, dealing with issues related to drone-related privacy 

protection, ethics, safety and regulations. 

AUTH also organized on August 28-30, 2019 a 3-days event entitled “Programming 

short course and workshop on Deep Learning and Computer Vision for Drone 

Imaging”. The event was organized in three parts, which provided an in-depth 

presentation of programming tools and techniques for various computer vision and 

deep learning problems encountered in drone imaging. 

 

  

 

MultiDrone in the media 

On September 6th, 2018, the DroneBelow news website posted an article about 

MULTIDRONE titled “The Future of Media Production Using Multi-Drones” talking 

about the project and its achievements. 

In December 2019, the Université de Lorraine published a video interview with 

Gregoire Guerout (Alerion) on the MultiDrone project, as part of a report on their 

Creative Lab focused on Robotics and Artificial Intelligence. The video can be 

found directly on youtube, as well as through the website of the university.  

For more details, have a look at the media section on our blog. 

http://icarus.csd.auth.gr/drone-school-2019/
http://icarus.csd.auth.gr/drone-school-2019/
http://icarus.csd.auth.gr/drone-school-2019/
https://dronebelow.com/2018/09/06/the-future-of-media-production-using-multi-drones/
https://www.youtube.com/watch?v=TeXZQERCqlc
http://avantscenerecherche.univ-lorraine.fr/#ASR17_-_Le_Creativ%E2%80%99Lab__au_c%C5%93ur_de_la_robotique_et_de_l%E2%80%99intelligence_artificielle
https://multidrone.eu/publications/


 

 

Farewell 

With the end of the year 2019, the MULTIDRONE project officially comes to an 

end. Through the two evaluation weeks, the consortium has successfully proven, that 

the concept and idea of an autonomous multi-drone platform is valid. The results of 

our work or the documentation thereof is available on the website and can be 

accessed from there. If you are interested in more details about the project, 

please visit the website or get in contact with us directly via e-mail or any of the other 

networks mentioned below. 

  

     
  

 

This project has received funding from the European Union’s 

Horizon 2020 research and innovation programme under grant 

agreement No 731667 (MULTIDRONE) 

 

 

Copyright © 2020 MultiDrone Project, All rights reserved. 

  

 

https://multidrone.eu/
https://multidrone.eu/
https://twitter.com/multidroneeu
https://www.facebook.com/MultiDrone-DW-Innovation-137920953452436/
https://www.linkedin.com/in/multidrone-project-594364138/
mailto:contact@multidrone.eu


 

D7.4: Final dissemination & communication activities report & project newsletter 

 

MULTIDRONE Grant Agreement No 731667 1 

  

 

Appendix 2: Project Publications 
 



Research Article

Combining a hierarchical task network
planner with a constraint satisfaction solver
for assembly operations involving routing
problems in a multi-robot context

Jorge Muñoz-Morera1, Francisco Alarcon1, Ivan Maza2

and Anibal Ollero2

Abstract

This work addresses the combination of a symbolic hierarchical task network planner and a constraint satisfaction

solver for the vehicle routing problem in a multi-robot context for structure assembly operations. Each planner has its
own problem domain and search space, and the article describes how both planners interact in a loop sharing infor-

mation in order to improve the cost of the solutions. The vehicle routing problem solver gives an initial assignment of

parts to robots, making the distribution based on the distance among parts and robots, trying also to maximize the

parallelism of the future assembly operations evaluating during the process the dependencies among the parts assigned

to each robot. Then, the hierarchical task network planner computes a scheduling for the given assignment and esti-

mates the cost in terms of time spent on the structure assembly. This cost value is then given back to the vehicle routing

problem solver as feedback to compute a better assignment, closing the loop and repeating again the whole process.

This interaction scheme has been tested with different constraint satisfaction solvers for the vehicle routing problem.
The article presents simulation results in a scenario with a team of aerial robots assembling a structure, comparing the

results obtained with different configurations of the vehicle routing problem solver and showing the suitability of using

this approach.
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Introduction and related work

The main goal of the European project that inspired our

work was constructing one structure defined in a computer-

aided design (CAD) model using multiple drones equipped

with robotic arms. This kind of system is of great interest in

situations where the assembly of a structure is required, but

the characteristics of the terrain or the environment make

the assembly operation difficult. This type of situations

may arise in civilian missions such as a mountain rescue
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Jorge Muñoz-Morera, Center for Advanced Aerospace Technologies

(CATEC), Calle Wilbur y Orville Wright, 19, 41300 La Rinconada,

Sevilla, Spain.

Email: jjmunoz@catec.aero

International Journal of Advanced

Robotic Systems

May-June 2018: 1–13

ª The Author(s) 2018

DOI: 10.1177/1729881418782088

journals.sagepub.com/home/arx

Creative Commons CC BY: This article is distributed under the terms of the Creative Commons Attribution 4.0 License

(http://www.creativecommons.org/licenses/by/4.0/) which permits any use, reproduction and distribution of the work without

further permission provided the original work is attributed as specified on the SAGE and Open Access pages (https://us.sagepub.com/en-us/nam/

open-access-at-sage).



or fire, but also in military missions like building a bridge.

Different scheduling and planning problems are involved in

this context: assembly planning, multi-robot task alloca-

tion, symbolic planning, and motion planning. There is a

huge amount of related work in any of these topics inde-

pendently, but the problem of combining these different

planning levels has been less addressed in the literature

until the last 10 years.

Assembly planning can be defined as the process of con-

structing a specific structure given a set of parts, by comput-

ing a plan that is composed of different assembly operations

and the order on which they must be executed to build the

structure. During the plan generation, different variables are

taken into account, such as the geometry of the parts, the

geometry of the final structure, the resources to handle the

parts and build the structure, the tools available, and so on. It

has been proven in Kavraki et al.1 that all assembly problems

have a nondeterministic polynomial time (NP)-complete

nature. A complete survey on assembly sequencing was pre-

sented by Jimenez,2 taking into account the geometry of the

problem and its combinatorial nature. The most complete

and recent taxonomy on the topic can be found in the study

by Ghandi and Masehian.3 In the context of multiple aerial

robots, a team that cooperatively constructs a structure is

presented by Lindsey et al.4 In this study, the different parts

had a simple geometry and the tools used by the aerial robots

were grippers, so picking and placing the parts did not need

any kind of manipulation planning. In addition, the parts

were placed sequentially, so the benefits of using a team

of robots for parallelization were not fully exploited and the

assembly tasks were done sequentially. On the other hand,

an automated system that uses a team of robots equipped

with different tools for the assembly of furnishing is pre-

sented by Knepper et al.5 In that work, a symbolic planner

determines the order of operations over the parts for the

assembly operation. However, the allocation of tasks to

robots is done at the symbolic level by using preconditions

and postconditions in an object-oriented symbolic planning

specification language, so the task allocation does not use

any optimization heuristic.

It can be seen that the assembly planning and sequen-

cing topics have been addressed since many decades ago,

but it still remains as an interesting research field and in

fact, nowadays the need to have robots with precise assem-

bly capabilities is increasing. One of the trends is to

enhance the precision of robots by using new data models

and sensors with better precision in their measurements. In

the study by Udai and Saha,6 the authors present a system

for the automatic generation of “depth maps” for peg-in-

hole assembly operations. Depth maps are two-dimensional

(2-D) arrays that contain the perpendicular distances of a

peg with respect to its mating hole and are commonly used

in assembly operations. Given a CAD model the system

automatically generates a depth map for the assembly oper-

ation. Another way of improving the precision of assembly

operations is by measuring the sound produced by mating

parts, as presented by Li and Gu.7 In this study, an acoustic

contacting detection is presented to substitute the tradi-

tional use of strain gauge load cells. By putting a receiver

into a part, when two parts come into contact, part of the

sound wave energy is transmitted from the part to the recei-

ver, making it possible to detect the contacting event. Gu

et al.8 perform object localization using a monocular cam-

era. The authors use an eye-in-hand manipulator and a

mobile platform for the task. Initially, a speeded up robust

features algorithm is applied for feature detection and

initial localization. Then, a new probability-based natural

right angle detection algorithm is applied, and finally, a 2-

D template matching algorithm is used to fine-tune the

object localization. Another interesting trend is the use

of augmented reality (AR) to improve the accuracy of the

assembly process in teleoperation. In the study by Brizzi

et al.,9 the effects of using an AR system are evaluated

with the intention of overcoming the differences in per-

ception between telepresence and real presence. The sys-

tem used an RGB-D camera (Microsoft Kinect 360), a

head-mounted display for the operator, and a Baxter robot

on the other side. With this setup, the authors demonstrated

that by using their AR system, the accuracy and efficiency of

the robot in the assembly tasks were improved. Regarding

high precision measurements, a case study of the error chain

is done by Zhao et al.10 In that work, a robotized assembly

system is studied, and an assembly accuracy analysis model

for misalignment errors is proposed. This model provides

an assembly accuracy estimation and has been tested in

different assembly experiments, giving a reliable worst-

case accuracy estimation.

An interesting application of assembly planning can

arise from the use of multiple robots. Self-assembly is a

process in which a disordered system of preexisting com-

ponents forms an organized structure or pattern as a con-

sequence of specific local interactions among the

components themselves, without external direction. Some

studies can be found in this matter. JianJu and YunJian.11

have addressed the self-assembly process for swarm robots.

In that study, the authors propose an enhanced self-

assembling morphology-distributed control algorithm for

swarm robots, enabling dynamic local navigation accord-

ing to the distance of seed robot and docking robot. The

work also presents time measurements for line-shaped,

arrow-shaped, T-shaped and star-shaped morphologies.

The case of using a heterogeneous group of robots for

self-assembling is studied by Dutta.12 In that work, each

agent can only become the neighbor of a specific set of

agents in the target pattern. A constrained bipartite graph-

matching algorithm is used to allocate the agents to spots in

the target pattern. The allocation is done in a way that

adjacent agents are allocated only if they are compatible.

The presented algorithm is also compared with other opti-

mal matching algorithms, showing lower run times.

Another application of assembly planning that also

requires cooperation among the different robots is
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collaborative assembly. Marino et al.13 address the problem

of moving objects with a group of autonomous robots.

Instead of using different planning strategies described in

the literature for pick and place, object passing, object

regrasping, and so on, the authors propose a planning

scheme that aims to unify the different solutions. The

implemented planner can exploit support surfaces if

required in order to reach the goal, for example, putting

an object in a region of a table that lets another robot to pick

it. The planner relies on the geometric information stored in

a database about support surfaces, possible approximations,

and feasible grasps, among others. Filipescu et al.14 present

a model for an assembly/dissasembly line that uses two-

wheeled robots working in parallel. One of the robots has a

robotic manipulator used for part manipulation, while the

other robot is used for transporting the parts. During the

assembly, if a part does not pass the quality test, the whole

assembly is canceled and the disassembly starts to recover

the different parts. The work is focused on task planning,

modeling and simulation of the assembly line, and use

Synchronized Hybrid Petri Nets to control the assembly/

disassembly. Regarding safety, some human–robot cells

trigger a safety stop when humans leave the safety zone.

Collaborative human–robot assembly requires further

research to avoid completely stopping robot operations

when humans are near the working area of the robots. In

Unhelkar et al.15, a human-aware robotic system is pre-

sented. The system is capable of predicting human motion

and plan in time to execute safe motions during automotive

assembly tasks, without needing to trigger a safety stop.

The main interest of this system lies in its ability to adapt

the behavior of the robot to the behavior of the human. The

robot can operate in a “Planning with Prediction” mode,

without knowing the task of the human. The robot uses the

detected human position and a set of predictions to adapt its

motion to the motion of the human. By this way, the robot

can pause its task or move to another zone to let the human

move freely, without needing to trigger a safety stop.

In our research, it was required to deal with the combi-

nation of a symbolic state and a geometric configuration,

where a trajectory can modify the symbolic state. Hence,

when an action is applied, both the symbolic and geometric

states can change. In the literature, there are different

approaches for the composition of the symbolic and geo-

metric states: in Şucan and Kavraki, Lozano-Pérez and

Kaelbling, Lagriffoul et al., Srivastava et al., and Kaelbling

and Lozano-Pérez,16–20 the symbolic level calls the geo-

metric level, the geometric level calls the symbolic level in

Garrett et al., Plaku and Hager, and Choi and Amir.,21–23

and the compound state is used directly in Cambon et al.,

Hauser, and Hauser and Latombe.24–26 The approach

adopted in our project belongs to the former group, where

the symbolic planner calls the geometric level for motion

planning purposes. However, this article is focused on the

combination of a symbolic hierarchical task network

(HTN) planner and a constraint satisfaction solver for the

vehicle routing problem (VRP). The scheme proposed for

this connection in a multi-robot context for assembly oper-

ations with aerial robots is the main novelty of this work.

Although there is a huge amount of work in robotics related

to the use of symbolic planners and the multi-robot task

allocation problem, to the best of our knowledge, it is the

first article that details the interactions between a symbolic

HTN planner and a constraint satisfaction solver for the

VRP in such a context.

This article is structured as follows. The problem state-

ment is presented in the first section. The assignment of

assembly tasks to aerial robots done by the solver is

described in the section “VRP solver.” After computing

the assignment, the optimization stage starts the symbolic

HTN planner described in the section “Symbolic HTN

planner.” This planner gives feedback to the previous sol-

ver by scheduling the assembly operations and computing

the time cost of executing the different actions. That cost

estimation allows the first solver to search for a better

assignment. The section “Connecting the VRP solver and

the HTN planner” explains in detail how both levels are

interleaved. After that section, simulation results using

different configurations for the VRP solver are presented,

in a scenario of structure assembly with multiple aerial

robots. Finally, the article is closed presenting the conclu-

sions and future work.

Problem statement

Given a set of parts that compose a structure, with the parts

distributed along a scenario, and given a set of aerial robots

also distributed along the scenario, our goal is to assemble

the whole structure using the aerial robots, minimizing the

total assembly time and maximizing the potential paralle-

lism of using a team of robots in a collaborative way.

The parts have a simple geometry (rectangular paralle-

lepiped), with a handle on top which makes it possible to

pick the part, and with a cavity beneath which allows stack-

ing the parts. All the robots are equipped with robotic

manipulators that let them pick and place the parts. In

addition, the assembly plan is known in advance, so for

each part, it is known which other parts must be assembled

first. The locations and orientations where the parts must be

picked and assembled are already known.

The problem of assembling the structure can be seen as

two problems highly coupled one with each other: the prob-

lem of assigning the parts to the robots and the problem of

scheduling the different task of the robots in time. They are

highly coupled because changing the assignment will lead

to a different scheduling, and changing the scheduling, that

is, changing the time on which the different tasks are

planned to be executed, will probably invalidate the

assignment.

The assignment problem consists in assigning the dif-

ferent parts to the available robots by following some cri-

terion. One valid criterion could be trying to minimize the
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routes of the used aerial robots, because it is reasonable to

think that by minimizing the routes of the robots, the total

assembly time will be minimized, as the robots will travel

the shortest paths possible. However, this is not always

true. If we think in the assembly plan, we know that the

parts must be assembled following some order, and one part

may need other parts to be assembled first. If the criterion

of minimizing the path is the only one used, this could

result in one “unbalanced” assignment, where some robots

were assigned lots of parts because they were near them,

and the other robots will have to wait until these unba-

lanced aerial robots assemble their parts. So, it seems clear

that the criterion of minimizing the routes of the robots

must be accompanied by another criterion. The other cri-

terion could be to do the assignment in a “balanced” way,

by inspecting the dependencies of each part and assigning

them in a way that the amount of time that the robots have

to wait for the other is also minimized. In any case, this

problem may be seen as a variant of the VRP described by

Dantzig and Ramser.27

On the other hand, once an assignment has been com-

puted, the aerial robots must have a detailed plan to execute

the assembly of the parts. The tasks that compose their

plans must be correctly scheduled. These tasks include

actions such as taking off, traveling to the points of interest,

synchronizing with other aerial robots, picking the parts,

placing the parts, and so on. The start and end times of each

action must be planned and computed.

A formal description of the problem described here was

presented in one of the previous works by Muñoz-Morera

et al.28 In the following sections, we describe a new

approach that connects a VRP solver and a symbolic HTN

planner in a bidirectional way to solve the whole problem.

Symbolic HTN planner

Our planning system needs to know how the structure is

built, that is, the parts that compose it, their geometry, and

how they are related to each other. Thus, the three-

dimensional (3-D) CAD model of the structure is given

as the input for the system. From this model, an external

planner extracts all the required information to compute an

assembly plan using the assembly-by-disassembly tech-

nique described by Jimenez2 and Ghandi and Masehian.3

This technique starts with the assembled structure, and on

each iteration disassembles one of the parts that are assem-

bled in the structure. After all the parts of the structure have

been disassembled, the order in which the parts were taken

from the structure is reversed and the assembly plan is

composed of that reversed order. We call this the assembly

planner. Although it is out of the scope of this article, a

detailed description can be found in Muñoz-Morera et al.28

The definition of the computed assembly plan is as fol-

lows. Each of the parts that compose the structure appears

in the assembly plan as one assembly task. The assembly

task represents the assembly of one specific part into the

structure and contains additional information needed to

assemble the part in the form of preconditions. The pre-

conditions consist of the parts that must be assembled in the

structure before the insertion of that part. We call this set of

preconditions the dependencies of the assembly task. As

the dependencies consist of a set of parts that have to be

already assembled, they are also assembly tasks. So, the

requirement to execute one assembly task at a given

moment is that its dependencies are met, that is, the whole

set of assembly tasks that appear as preconditions have

been already executed.

This way of defining the assembly plan makes it inde-

pendent from the number of available aerial robots for the

assembly. In a given time, one part can be chosen to be

assembled if and only if all its dependencies are met. If

there are enough robots, then all the parts that have their

dependencies met could be assembled simultaneously and

cooperatively, decreasing the assembly time. Of course,

this situation would require the correct synchronization of

the involved aerial robots.

HTN planning

To deal with all the aspects of the assembly operations and

to produce plans for the aerial robots, we have chosen the

java simple hierarchical ordered planner2 (JSHOP2) plan-

ner described in Nau et al.29 JSHOP2 is a symbolic planner

that uses HTN to solve problems. This type of symbolic

planner has been chosen due to his successful application in

the robotics area in past years.

The idea behind HTN is to try to solve higher level

problems by decomposing them into lower level problems,

which in turn can be decomposed into simpler problems,

and so on, until there is one available action that can be

directly applied to solve any of the simplest problems.

Once there is an action that can be applied to every simplest

problem, then the high-level problem is solved and the

sequence of actions needed to solve it can be constructed.

In general, the higher level problem is called the higher

level task, which can be decomposed into more simple

subtasks until finding actions that can be applied directly

to execute the simplest tasks. The way the high-level task

can be decomposed into subtasks results in a hierarchy of

tasks that can be represented as a tree. This is called a Task

Network. To help the reader understand this concept, we

present the following formalization, which is largely based

on Ghallab et al.30

Definition 1. Task network: A task network is a pair

w ¼ ðU ;CÞ, where U is the set of task nodes and C is a

set of precedence constraints.

Definition 2. HTN method: An HTN method is a four-tuple

m ¼ <name(m),task(m),(subtasks(m),constr (m))>, where

name (m) contains the name and variables of the method,

task(m) is the decomposable abstract task that this method

4 International Journal of Advanced Robotic Systems



can be applied to, and ð subtasksðmÞ; constrðmÞÞ is the task
network resulting from decomposing of the task.

Definition 3. Operator: An operator is a four-tuple o ¼
<name(o),task(o),precond(o),effects(o)>, where name (o)

contains the name and variables of the operator, task(o) is

a nondecomposable abstract task achieved by this operator,

precond(o) is a set of predicates that must hold true for the

operator to be applicable and effects(o) represents the

effects of the action.

Definition 4. HTN planning problem and domain: An HTN

planning domain is a pair D ¼ < O;M > and an HTN

planning problem is a three-tuple P ¼ < s0;w;D >,

where s0 is the initial state, w is the initial task network,

O is a set of operators, and M is a set of HTN methods.

The previous definitions show the hierarchical nature

of task networks. A task network is composed of a set of

tasks with precedence constraints, that is, the tasks on the

set can be partially or totally ordered. Additionally, every

task on the network can be decomposed into another task

network if it is a decomposable task, or into a single oper-

ator if it is a nondecomposable task. Operators are the

leaves of the tree representation of the task network

decomposition and represent the actions that are applica-

ble and compose the final plan.

To know how to decompose tasks, JSHOP2 needs the

definition of a planning domain using a language very sim-

ilar to a Planning Domain Definition Language. In the

domain, high-level task methods must be defined to repre-

sent the tasks to decompose. In JSHOP2, the task methods

also contain a number of preconditions in the form of logi-

cal expressions. In a given state, if the preconditions are

met, then the effect of applying the task method over a task

is its decomposition on smaller subtasks (methods, opera-

tors, or both). A task is said to be feasible if the precondi-

tions of its task method and the preconditions of all its

lower level subtasks methods and operators are all true,

in which case the task is decomposed into several actions.

The planning process works as follows. The tasks are

decomposed by using a depth-first algorithm. At each itera-

tion, the task m with the lowest precedence from w is

selected. If it is a nondecomposable task, then an applicable

operator from O is selected and applied (if possible). If it is

a decomposable task, then an applicable method fromM is

selected and applied (if possible), decomposing the task

into the task network ðsubtasksðmÞ; constrðmÞÞ and insert-

ing these new tasks into the queue of tasks. The process is

repeated until the initial task network w has been com-

pletely decomposed into actions.

Symbolic domain

In JSHOP2, the current state is composed of a set of logical

predicates that define the entities and their states that take

part in the planning process. Taking into account the

problem definition previously described, the following ele-

ments should be present in the symbolic domain:

� The assembly parts and their preconditions lists.

� The initial and final poses of the parts in the

structure.

� The aerial robots and their home locations.

� The number of parts that remain unassembled.

� An assignment of assembly tasks (parts) to robots.

For our domain, we have designed one main task

method which is the task method at the highest level of the

hierarchy in the task network. This method is called to

solve the problem of assembling one specific structure,

given its parts and their dependencies. The method has

been defined to be recursive, so on each iteration, it will

be decomposed into two new subtasks: the task of assem-

bling one part from the set of unassembled parts and the

task of calling himself. As the engine of JSHOP2 plans for

the tasks in the order in which they appear, this will guar-

antee that on each recursive call to himself, the size of the

problem will be decreased in one unit because the previous

task assembled one part, so if there is a solution for the

problem, JSHOP2 will find it and stop.

Once a part is selected, the robots that are assigned to

execute that assembly task are checked, and the assembly

task is tried to be decomposed into an ordered set of smaller

subtasks that compose the low-level plans for the involved

robots.

In our defined scenario, with multiple aerial robots used

for the simulations, the subtasks on which an assembly task

is decomposed can include operations such as take-off,

move to specific locations, pick and place parts, or syn-

chronize the aerial robots when the assembly task is coop-

erative. During the assembly task decomposition, JSHOP2

computes a cost value for each subtask. This cost is an

estimation that represents the time needed to execute the

subtask, that is, its duration. In addition to the duration, the

planner computes the start time of the given subtasks. With

an estimation of the start time and duration of each of the

subtasks, it is possible to have the plans for each of the

aerial robots scheduled in time. A decomposition example

of a cooperative assembly task is shown in Figure 1.

VRP solver

The problem presented in this article is a complex problem

composed of several subproblems: part assignment, route

computation for the aerial vehicles, scheduling of the

assembly tasks, parallelization, and so on. Each of these

subproblems have been well-studied during the last

decades. In this section, we focus our attention on the route

computation problem.

It can be easily seen that the routing problem described

in the previous sections is a variant of the VRP from Dant-

zig and Ramser.27 In the study by Lenstra and Kan,31 it was
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demonstrated that the VRP is an NP-hard problem, so the

complexity of our routing problem is at least the same as

the original VRP, that is, the routing problem presented

here is an NP-hard problem. As many symbolic planners

use a classical graph, search algorithm to discover states

such as depth-first (as is the case of JSHOP2) or breadth-

first, among many others, the possibility of using JSHOP2

or any other symbolic planner to try to solve the routing

problem was not an option. The combinatorial nature of the

VRP leads to huge search trees, and classical graph search

algorithms will lead to far-from-optimized solutions with

high search times.

To solve this kind of problem, it seems more appropriate

the use of meta-heuristics (MH). The idea behind MH is to

find reasonably good solutions in reasonably good times.

They do not guarantee the finding of the optimal solution.

Indeed, almost sure they will not find it, but they can find a

good one with less computational effort than other approx-

imations. For this reason, to solve the routing problem we

choose OptaPlanner [version v6.2.0].

OptaPlanner32 is a Java planning engine with a highly

configurable planner algorithm that lets the user select dif-

ferent MH algorithms, which can be applied in different

phases, to solve some predetermined real-life problems

such as the VRP, or some classical problems such as the

N-queens problem (described in the study by Bruen

et al.33). Despite having numerous predetermined problems

that can be used and solved as examples, the user can define

its own problems, using the Java language. The key point of

OptaPlanner is that it has implemented different MH algo-

rithms that can be applied to solve any kind of problem,

producing good solutions in fast times. In addition, it has an

optimization mechanism based on a score calculation. All

solution found is given a score that acts as a measure of

how good the solution is. Instead of stopping, after finding

a solution, it continues the search trying to find a solution

whose score is better than the last solution found. By this

way, as the time goes by, the solution is improved. The

planning engine stops after the time configured by the user

expires. Of course, this has a drawback: The quality of the

solution depends on the time we give to OptaPlanner. Usu-

ally, the longer the time, the better the solution, but this is

not always true, as OptaPlanner may be stuck on a local

minimum.

Constraint satisfaction

The OptaPlanner planning engine relies on a score calcula-

tion mechanism that lets the solver optimize the solution

found as the time goes by. The score of a solution is com-

puted based on different constraints that are imposed by the

user when implementing the domain. In OptaPlanner, there

are three different types of constraints:

� Hard-constraints: This type of constraints represent

rules that should not be broken in any case. They are

the most restrictive constraints.

� Medium-constraints: This type of constraints repre-

sent rules that should be broken the less possible.

� Soft-constraints: This type of constraints represent

rules with the lower priority, and thus can be broken.

Still, the broken soft-constraints must be minimized

as much as possible.

Based on the broken constraints, OptaPlanner computes

a score composed of three negative values that match the

number of broken constraints of each type. Any solution

with a negative number for the hard-constraints will be

immediately discarded as unfeasible.

Solver phases

When searching a solution, the solver can go through dif-

ferent phases defined by the user. Each of these phases is

called a Solver Phase in the OptaPlanner terminology, and

basically consists on applying one algorithm to make an

initial assignment, to optimize a solution, or to try to solve

the problem directly.

The first phase is called the construction heuristic (CH)

phase, and it consists of selecting and applying one algo-

rithm among the different algorithms available to try to get

an initial assignment for the problem. This initial assign-

ment would serve as input for the second phase and can be

considered as an initial solution.

The second phase is called the MH phase, and it consists

on taking the initial assignment from the CH phase and

selecting and applying one algorithm among the different

local search algorithms available to try to optimize the

assignment and get a better solution. This is an iterative

Figure 1. Decomposition of a cooperative assembly task com-
puted by the symbolic planner. An assembly task is the process of
assembling a part on a specific location. In this example, the
actions needed to assemble the heaviest part of a structure are
shown in a time line. As a single robot cannot lift the part due to
its weight, the symbolic planner assigned the part to two different
robots. Both robots have to pick and place the part cooperatively.
The time lines for the two robots are shown. The boxes in the
time line represent the subtasks on which the assembly task has
been decomposed by the symbolic planner. The first robot, which
was initially idle before time t0, takes off and moves to the part
location. After that, it launches a synchronization subtask at time
t1 to wait for the second robot, which is initially finishing another
assembly task. When the second robot arrives at the part loca-
tion, it synchronizes with the first robot. Once they are syn-
chronized, they can execute actions cooperatively, so the
subtasks at times t2, and t3 onwards are executed by both. The
two aerial robots pick, move, and place the part on its assembly
location. The start time and duration estimations for the subtasks
are computed by the symbolic planner.
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phase and stops when the time configured by the user

expires. After finished, the solution with the best score is

given as the best solution.

The third phase is called the exhaustive search and is the

only phase that can be executed on its own. It consists of

applying the brute force or the branch and bound algo-

rithms to try to solve the problem. Regarding scalability,

this is the worst option as the applied algorithms explore

the whole search tree, but for problems of small size, it will

guarantee that the optimal solution is found.

VRP domain

An assignment problem can be defined in the simplest way

as assigning a set of entities to a set of resources available

which will manage these entities. In OptaPlanner, the set of

entities are called planning entities and the set of resources

are called planning variables. The planning entities are

modeled as Java classes and the planning variables as Java

variables or lists which must be assigned a value (the plan-

ning entities). For our problem, the domain was implemen-

ted as follows: the assembly tasks are the planning entities.

Each one represents a part that must be assembled by one or

more robots, depending on the part weight and the payload

capabilities of the robots. In addition to the weight, each

part has a dependency list that contains all the parts that

have to be assembled in the structure before that part. Each

of the robots has a list on which the assigned assembly tasks

will be stored. The same assembly task can appear in the

list of multiple robots if the weight of the part requires it to

be assembled by more than one, but the sum of the payload

weights of the given robots must be equal or greater than

the part weight.

Connecting the VRP solver and the HTN

planner

The VRP solver previously presented has been designed to

compute the location’s assignment to the robots. In its

domain, only the robots and assembly tasks along with their

dependencies are considered as entities, but the temporal

aspects of the problem are not present. The values of the

hard and medium constraints are computed within this

domain. The hard-constraint value indicates if the weight

of the assigned parts does not exceed the sum of the pay-

loads of the assigned robots. Once an assembly task is

allocated, the medium-constraint value indicates how many

of its dependencies (parts that should be already assem-

bled) are also allocated to the same robot.

On the other hand, the symbolic domain is designed to

compute the assembly tasks decomposition and scheduling

of the problem. In this case, the temporal domain is con-

sidered and the soft-constraint value is computed as the

total assembly time for the whole structure within this sym-

bolic domain.

The whole score calculation needs both planners to be

connected and to communicate in a bidirectional way. The

pseudo-code for the whole planning process can be seen in

Algorithm 1. First, the VRP planner must solve the

assignment problem and compute the related hard- and

medium-constraints values. After that, and only if the

hard-constraints for the given assignment are zero, it sends

the computed assignment to the symbolic planner, which

solves the decomposition and scheduling problem and com-

putes the soft-constraint value. Then this value is sent back

Algorithm 1. Pseudo-code showing the connection between the
involved planners. The inputs for the system are a precomputed
assembly plan composed of assembly tasks, the list of available
robots, the list of locations, and the time limit specified for the
computations. Initially, the values for the current hard- (H),
medium- (M), and soft- (S) constraints are set to the minimum
possible negative value. The best values computed during the
planning process for these variables are also kept and set to the
same minimum possible value. On each iteration, the VRP solver
calls the computeRoutes function, which computes an assignment
of assembly tasks to robots and defines the routes for each one.
After that, it calls the computeScore function to compute the
related hard- and medium-constraints values. If the hard-
constraints are zero, it calls the symbolic planner through the
HTN_Planner function, which in turn computes the decomposition
of the assembly tasks (the low-level plan for each aerial robot) and
the related soft-constraints value. If the decomposition was pos-
sible, then the VRP solver compares the new values for the hard-,
medium-, and soft-constraints with the best values that have been
found by calling the comparePlans function, and updates the best
values if the new ones are better, also storing the decomposition
computed by the symbolic planner, which is then the best plan
found. The process is repeated until the time is exhausted.
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to the VRP planner, closing the score calculation loop. With

the total score of the whole solution, the VRP planner can

compare different solutions and optimize the search to try to

find new assignments that lead to better scores and improved

solutions. Hence, the optimization is done cooperatively

between both planners, preserving each of them its own

domain and solving a different part of the whole problem.

Simulation results

Different simulations have been carried out in the environ-

ment shown in Figure 2, which is the 3-D model of the

indoor test bed used for the experiments. Within the test

bed, localization of the robots is given by the Vicon motion

tracking system (Vicon motion systems Inc., Oxford,

United Kingdom) with millimeter precision. In the study

done by Merriaux et al.,34 it has been proven that the Vicon

system can achieve errors below 2 mm at common speeds,

and below 1 mm for static objects. For the simulations, the

Robot Operating System (ROS), the global coordinate sys-

tem is used. The tests have been done on a machine with an

Intel i7 CPU at 2 GHz and 8 GB RAM. The goal of the

simulations is to compare different solvers.

A team of four aerial robots equipped with manipulators

has to assemble a given structure. Figure 3 shows one of the

prototypes developed in the context of the project that is

modeled and used in the simulations of this section.

Three structures with a different number of parts (see

Figure 4) have been considered and, for each of the struc-

tures, 10 data sets have been generated changing randomly

the initial locations of the parts.

The solver has been configured to use one CH phase fol-

lowedbyoneMHphase.Thepurposeof the former is to obtain

an initial solution for the assignment problem, which will be

later optimized by the second solver phase. Three CH algo-

rithms have been applied to our problem: First Fit, First Fit

Decreasing, and Cheapest Insertion. A detailed description of

each one can be found in Red Hat open source community.35

The results shown in Table 1 have been computed with a time

limit of 10 min if the search does not finish before. It can be

seen that the First Fit algorithmobtained slightly better values,

even reducing to zero the medium-constraints. In addition, its

computation times are lower than the others.

The second phase is the MH phase, which tries to opti-

mize the initial locations assignment computed by the

Figure 2. CAD model of the indoor test bed used for the
experiments of our European project. The parts are placed over
tables in three corners of the scene and are assembled on a
designated location.

Figure 3. Aerial robot prototype equipped with a robotic arm in
the indoor test bed located in the CATEC facilities in Seville
(Spain). The model of this prototype has been used in the simu-
lations of the missions.

Figure 4. Structures used for the benchmark with sizes of five,
eleven, and twenty-five parts (structures 1, 2, and 3 from top to
bottom for later reference).
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previous CH phase. Five local search algorithms, whose

description can also be found on Red Hat open source

community,35 have been compared: Hill Climbing, Tabu

Search, Simulated Annealing, Late Acceptance, and Step

Counting Hill Climbing. As this phase requires the use of a

previous CH phase, the First Fit algorithm was configured

as CH. The results are shown in Table 2. All the MH algo-

rithms reduced to zero, the values of the hard- and medium-

constraints, so only the mean and standard deviations of the

soft-constraint values are shown. The results show that the

Late Acceptance and Step Counting Hill Climbing algo-

rithms tie, obtaining better values than the others.

To study the effects over the solutions of changing the

number of aerial vehicles used, we have decided to focus

our attention on the Late Acceptance algorithm, although

the Step Counting Hill Climbing would have also been a

good choice. We have used only the third structure, since it

is the most complex one with the higher number of parts

(25). Five parts need to be transported between two aerial

robots due to its high weight, so these five parts are divided

into two assembly tasks, resulting in 30 different assembly

tasks. Then, the difficulty in solving the problem is greater

than using the other structures. To test the scalability of the

system when increasing the number of available aerial

vehicles, five data sets for the given structure have been

created with a number of available aerial vehicles of 10, 20,

30, 40, and 50, respectively. The results of the tests are

presented in Figure 5. Figure 5(a) shows the score (assem-

bly time) obtained for each of the data sets, whereas Figure

5(b) shows the number of aerial robots used in the

solutions.

As it is shown in Figure 5(a), increasing the number of

available aerial robots leads to better plans, as the

assembly time tends to decrease. However, when using

30 or more aerial robots the assembly time decreases

slower than previous data sets. In fact, the 50 data set gets

worse assembly times than the 30 and 40 aerial robots data

sets.

The resulting number of aerial robots used for each data

set is displayed in Figure 5(b). As the number of available

aerial robots is increased, the number of aerial robots used

in the solutions also tends to increase. For the data sets that

have a number of available aerial robots lower than or

equal to the number of assembly tasks (30), the solver

uses a number of vehicles that is near the maximum num-

ber of vehicles available, as it can be seen in the 10, 20,

and 30 aerial robots data sets. For a higher number of

available aerial robots, the number of used aerial robots

stabilizes near 30, which is the number of assembly tasks

for the structure. This fact tells us that the solver will

always try to use the maximum number of available aerial

robots, even using one aerial robot per assembly task if

there are enough aerial robots available. This may seem

logical because it is an (extreme) way of maximizing par-

allelism: in fact, many people will think on this as the

optimal solution. However, two associated issues should

also be taken into account:

� Having many aerial robots working in our test bed

with a size of tens of meters is unrealistic due to the

associated air traffic density. As the combined plan-

ner will always try to use the maximum number of

available resources, the usage of these resources

should be limited, for instance, introducing hard-

constraints that saturate the maximum number of

used vehicles.

Table 1. CH solver phase results for 30 simulations.a

CH algorithm Hard (SD) Medium (SD) Soft (SD) t (s)

First fit �0.33 (0.48) 0 (0) �625.80 (418.34) 3.12
First fit decreasing �0.33 (0.48) �0.33 (0.48) �630.15 (422.36) 9.56
Cheapest insertion �0.33 (0.48) �0.33 (0.48) �630.15 (422.36) 21.33

CH: construction heuristic.
aFor each algorithm, the mean and standard deviations for the hard-, medium- and soft-constraint values are presented, as well as the mean computation
time. The broken constraints are represented as negative values.

Table 2. MH solver phase results of the soft-constraints generated after 30 simulations with 3 different structures.a

CH algorithm Struct. 1 (SD) Struct. 2 (SD) Struct. 3 (SD) Total (SD)

Hill Climbing �205.80 (14.19) �415.80 (37.91) �1020.0 (54.33) �547.27 (353.15)
Tabu Search �205.80 (14.19) �403.10 (29.64) �1020.9 (55.95) �543.27 (354.99)
Simulated Annealing �203.70 (15.29) �413.40 (31.34) �1031.9 (49.81) �549.67 (359.18)
Late Acceptance �203.80 (15.33) �410.80 (31.27) �991.30 (73.75) �535.30 (342.06)
Step Counting Hill Climbing �203.80 (15.33) �410.80 (31.27) �991.30 (73.75) �535.30 (342.06)

CH: construction heuristic; MH: meta-heuristics.
aThe solver was configured with a time limit of 10 min if the search did not finish before. However, all the algorithms reached the time limit without
exhausting the search.
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� Increasing the number of available aerial robots also

increases the problem size indirectly. The VRP plan-

ner has a greater number of options to choose when

assigning assembly tasks, which can lead to obtain-

ing better plans but can also have the opposite effect

since the search tree size is increased, and many

more options would be available to be check. We

can see this in the results for the 50 available aerial

robots data set, whose assembly time is slightly

worse than the times for the 30 and 40 available

aerial robots data sets. Thus, if the number of avail-

able aerial robots is increased, then the solver’s com-

puting time should also be increased.

Although it is out of the scope of this article, our plan-

ning framework includes the possibility to simulate the

execution of the low-level plans computed for each vehicle.

An execution layer has been implemented as a Cþþ gra-

phical user interface application to read the low-level plans.

The interface, implemented using the Qt framework [ver-

sion v5.1], checks for the correct execution and synchroni-

zation of the tasks and generates Gantt charts to display the

different time lines of the aerial vehicles. The application

communicates with a middleware developed using the ROS

framework that connects with the Gazebo simulator (Open

source robotics foundation Inc.). Figure 6 shows a screen-

shot of a mission execution on the Gazebo simulator by one

aerial robot. A video of the execution can be downloaded

from https://grvc.us.es/symballoc#simulationPaper.

It should be mentioned that the motion planning, multi-

robot collision avoidance, and the control levels have also

been implemented in ROS. In particular, the approach fol-

lowed at the control level is described by Ruggiero et al.,36

whereas for multi-robot collision avoidance the techniques

implemented are presented by Alejo et al.37 Regarding

motion planning, a comparative study was presented by

Ragel et al.38 that lead to the use of the rapidly-exploring

random tree-Connect algorithm in our simulations.

The whole ROS stack developed for the integrated

planning framework has been used in the real aerial

robots equipped with manipulators. However, the imple-

mentation details of the other planners and their intercon-

nection are out of the scope of this article. As a reference,

there are some videos available also in https://grvc.us.es/

symballoc that show these additional planning capabil-

ities and the execution of plans with several aerial

robots both in simulation and in the test bed located in

CATEC.

Conclusions and future work

The combination of planners presented in this article per-

forms task assignment and scheduling to improve cooper-

ation and maximize parallelism in domains that mix

symbolic reasoning with the VRP. The main contribution

is the connection of a VRP solver with a symbolic HTN

planner in the field of structure assembly. The approach has

been tested successfully in missions involving multiple

simulated aerial vehicles.

Our approach has been able to generate aerial vehicles to

parts assignment as well as the low-level plans for each of

the vehicles in all the tested data sets. The bidirectional

communication between the planners has allowed the opti-

mization of the solutions found by the VRP planner, and

thus, the feedback of the symbolic layer has been a key

aspect to drive the search towards better solutions.

Different MH algorithms have been tested and com-

pared. Although these algorithms have not been able to

guarantee optimal solutions, they have computed feasible

Figure 5. Results of the scalability tests done in a range of available
aerial robots between 10 and 50. The third structure from Figure 4
has been used in the tests since it is the most complex one with a
higher number of parts. First Fit and Late Acceptance algorithms
have been configured in the solver. Five data sets have been created
with a number of available aerial vehicles of 10, 20, 30, 40, and 50
respectively. Increasing the number of available aerial robots leads
to better plans since the assembly times tend to decrease. As the
number of available aerial robots grows, the number of aerial
robots used in the solutions tends to increase. (a) Assembly times
for tests in a range of available aerial robots between 10 and 50. (b)
Number of aerial robots used for tests in a range of available aerial
robots between 10 and 50.
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solutions close to the optimal in short times, proving their

effectiveness.

One of the main drawbacks of the approach is the impos-

sibility of ensuring the completeness of the system.

JSHOP2 is proven to be sound and complete, but that is

not the case of OptaPlanner. The OptaPlanner engine guar-

antees to find a solution, but this solution may not be fea-

sible if it breaks hard-constraints. In addition, the planning

time is set beforehand by the user, so when the timer

expires, OptaPlanner may not have found a feasible solu-

tion. When these situations arise, the planning time has to

be increased and the constraints for the problem domain

have to be relaxed. This tunning is problem-specific, and it

is done by experience and knowledge on the domain, or by

trial and error. Although in all the simulations, we have

been able to find and generate a feasible solution without

increasing the planning time or tunning the constraints, our

system cannot ensure that it will always find a feasible

solution if one exists.

There are several advantages in using an aerial robot

with manipulation capabilities, and practical applications

of the research presented in this article can be found in

different industry fields. The AEROARMS (https://aero

arms-project.eu) European project aims to develop the first

aerial robotic platform equipped with multiple arms and

advanced manipulation capabilities, with the intention to

be used in inspection and maintenance tasks in industrial

plants. This project is based on the results obtained from the

aerial robotics cooperative assembly system (ARCAS)

(http://www.arcas-project.eu) European project that

inspired the work presented in this article, and one of its

main objectives is the development of systems which are

able to grab and dock with one or more arms and perform

dexterous accurate manipulation with another arm. Another

practical application can be found in the AEROMAIN

(https://grvc.us.es/national-projects/) Spanish project,

which is also based on the results of the ARCAS project.

AEROMAIN proposes the development of an aerial robotic

system with advanced manipulation capabilities to be

applied in inspection and maintenance of energy systems.

The system aims to be used particularly in the maintenance

of wind turbines, where the risk for human operators is very

high. Contact inspection and blade repairing of surface

damage or impacted areas are considered among other

tasks.

In future work, the goal is to enhance the planning

domain based on the realistic conditions with the proto-

types developed in our project. In addition, modifying the

architecture to ensure the completeness of the system is one

of our current goals. To achieve this, a new sound and

complete symbolic HTN planner with geometric reasoning

capabilities is under development, with the intention of

replacing the OptaPlanner planning engine.

Declaration of conflicting interests

The author(s) declared no potential conflicts of interest with

respect to the research, authorship, and/or publication of this

article.

Funding

The author(s) disclosed receipt of the following financial support

for the research, authorship, and/or publication of this article: The

first author has been supported by the ARCAS (FP7-ICT-287617)

European project and the last two authors received funding from

the AEROARMS (H2020-ICT-644271) and MULTIDRONE

(H2020-ICT-731667) European projects.

ORCID iD

Ivan Maza http://orcid.org/0000-0003-3502-8372

Figure 6. Screenshot of the simulation of an assembly action executed by one aerial vehicle during one of the missions. All the parts
have a handle to hold and move them, and can be stacked.
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Abstract: Exploring large, unknown, and unstructured environments is challenging for Unmanned

Aerial Vehicles (UAVs), but they are valuable tools to inspect large structures safely and efficiently.

The Lazy Theta* path-planning algorithm is revisited and adapted to generate paths fast enough

to be used in real time and outdoors in large 3D scenarios. In real unknown scenarios, a given

minimum safety distance to the nearest obstacle or unknown space should be observed, increasing

the associated obstacle detection queries, and creating a bottleneck in the path-planning algorithm.

We have reduced the dimension of the problem by considering geometrical properties to speed up

these computations. On the other hand, we have also applied a non-regular grid representation

of the world to increase the performance of the path-planning algorithm. In particular, a sparse

resolution grid in the form of an octree is used, organizing the measurements spatially, merging

voxels when they are of the same state. Additionally, the number of neighbors is trimmed to match

the sparse tree to reduce the number of obstacle detection queries. The development methodology

adopted was Test-Driven Development (TDD) and the outcome was evaluated in real outdoors

flights with a multirotor UAV. In the results, the performance shows over 90 percent decrease in

overall path generation computation time. Furthermore, our approach scales well with the safety

distance increases.

Keywords: path planning; UAV; autonomous exploration; sparse grids; Lazy Theta*

1. Introduction

The role of Unmanned Aerial Vehicles (UAVs) as tools in human activities only now begins

to unfold. Many multirotor UAV platforms are now commercially available. Their applicability

is bounded chiefly by creativity and novelty. Examples of tasks aided by UAVs are package

transportation [1,2], industrial inspection [3–8], scene reconstruction [9–11], and environmental

monitoring [12–14]. These applications, in daily life, take place outside controlled environments.

To fully exploit the potential of UAVs, a key challenge is to plan paths and create maps in complex,

unstructured environments. Resources aboard UAVs are scarce. Complex algorithms require

processing power. Weight constraints limit available range of usable processors. The resources

must be shared among all tasks. Despite these constraints, exploration has recently been extended

to three-dimensional domains. Examples are sewer exploration [5], bridge inspection [4], and forest

exploration [15].
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Autonomous exploration can be formulated as an active-learning problem. It is a problem

that incorporates simultaneous localization, mapping, and planning [16]. Rapid technological

developments in aerial robotics and robotic sensors have motivated significant research in motion

planning, as discussed in the survey of Goerzen et al. [17]. This paper focuses on the planning task

in time-invariant, static, and near-static environments. These algorithms avoid the need for complex,

time-consuming manual mission planning on densely occupied space.

In this research, design choices and solutions are guided by the use case targeted: a rotary wing

UAV whose task is the autonomous exploration of a large, unknown, and unstructured environment.

Examples of such scenarios include search and rescue, archaeological structures, and inspection of

industrial facilities.

As noted by Goerzen et al. [17], the characteristics of the particular application are key in

determining how to solve the motion planning problem. In an exploration scenario, the unexplored

space can contain obstacles. To keep the UAV safely inside the known free space and avoid obstacles,

the planner conservatively treats the unknown space as an obstacle. Another characteristic of the use

case is that the map is constructed during exploration. As a result, each path request evolves over

different versions of the map, the benefits of precalculated distances cannot be fully exploited. Because

the UAV is omnidirectional, its orientation is not part of the configuration space. Due to the large

dimensions of the space to be explored, the computation time must scale well with the length of the

generated path. To be a self-contained, flexible tool, the planner must be real-time and onboard. As

a result, the UAV can operate under severe restrictions of ground station connectivity and throughput

rate. Tools either for industrial or commercial use must provide guarantees about the results and need

to be certified. Repeatability is a vital characteristic. These traits are straightforward to achieve with

deterministic algorithms. However, their major drawback is the tendency to employ more calculations,

thereby limiting computational efficiency.

This research improves the efficiency of the implementation of Lazy Theta* previously presented

in [7], an algorithm that has been applied successfully in competitions with multirotor UAVs [18] and

fulfills the requirements mentioned above. For realistic obstacle avoidance, the concept of a flight

corridor was introduced to detect obstacles that are around the trajectory. The dimensions of the

flight corridor reflect the volume of the UAV and its operational restrictions, including localization

uncertainty, trajectory following error, mapping errors, etc. However, this shift introduces a significant

bottleneck. Obstacle avoidance now uses at least ninety-five percent of the computational time as

shown later. A sparse resolution grid in the form of an octree is used to represent the world, organizing

the measurements spatially, merging voxels when they are of the same state. Furthermore, this

representation is well suited to store information about large scenarios as it requires little memory.

The main contributions of the paper are (1) presenting an any-angle path-planning algorithm

that generates three-dimensional paths with an obstacle-free flight corridor around the trajectory,

implemented over sparse grids; (2) introducing a two-phased approach to obstacle detection that

qualifies Lazy Theta* for real-time, onboard usage as both a local and global planner; (3) refine

neighborhood generation by taking into account the multi-resolution nature of the octree; (4) adoption

of the methodology TDD paired with smart monkey testing.

The algorithm can generate paths as a local planner because the resolution of the octomap is

fine enough to navigate around the obstacle. The paths created can be used directly by the autopilot.

The planner is also able to generate paths as a global planner because it scales well to long paths.

The path can go up to a hundred times the size of the resolution, overcoming local minima.

The implementation of Lazy Theta* as well as the maps used in testing are open sourced and

available at https://github.com/margaridaCF/FlyingOctomap_code. Videos illustrating the results

can be found at https://sites.google.com/view/lazythetastaronline/videos.

In Section 2 is an overview of the state of the art. The contributions are analyzed in depth in

Section 3. The proposed method is described in Section 4 and tested in experimental scenarios in

Section 5. Finally, the main conclusions are drawn in Section 6.
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2. Related Work

This section reviews the state of the art in path planning, mentioning autonomous exploration.

In particular, the following discussion of prior studies focuses on collision avoidance and scalability,

as these are some of the critical features of the proposed algorithm.

In any robot navigation scenario, a crucial task is to, given a set of global destination waypoints,

plan collision-free paths that satisfy motion constraints. Yang et al. [19] presents a thorough survey

of the state of the art in three-dimensional motion planning. Within their taxonomy, algorithms

are distinguished as being (i) deterministic or (ii) non-deterministic. Unlike deterministic methods,

non-deterministic strategies are not guaranteed to produce the same outputs over multiple runs.

As such, deterministic algorithms naturally satisfy any repeatability requirements, which commonly

arise in industrial inspection scenarios.

Non-deterministic, sampling-based algorithms apply continuous path-planning to

high-dimensional spaces. Some examples include Rapidly Exploring Random Trees (RRTs) [20,21]

and the Probabilistic Road Map (PRM) [22]. These approaches leverage uniform sampling to grow

a connectivity structure, e.g., a tree or graph, towards unexplored areas of the problem instance.

More recent studies in this field [4,23,24] propose variations of RRTs to improve the optimality and

computational speed of sampling-based algorithms. For UAVs in particular, Oleynikova et al. [25]

and Lin and Saripalli [26] present probabilistic approaches to generate collision-free trajectories in

cluttered environments. In inspection scenarios, various non-deterministic planners have emerged to

sample efficiently promising viewpoint configurations in continuous space. Typically, these methods

either only consider greedy next-best views [4] or incorporate a non-myopic look-ahead to escape

local minima [11]. Song and Jo [27] employ a two-step strategy based on primal and dual sampling

to generate paths for constructing accurate three-dimensional models of an unknown environment.

The works Bircher et al. [4], Papachristos et al. [5], and Papachristos et al. [6] adopt a receding horizon

planning strategy, sampling possible future configurations in a geometric random tree. More recently,

Witting et al. [28] presented a polynomial trajectory-based planner which exploits a history graph to

direct the growth of an RRT towards unexplored regions of a target environment. Recent work in

this field by Papachristos et al. [6], and Francis et al. [29] has tackled incorporating the UAV’s pose

uncertainty into the planning objective for improved map quality.

In a similar problem setup, Heng et al. [9] tackle visual exploration and coverage by performing

optimization in the UAV state space. The search is done in four dimensions (position and orientation)

accelerating the computation by relying on a precomputation of the swath of the motion and the

sensor range shape. This approach delivers dynamically feasible plans and demonstrates scalability to

office-size environments. Whereas stochastic approaches enable efficient exploration of large volumes,

they cannot deliver repeatable results. The scale of the scenarios targeted in these studies varies widely.

In simulated environments, e.g., [4,9,28], the workspace volumes span 1000–10,000 m3, whereas in

experimental settings, e.g., [5,28], they are constrained to 100–200 m3. In contrast, the proposed

approach was applied in significantly larger simulated and real environments, on the orders of

520,000 m3 and 11,000 m3, respectively.

Visibility graphs are another option for world representation. In general, the cost of building

a fully connected graph presents a good trade-off when the same graph is queried multiple times.

For example, Scholer et al. [30] construct a three-dimensional visibility graph for UAVs, composed

of one obstacle, and two supporting graphs. The approach relies on a fully known environment.

Consequently, the graph is built once, with the high build cost restricted to initialization. This

requirement is incompatible with dynamic maps that are built in real time during a mission.

To enable consistent, repeatable results in large-scale environments, the strategy of this research

opts for a deterministic, complete method to navigate to the map’s frontiers. One algorithm with these

characteristics is A* [31], and it also guarantees to find the best path. Radmanesh et al. [32] compare

various path planners in three different scenarios. Among the deterministic path-planning algorithms

without associated error, A* has the smallest computation time. However, one major drawback is that
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paths are formed by the edges of a discrete grid. As such, their results do not necessarily correspond to

shortest paths in continuous space. Often the paths have sharp edges that are difficult to track with

practical controllers. The any-angle family of algorithms addresses this issue by generating paths

outside the grid’s edges. The Field D* algorithm [33] uses interpolation to choose in what point of the

grid’s edge to cross to the next voxel. It has been used in two dimensions for the Mars rovers Spirit,

Opportunity, and Curiosity. In [34] a simulated micro-UAV vehicle goes from start to goal using an

AD* search algorithm for replanning. The underlying world representation is a three-dimensional

occupancy grid that is sampled where the samples are arranged as a multi-dimensional lattice.

Another any-angle algorithm is Theta* [35]. Here the path is found by evaluating the connection

not only between neighbors but also between the neighbor of a candidate and its previous waypoint.

Theta* is less suited for real-time constraints because of the high number of line-of-sight checks it

performs [36]. The Lazy Theta* extension was presented by Nash et al. [36] and has been extensively

used for two-dimensional paths generated over regular grids of various shapes [37–39]. This extension

reduces the number of line-of-sight checks, which is a crucial aspect in alleviating the effect of the

obstacle detection bottleneck. Some work has been done applying Lazy Theta* to three dimensions

but always over regular grids. One example is [40], although video games are the primary use case it

can be used to any continuous terrain. Garcia et al. [41] also applies Lazy Theta* for three-dimensional

path planning for UAVs navigating in hazardous weather conditions. In this work are quantitatively

compared A*, Theta* and Lazy Theta*. The computation time is similar, the cost is lower for Lazy Theta*

as well as the number of line-of-sight checks performed. However, the time constraints only make

Lazy Theta* suitable to act as a global planner. Faria et al. [7] applies Lazy Theta* to three dimensions

using a sparse tree. In this type of structure, voxels with the same state are merged. The spatial

clustering enables the spatial analysis to be done in a computationally efficient manner because each

time a voxel is examined the corresponding volume is analyzed at once. Moreover, this permits scaling

path generation to larger scenarios, e.g., a building or oil rig.

3. Increasing the Efficiency of Lazy Theta* for Exploration

In the adopted setup, the information from the world comes from a distance sensor mounted

on the UAV. First, the distance measurements form a point cloud that translates the space around

the robot. Then the point clouds are combined in the internal representation of the world, the octree.

Finally, the octree merges voxels of the same value into larger voxels. However, the Lazy Theta* path

planner generates a path over a graph. Let the voxel’s centers in the trees be the nodes of the graph,

and the connections between neighbors the edges.

Sparse trees present an opportunity to simplify the regular grid, adjusting the resolution to the

terrain configuration. Octrees are one way to represent sparse grids, they are trees with a maximum of

eight children and, as a result, have a flatter hierarchy than binary trees making them faster to traverse.

Both because of the focus on low memory requirements and on information organization, the octree

implementation used for world representation is the octomap framework [42,43]. In the octomap

implementation, information is added not only for detected occupied locations but also for the free

space. The free space is extrapolated from the location of the sensor and of the obstacle. Furthermore,

the spatial clustering more efficient calculations as each time a voxel is examined, the corresponding

volume is analyzed at once.

The major benefits of Lazy Theta* add to the potential of the sparse tree. The any-angle property

of the resulting path and the reduced amount of obstacle detection checks combined, address the

computational restrictions imposed by the onboard and real-time requirements. The paths generated

are smooth enough to dispense post-processing algorithms. In addition, the reduced number of

calculations enable the planner to be used both at the local and the global level.

This work maintains the guarantees given in the original Lazy Theta* algorithm [36]. Excluding

time restrictions, it is a complete, deterministic algorithm.
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3.1. Flight Corridor

In Nash et al. [36] is presented the Lazy Theta* path-planning algorithm, later in Faria et al. [7] it

is implemented over an octree. However, in [7] the UAV is treated as a single point. Both the UAV’s

volume and the maximum distance to obstacles need to be taken into account to ensure reliable obstacle

avoidance. The safety margin provides a failsafe from the different sources of error: the combined

sensor error, the quantization error, and the trajectory tracking error. Additionally, to be able to fly,

allowances must be made to include the human safety pilot’s reaction time in the loop.

However, an obstacle detection bottleneck arises when switching from a point vehicle type

of problem (as defined in [17]) into checking the volume of the flight corridor, as shown later.

A significant contribution of this work is to include realistic obstacle avoidance while keeping the

runtime appropriate for real-time and onboard use.

3.2. Sparse Neighbors

The motivation behind selecting a multi-resolution octree grid as the world representation is

to merge voxels with an equal state (free, occupied, or unknown). One consequence of this choice

is the variable number of neighbors. As the number of merged voxels increases, the number of

neighbors increases exponentially. At the base of the tree resolution, a voxel with the size of the

resolution has six neighbors. Going up three levels, a voxel that is only four times the size of the map’s

resolution can already have 384 neighbors. At the top of the tree, at the sixteenth level, a voxel can

have 6,442,450,944 neighbors. The total number of neighbors depends on the configuration of the

space. However, this variability in voxel size can also be used to speed up the calculations as all the

neighbors with the same state are analyzed at the same time.

In [7], the neighbors are generated always assuming maximum resolution neighborhood. While

this may occur, it is an extreme edge case, especially for larger voxels. An edge case is a case where

among all the input variables one occurs at an extreme (maximum or minimum), even though within

limits. The neighbors must be calculated in a flexible way to adapt to their variable size and exploit

the multi-resolution structure of the tree. Fewer neighbors will lead to fewer obstacle checks, hence

reducing the time needed for these verifications.

This optimization raises again the problem of voxel identification discussed in [7]. The two pieces

of information associated with a voxel (its coordinates and its key) are not unique. Coordinates

overlap as each leaf voxel in enclosed in larger parents and the key is unique only within the tree level.

Fortunately, the two characteristics are unique when combined: the coordinates of the center of the

leaf voxel and the voxel’s size. Combining characteristics that are not unique individually creates

a composite key, a common technique in relational databases.

3.3. Efficient Geometric Obstacle Detection

In [7], the UAV is abstracted as a point. Nevertheless, a maximum safety margin to an obstacle

must be observed all around the vehicle. In this work, the volume around the trajectory that must be

free to fly is referred to as the flight corridor. The original pseudocode of Lazy Theta* [36] is not affected

by the inclusion of this concept. What must change is how visibility is calculated both from a node

to its neighbors, lines 12, 37 and 38 of Lazy Theta* pseudocode in [36] and between the two nodes

start and end, line 35 of Lazy Theta* pseudocode in [36]. For this task, the resolution of the map is

considered to be the discretization step within the flight corridor.

Let GS = (xS, yS, zS) be the start position and GE = (xE, yE, zE) the end position. Furthermore,

let us define d as the vector that goes from the start position to the end position, (xE − xS, yE − yS, zE −

zS) = (d1, d2, d3). Craig’s notation in [44] is adopted in this paper.

Two approaches to obstacle detection are considered in this work. First, in Section 3.3.1,

the three-dimensional discretization is summarized. Secondly, in Section 3.3.2, is described the

two-dimensional discretization.



Sensors 2019, 19, 174 6 of 21

3.3.1. Three-Dimensional Discretization

One option for obstacle checking within the flight corridor is to segment the space in all three axes,

x, y, and z. The discretization step matches the resolution of the octomap to guarantee that all voxels

between the start and end positions are covered. This discretization creates a rectangular corridor,

the width of the corridor is twice that of the safety margin. In the center of the corridor is d, the length

of the corridor is |d|. The line segments obtained with the discretization have the direction of d and

are independent of the alignment of the octomap.

3.3.2. Geometrical Two-Dimensional Discretization

The flight corridor can also be represented as a cylinder with the d vector in the center and height

|d| The discs in each end can be expressed as circles. Where the circle around GS is

GCS =







(x − xS)
2 + (y − yS)

2 + (z − zS)
2 = r2

d1(x − xS) + d2(y − yS) + d3(z − zS) = 0

and GCE is analogous around GE. Their radius is half the width of the flight corridor. Around the

end position, the free space must also be verified forwards, forming the hemisphere at the end of the

cylinder G HE

G HE =







(x − xE)
2 + (y − yE)

2 + (z − zE)
2 = r2,

d1(x − xE) + d2(y − yE) + d3(z − zE) > 0

The flight corridor is the union of the cylinder and the hemisphere.

As only the bases of the cylinder are discretized, only the y and z axis need to be discretized

reducing the number of discretized dimensions. The rays are cast from the base that contains the start

position, GCS, to the hemisphere around the endpoint, G HE. Figure 1 shows this concept graphically

both geometrically and with a simulated example.

{G}

{L}

ẐG

ŶG ÎXG

ẐL

ÎXL

ŶL

GS

GE

Ray trace

Radius
Grid
Direction

d

(a) (b)

Figure 1. Ray traces used in the geometrical approach. The cylindrical shape with the hemisphere

around the goal can be identified in both images. (a) Visualization of the flight corridor with the grid

illustrating the space discretization resolution. (b) Simulation example in which red rays have collided

with obstacles but green rays are in free space.

Let us define r as half the flight corridor width, ∆ is the map resolution and the maximum, max,

is equal to 2r/∆. Then we find the two sets of points that correspond to GCS and G HE. We start by

generating CS and HE in local frames, around the zero as

LCSi,j =
(

0 yi,j zi,j

)T
,L HEi,j =

(

√

r2 − yi,j
2 − zi,j

2 yi,j zi,j

)T

, ∀i, j ∈ [0, max] ∩Z,
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where yi,j = i∆ − r and zi,j = j∆ − r. The points are included in the set only if they fulfill the condition

y2
i,j + z2

i,j ≤ r2. The number of points around the start LCSi,j and the end L HEi,j, as well as their relative

position, can be calculated only once at the beginning. These sets of points will be referenced here as

the offsets.

During the path generation, when a start-end pair is known, the transformation of these sets of

points from the local frames to the global frame is composed by a rotation and a translation. The rotation

is the same for both start and end and is computed as it is shown in Algorithm 1. The rotation aligns

the circle and the hemisphere to be orthogonal to d. The translations, center the sets of points in the

global frame as
[

GCS

1

]

=

[

L
GR GS

0 0 0 1

] [

LCS

1

]

[

G HE

1

]

=

[

L
GR GE

0 0 0 1

] [

LHE

1

]

Algorithm 1 Generate a rotation matrix to transform from the local coordinate frame into the global
coordinate frame. The z axis is used to calculate a vector orthogonal to d. The exception is to avoid
precision issues with the cross-product due to collinearity. The final axis is orthogonal to both directions
and the previously found axis. The vector ẐL is always pointing as vertical as possible. The algorithm
is applied to each set of start and end positions as the rotation is the same for both local frames.

Input: d

Output: L
GR

1: X̂L =
d

‖d‖
2: if X̂L · ẐG ≤ 0.9 then

3: ŶL =
ẐG × ẐL

∥

∥

∥
ẐG × X̂L

∥

∥

∥

4: else

5: ŶL =
X̂L × X̂G

∥

∥

∥
X̂L × X̂G

∥

∥

∥

6: end if

7: ẐL = X̂L × ŶL

8: L
GR = {X̂L, ŶL, ẐL}

9: return L
GR

In this application, the more convenient shapes around each base of the cylinder are a circle and

a convex semi-sphere. However, this approach can be used with any shape.

4. Development Methodology

This paper builds upon the work presented in the article [7], which describes the implementation

of Lazy Theta* using octomap as the world representation. The goal is to enable the generation

of paths in an amount of time compatible with real-time requirements. A preliminary run of the

original implementation in outdoor flights revealed that obstacle avoidance is the major computational

bottleneck, as is shown later. The reduction of obstacle detection calculations was twofold. Firstly,

due to the multi-resolution nature of the map, the large voxels generate many regular grid neighbors.

Moreover, by discretizing in two dimensions instead of three the number of rays required to check

a flight corridor is reduced. To realistically evaluate the incremental changes of the implementation,

different techniques from software engineering were employed as described in Section 4.1.



Sensors 2019, 19, 174 8 of 21

The change in computational time is less evident in the context of path generation because

obstacle detection stops as soon as an obstacle is found. To validate the impact of the two discretization

approaches on computational time, the worst-case scenario was selected as the benchmark. Each time

the corridor is searched, all rays are cast regardless of whether an obstacle is found.

The flight corridor provides a failsafe from different sources of error: (1) the combined sensor

error (Inertial measurement unit—IMU, Global Navigation Satellite System—GNSS, Light Detection

and Ranging—LIDAR); (2) the quantization error, percentage of voxel occupied by the obstacle; and

(3) the trajectory tracking error resulting both from the controller and from external perturbations,

such as wind gusts. In a practical outdoors setting, allowances must be made to include the safety

pilot in the loop. The flight corridor must cater for the reaction time of the safety pilot. According

to Loffi et al. [45], the minimal time to identify and react to another UAV in a collision trajectory is

twelve seconds and a half. Identifying a collision trajectory with a static object is a considerably faster

task. However, the study informs on how to narrow down the values for the flight corridor.

4.1. Software Engineering Considerations

To verify that the implementation achieves the intended results under all possible conditions is

a non-trivial task. However, it is crucial to ensure that changes in the code still produce previously

verified behaviors. This challenge is also faced in the area of software development and can be

addressed with tools from that field.

In the development, testing, and data collection procedures several concepts from the software

engineering field were employed. Different setups or development environments were successively

applied to expose the program to the computational time restrictions incrementally. To create stable,

well-tested code, the development was done in tandem with a suite of tests that verifies each required

behavior. Finally, the data collection was automated whenever possible to generate thousands of paths.

The idea of bringing tools and paradigms from software engineering into robotics is increasingly

common. One example is the European project RobMoSys [46] that uses flexible general-purpose

modeling of systems with the Unified Modeling Language as a reference. Another example is the use

of the continuous integration tool of software developments docker adopted in the ROS build farms,

robotics companies [47] and even the ROS-Industrial Consortia [48].

4.1.1. Development Environments and Data

The code was developed mimicking the environments used in continuous integration practices to

deliver software. Three different environments or setups were used: development or Dev, Hardware

in the Loop (HitL) and Flight. Each environment is defined by the processor and type of data used

for the tests. They are progressed through in this order to face increasingly realistic and restrictive

conditions, as can be seen in Table 1.

Table 1. Listing of three development environments. Environments are defined by processor choice,

the type of map used, and the data collection location.

Order Development Environment Type of map Processors Data Collection

1 Dev Synthetic and experimental snapshots Intel R© CoreTM i7 -

2 HitL Synthetic and experimental snapshots Intel R© AtomTM x5 Yes

3 Flight Continuously generated Intel R© AtomTM x5 Yes

Table 1 describes the order each environment is progressed through as well as the corresponding

setup. In both environments where data collection takes place (HitL and Flight), the processor used to

generate a path is the same. Dev, the first environment, is reserved for a faster prototyping phase.
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The distance sensor onboard is a two-dimensional laser. The maps are classified into three types:

synthetic, experimental snapshots, and continuously generated. Synthetic refers to maps produced

by integrating laser readings generated by the simulator. An experimental snapshot is a map created

during a flight that corresponds to the state of the map at a particular moment. Finally, the continuously

generated map changes throughout the runtime of the algorithm as the laser readings are continually

integrated. This last environment closer mimics the exploration use case where the map is continuously

generated in an unknown environment. The generation of each type of map is detailed in Section 5.1.

4.1.2. Test-Driven Development

Testing is a crucial aspect in all software development, nevertheless in the case of the TTD

methodology it is particularly important since for each requirement, a failing test is created, then the

code is refined until that test no longer fails. To achieve stable code throughout the development

process, the behavior of the methods is captured in tests that warn when the correct values are not

calculated. In software engineering terminology they are called unit tests. Several tools exist to

automate the testing process. The ROS integration of Google’s C++ unit testing framework gtest [49]

is the tool selected for automated unit testing. In tests that address the path generation as a whole

(instead of the smaller functions comprising it) the input consists of five variables: the map, the starting

coordinates, the goal coordinates, the size of the flight corridor, and the maximum number of seconds

the path planner has to find a solution.

Smart monkey testing is adopted to identify extreme input combinations independently of the bias

of the developer. In Software Testing terminology, monkey testing refers to testing with random input.

Smart monkey testing is a more specific form of testing where knowledge of the software is embedded

into the test as well the capacity to report found problems or bugs. is adopted to identify extreme input

combinations independently of the bias of the developer. The planner is integrated into an exploration

architecture to generate a flight plan for each new goal location. The autonomous exploration process

inspects a large scenario for two hours to collect laser data. As the world representation is built during

exploration, the path planner is tested on different versions of the map. Consequently, the algorithm is

applied to many combinations of the input variables although always in a synthetic map. This process

exposes many edge cases each one is added as a unit test. The paths generated are used to relocate the

sensor to the next sampling location, hence experimentally verified to be free of obstacles.

4.2. Automated Data Collection

To obtain an insight into the behavior of Lazy Theta*, it is tested under variable combinations of

inputs. The variables that compose the input of the path planner are the starting position, the goal

position, the map, the flight corridor width, and the processing time before declaring a path unsolvable.

There are some aspects to consider in particular. The length of the final path will be influenced by

the distance between the start and the goal as well as by the distribution of obstacles in the environment.

The configuration sparse grid must vary as well. The variability involved in generating an octree

is tremendous. Each composition of voxel size and quantity has the potential to be an edge case.

Setting up a particular configuration of voxels is extremely difficult. To produce the desired octree,

it would require manipulating both the content and the order of each point cloud integrated into the

map. The flight corridor width determines the number of line-of-sight checks per node. Increasing

the width, while maintaining the maximum amount of time, can be critical in determining whether

a path is findable. Finally, the number of seconds the algorithm is allowed to run will also influence

the success rate. In this study, sixty seconds was fixed as the maximum amount of time allocated for

path generation.
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To gather information about such diverse factors automated testing was used. Only synthetic

maps and experimental snapshots are compatible with this method of testing. In preparation, the map

is generated and saved to a file. For each map, several points are identified as informative according to

the map’s characteristics. The key characteristics of the points are adjacency to openings, proximity to

obstacles, and variable distance to other points.

The tests adopt the following process: load the map from a file, verify preconditions and then

generate the path. As a precondition, no obstacles can exist within the flight corridor width. Each test

examines a combination of points that are used interchangeably as start and goal. These sets of tests

are repeated to explore different values about the flight corridor width.

5. Results and Discussion

This section begins with a preliminary test of computation time to identify the bottleneck. Different

types of maps were used: synthetic, static experimental, and continuously generated maps. The second

subsection details each dataset and its generation. In the fourth subsection the isolated analysis of

the different methods of obstacle detection is described. The fifth subsection gives a full relation of

the findings for each type of map in the HitL environment. Finally, in the sixth subsection the results

obtained in the outdoor flight experiments where the paths are generated onboard and in real time

are described.

5.1. Preliminary Bottleneck Analyses

A preliminary evaluation of computation time reveals that obstacle avoidance is the most critical

bottleneck of the algorithm. Table 2 shows which proportion of time obstacle avoidance corresponds to.

The information was collected by recording the computational times of LTS_SN on HitL environment

using experimental snapshots. Even with different margin values, obstacle avoidance always occupies

over ninety-six percent of the total planning time.

Table 2. Preliminary inspection of the bottleneck. In this table are shown the computation times

involved in generating a path. Firstly, the total time used to find a path is shown. The total time can be

decomposed in time spent on obstacle detection and the remaining time. The second column details

the computational time needed to detect obstacles, both in milliseconds and as a percentage of the total

time. In all flight corridor widths, obstacle detection comprises over 96% of the entire time, exposing

the bottleneck.

Total Computation Time for Total Computation Time Used in Obstacle Detection Flight Corridor Width
Path Generation (Milliseconds) (Milliseconds) (Percentage) (Meters)

5,809,367 5,627,883 96.9% 2
18,211,941 17,698,871 97.2% 2.5
37,417,587 36,723,194 98.1% 3

5.2. Map Generation in the Different Environments

This study was conducted using three types of maps: synthetic, experimental snapshots and

continuously generated maps. Detailed instructions are available at (https://sites.google.com/view/

lazythetastaronline/home).

5.2.1. Synthetic Map

The synthetic map is used in simulation and was developed to showcase the potential of the Lazy

Theta* three-dimensional planning. Figure 2 shows a map of this large-scale three-dimensional puzzle.

The smaller cubes have a volume of half a cubic meter, the gaps and passages are six meters wide by

six meters high. The whole structure measures ninety meters by fifty-six meters and is eighty-five

meters tall.
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The Gazebo simulator emulated the laser measurements used to build the octomap. These

measurements were generated with a configuration to match the Hokuyo 10Lx sensor mounted on

the UAV platform for the flights. The PX4 simulator is used to emulate the flight of the UAV and the

capture of laser measurements. PX4 is also the autopilot used in outdoor flights.

(a) (b)

Figure 2. Octomap of the synthetic scenario: a three-dimensional puzzle. This synthetic map showcases

the three-dimensional planning potential of Lazy Theta*. Holes in the obstacles are denoted by letters.

The resolution of the map is 0.5 m such that the smaller cubes have 0.5 m edges. (a) Front view of the

structure. (b) Top-down view of the structure.

5.2.2. Experimental and Continuously Generated Maps

Both experimental and continuously generated maps are built with sensor data collected in

outdoor flights. The experimental setup was a Hokuyo 10Lx LIDAR mounted on a DJI S1000

platform flying over an outdoor scenario with a large obstacle. The onboard processor was the

Intel R© AtomTM x5 on an UpBoard. The autopilot running was PX4 running inside a Pixhawk version

one. Figure 3 shows the UAV and its parts, whereas Figure 4 depicts the outdoor scenario.

During the tests, the start and the goal position, the flight corridor width, and the maximum

computation time were issued from the ground station. The commands passed through 5 GHz wireless

communication band from the laptop to the UAV. Upon receiving the input variables, the UAV used

Lazy Theta* to generate a path. As soon as Lazy Theta* reached a solution, the UAV sent the path back

to the ground station through the same channel.

During a mission, the UAV continuously integrates the laser measurements into the map, even

during the path generation. The path is generated directly over the continuously changing octree

to avoid the additional memory needed to create a static copy of the tree. In the target use case of

exploration of large environments, memory shortages could arise from duplicating the map. For the

HitL environment, the map is a snapshot taken from a particular point in the execution. The snapshots

enable an extensive analysis of realistic conditions.
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(a) (b)

Figure 3. The UAV used in outdoor flights as seen from above (a) and from the side (b). The platform

is a DJI S1000 and consists of one Hokuyo 10Lx sensor (A), an UpBoard with an Intel R© AtomTM x5 (B),

a 5 GHz wireless communication rocket (C), a pair of batteries (D), a Pixhawk v1 (E), a Here+ RTK (F).

Figure 4. The outdoor setting for real flights using the UAV in Figure 3, the obstacle to avoid, and the

safety pilot.

5.3. Obstacle Avoidance Approaches

As previously shown, obstacle detection is the most significant bottleneck in this implementation

of Lazy Theta*. To directly measure the impact of the discretization some aspects are considered. First,

the position of the obstacle determines how many rays are needed to find it. Furthermore, the detection

stops as soon as an obstacle is found, making the computational time of generating a path dependent

on the configuration of the terrain. To remove this source of variation, all the rays in the flight corridor

are cast. Second, each flight corridor is sampled a hundred times for each version to remove the

influence of memory caching. Caching is the mechanism of storing program instructions and data in

closer, faster memory levels. Finally, in the test two input variables are sampled: the path length and

the flight corridor width. Paths varied from six to forty-seven meters long. The flight corridor widths
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evaluated were: two, five, and eight meters. The results are shown in Figure 5a–c. In a total, a hundred

and ninety-two combinations of input were evaluated. The processing time was measured both with

the three and the two-dimensional discretization approaches, the results are summarized in Figure 5d.

Among all, the three-dimensional discretization always takes longer on the same path. The total

time for each path generation records that geometrical detection always takes at most half the time of

the three-dimensional discretization. Figure 5d shows all the measurements to the same scale. This

graph illustrates how the computation time scales both regarding the length and the width of the flight

corridor. It becomes apparent that the width has a much more significant impact on the computation

time than the length, especially for the three-dimensional discretization.

(a) (b)

(c) (d)
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Figure 5. Obstacle avoidance times for varying flight corridor lengths and widths from experimental

data with 0.5 m resolution. Avoidance time measures the processing time needed to cast all the

rays that cover a flight corridor. Different flight corridor lengths (distance between start and end

locations) and widths (safety margin) are shown. (a) The flight corridor measures two meters in width.

(b) The flight corridor measures five meters in width. (c) The flight corridor measures eight meters in

width. (d) Presentation of the results in the same scale to illustrate the magnitude of the variation in

computation time of the two approaches and the influence of the flight corridor width.

5.4. Lazy Theta*

Three versions of Lazy Theta* were analyzed to evaluate the impact of each contribution on

the computation time. Firstly, LTS version detects obstacles with a three-dimensional discretization

of the flight corridor, the closest to the previous implementation presented in [7]. LTS_SN refers

to the version that reduces the number of neighbors generated but still relies on three-dimensional

discretization for obstacle detection. LTS_G version includes both the reduction of neighbors and

two-dimensional discretization.

The diversity of obstacle densities used in the samples is also plotted in Figure 6a. It is clear that

a wide variety of densities is inspected in both maps, with the three-dimensional puzzle containing

more obstacles, overall. The median of the obstacle density across paths in the maps recorded from

experimental data is forty-five percent. In other words, every time a flight corridor was searched for

obstacles, an obstacle was found in forty-five percent of the rays casted.
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Figure 6. In the synthetic map, the paths generated have a maximum length of a hundred and twenty

meters. In the experimental snapshots, the paths have at most thirty-three meters. Both maps have

a half a meter resolution. (a) The obstacle density in each map. It registers the relationship between

the total number of ray casts and the number of ray casts that detected an obstacle. Unknown space

is treated as an obstacle. In each environment, all the individual cases used for data collection are

considered. (b) The success rate across versions and maps types. LTS_G has the highest success rate,

but LTS_SN already shows improvements in comparison to LTS. Each dot represents the combined

success rate of a flight corridor width. The widths sampled were three and nine tenths of a meter, five

meters, and five and four tenths of a meter.

Figure 6b compares the success rates for the variants with different algorithms, map representation,

and flight corridor widths. This figure highlights that the LTS_G version achieved higher success rates

than the other versions. Figure 6b illustrates the results presented in Table 3. To note that the success

rate is higher in the synthetic map (ninety-eight percent median) than in the experimental snapshots

(eighty-three percent median). Interestingly, using the LTS_G version, the success rate appears to be

independent of the width of the flight corridor.

Table 3. The amount of path generation attempts and the amount that succeeded, for each version, in

each map.

Synthetic Experimental Snapshots

LTS LTS_SN LTS_G LTS LTS_SN LTS_G

Path requests 1.118 2.396 2.021 72 72 72
Successful requests 3 700 1.984 14 51 60

The following sections focus separately on the synthetic map, experimental snapshots,

and outdoor flights.

5.4.1. Synthetic Map

Figure 7 shows an example of a path generated by Lazy Theta*. The path was generated with the

LTS_G version. Qualitatively, the figure illustrates the three-dimensional capabilities of the algorithm.

Lazy Theta* can generate a path that passes through a complex series of openings. The letters have

the same correspondence as seen in Figure 2. In the different perspectives is more explicit that the

openings are not aligned along any of the three axes. Throughout all the path the desired flight corridor

width is observed, acting as a safety margin.
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(a) (b)

Figure 7. Example path (yellow lines) between two points that are 82 m apart. Purple cubes are voxels

whose centers are used as waypoints, and the size of each cube reflects the size of its corresponding

voxel. Adequate solution candidates are shown as small green spheres. The white line connects the

start (C) and goal (E) positions. The flight corridor is 3.9 m wide, the map’s resolution is 0.5 m, the gaps

and passages are 6 m wide by 6 m tall, and the whole structure measures 90 m by 56 m and is 85 m

tall. (a) The image shows both the generated path and the world representation. (b) The same path

is shown without the occlusion of the world representation. Additionally, the centers of the voxels

candidates adequate for the solution are plotted as small green spheres.

To show how the three versions fare across a broad range of input sets, Figure 8 portrays the

computation time of various paths with different flight corridor widths. Each of the first three plots is

associated with a particular corridor width, with the data points grouped by version. In all the graphs

the points create the shape of an upward bent cone. The cone has a wider or narrower base depending

on the number of ray casts involved. This shape is explained by the influence of the variability of

the configuration of the map on the computation time. As paths grow longer, there is more space for

variability, which results in high variability of computation time for a given path length.

The LTS version is only able to generate a path twice and only for the smaller flight corridor

width. In Figure 8a, two lighter blue data points are present for over ten-meter paths. In Figure 8b,c,

no data point from this version is present at all.

LTS_G is always faster than LTS and LTS_SN, independently of the width or the length of the flight

corridor. This result validates the hypothesis that discretizing the flight corridor in two dimensions

reduces processing time. In LTS_SN, all three dimensions are discretized and sampled separately.

In LTS_G, the points to cast the rays for the flight corridor are calculated in different coordinate frames.

This approach allows for the discretization to be performed only for the width and the height but not

the length. Each ray cast traverses the flight corridor from the start circle to the farthest point of the

end hemisphere.

In all versions, a broader corridor has less successfully generated paths and the paths that are

generated take longer. This results from the increased number of queries to the map. The discretization

step is the same, but a larger corridor needs to be covered. On the one hand, more queries require more

time, on the other hand, a larger corridor allows for a larger number of possible map configurations.

For the LTS_SN version, the effect of the increased number of raycasts in wider corridors is clear .

Narrower corridors allow paths between greater distances to be found. With a width of three and

nine tenths meters paths around a hundred and ten meters are established. Whereas with a five-meter

corridor width, the length of the path does not reach a hundred meters. And with a five and four

tenths meter width, the longest path found is eighty meters.
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Figure 8. Computational times needed to find paths using three variants of Lazy Theta* in the simulated

puzzle for different flight corridor lengths and widths. The points selected as start and goal were used

interchangeably. The computation time need to generate paths that keep a free flight corridor was

measure for: (a) a width of 3.9 m; (b) a width of 5 m; and (c) a width of 5.4 m; (d) The results obtained

with LTS_G with the three flight corridor widths.

Figure 8d illustrates the effect of the variability of the map. In this graph, only the data points

from LTS_G are plotted. The shapes of the upward bent cone of each corridor overlap each other.

However, the cone is wider for the five and four tenths meter corridor then for a cone with a width of

three and nine tenths of a meter. A broader cone on the horizontal axis is intuitive, as longer paths

take more time to generate. A wider cone in the vertical axis reflects variability in the computation

time for the same path length. The variability displayed is easily explained, the computation time is

highly dependent on the underlying configuration of the octomap. As depicted in Figure 1, the flight

corridor volume is covered by multiple rays. The maximum number of rays is the product of the

octomap resolution and the flight corridor width. However, the search ends as soon as an obstacle is

found. Therefore, in Figure 1, the number of rays present corresponds to the worst-case scenario for

the obstacle search. Outside this maximum, how many rays are cast depends entirely on the location

of the obstacle within the flight corridor.

5.4.2. Experimental Snapshots

The computational time of the different Lazy Theta* versions over the experimental snapshots is

depicted in Figure 9. In this setting, the original algorithm (LTS) can only find a significant number of

feasible paths with a flight corridor width of three meters and nine tenths. In the cases a path is found,

it takes much longer compared to either of the other two versions. LTS_SN can handle flight corridors

of the same width but as the flight corridor widens, the path generation starts to fail. In successful

cases, the computation time increases dramatically with the path length. LTS_G is a lot less sensitive to

the width of the corridor. In Figure 9d, the influence of the corridor width is compared. Despite the

increase in computation time, it is always under three seconds, well below the set sixty-second limit.
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(a) (b)

(c) (d)

Figure 9. Computation times for different experimental snapshot flight corridors. The same paths are

generated with increasing flight corridor widths. (a) Paths calculated with a 3.4 m flight corridor width.

(b) Paths generated with a 5 m flight corridor width. (c) Paths computed with a 5.4 m flight corridor

width. (d) The impact of the width of the flight corridor for LTS_G.

5.4.3. Outdoor Flights with a Rotary Wing UAV

Results using the LTS approach are not shown because no feasible paths could be generated in this

environment. Figure 10a shows the resulting path received from the UAV using the LTS_SN version to

avoid the obstacle depicted in Figure 10b. Here, it is clear that the solution not only avoids the obstacle

but also maintains a safety distance from it along the path.

(a) (b)

Figure 10. Photographs from outdoor flights. The UAV avoids an obstacle autonomously (b) that

appears green in the map (a) that is generated in real time. In (a), the small cubes’ edges are 0.5 m.
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The data points are insufficient to outline a shape in Figure 11. However, as we have previously

analyzed a three-dimensional puzzle in simulation, we can see that the points also fit the shape of

an upward bent cone. The small distance takes very little time to solve. The variability in time

increases with the length of the path. The twenty-meter mark is representative of the impact of map

configuration on paths of the same length. For the same path length, the path generation time varies

from ten to over sixty seconds. It is reasonable to assume that more data would follow this trend.
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Figure 11. The computation time of the paths generated in real time, onboard during flight.

6. Conclusions and Future Work

This work sets out to qualify Lazy Theta* presented in [7] as a tool in the context of autonomous

exploration of large scenarios. Consequently, the path generation must be done in real time and

onboard, further restricting the computation time. Moreover, the path must always be at a minimum

distance to occupied or unknown space. The associated calculations make obstacle detection the most

significant bottleneck.

To generate paths a hundred times longer than the map resolution within the time frame

two optimizations are introduced. On the one hand, the voxels composing the neighborhood of another

voxel are calculated taking into account the sparse grid that represents the world. In LTS_SN the success

rate increases to consistently over eighty percent. On the other hand, obstacle detection calculations

are reduced by restricting the space discretization of the flight corridor to two dimensions and bringing

the success rate to over ninety percent. Additionally, the software development methodology adopted

is TDD paired with smart monkey testing.

Lazy Theta* can generate paths both as a local and a global planner. At the local level, the

resolution of the octomap is fine enough to navigate around the obstacle. The paths created can be

used directly by the autopilot. Lazy Theta* can also plan for longer paths at the global planning

level. Because of the any-angle characteristics of Lazy Theta*, the path is smooth enough to avoid

a post-processing smoothing algorithm, in the context of exploration.

With LTS_G, the two-phase, geometrical approach to obstacle detection allows the shape of the

flight corridor to be decoupled from its position. The shape can be calculated only once at initialization,

and the position is calculated for each collision check. This highly effective strategy can be applied

to many other bottlenecks. Future work should focus on using it to calculate the information gain of

trajectories and points.

The contributions keep the deterministic nature of Lazy Theta*. One set of input variables will

always generate the same path. Because the outcome is repeatable, the path planner is uniquely suited

for applications that need to be certified.



Sensors 2019, 19, 174 19 of 21

In the future, the final solution will be further tested outdoors and integrated into an autonomous

exploration architecture. The two-part, geometrical method to analyze space can be used in many

ways: to evaluate the information gain of frontiers, to embed information gain into the heuristics of

Lazy Theta* or even to calculate the observation points of the frontiers according to the sensor.
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Abbreviations

The following abbreviations are used in this manuscript:

GNSS Global Navigation Satellite System

HitL Hardware in the Loop

IMU Inertial measurement unit

LIDAR Light Detection and Ranging

LTS Lazy Theta* offline version

LTS_SN Lazy Theta* Sparse Neighbors

LTS_G Lazy Theta* Sparse Neighbors and Geometrical two-dimensional discretization

RRT Rapidly Exploring Random Trees

PRM Probabilistic Road Map

TDD Test-Driven Development

UAV Unmanned Aerial Vehicle

References

1. Bernard, M.; Kondak, K.; Maza, I.; Ollero, A. Autonomous Transportation and Deployment with Aerial

Robots for Search and Rescue Missions. J. Field Robot. 2011, 28, 914–931. [CrossRef]

2. Raptopoulos, A. No Roads? There’s a Drone for That. 2013. Available online: https://www.ted.com/talks/

andreas_raptopoulos_no_roads_there_s_a_drone_for_that (accessed on 12 February 2018).

3. Ollero, A.; Heredia, G.; Franchi, A.; Antonelli, G.; Kondak, K.; Cortes, A.S.; Viguria, A.; de Dios, J.R.M.;

Pierri, F.; Cortes, J.; et al. The AEROARMS Project: Aerial Robots with Advanced Manipulation Capabilities

for Inspection and Maintenance. IEEE Robot. Autom. Mag. 2018, 25, 12–23. [CrossRef]

4. Bircher, A.; Kamel, M.; Alexis, K.; Oleynikova, H.; Siegwart, R. Receding horizon path planning for 3D

exploration and surface inspection. Auton. Robots 2018, 42, 291–306. [CrossRef]

5. Papachristos, C.; Khattak, S.; Alexis, K. Autonomous exploration of visually-degraded environments using

aerial robots. In Proceedings of the International Conference on Unmanned Aircraft Systems, Miami, FL,

USA, 13–16 June 2017; pp. 775–780. [CrossRef]

6. Papachristos, C.; Khattak, S.; Alexis, K. Uncertainty-aware receding horizon exploration and mapping using

aerial robots. In Proceedings of the IEEE International Conference on Robotics and Automation, Singapore,

29 May–3 June 2017; pp. 4568–4575. [CrossRef]

7. Faria, M.; Maza, I.; Viguria, A. Applying Frontier Cells Based Exploration and Lazy Theta* Path Planning

over Single Grid-Based World Representation for Autonomous Inspection of Large 3D Structures with

an UAS. J. Intell. Robot. Syst. 2018. [CrossRef]



Sensors 2019, 19, 174 20 of 21

8. Palazzolo, E.; Stachniss, C. Effective Exploration for MAVs Based on the Expected Information Gain. Drones

2018, 2, 9. [CrossRef]

9. Heng, L.; Gotovos, A.; Krause, A.; Pollefeys, M. Efficient visual exploration and coverage with a micro aerial

vehicle in unknown environments. In Proceedings of the 2015 IEEE International Conference on Robotics

and Automation (ICRA), Seattle, WA, USA, 26–30 May 2015; pp. 1071–1078. [CrossRef]

10. Shen, S.; Michael, N.; Kumar, V. Stochastic differential equation-based exploration algorithm for autonomous

indoor 3D exploration with a micro-aerial vehicle. Int. J. Robot. Res. 2012, 31, 1431–1444. [CrossRef]

11. Charrow, B.; Kahn, G.; Patil, S.; Liu, S.; Goldberg, K.; Abbeel, P.; Michael, N.; Kumar, V. Information-Theoretic

Planning with Trajectory Optimization for Dense 3D Mapping. In Proceedings of the Robotics: Science and

Systems XI, Rome, Italy, 13–17 July 2015.

12. Merino, L.; Caballero, F.; de Dios, J.M.; Maza, I.; Ollero, A. An Unmanned Aircraft System for Automatic

Forest Fire Monitoring and Measurement. J. Intell. Robot. Syst. 2012, 65, 533–548. [CrossRef]

13. Popovic, M.; Vidal-Calleja, T.; Hitz, G.; Chung, J.J.; Sa, I.; Siegwart, R.; Nieto, J. An informative path

planning framework for UAV-based terrain monitoring. Auton. Robots 2018. Available online: http:

//xxx.lanl.gov/abs/1809.03870 (accessed on 1 November 2018).

14. Maza, I.; Caballero, F.; Capitan, J.; de Dios, J.M.; Ollero, A. A Distributed Architecture for a Robotic Platform

with Aerial Sensor Transportation and Self-Deployment Capabilities. J. Field Robot. 2011, 28, 303–328.

[CrossRef]

15. Oleynikova, H.; Taylor, Z.; Siegwart, R.; Nieto, J. Safe Local Exploration for Replanning in

Cluttered Unknown Environments for Microaerial Vehicles. IEEE Robot. Autom. Lett. 2018,

3, 1474–1481.10.1109/LRA.2018.2800109. Available online: http://xxx.lanl.gov/abs/1710.00604 (accessed on

1 November 2018). [CrossRef]

16. Juliá, M.; Gil, A.; Reinoso, O. A comparison of path planning strategies for autonomous exploration and

mapping of unknown environments. Auton. Robots 2012, 33, 427–444. [CrossRef]

17. Goerzen, C.; Kong, Z.; Mettler, B. A Survey of Motion Planning Algorithms from the Perspective of

Autonomous UAV Guidance. J. Intell. Robot. Syst. 2010, 57, 65–100. [CrossRef]

18. Perez-grau, F.J.; Caballero, F.; Ragel, R.; Viguria, A.; Ollero, A. An Architecture for Robust UAV Navigation in

GPS-denied Areas. J. Field Robot. Spec. Issue High Speed Vis.-Based Auton. UAVs 2017, 35, 121–145. [CrossRef]

19. Yang, L.; Qi, J.; Song, D.; Xiao, J.; Han, J.; Xia, Y. Survey of Robot 3D Path Planning Algorithms. J. Control

Sci. Eng. 2016, 2016, 1–22. [CrossRef]

20. LaValle, S.M. Rapidly-Exploring Random Trees: A New Tool for Path Planning; Computer Science Dept., Iowa

State University: Ames, IA, USA, 1998.

21. LaValle, S.M.; Kuffner, J.J., Jr. Rapidly-exploring random trees: Progress and prospects. In Proceedings of

the Workshop on the Algorithmic Foundations of Robotics, Cambridge, MA, USA, 13–15 June 2000.

22. Bohlin, R.; Kavraki, L. Path planning using lazy PRM. In Proceedings of the 2000 ICRA, Millennium

Conference, IEEE International Conference on Robotics and Automation, Symposia Proceedings (Cat. No.

00CH37065), San Francisco, CA, USA, 24–28 April 2000; IEEE: Piscataway, NJ, USA, 2000; Volume 1,

pp. 521–528. [CrossRef]

23. Karaman, S.; Frazzoli, E. Sampling-based Algorithms for Optimal Motion Planning. Int. J. Robot. Res.

2011, 30, 846–894. Available online: http://xxx.lanl.gov/abs/1105.1186 (accessed on 1 of November 2018).

[CrossRef]

24. Kuffner, J.; LaValle, S. RRT-connect: An efficient approach to single-query path planning. In Proceedings

2000 ICRA, Millennium Conference, IEEE International Conference on Robotics and Automation, Symposia

Proceedings (Cat. No. 00CH37065), San Francisco, CA, USA, 24–28 April 2000; IEEE: Piscataway, NJ, USA,

2000; Volume 2, pp. 995–1001.

25. Oleynikova, H.; Burri, M.; Taylor, Z.; Nieto, J.; Siegwart, R.; Galceran, E. Continuous-time trajectory

optimization for online UAV replanning. In Proceedings of the 2016 IEEE/RSJ International Conference on

Intelligent Robots and Systems (IROS), Daejeon, Korea, 9–14 October 2016; pp. 5332–5339. [CrossRef]

26. Lin, Y.; Saripalli, S. Sampling based collision avoidance for UAVs. In Proceedings of the 2016 American

Control Conference (ACC), Boston, MA, USA, 6–8 July 2016; pp. 1353–1358. [CrossRef]

27. Song, S.; Jo, S. Surface-Based Exploration for Autonomous 3D Modeling. In Proceedings of the 2018 IEEE

International Conference on Robotics and Automation (ICRA), Brisbane, Australia, 21–25 May 2018; pp. 1–8.

[CrossRef]



Sensors 2019, 19, 174 21 of 21

28. Witting, C.; Fehr, M.; Bähnemann, R.; Oleynikova, H.; Siegwart, R. History-aware Autonomous Exploration

in Confined Environments using MAVs. In Proceedings of the 2018 IEEE/RSJ International Conference on

Intelligent Robots and Systems (IROS); Madrid, Spain, 1–5 October 2018.

29. Francis, G.; Ott, L.; Marchant, R.; Ramos, F. Occupancy Map Building through Bayesian Exploration. CoRR,

abs/1703.0. 2017. Available online: http://xxx.lanl.gov/abs/1703.00227 (accessed on 1 of November 2018).

30. Scholer, F.; la Cour-Harbo, A.; Bisgaard, M. Generating approximative minimum length paths in 3D for UAVs.

In Proceedings of the 2012 IEEE Intelligent Vehicles Symposium, Alcala de Henares, Spain, 3–7 June 2012;

pp. 229–233. doi:10.1109/IVS.2012.6232120. [CrossRef]

31. Hart, P.; Nilsson, N.; Raphael, B. A Formal Basis for the Heuristic Determination of Minimum Cost Paths.

IEEE Trans. Syst. Sci. Cybern. 1968, 4, 100–107. [CrossRef]

32. Radmanesh, M.; Kumar, M.; Guentert, P.H.; Sarim, M. Overview of Path-Planning and Obstacle Avoidance

Algorithms for UAVs: A Comparative Study. Unmanned Syst. 2018, 06, 95–118. [CrossRef]

33. Carsten, J.; Rankin, A.; Ferguson, D.; Stentz, A. Global planning on the Mars Exploration Rovers: Software

integration and surface testing. J. Field Robot. 2009, 26, 337–357. [CrossRef]

34. Pivtoraiko, M.; Mellinger, D.; Kumar, V. Incremental micro-UAV motion replanning for exploring unknown

environments. In Proceedings of the 2013 IEEE International Conference on Robotics and Automation,

Karlsruhe, Germany, 6–10 May 2013; pp. 2452–2458. [CrossRef]

35. Daniel, K.; Nash, A.; Koenig, S.; Felner, A. Theta*: Any-Angle Path Planning on Grids. J. Artif. Intell. Res.

2010, 39, 533–579. [CrossRef]

36. Nash, A.; Koenig, S.; Tovey, C. Lazy Theta*: Any-Angle Path Planning and Path Length Analysis in 3D.

In Proceedings of the Third Annual Symposium on Combinatorial Search (SOCS-10) Lazy, Atlanta, GA, USA,

8–10 July 2010; pp. 153–154.

37. Chrpa, L.; Osborne, H. Towards a Trajectory Planning Concept: Augmenting Path Planning Methods by

Considering Speed Limit Constraints. J. Intell. Robot. Syst. 2014, 75, 243–270. [CrossRef]

38. Choi, S.; Lee, S.; Viet, H.H.; Chung, T. B-Theta*: An Efficient Online Coverage Algorithm for Autonomous

Cleaning Robots. J. Intell. Robot. Syst. 2017, 87, 265–290. [CrossRef]

39. Sinyukov, D.A.; Padir, T. CWave: High-performance single-source any-angle path planning on a grid.

In Proceedings of the 2017 IEEE International Conference on Robotics and Automation (ICRA), Singapore,

29 May–3 June 2017; pp. 6190–6197. [CrossRef]

40. Nash, A.; Koenig, S. Any-Angle Path Planning. AI Mag. 2013, 34, 85. [CrossRef]

41. Garcia, M.; Viguria, A.; Ollero, A. Dynamic Graph-Search Algorithm for Global Path Planning in Presence of

Hazardous Weather. J. Intell. Robot. Syst. 2012, 69, 285–295. [CrossRef]

42. Hornung, A. OctoMap. Available online: http://octomap.github.io/ (accessed on 28 September 2017).

43. Wurm, K.M.; Hornung, A.; Bennewitz, M.; Stachniss, C.; Burgard, W. OctoMap: A probabilistic, flexible,

and compact 3D map representation for robotic systems. In Proceedings of the ICRA 2010 Workshop on

Best Practice in 3D Perception and Modeling for Mobile Manipulation, Anchorage, AK, USA, 3–8 May 2010;

Volume 16, pp. 403–412. [CrossRef]

44. Craig, J. Introduction to Robotics: Mechanics and Control; Addison Wesley: Boston, MA, USA, 2005.

45. Loffi, J.M.; Wallace, R.J.; Jacob, J.D.; Dunlap, J.C. Seeing the Threat : Pilot Visual Detection of Small

Unmanned Aircraft Systems in Visual Meteorological Conditions. Int. J. Aviat. Aeronauti. Aerosp. 2016, 3.

46. Models, R.C.; for Robotic Systems, S. ROS Testing, Continuous Integration (CI), and Deployment. Available

online: https://discourse.ros.org/t/ros-testing-continuous-integration-ci-and-deployment/1266 (accessed on

12 February 2018).

47. ROS Wiki: CIs. Available online: http://wiki.ros.org/CIs (accessed on 12 February 2018).

48. Foote, T.; Saito, I.; Reed, P.R.; Adams, J.; Weißhardt, F. CIs. Available online: https://discourse.ros.org/t/

ros-testing-continuous-integration-ci-and-deployment/1266 (accessed on 12 February 2018).

49. Google. Google C++ Testing Framework. Available online: https://github.com/google/googletest/blob/

master/googletest/docs/primer.md (accessed on 28 September 2017).

c© 2019 by the authors. Licensee MDPI, Basel, Switzerland. This article is an open access

article distributed under the terms and conditions of the Creative Commons Attribution

(CC BY) license (http://creativecommons.org/licenses/by/4.0/).



ROS-MAGNA, a ROS-based framework for the definition and

management of multi-UAS cooperative missions

Jose A. Millan-Romera, Hector Perez-Leon, Alejandro Castillejo-Calle, Ivan Maza and Anibal Ollero

Abstract— This paper presents a general framework for
the definition and management of cooperative missions for
multiple Unmanned Aircraft Systems (UAS) based on the Robot
Operating System (ROS). This framework makes transparent
the type of autopilot on-board and creates the state machines
that control the behaviour of the different UAS from the
specification of the multi-UAS mission. In addition, it integrates
a virtual world generation tool to manage the information of
the environment and visualize the geometrical objects of interest
to properly follow the progress of the mission. The framework
supports the coexistence of software-in-the-loop, hardware-in-
the-loop and real UAS cooperating in the same arena, being
a very useful testing tool for the developer of UAS advanced
functionalities. To the best of our knowledge, it is the first
framework which endows all these capabilities. The paper also
includes simulations and real experiments which show the main
features of the framework.

Index Terms— Mutiple UAS, Robot Operating System, Sim-
ulation

I. INTRODUCTION

The applicability of Unmanned Aerial Systems (UAS)

in civil missions such as firefighting, critical infrastructure

protection or remote surveillance, among many others, is

clear nowadays. The multiple variety of platforms, control

systems and ground-based equipments, and the heterogeneity

of the communication devices have made difficult the inter-

operability among different systems. Each manufacturer has

produced its own infrastructure which manage the informa-

tion of the mission in a native format. This drawback implies

that complex missions with a broad range of autonomous

vehicles are highly complicated for planning, execution and

monitoring.

However, the Robot Operating System (ROS) [1] is the

’de facto’ standard for robot application development and it

is also used for the development of autonomous vehicles. Its

architecture and communications, based on topics, services

and actions, makes it ideal to control a distributed network

of sensor and actuator in a common work frame with well-

defined data structures. ROS is scalable and suitable for a

range of different platforms that can be easily integrated into

a single environment. Then, ROS is a very useful tool in the

context of multi-UAS cooperative systems.
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Until now, no many works can be found about multi-

UAS architectures implemented under ROS for the definition

and management of missions. For example, ATLAS [2] is

a framework developed for ROS that only addresses coop-

erative localization for Unmanned Aerial Vehicles (UAVs)

based on cameras and fiduciary markers. On the other hand,

the multi-UAV control testbed presented in [3] is focused

on a GPS waypoint tracking package and a centralized task

allocation network system (CTANS) developed under ROS.

In the field of central control frameworks, an interesting

event-based real-time Nonlinear Model Predictive Control

(NMPC) Framework with ROS Interface for multi-robot

systems is presented in [4].

Regarding teleoperation, the TeleKyb framework [5] is an

end-to-end ROS software framework for the development of

bilateral teleoperation systems between human interfaces and

groups of quadrotor UAVs. Also in the area of teleoperation,

considering the fact that the operation of multi-UAV system

may need multiple cooperative operators, an algorithm based

on position information and color information is described

in [6] to identify multiple operators. The results of hand

gesture recognition of multiple operators with UAV control

under ROS are also presented.

Some works related to virtual reality and multiple-UAS

can be also found. In [7], Unity-based virtual reality in-

terfaces are developed for immersive monitoring and com-

manding interfaces, able to improve the operators situational

awareness without increasing its workload. Three applica-

tions are presented: an interface for monitoring a fleet of

drones, another interface for commanding a robot manipula-

tor and an integration of multiple ground and aerial robots.

Also for Unity, ROSUnitySim [8] presents an efficient high-

fidelity 3D multi-UAV navigation and control simulator in

GPS-denied environments.

Closer to the topic of our paper, some works present an

approach for the control of an UAS swarm that performs

a task in a coordinated way. A guide to use ROS to fly

a Bitcraze Crazyflie 2.0, a small quadcopter platfrom, both

individually and as a group is presented in [9]. In [10], it

is proposed a support system for supervision of multiple

unmanned aerial vehicles by a single operator supervising its

cooperative behaviour. The FlyMASTER project [11] devel-

ops a software platform for cooperative swarming by high-

level control and supervision of multi-agent UAS systems

that is platform agnostic, capable of communicating with

any flight controller that implements the MAVLink.

Our paper presents ROS-MAGNA (ROS-based Multi-



AGent mission maNAgement), which is a general framework

to manage cooperative missions for multiple UAS based on

ROS. Its main contribution is to enhance ROS built-in tools

to offer the developer an abstracion layer for several features

required for a mission so to focus on obtaining research

results with less time and effort consumption. Multi-UAS

mission specifications are implemented as state machines

that control the behaviour of the different UAS indepen-

dently of its autopilot on-board. In addition, a virtual world

generation tool has been designed to offer an overall visual

understanding of the state of the main geometrical elements

and its progress on the mission. The framework is focused

on offering useful testing tools on the whole development

pipeline of UAS advanced functionalities, from simulated

software-in-the-loop and hardware-in-the-loop to real UAS

even at the same time and arena. As far as we are concerned,

no other framework endows all these capabilities

This paper is structured as follows. Section II describes the

general framework and the main role of each component.

Section III presents the modules running on the ground

station that controls the mission, except the component

concerning the modelling of the world, which is presented

in Sect. IV. The software running on-board the UAV is

described in Sect. V. Simulations and real experiments which

show the main features of the framework are included in

Sect. VI. Finally, Section VII closes the paper with the

conclusions and future work.

II. OVERALL FRAMEWORK

The general framework is mainly derived by the struc-

ture of ROS and its communications, with different nodes

distributed on the Ground Station (GS) or on-board the

aerial vehicles. Every node is subdivided into components.

Therefore, every node is governed by a parent component

and a network of other diverse, adjacent ones. Each com-

ponent is implemented as a Python class. The standard way

to introduce the different parameters of the mission is via

JavaScript Object Notation (JSON) files or on the top front-

end script.

Our software development is based on different tools. Re-

garding the low level, which interacts with the on-board au-

topilot, we have used a previous software development of our

research group called UAV Abstraction Layer (UAL) [12].

Thanks to its versatility, this framework can control UAS

with autopilots supporting the MAVLink protocol, and or

autopilots by manufacturers such as DJI and Crazyflie.

SMACH [13] is the ROS library applied for the mission

and UAS internal state machines. Visualisation tools such as

RViz [14] and SMACH viewer [15] provide a full compre-

hensive insight into the state of the mission.

Figure 1 offers a general view of the framework built

upon an architecture divided into the ground segment, which

is executed on land devices, and the aerial node, which is

designed to be run onboard the UAS but would also be

executed on land for simulation purposes. On top of it, the

master node is the front-end where the main features of the

mission are defined. It remains active from the beginning of

the collection of missions to be performed. For every new

mission, the master node spawns its corresponding GS, the

storage folders for the generated data and to start, if it is

required, the simulator.

A. Ground Segment Nodes

The next node in the hierarchy is the Ground Station (GS)

node, which embeds several utilities for the management

and control of the multi-UAS mission. The GS node is the

central node which sends coordinated commands to the rest

of nodes based on a State Machine (SM) that decides actions

depending on the current state of the UAS and the status

of the mission. It also reports about the performance and

success or failure once the mission is over. If an UAS is

simulated, the GS node also spawns the UAV nodes and

autopilot bridges.

The SM is built by using the SMACH library within

ROS. Coordination of the tasks of each UAS is achieved

by combining a sort of states corresponding to basic motion

primitives such as take-off, behaviours like following another

UAV and more complex state machine structures such as

the concurrence of various UAVs following different paths

synchronized to start at the same time. In addition to the

“nominal” behaviour during the mission, the actions to be

executed in case of emergency during any of the possible

states are also included in the state machine.

On the other hand, the GS node creates a world object

containing different geometrical elements of the scenario:

not only obstacles or 3D models of the objects in the

environment, but also “logical” objects related to the goals

of the mission or other abstractions that could be useful

to monitor the execution of the mission. Those geometries

are implemented with geometrical distributions of positions

referenced to accessible Free Space Poses (FSP) or obstacles

of variable shape. This is a more straightforward way to

reference poses related to zones or geometries instead of

using the global reference frame.

B. Aerial Segment Nodes

Regarding the nodes running on the computer on-board

the UAV, the main one is the UAV master node, which

manages its state and motion, receiving information from the

on-board sensors nodes as well as communicating with the

UAV Abstraction Layer (UAL) to receive the autopilot state

and to send navigation commands. The core node component

of this node receives the same name.

The UAV master node is also governed by a state machine,

which receives mission commands from the GS node and

splits them into single actions according to the current mis-

sion status. It listens and manages data from all its neighbour

UAS. The capabilities of this module are distributed into four

node components: Manager, Navigation Algorithm Interface

(NAI), Data and Configuration. These components will be

detailed in Sect. V.

The type of implementation for each UAS can be chosen

between Software-in-the-loop (SIL), Hardware-in-the-loop

(HIL) or real flight, so this node can be running on-board the



Fig. 1. General framework divided into the ground segment, and the aerial nodes designed to run on-board the UAVs although they can be also be
executed on ground if the UAV is simulated. On one hand, the ground segment presented in Sect. III, is composed of the master and ground station
nodes, the data storage folders and, in case it would be required, a simulator. On the other hand, the autopilot, UAL and the UAV nodes constitute the
aerial segment, exposed in Sect. V. The red arrows represent the generation of a new architecture component following a parent-child tree architecture.
Any kind of communication using the ROS network is represented by blue arrows. Black arrows correspond to the rest of existing data exchange. The
simulation possibilities are contemplated with striped lines, which highlight the components of the architecture which would be used or not depending on
the simulation level of each UAS.

UAV or on a ground computer. On the other hand, different

types of autopilots are supported. For all these reasons,

different parameters should be configured before starting the

simulation/flights.

Along with the UAV master node, auxiliary external nodes

such as the UAL and the autopilot nodes are also present

onboard. The level of simulation required defines which of

them are launched on-board or on the ground segment.

III. GROUND SEGMENT NODES

The nodes running on the Ground Control Station (GCS)

are described in this section except the world geometry

generation tool which is in the next section for the sake of

clarity.

A. Master Node

The master node is a single component that serves as

a front-end where the user selects the global parameters

that define such as the name of the world and mission.

In addition, different visualisation tools such as the Gazebo

simulator client, RViz and the SMACH viewer can be acti-

vated by the user. The master node creates the storage folders

where all the data gathered during a batch of missions will be

saved. Hence, the identifiers of the dataset and identifier of

the mission to be started within that dataset are also requested

to the user. In the initialization process, the master node

always spawns the GS node and then waits until the GS

node declares the mission finished and reports success or

failure and the critical events that may have happened during

the execution. Finally, the master node purges any remaining

opened node and stores the mission termination information

in the dataset.

B. Ground Station Node

Two different components are endowed in this node. The

central component controls the node, manages communica-

tion and information, and provides functions to implement

different behaviours. A second component implements the

state machine (SM) using the utilities offered by the central

one.

The core node component retrieves information from the

global parameters and the mission description file, where

the user has predefined configuration fields such as the

UAS model or the type of implementation for each UAS:

Software-in-the-loop (SIL), Hardware-in-the-loop (HIL) or

real flight. The world is created as part of this node and

remains accessible for future interactions. The SM is built

and executed while the core node component remains listen-

ing to information from the UAS (its state, critical events,

etc.), which is logged in the mission folder using the rosbag

mechanism for debriefing purposes.

Each task accomplished by the GS node is referenced to

a unique state. Those tasks would entail an internal flow of

information or communications exchanged with any of the

UAS. Given that diversification, two SMACH state types are

employed to accomplish each of them. For the duties that do

not require ROS communications, CallBack States (CBS) are

employed, which only deploy a standalone execution. Some

examples of CBS are:

• New world. Execution of the world modelling tool to



create the virtual 3D environment and let it available

for later access.

• Spawn UAS. Several spawn features such as the identi-

fication number, the location in the simulation or model

previously defined in the mission SM are now employed

to launch and activate the corresponding nodes and its

control.

• Waiting. A period of idle time or waiting for user

interaction via the keyboard.

In contrast, in order to implement states that require

communication with the aerial segment nodes, Simple Action

States (SAS) are employed. SAS fulfil a goal message with

the objectives that the target UAS must accomplish and send

it as a ROS action. After the UAS has performed the action,

it sends back a response that is finally analysed by the SAS.

Consequently, for each possible SAS action sent from the

GS, there exists another state on the UAS SM that acts as a

server. The main examples of SAS are:

• Take-off & Land.

• Basic Move. A movement in a single axis with a

position or velocity setpoint.

• Follow Path. A list of static waypoints is followed based

on a given algorithm which can control the UAV in

position or velocity.

• Follow UAS at a distance. The UAV pursuits a dynamic

goal until the target bounding sphere of a defined radius

is reached.

• Follow UAS at a position. The goal pose is translated

to a defined relative position from the followed UAS.

• Store data. The information retrieved during the simu-

lation is saved in CSV format on disk.

The GS node state machine is a child node component

which specifies how a mission should be executed taking

as input the mission file described in JSON format. Then,

this node component acts as a translator from JSON to

the SMACH tool mapping also the required functions on

each state. Every state callback is defined and grouped into

state types. Those callbacks are employed while assembling

them into nested structures such as simple state machines,

concurrences or sequences. The outcome mapping must be

according to the possible outcomes of each state, and it is

directly retrieved from the mission definition file. In Fig. 2,

a sequence state machine nesting the concurrence of three

UAS following waypoints for their coordination is shown.

IV. WORLD MODELLING

The third module implemented on the GS node accom-

plishes the task of creating the virtual 3D environment to

monitor the execution of the mission. Every geometrical

element involved in the mission apart from UAS is generated:

space segmentation, real or simulated objects and available

positions of the space that can be accessed for different

purposes called Free Space Poses (FSP). Figure 3 depicts

the hierarchy where every new nested lower level offers def-

inition independence from its upward grandparent. Provided

that, for instance, a geometry would not need to be referred

to the world frame, but only to its associated volume.

Fig. 2. The state machine for the coordination of two UAS following
waypoints concurrently taken from SMACH Viewer. The outer box encloses
a Sequence SM that includes two nested SM in a row defined by the
“completed” outcome. Each of those nested SM correspond to the n-th
waypoint of the path and is built out of a Concurrence SM. Inside each
Concurrence SM, two states are activated at the same time. Each state
corresponds to a different UAS and are of Follow Path SAS type.

Fig. 3. World element tree modelling architecture. Each of the elements
of a level would contain several of the elements of the lower level. A single
world is the unique, global reference frame. Several volumes segment the
scenario as parents of nested child groups of geometries that compose the
shape to be defined. Geometries would be provided of different shape types
and enclosure a sort of logically located poses that may be used to create
obstacles or free space poses provided to poses of a path on the mission.



For any new element on each level, there exists a new

world component so every parent would contain any number

of objects of every type of child. A JSON file describes

the whole world architecture and the characteristics of every

element. The top world component retrieves that definition

and splits it into the definition of the volumes. On the

same way, each parent element splits that definition on the

corresponding for itself and every child and provides it on

its creation. Every world component provides functions to

retrieve information from itself and its child objects in order

to make every element accessible from the GS node.

A. Volume

The first level under the world frame is the volume, whose

function is to gather various geometries around a single

frame so all of them would be relocated without redefining

the volume construction, as long as giving some standard

features to all of them.

B. Geometry

Inside every volume, geometries with different shapes are

used to model different restrictions within the scenario. The

basic primitives included are a cube, a sphere, a cylinder and

a prism.

Specific world components concerning the shape inherit

a primary component for common utilities of a general ge-

ometry. The general geometry component manages standard

features such as dimensions, name or origin. It also provides

core functionalities for the transmission of data and the

auxiliary generation of geometric structures that are later

specifically employed by each shape. A list of the main

functionalities is provided in Table I.

TABLE I

THE GENERIC INHERITED COMPONENT OFFERS CORE FUNCTIONALITIES

FOR THE TRANSMISSION OF DATA AND THE AUXILIARY GENERATION OF

GEOMETRIC STRUCTURES. SPECIFIC COMPONENTS EXTEND

FUNCTIONALITIES DEPENDING ON THE SHAPE.

Function Provider world

component

Raw random values Matrix Generic
Generate Obstacle/FSP from Matrix/List/Coords Generic
Generate Poses sets Matrix Generic
Generate Random Poses Generic
Generate Random Dimensional Values Generic
Generate Path Generic
Lines intersection Generic
Polygon-lines intersection Generic
Zigzag from matrix poses Generic
Get Obstacles Generic
Get FS Global Pose from Matrix/List/Path/Coo Generic
Make/Erase RViz Marker Generic
Poses Matrix Specific
Random Poses Specific
Perimeter Poses Specific
Edges Poses Specific

C. Pose arrays

Geometries provide groups of 3D poses gathered into

arrays. Those would be extracted from features of the shape,

such its edges or 3D matrices that fulfill the interior of the

shape along certain axes. Besides, other point arrays would

be independent of the shape as it would be the coordinates

from the Geometry origin. In addition, both kind of poses

may be used to generate geometric elements that produce

new pose arrays, such as intersections.

All those poses would be later used to define obstacles

or FSP on it. Besides, poses arrays are also employed as

supporting structures, that combine with each other with the

purpose of constructing or finding more complex geometrical

compositions. An example of it would be the use of a

matrix of poses generated by a Generic Geometry function

in addition to the perimeter of a prism provided by a Specific

Geometry function. As a result, only the poses of the matrix

enclosed by the perimeter would be extracted.

D. FSP and obstacles

The Free Space Pose is an available position of the space

that can be accessed for different purposes. A single world

component is the interface to operate with it. A transform

is employed to be able to refer the FSP for its parent frame

and the global frame.

More complex is the obstacle component, which is focused

on managing the information of a single obstacle and spawn-

ing it where required. Thus, everything concerned with that

obstacle deals with this world component or with information

generated by it. Also using a transform, RViz marker and

gazebo model would be spawned on its corresponding place

and orientation. Offered shapes of obstacles in Gazebo are

cubes, spheres and cylinders and their dimensions are fully

customizable. Some functions are also required to deal with

the information of the obstacle as the removal of the model

or its global position computation.

E. Auxiliary world components

Transformation broadcasters, RViz markers and RViz poly-

gon arrays are used for world components at every level of

the world hierarchy. They would be thought as the leaf nodes

of the world hierarchy tree.

Transforms are used to cope with pose generation on the

ROS network and are useful to reference them to other

frames, not only for visualisation purposes. RViz markers

and polygon arrays must define and dynamically manage the

message of generation, update and removal that defines any

shape that the world works with.

V. AERIAL SEGMENT NODES

In this section, the nodes running on-board the UAV are

described. However, it should be noticed that the UAS can

be also simulated or the UAV can be so light that it is not

possible to put a computer on-board. In these cases, these

nodes can be also launched on a ground computer.

The presented framework has a single node designed to

manage the UAV. This node receives through ROS infor-

mation from its on-board sensors as well as the state of

other UAVs. It also interacts with the UAV Abstraction Layer

(UAL) [12] to control UAVs with autopilots supporting the



MAVLink protocol, and/or autopilots by manufacturers such

as DJI and Crazyflie. As a consequence, the UAL node must

be also running on-board the UAV along with the autopilot

driver. This section is focused on the UAV master node and

the different node components employed: core management

of the UAV, the state machine which coordinates the actions,

the Navigation Algorithm Interface to implement different

strategies, an object that deals with the data corresponding

to each UAS and another which controls the configuration

of the communication and other features.

A. UAV Manager

This core class initiates the node and creates the required

instances of the rest of classes. A single UAV state ma-

chine and a single UAV Navigation Algorithm Interface are

generated. Functions are offered to accomplish the different

roles, which are similar to those explained in Sect. III-B and

selected as SimpleActionNodes.

The data from the GS is retrieved and mapped to internal

variables. Any auxiliary function is called if needed to

transform the goal into useful data such as translation to

ROS variables, the desired path to be smoothed sent to

the corresponding nodes or translation of the goal from the

target UAV in a “Follow UAV At Position” behaviour. The

NAI provides the reference for the velocity based on the

algorithm chosen. Once the goal and the strategy to arrive

are appropriate, the UAL is used to give the next command

to the autopilot.

Before the state machine is executed, possible preemption

messages are listened from the GS node. The communication

is based on states, but some of them are automatically started

when internal features are changed such as the desired goal

and followed path sent to the RViz viewer or the state

update to the GS node. The most important of them is the

an evaluator, whose duty is to check if any collision, GS

node notification or battery warning has occurred. In case

any critical event is detected, the state is changed, and the

GS node informed. It also gathers all the data for mission

debriefing purposes.

B. UAV State Machine

How all the possible events fit in a timeline is the problem

solved by this class. A mission is an ordered set of the

already known actions performed by each of the UAS,

coordinated by the GS state machine defined by the user

in the JSON mission file. Since an UAV can perform only

one task at a time, the current state must be assessed to let

new commands from the GS affect just in case the UAV has

finished the previous behaviour.

Every UAS has the same state machine since all of them

are expected to execute the standard movements, behaviours

and management tasks. Every state callback is available since

the beginning to be requested. Hence, the basic structure can

be seen as a star-shaped state machine with a central static

state as the core and different Simple Action Server states

located on each corner. SMACH wrappers are employed to

deal with the Action Servers.

On the central state, every action is offered through

ROS, and when it is being performed, only a preemption

notification would be accepted from the state machine. Once

the action has been accomplished, and the response sent, the

state machine drives back to the central state.

Available wrapped SimpleActionStates correspond to the

ones referred to in the GS node section. When the GS node

has requested a specified action, the goal is translated to

comprehensive variables, and the corresponding UAV master

function is executed.

C. UAV Navigation Algorithm Interface

The Navigation Algorithm Interface (NAI) module pro-

vides a powerful tool to the researcher as it allows to

easily test new navigation algorithms. In addition, it endows

some already built-in modules as a reference, such as a

simple greedy guidance algorithm, the Optimal Reciprocal

Collision Avoidance (ORCA) algorithm [16] and an interface

to TensorFlow [17] sessions. The simple greedy guidance

calculates the distance and direction to the target from the

current position and applies the desired speed to compute

the velocity vector. ORCA receives the current position

and velocity of every UAV on the scenario as well as the

own desired velocity to provide the optimal velocity free

of collisions by implementing a velocity field. To work

with TensorFlow’s machine learning techniques, a function

uploads a pre-trained graph and start a session to evaluate

the current conditions of the scenario as inputs, and a neural

network returns the optimal velocity to apply as output.

As it was mentioned above, the NAI module is designed

to be an interface to any new algorithm to be tested. On the

scope of this class, all the information about the UAS and

its environment is continuously available during the mission

as input to the algorithm to be tested. In addition, various

outputs can be mapped into control signals to the UAL apart

from the velocity. For instance, the selection of adjacent FSP

as next target optimizing any cost function is straightforward.

The NAI class can offer its maximum potential when dif-

ferent algorithms are employed at the same time to optimize

various steps of the decision-making chain. The fact that all

of them would work inside the same data structure would

make it easier to concatenate different task solver algorithms

uniformly.

Other auxiliary functions are offered to make easier the

implementation of the algorithms. A hovering function re-

turns a zero value velocity message. Saturation upper and

lower strains a value provided the limits. A neighbor selector

function calculates the distances to all the UAVs and static

obstacles in the environment and provides a sorted list with

the identification of the nearest along with the distance.

D. UAV Data and Configuration

Each of the objects created from these classes are focused

on a single UAV. Them, the UAV manager needs a list of the

available UAVs on the scene with their associated relevant

information.



TABLE II

MAIN FEATURES OF THE UAV MANAGED BY THE UAV DATA PYTHON

CLASS.

Feature Description

UAL state Codification about landed, armed or flying among
others.

Pose Current stamped local, Cartesian pose.
Velocity Current stamped Cartesian twist.
Battery level Percentage of remaining battery.
GS critical
event/preempt
command

Command from GS node to finish current be-
haviour.

Path
smoothing
velocity

Optimal velocity according to the path smoother
nodes.

Sensor driver
comms

For instance, depth camera pixel info.

The UAV Data is mostly passive: it gets data which

is generated outside the ROS network. That information

is processed and translated to the UAV data so the UAV

manager can get access to it. It would also be used to

treat that data and republish it to, for instance, improve its

visualization. The main information that UAV Data copes

with is listed in Table II.

In an ideal situation, a fully standardised interface as UAL

would be enough to deal with each model and autopilot

and its singularities. Nonetheless, it is a better option to

rely on an intermediate bridge more customizable inside this

framework.

UAV Configuration takes the information about the UAL

selected on the mission definition and extracts all the model

information from a specific JSON file. After combining both

information sources, particular features as the security radius,

maximum speed or implementation (SIL, HIL or real) are

mapped to internal values of the UAV master node.

VI. SIMULATIONS AND EXPERIMENTS

Simulations and real experiments which show the main

features of the framework are described in this section.

Several videos of them are available at https://grvc.

us.es/icuas19multi: For each setup, two videos (full

mission and edited) are provided with a recording of the

simulation/reality, RViz visualization and state machine tran-

sitions.

A. Setup I: Battery level safety with collision-avoidance

The first setup involves two PX4 Iris UAS simulated

software-in-the-loop in Gazebo. The role of the first UAS

is to follow a segmented delivery path whereas the task

of the second one is to film the first UAV at different

relative positions during the mission. Elapsed in periods of

15 seconds, the second UAS tries to follow at 3 meters on

the x-axis, at 3 meters on the z-axis and at 2 meters on

the y and x-axes. Given the fact that both of them traverse

a volume with obstacles, the collision avoidance algorithm

ORCA is employed continuously. The smoothing path nodes

are used to select the desired velocity input for ORCA and

a SMACH state machine is designed to perform correctly

the tasks explained as well as to manage any critical event

occurred.

The first segment of the path followed by the first UAS

is collision-free and the second one achieves the different

relative positions successfully. During the execution of the

second segment, the first UAV runs out of battery. Hence, an

adjacent recharge state machine is activated inside the path

following state. That recharging state machine consists on

a return to home, land, wait for the pilot to notify charge

completed, take-off and return to the prior state. During the

process, the first UAV is still performing its filming task at

the last relative position.

Figure 4 shows a screenshot taken during the mission.

The situation of successful execution and recharge landing

are included along with the battery recharge nested state

machine. Full videos can be found at https://grvc.us.

es/icuas19multi#SimulationI.

B. Setup II: Collision safety

The simulation conditions are the same as well as the sce-

nario. The role of the first UAS is also delivering. However,

the second UAS should maintain a distance of two meters

with respect to the first one disregarding its relative direction.

The state machine used is the same, although other branches

will be relevant in this setup. The main difference is that

no algorithm to avoid collisions is employed. Thus, the first

obstacle in the path is detected to collide in a short time with

the first UAV, which stops its current state and sends to the

GS node a notification of a critical event. The notification

is resent to the other UAS involved in the mission. Both of

them start hovering and, after a safety period for the pilots

to take their control, they land.

Figure 5 shows a screenshot of the mission abort instant

and its concerned state machine branch. Full videos of the

simulation can be downloaded from https://grvc.us.

es/icuas19multi#SimulationII.

C. Setup III: Multi-platform coordination

This larger scale experiment is designed to show the

main features of this framework. First, platform agnosticism

is achieved thanks to the connection to the UAL. A PX4

(drone 1) and two DJI UAS (drones 2 and 3) are employed.

Then, different levels of simulation are used: Drone 1 is SIL

simulated with Gazebo, drone 2 is real with every dedicated

node running on an Intel NUC on-board a DJI F550 frame

and drone 3 is another DJI whose dynamics are simulated on

a computer but a real autopilot device is used HIL. Finally,

the potential of the World module is applied to build a solar

photovoltaic plant and locate panels on a sorted position

beneath an inspection zig-zag path.

The photovoltaic plant Cañamero, in Caceres (Spain) has

been modelled. The western group of three zones of panels

has been extracted to allocate each zone to an available UAS.

Each panel zone is applied to a volume of the World module.

Inside each volume, three different prismatic geometries are

used to define the panel height, the inspection altitude and



Fig. 4. Setup I screenshot and state machine. The top image presents
an RViz visualization of both UAVs crossing an obstacle volume. The first
UAV follows a delivery path, whereas the second one films it at 3 meters
above. The ORCA algorithm assists both UAVs for obstacle avoidance. The
bottom image shows a safety state machine to deal with the possibility of an
UAV in a low battery state. The state machine that implements the delivery
path of the first UAV is composed of altitude checking, delivery path and
return to home. For each of those states, independently from the actions of
the rest of UAS, if the UAV receives a low battery warning, it enters in the
state machine “battery recharge path”. That state machine is not shown for
the sake of clarity and it is composed by return to home, land and wait for
the user to notify the full recharge. Finally, a take-off is commanded, and
the mission continues, exiting “battery recharge path” and coming back to
the “delivery state”.

Fig. 5. Setup II screenshot and state machine. The top image shows
a RViz visualization of the UAVs without collision avoidance algorithm
navigating towards an obstacle. The first one (UAS 1) follows a path and
the second UAV (UAS 2) pursuits the first one at 2 meters when an imminent
collision is detected by UAS 1 and an alert is sent to the GS node which
broadcasts it. Both UAVs hover and safely land. The bottom image presents
the state machine for the safety collision detection. Both UAS were into the
normal mission state. When UAS 1 detects the collision and UAS 2 receives
the alert, that state outcomes a collision and a concurrence state machine
makes them both hover by a Basic Move SAS. A safety wait CBS lets the
pilots take control over the drones. In case it does not happen, another two
concurrence state machines with SAS let the UAVs store the data and safely
land.



the approximation altitude. Panel height geometry is fulfilled

with a pose set built from a matrix and its poses included

into a polygon. The inspection altitude geometry is used to

construct a zigzag with the intersections of parallel lines with

the perimeter. A different approximation altitude is used for

each drone. Drones 1 and 3 employ a path follower node to

smooth their trajectory (velocity control), whereas drone 2

directly uses position commands.

At the beginning of the mission, every UAS takes off at

the same time and follows its own path independently. The

state machine counts with both safety branches described on

the first two setups.

Figure 6 shows a photo taken during the flight along with

the visualization of the constructed virtual scenario in RViz.

Videos of the full setup are available at https://grvc.

us.es/icuas19multi#ExperimentI.

VII. CONCLUSIONS AND FUTURE WORK

The implementation of the framework along with

several built-in use examples can be found in the GitHub

repository https://github.com/JoseAndresMR/

ros_magna under the MIT License. The framework

allows to implement different cooperative strategies while

maintaining group and individual safety thanks to the

different state machines that can be implemented. The

interface on the UAS on-board node has been tested with

the implementation of different navigation algorithms. In

addition, different virtual worlds has been modelled and

used for the simulations and experiments.

Future work covers the full range of presented modules

since it is on going work. It would be interesting to im-

plement also a real-time teleoperation interface within the

framework as well as a graphical user interface for the

definition of the mission global parameters and real-time

monitoring. Regarding the world modelling, more shapes and

geometrical elements as well as the possibility to dynamic

transform them during the execution of the mission are

considered as next steps.
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Abstract: The use of multiple aerial vehicles for autonomous missions is turning into commonplace.

In many of these applications, the Unmanned Aerial Vehicles (UAVs) have to cooperate and navigate

in a shared airspace, becoming 3D collision avoidance a relevant issue. Outdoor scenarios impose

additional challenges: (i) accurate positioning systems are costly; (ii) communication can be unreliable

or delayed; and (iii) external conditions like wind gusts affect UAVs’ maneuverability. In this

paper, we present 3D-SWAP, a decentralized algorithm for 3D collision avoidance with multiple

UAVs. 3D-SWAP operates reactively without high computational requirements and allows

UAVs to integrate measurements from their local sensors with positions of other teammates

within communication range. We tested 3D-SWAP with our team of custom-designed UAVs.

First, we used a Software-In-The-Loop simulator for system integration and evaluation. Second,

we run field experiments with up to three UAVs in an outdoor scenario with uncontrolled conditions

(i.e., noisy positioning systems, wind gusts, etc). We report our results and our procedures for this

field experimentation.

Keywords: multi-UAV; collision avoidance; decentralized coordination

1. Introduction

The use of multiple Unmanned Aerial Vehicles (UAVs) that cooperate to perform some

tasks is becoming mainstream, mostly due to the flexibility and breadth of their mobility and

sensing capabilities as well as the advancement of associated technologies. For instance, teams of

UAVs are being used in applications related to transportation [1], delivery of goods [2] or even

cinematography [3]. Many works address the problem of avoiding collisions while navigating such

teams in indoor facilities. However, outdoor scenarios bring extra difficulties since positioning

systems are not always accurate, communication can be unreliable, weather conditions can make

maneuverability more complex, etc.

Since applications requiring UAVs that operate jointly in a shared airspace are spreading, methods

that cope with 3D collision avoidance under the above constraints are of uppermost importance.

This problem is commonly tackled in the literature in a centralized fashion, but outdoor scenarios

demand robustness against faulty communication systems and scalability. Therefore, we focus on

decentralized approaches that can scale better with the number of vehicles and size of the scenario.

Moreover, we prioritize safety and fast responses in our system over optimality of the trajectories.

We aim at a reactive approach where UAVs do not optimize their trajectories for a time horizon ahead,

Sensors 2018, 18, 4101; doi:10.3390/s18124101 www.mdpi.com/journal/sensors
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but instead ensure their safety under harsh sensor and communication constraints with a myopic

algorithm not computationally expensive.

We propose a decentralized algorithm to solve the problem of 3D collision avoidance with an

outdoor fleet of UAVs. We eliminate the need for a central entity with access to all the information,

and each UAV uses only local measurements and communication. The algorithm operates reactively

with low computational overhead and allows UAVs to integrate measurements from their local sensors

as well as positions sent by teammates within communication range. The main idea is that each UAV

creates a reserved space around itself and detects hypothetical future collisions (i.e., conflicts) when

there are obstacles entering that space. If conflicts are detected, the UAVs maneuver avoiding each

other without colliding. It is assumed that all UAVs follow the same rules in order to converge to a

solution. In particular, we extend our previous work in 2D collision avoidance [4], where we developed

the algorithm SWAP (Safety-enhanced avoidance policy), and present in this paper a 3D version for

UAVs called 3D-SWAP.

We contribute in this paper in two main aspects:

• First, we propose 3D-SWAP, a novel algorithm for 3D collision avoidance with multiple UAVs.

The algorithm extends ideas from our previous work on ground robots that swap their positions

in a traffic roundabout fashion. Here, a similar strategy on a horizontal plane is combined with

a control of the UAVs’ altitude to navigate safely in 3D environments. Thus, UAVs that are

far enough in altitude can ignore each other, making the swapping of the rest more efficient.

Moreover, our approach requires low computational load, is decentralized and works with noisy

sensors and restricted communication.

• Second, we detail our system architecture and the implementation of our method in a real team of

UAVs. We tested our algorithm in realistic simulations to assess its performance. Later, we also

run tests in outdoor field experiments, coping with noisy communication, inaccurate positioning

systems, wind gusts, etc. We explain our procedures for the development and integration of the

algorithm in these field experiments.

The remainder of this paper is organized as follows: Section 2 discusses related work; Section 3

formulates the problem; Section 4 provides all the details about our algorithm 3D-SWAP; Section 5

analyzes further 3D-SWAP; Section 6 describes the system integration and experimental results;

and Section 7 includes conclusions and future work.

2. Related Work

The problem of motion planning is a classical problem in robotics. Traditionally, it has been

divided into global path planning and local path planning, also called collision avoidance. In the

former, a robot must find a path free of collision from an initial to a final state in an environment that

may contain static and/or dynamic obstacles. In the latter, the objective is to compute collision-free

paths for a shorter time horizon, i.e., to navigate safely reacting to obstacles that were not planned

in advance. If multiple autonomous vehicles are considered in a 3D scenario, the problem is harder.

This is the case in this paper, where we address collision avoidance in 3D environments for multi-UAV

settings. A complete review for UAV motion planning can be seen in [5].

In a multi-vehicle scenario, global path planning is often formulated as a constrained optimization

problem. Centralized approaches are usual for optimal trajectory generation. In [6], the problem is

formulated as a Mixed Integer Program, which works in continuous space and takes dynamics into

account to compute trajectories for quadrotors. Another approach is used in [7], where optimal

multi-robot path planning is solved by means of discrete graphs. There are some issues with

methods based on centralized optimization. Although they provide optimal solutions, they are usually

computationally expensive. Besides, solvers become more complex for non-convex problems, which

is the case quite often in multi-robot collision avoidance. Due to this, we favor safety instead of

optimality in 3D-SWAP. Nonetheless, there are still some efficient solutions for non-convex problems
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achieving local optimality. For instance, in non-convex settings, Sequential Convex Programming is a

technique to find feasible solutions by means of convex approximations. In [8], the method is used

with a real-time implementation for a team of quadrotors.

Constrained optimization algorithms have also been proposed for local collision avoidance in

multi-UAV teams. For example, Turpin et al. propose a centralized approach where the problem is

modeled as a task allocation [9]. Then, optimal trajectories in terms of traveled distance are generated

for multiple UAVs. The same authors also presented a decentralized version of the algorithm [10],

where UAVs use only local observations and communication. Moreover, methods based on formation

control can also be used to navigate multiple UAVs safely to their goals. The objective is to solve an

optimal control problem to maintain desired formations, e.g., by imposing inter-robot distances or

angles. A complete review can be found in [11]. Formation control can be solved in a centralized [6,12]

or decentralized fashion [13]. In [12], centralized linear programming is proposed in a velocity

space for multi-robot formation. In [13], sequential convex programming is applied to distributed

optimization through a consensus-based algorithm. In general, formation control is interesting for

coupled teams of vehicles. These appear in applications that imply a group of robots navigating

together to perform a common task, such as tracking an object or transporting something jointly.

However, formation-based methods reduce their applicability in other scenarios where vehicles need

to navigate to goal positions independently.

In this work, we aim at decentralized approaches, where each vehicle can only access local

observations (i.e., from onboard sensors) and use local communications (i.e., with its neighbors).

These approaches present advantages in outdoor scenarios, mainly for large-scale applications.

They can scale better with the number of UAVs and they do not rely on a central communication facility,

which is not usually available in the mentioned scenarios. Many works in decentralized collision

avoidance rely on the concept of Velocity Obstacles (VO), where collision-free trajectories are computed

by imposing constraints in the velocity space. For instance, ref. [14] propose a convex optimization

method to solve local collision avoidance based on Velocity Obstacles. They solved the problem

in a centralized manner, but then present a decentralized solution which considers multiple UAVs

and static obstacles. A similar decentralized optimization method is proposed in [15] using Model

Predictive Control, but uncertainties in states’ estimation are also considered. Lalish et al. also present

a decentralized algorithm to apply Velocity Obstacles to 3D collision avoidance [16]. They analyze the

robustness of the algorithm against unmodeled dynamics and non-cooperative vehicles.

A disadvantage of methods based on Velocity Obstacles is that they rely on an accurate estimation

of the velocity of surrounding obstacles, which is not always straightforward. Although some works

consider uncertainties in the position estimations [15] or unmodeled dynamics [16], they assume that

UAVs can observe velocities from others, something that we avoid in our solution. Moreover, 3D-SWAP

is proved to behave safely against localization uncertainties. This links with another limitation of the

applicability of many of the works mentioned so far, which is that they are only validated through

simulations or make use of a Vicon system [15]. Outdoor settings cannot rely on fixed, high-precision

positioning systems such as a Vicon. Instead we consider more common localization systems like

usual GPS receivers (i.e., no RTK GPS), which are noisier but have lower prices.

Another option for outdoor collision avoidance with UAVs are methods based on potential fields

or bio-inspired. In [17], an outdoor GPS and vision-based swarm with ten UAVs is presented. Potential

fields are used for collision avoidance in a bio-inspired and decentralized flocking approach. Price et al.

propose an algorithm for target cooperative tracking with multiple UAVs outdoors [18]. They use

potential fields for collision avoidance in order to circumvent the non-convexity of their Model

Predictive Controller for formation control. Moreover, artificial potential fields are use in [19] for local

obstacle avoidance given a 3D occupancy grid; and in [20], a heuristic-driven 3D visibility graph is

proposed for local navigation. These two works focus on the complete architecture for localization,

mapping and navigation for a single UAV, providing a thorough insight into implementation details,

but do not concentrate on the multi-vehicle problem. In general, methods based on potential fields
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can be easily decentralized and imply low computational requirements. However, they can present

issues in terms of convergence and local minima when many vehicles concentrate on the same area.

Our proposal of ignoring vehicles far enough in altitude and swapping positions orderly on a horizontal

plane for the rest turns out to be efficient for those situations.

Finally, there is also extensive literature regarding see-and-avoid methods, which aim to integrate

unmanned aircrafts into the civil airspace. A recent and complete review of these methods can be

found in [21]. They follow current regulation in terms of trajectories and use typically visual sensors

for obstacle detection. For instance, in [22] a visual predictive control approach is proposed following

spiral trajectories for collision avoidance. Nonetheless, the validation is performed by means of

quadrotors with a Vicon motion capture system.

3. Problem Description

We assume that there is a team of UAVs operating in a 3D environment that need to navigate to

their destinations without colliding. Those destinations represent local goal waypoints that may come

from a higher-level motion path planner. Our problem is to navigate the UAVs safely to their local

goals reacting to possible collisions with other UAVs and with external obstacles. By external obstacles

we imply existing static obstacles in the scenario different from the UAVs in the team. Formally,

given a set of N UAVs, let {pi(t) = (pxy, z)|pi(t) ∈ R
3}i=1,...,N be their 3D positions at each time

instant t, where pxy is the 2D projection onto the xy-horizontal plane and z is the altitude. Also, let

{gi|gi ∈ R
3}i=1,...,N be their goal waypoints.

First, let us define the UAV coordinate frame, which is a coordinate frame associated with each UAV

i and centered at its position pi. The x-axis is aligned with the UAV yaw orientation and the z-axis is

vertical, pointing upwards. The xy-plane of this UAV coordinate system stays always horizontal and

does not tilt or roll with UAV movements. Then, we can define the concept of collision.

Definition 1. (Collision) We define the collision hull of each UAV as a cylinder that circumvents its shape.

The collision cylinder has radius rc and height hc, and its center coincides with the UAV position. The vertical

axis of this cylinder is aligned with the UAV z-axis. A collision occurs when the collision cylinders of two UAVs

overlap or when an external obstacle enters the collision cylinder of a UAV.

Therefore, if we denote Ci as the collision cylinder of UAV i and Vk as a 3D volume representing

external obstacle k, a collision for UAV i occurs if ∃j 6= i such that Ci ∩ Cj 6= ∅ or ∃k such that

Ci ∩ Vk 6= ∅. Our objective is to navigate each UAV i to its goal gi safely, i.e., with no collision at

any moment.

It is important to note that modeling the shape of the UAVs as cylinders will be helpful for checking

collisions efficiently and, at the same time, it makes sense for multirotors due to the downwash effect

on other vehicles [9,14] (the safety separation in vertical distance should be larger than in horizontal to

avoid perturbations). Moreover, to be strict, the collision cylinder should tilt and roll as the UAV does.

Instead, we assume it fixed to the UAV coordinate frame, which is always horizontal. This simplifies

our solution and makes sense provided that the collision cylinder is big enough to encompass the UAV

shape even tilted or rolled.

Additionally, we make the next assumptions in our problem:

• Holonomic vehicles. We model UAVs as holonomic vehicles (e.g., multirotors). They can move in

any direction independently from their yaw orientation. We assume that their acceleration and

speed constraints allow them to stop horizontally within a planar breaking distance dbr, and stop

their vertical movement within a vertical distance zbr.

• Noisy localization. UAVs can localize themselves by means of noisy sensors. In outdoor scenarios,

UAVs could carry GPS receivers and altimeters, for instance. Each UAV has access to its own

noisy localization p′ = (p′xy, z′), such that ||p′xy − pxy|| ≤ ǫxy and |z′ − z| ≤ ǫz. ǫxy and ǫz are
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the maximum localization errors on the xy-plane and altitude, respectively. We differentiate them,

as altitude is usually more precise due to the use of altimeters or lasers.

• Local communication. If two UAVs i and j are within communication range, i.e., ||pi − pj|| ≤ rcomm,

they can exchange their noisy localizations p′i and p′j. Thus, UAVs share with their neighbors

their position, but not their goals, velocities nor orientations. We do not assume a perfect

communication. When communication links fail, other UAVs could still be detected with the

onboard sensors.

• Obstacle detection. UAVs have onboard sensors to detect obstacles within a 3D distance

rdet. In particular, we assume that each UAV has a 3D sensor generating poincloud-based

measurements from the obstacles around (e.g., a Lidar). Each pointcloud consists of M points,

where each point m, without losing generality, can be expressed in cylindrical coordinates relative

to the UAV (ρm, ϕm, zm). Again, we assume those measurements to be noisy.

In our problem formulation, the 3D sensors onboard are primarily used to detect external obstacles.

In order to detect other UAVs, the communication channel can be used. However, we do not assume

perfect communication, as it could fail even if UAVs are within communication range. Therefore,

the 3D sensors could also be used to detect other teammates when there are communication losses.

Of course, we rely on the fact that all external obstacles or teammates will be detected on time one way

or another.

4. 3D-SWAP

In this section we describe 3D-SWAP, which is a novel algorithm to solve the collision avoidance

problem formulated in Section 3 in a decentralized fashion. In particular, we develop an extension

for aerial vehicles of our previous algorithm SWAP [4], which addressed collision avoidance for large

teams of ground robots.

4.1. Overview and Preliminaries

The original SWAP [4] is a reactive algorithm for collision avoidance in ground multi-robot teams.

Safety disks are defined around each robot to detect possible conflicts when obstacles enter these safety

areas. These conflicts are then resolved in a decentralized fashion by means of a set of maneuvers

where all robots follow similar predefined rules. 3D-SWAP generalizes SWAP to deal with UAVs in

3D spaces. First, the notion of disks is extended to cylinders. By defining different cylinders around

each UAV and checking when they are invaded, vehicles can detect two different types of conflicts:

xy-conflicts when others get too close on an xy-horizontal plane; and z-conflicts when others get too

close in altitude. If an xy-conflict is detected, the vehicles involved move surrounding each other

laterally in a roundabout fashion, i.e., swapping their positions at the same time that they keep going

up or down in altitude as they were. If a z-conflict is detected, the vehicles involved keep moving as

toward their goals, but fixing their altitude while the z-conflict persists, not to get closer vertically.

Figure 1 depicts an example where a UAV 1 is surrounded by several others to understand the two

types of conflicts that can occur in 3D-SWAP and how they are resolved (a video illustrating this

example and another one with more UAVs can be found at https://youtu.be/-iiPJ9vuUA8). UAV 1 has

a z-conflict with UAV 2 (see Figure 1a), so it needs to keep its altitude fixed instead of flying up toward

its goal. This is to prevent a possible collision with UAV 2. Besides, UAV 1 has xy-conflicts with UAVs

3 and 4, which are close on the same horizontal plane. UAV 1 will compute an avoidance direction ϕa

in order to move horizontally surrounding UAV 4 counter-clockwise toward its goal (see Figure 1b).

More in detail, 3D-SWAP works by defining two concentric cylinders around each UAV: the

reserved cylinder and the blocking cylinder (see Figure 2a). These cylinders are the foundation to define

the concept of conflict and navigate UAVs without collision to their destination.
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(a)

ϕc4

ϕc3

ϕc4 + π/2
ϕc3 − π/2

ϕa =ϕc4 − π/2
ϕc3 + π/2

(b)

Figure 1. Example situation with several UAVs in conflict. The figure shows the avoidance maneuver

computed by 3D-SWAP for UAV 1 while trying to reach its goal g1. All UAVs are represented with

their collision, reserved and blocking cylinders. On the left (a), a lateral view of the scene to depict

z-conflict with UAV 2. On the right (b), a view from above to show xy-conflicts with UAV 3 and 4,

and the computation of the avoidance direction.

rr rc

hrhb

(a) (b)

ρ

0 π 2π

ϕc1 ϕc2

(c)

Figure 2. (a) Representation of the three concentric cylinders that define the collisions and conflicts.

(b) A UAV (in the middle) computes its COD with two obstacles: an external, static obstacle and

another UAV. The reserved cylinder of the central UAV is shown to see how it is invaded by the

collision cylinder of the other UAV and the static obstacle. (c) Equivalent polar representation of its

COD with the two conflict angles.

Definition 2. (Reserved cylinder) The reserved cylinder has radius rr and height hr and its volume is denoted

as R. It is concentric and aligned with the collision cylinder. This cylinder is used to detect conflicts on

the xy-plane. In particular, a UAV i has an xy-conflict when its reserved cylinder intersects with another

reserved cylinder or with an external obstacle. This means that ∃j 6= i such thatRi ∩Rj 6= ∅ or ∃k such that

Ri ∩ Vk 6= ∅. The radii rr must ensure that UAVs can always detect xy-conflicts on time to brake horizontally

before a lateral collision, and then maneuver accordingly.

Definition 3. (Blocking cylinder) The blocking cylinder is concentric and aligned with the reserved cylinder,

having the same radius but height hb, and its volume is denoted as B. It is defined by adding to the reserved

cylinder a cylinder B+ on top and another B− below, such that B = B+ ∪R∪ B−. The blocking cylinder is

used to detect conflicts in altitude. Thus, a UAV i has a z-conflict when the B+ or B− part of its blocking cylinder

intersects with the B− or B+ (respectively) part of another blocking cylinder or with an external obstacle. This

means that: (i) ∃j 6= i such that B+i ∩ B
−
j 6= ∅ or B−i ∩ B

+
j 6= ∅; or (ii) ∃k such that B+i ∩ Vk 6= ∅ or
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B−i ∩ Vk 6= ∅. The height hb must ensure that UAVs can always detect z-conflicts on time to brake vertically

before a collision from above or below, and then maneuver accordingly.

The complete procedure to run 3D-SWAP in a decentralized manner is depicted in Algorithm 1.

An instance of this algorithm runs on each UAV in order to navigate the whole team safely toward

their goals. Each UAV i uses its local information, i.e., its own noisy position p′i and its last pointcloud

observed. At each iteration, the UAV shares its position with the neighbors (Line 2) and initializes

its Cylindrical Obstacle Diagram (COD) without obstacles (Line 3). Then, the COD is updated with

the positions received from other neighboring UAVs (Lines 4–8) and with the information in the

local pointcloud (Lines 9–12). This procedure will be detailed in Section 4.2. The conflict state of

the UAV is determined by means of this COD (Line 13). Depending on its current state, the UAV

performs different maneuvers varying the reference velocity to its velocity controller (Lines 15–28).

These maneuvers and how the UAV movement is controlled are explained in Section 4.3.

Algorithm 1 3D-SWAP for each UAV i

Input: Pointcloud from local sensors, current position p′i, goal position gi

1: while gi not reached do

2: Send position p′i to neighbors

3: COD ← initCOD()
4: for all UAV j within communication range do

5: Receive its position p′j
6: (ρ′j, ϕ′j, z′j)← trans f ormToCylindrical(p′j)
7: COD ← UpdateCOD(ρ′j, ϕ′j, z′j)
8: end for

9: for m = 1 to m = M do

10: Extract point m from local pointcloud

11: COD ← UpdateCOD(ρm, ϕm, zm)
12: end for

13: (sxy, sz)← computeState(COD)
14: dg = gi − p′i
15: if sxy is xy-free then

16: ∠v
re f
xy = ∠d

g
xy and ||v

re f
xy || = computeRe f Speed(||d

g
xy||, vmax)

17: else if sxy is rendezvous then

18: ∠v
re f
xy = ϕa and ||v

re f
xy || = va

19: else if sxy is xy-blocked then

20: v
re f
xy = 0

21: end if

22: if sz is z-free then

23: v
re f
z = ±computeRe f Speed(d

g
z , vmax), depending on whether gi is above or below

24: else if sz is z-blocked then

25: v
re f
z = 0

26: end if

27: vre f ← (v
re f
xy , v

re f
z )

28: Send vre f to velocity controller

29: end while
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4.2. The Cylindrical Obstacle Diagram

Each UAV maintains a local Cylindrical Obstacle Diagram (COD) to analyze its conflicts and

determine its movements accordingly. The Cylindrical Obstacle Diagram is a cylindrical representation

of the obstacles around a UAV that is expressed on its coordinate frame. In order to create the COD,

the UAV polar angle ϕ is discretized into Nϕ values, obtaining a set of angle bins. The COD stores

the polar distance ρ corresponding to the closest obstacle within each bin. Formally, the COD of a

UAV consists of a set of angle bins {ϕ1, · · · , ϕNϕ
} with their corresponding polar distances to obstacles

{ρ1, · · · , ρNϕ
}.

The COD is used to evaluate the conflict state of a UAV. Measurements in the COD are checked to

see whether the UAV reserved cylinder is invaded by another reserved cylinder or an external obstacle,

provoking an xy-conflict. The COD is updated with measurements from the local pointclouds and

with positions received from other UAVs. Measurements far enough in altitude to invade the UAV

reserved cylinder (i.e., not able to provoke a xy-conflict) are not included in the COD. Figure 2b,c

show an example of a graphical representation of the COD for a UAV observing an external obstacle

and another UAV.

First, UAVs update their COD with positions sent by other UAVs. If any other UAV j within

communication range shares its position, its cylindrical coordinates with respect to UAV i are computed

(ρ′j, ϕ′j, z′j): ρ′j represents the planar distance between UAVs; ϕ′j is the angle between the x-axis of UAV

i coordinate frame and UAV j center; and z′j the difference in altitude between both. Then, a virtual

circular obstacle of radius rc is created at the position of UAV j representing its collision cylinder.

The COD is updated accordingly to include the border of this cylinder representing UAV j. The closest

point corresponding to this obstacle will have distance ρ′j = ||p
′xy
j − p′

xy
i || − rc. Before updating the

COD, it is verified whether the UAV is close enough in altitude to cause an xy-conflict . Otherwise

it is discarded and not included in the COD. In particular, it is included in the COD iff |z′j| ≤ 2hr/2

(reserved cylinders overlap). All the angle bins updated with measurements from other UAVs are

labeled as dynamic, since there are moving obstacles in those directions.

Second, UAVs update their COD with the M points of their poincloud measurement if available.

Each point obstacle m is also transformed into cylindrical coordinates (ρm, ϕm, zm). Then, ϕm

determines to which bin ϕi the point corresponds. If ρm < ρi, then ρi = ρm, updating the COD

accordingly to keep the closest obstacle at that angle. If the obstacle point corresponds to a bin labeled

as dynamic, it is assumed that it comes from another UAV, so it is treated as such As before, it is

included in the COD iff |zm| ≤ 2hr/2− hc/2 (overlap between two reserved cylinders). If the obstacle

corresponds to a bin not labeled as dynamic, it is treated as static. Therefore, it is included in the COD

iff |zm| ≤ hr/2 (obstacle is within the UAV reserved cylinder).

After updating the COD with all available information, xy-conflicts are double-checked. For each

bin in the COD, an xy-conflict occurs when: ρi ≤ rr, for bins not labeled as dynamic (static obstacle

entering the reserved cylinder); or ρi ≤ 2rr − rc for bins labeled as dynamic (reserved cylinders from 2

UAVs overlapping). Thus, sectors whose angles are in xy-conflict are marked as conflict sectors; and for

each conflict sector, there is a conflict angle ϕc corresponding to the closest obstacle (see Figure 2b,c.

Furthermore, note that during the process of updating the COD, determining whether the UAV has

also a z-conflict above or below is straightforward checking the vertical and horizontal distances with

the obstacle: it is a sufficient condition to find a single obstacle point causing z-conflict.

3D-SWAP relies on the assumption that all conflictive UAVs or external obstacles are detected

in time to avoid collisions. Therefore, the dimension of the cylinders must be designed in such a

way that UAVs can brake safely after detecting conflicts. The reserved cylinder is used to avoid

collisions given xy-conflicts, so hr = hc and rr > rc + dbr + ǫxy. Thus, once an xy-conflict is detected,

UAVs would be far enough to brake in the worst case, i.e., if they were moving at full speed against

each other (see Figure 3). The blocking cylinder is used to avoid collisions given z-conflicts, so rb = rr

and hb > hc + zbr + ǫz. The positions communicated by the UAVs are noisy, so they may be actually

closer than they think when sharing positions and computing conflicts. This is why ǫxy and ǫz are
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added to the braking distances in order to account for those inaccuracies on the horizontal and vertical

positioning observations, respectively. We need to ensure braking in time even if measurements from

the communication channels are noisy. Measurements from the pointclouds provided by the local

sensors are also noisy, but we do not model them here because these inaccuracies would be typically

lower than those of the positioning system, which are already included in ǫxy and ǫz. Last, note that

all obstacles in conflict should be detected in time to react. Therefore, we assume that rcomm > 2rr

(UAVs in conflict are always within communication range) and rdet > rr (any external object that enters

in conflict is within detection range).

(p′xy, z′)

(pxy, z)

ǫxy rc dbr rr

ǫz

Figure 3. Representation of two UAVs at the instant of starting braking due to an xy-conflict. For the left

UAV, the real (black) and measured (gray) positions are represented. The worst case for the maximum

positioning error considered in our system is depicted.

4.3. Avoidance Maneuvers

Each UAV computes its own COD and solves its conflicts in a decentralized fashion, performing

avoidance maneuvers when needed. A UAV uses its COD to determine its conflict state. Depending

on its current conflicts, the UAV can be in several states that form a state machine. Depending on the

state, a 3D reference velocity is computed to control the UAV movement. UAVs assume that their

neighbors will also follow the same rules to resolve their conflicts. In particular, there are two parallel

state machines: one reasons about xy-conflicts and outputs a 2D reference velocity v
re f
xy to move the

UAV on the horizontal plane; whereas the other reasons about z-conflicts and outputs a scalar reference

velocity v
re f
z to move the UAV vertically. The UAV conflict state consists of a joint state from both state

machines (sxy, sz), where sxy ∈ {xy-free, redezvous, xy-blocked} and sz ∈ {z-free, z-blocked}.

At each iteration, 3D-SWAP revises the conflict states, and both state machines can transition freely

and independently if the UAV circumstances changed. Any time the UAV transitions to another state,

its reference velocities change too, modifying its behavior. These reference velocities are combined into

a 3D reference velocity vre f which is sent to a velocity controller. The design of this controller is out of

the scope of the paper and we assume that the UAV autopilot provides such a functionality. Next, we

describe all possible conflict states for the UAVs and their corresponding reference velocities.

xy-free: This is the normal operation mode for the horizontal movement. A UAV is in this

state when there are no xy-conflicts, or the existing ones do not interfere with its path to its goal.

The UAV should move horizontally toward its goal to reach it. For that, a 3D direction vector dg from

the UAV to its goal is computed (Line 14, Algorithm 1). Then, the 2D reference velocity points to

the goal ∠v
re f
xy = ∠d

g
xy, being d

g
xy the projection of dg on a horizontal plane. The reference speed is

computed proportional to the distance to goal and bounded by the maximum allowed speed vmax

(Line 16, Algorithm 1).

If a UAV finds xy-conflicts affecting the path to its goal, i.e. there may be a collision navigating

straight to the goal, its horizontal movement is constrained to avoid the collision through two states:

rendezvous and xy-blocked.

rendezvous: The UAV is in this state when it finds xy-conflicts but it can find an avoidance

direction. Given the conflict angles ϕc of the xy-conflicts, this avoidance direction ϕa is computed.

For each xy-conflict, the interval (ϕc − π/2, ϕc + π/2) define the forbidden angles. If the UAV keeps

moving in any of those directions there is a risk of collision with the conflicting obstacle, otherwise not.

Therefore, each obstacle can be surrounded following any of the directions that bound the forbidden



Sensors 2018, 18, 4101 10 of 20

sector, ϕc − π/2 or ϕc + π/2. In particular, the rule is that all UAVs should surround obstacles

counter-clockwise, so the option ϕc − π/2 is used. However, that angle could be within the forbidden

sector associated with another conflict, making impossible its selection. All conflicts are checked

to find an avoidance direction ϕa = ϕc − π/2 out of forbidden sectors. If there is none, there is no

escape direction and the UAV is blocked. An example is depicted in Figure 1b, where UAV 1 has two

xy-conflicts with UAV 3 and UAV 4. UAV 2 is too far in altitude to cause a xy-conflict and hence not

included in the COD and ignored to compute the avoidance direction. In green, the angles out of any

forbidden sector are shown. In this case, ϕc3 − π/2 is within a forbidden sector, so ϕa = ϕc4 − π/2 is

selected to surround UAV 4 counter-clockwise.

During the avoidance maneuver the speed of the UAV is reduced for security to a value va ≤ vmax.

Therefore, ∠v
re f
xy = ϕa and ||v

re f
xy || = va.

xy-blocked: If no possible avoidance direction for the UAV is found following the previous

procedure, the UAV assumes that it is surrounded horizontally by other UAVs and enters the

xy-blocked state. In this case, a reference not to move the UAV horizontally is sent, i.e., ||v
re f
xy || = 0.

UAVs around are expected to leave at some point toward their destinations after circumventing the

blocked UAV.

The states described above govern the horizontal UAV movement but do not affect its vertical

movement. This allows UAVs to fly up or down toward their goal as they perform horizontal

avoidance maneuvers, which is more efficient. However, as they change altitude they may find

z-conflicts, blocking their vertical movement.

z-blocked: In this state the UAV has detected a z-conflict that precludes it from keeping its

vertical movement. Otherwise, the UAV may appear unexpectedly in a horizontal plane where there

are other UAVs without time to brake. In this state, the altitude of the UAV is blocked (v
re f
z = 0),

so there is no vertical movement.

z-free: This is the normal operation mode for the vertical movement. If no z-conflicts are

detected, or the existing ones do not interfere with the path to the goal (e.g., a z-conflict above but the

UAV is going down), the UAV can move up or down toward its goal at a speed proportional to the

distance and bounded by the maximum allowed speed vmax (Line 23, Algorithm 1).

5. Discussion

In this section, we discuss several aspects of our algorithm 3D-SWAP in more detail. In summary,

3D-SWAP is thought as a reactive algorithm for collision avoidance, so its primary objective

is safety. Under certain realistic conditions, the algorithm can converge to a solution in most

cases, even though not the optimal one. Besides, 3D-SWAP achieves robustness by fusing

information from communication channels and onboard sensors, as well as modeling uncertainty in

sensor measurements. Given its decentralized fashion, 3D-SWAP relies on local observations and

communication, being scalable with the number of UAVs. Next subsections provide further discussion

about these aspects.

5.1. Convergence

The ultimate goal of 3D-SWAP is to drive all UAVs to their destinations safely, i.e., without

collisions. Under our assumption of detecting all static obstacles and neighboring UAVs in time,

the safety can be guaranteed, since vehicles have always enough distance to brake and avoid collisions.

For that, we need to bound the braking distance for the vehicles, the uncertainty of the sensors and have

enough detection and communication ranges, which is realistic. Moreover, given certain conditions,

the algorithm converges to a solution where all conflicts are solved eventually.

First, all obstacles must be cooperative teammates or static obstacles. With other kind of dynamic

obstacles, our UAVs could get stuck since others would not follow 3D-SWAP rules. Besides, the braking

distance for those external dynamic obstacles is not modeled, so collision-free maneuvers are not

ensured in that case.
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Second, the goals for all UAVs need to follow configurations where deadlocks are avoided.

For instance, if several UAVs reach their goals and they surround the goal of another one with no

space to get there without conflicts, the last UAV would never reach its destination. Another deadlock

may occur when UAVs block their altitudes due to a z-conflict. Imagine that UAV 1 is on top of UAV

2, with g1 below UAV 2 and g2 on top of UAV 1, all aligned in the same vertical axis. They both

would navigate to their destinations until a z-conflict occur, and they would get stuck pushing each

other endlessly. Also, there may be deadlock situations when the goals for some UAVs are located in

areas occupied by other blocked UAVs. The ones surrounding the blocked ones would stay circling

around infinitely.

These deadlock situations are marginal and unlikely, but they could be solved by a higher-level

motion planner that gets UAVs out of their deadlocks. Note that 3D-SWAP does not pretend to be a

complete motion planning algorithm, but a reactive algorithm for collision avoidance. Our previous

work [4] analyzes further deadlock situations for 2D scenarios. Nonetheless, they are unlikely if we do

not consider crowded, confined scenarios. Therefore, a similar analysis of 3D-SWAP for a 3D scenario

is out of the scope of this paper.

5.2. Optimality and Robustness

Even though 3D-SWAP can solve all conflicts under certain assumptions and keep UAVs safe

without colliding, the solution is not optimal. UAVs could get blocked by others during some

time or they may perform longer detours in highly conflictive situations. Note that we enforce

counter-clockwise roundabouts, even if moving in the other direction were more efficient.

However, 3D-SWAP behaves in a robust manner in several aspects, even under unreliable

communication and noisy sensors. First, the system is redundant fusing information from the

communication channel and the onboard sensors. On the one hand, if communication fails the

algorithm can still work, since the onboard sensors can be used to detect UAVs around. Note that in

that case those obstacle points would be treated by default as static in the COD instead of dynamic.

However, if communication failures were detected, we could treat all obstacles as dynamic to be

conservative. Also, if neighbors positions were tracked, we could determine which angle bins should

by dynamic, even with short communication losses. On the other hand, onboard sensors can have

limited field of view due to processing or payload issues. This is why we also integrate measurements

coming from communication channels. Moreover, the onboard sensor will usually point forward if

its field of view is limited. Although 3D-SWAP assumes holonomic vehicles that do not need to turn

around in order to navigate in any direction, the yaw of UAVs can also be controlled so that they

always points their nose toward their forward direction. In that case, it is unlikely that an obstacle

provoking a relevant conflict is not detected.

Besides, 3D-SWAP relies on the fact that UAVs will not get too close when avoiding each other,

as they try not to overlap their reserved cylinders. However, even if these cylinders are appropriately

designed, some unexpected behaviors may still arise due to external perturbations like strong wind

gusts, saturated controllers, etc. In order to address those and make the system more robust, 3D-SWAP

includes an additional controller to keep distances between UAVs above a threshold. This controller

implements a repulsive force on the UAV when an external obstacle invades its reserved cylinder more

than dbr/2.

Finally, 3D-SWAP is robust in terms of synchronization. UAVs do not need to execute the

algorithm at the same time synchronously. Instead, each UAV resolves its conflicts locally and start

its avoidance maneuvers asynchronously. Still, 3D-SWAP can guarantee safety as UAVs navigate,

converging to the solution in a distributed fashion. As it will be explained in the experimental section,

we use time synchronization for our UAVs, but this is just to ease logging tasks.
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5.3. Scalability

3D-SWAP is a decentralized algorithm and it does not require high computational overhead,

since the UAVs do not plan ahead but operate reactively. Each UAV runs locally Algorithm 1 only with

local information from sensors and neighbors, so the approach scales independently of the number

of UAVs. The main computation lies behind updating and analyzing the COD. The cost of these

operations depends mainly on two factors: the size M of the pointclouds provided by the onboard

sensors; and the level of discretization Nϕ in the COD. As M or Nϕ increase, the number of times that

the COD needs to be updated or the number of angle bins to search for conflicts grow, respectively.

In both cases, the increase of complexity is linear in the worst case and can be bounded by selecting

the parameters M and Nϕ. In practice, M is most critical for the complexity of the algorithm, since

pointclouds are usually large for realistic fields of view.

6. System Integration and Experiments

In this section we show how 3D-SWAP was implemented for a team of UAVs. We describe our

aerial platforms, the process followed for system integration and the experimental results to validate

3D-SWAP. We present results simulating the system with a Software-In-The-Loop approach, in order

to showcase typical behaviors of the algorithm and evaluate its performance. Then, we detail our field

experiments with up to 3 UAVs in an outdoor scenario.

6.1. Aerial Platforms

The UAVs that we used in our experiments are the custom-designed hexarotors shown in

Figure 4. They are made of carbon fiber and have a size of 1.18 × 1.18 × 0.5 m (including rotor

blades). Their weight is 5.5 kg (including batteries, sensors and electronics), with a maximum take-off

weight of 10 kg and a flight time of 20 min. Each UAV is equipped with: an Ubiquiti Rocket M5

5.8 GHz radiolink for communication with a ground station and other UAVs; a Lidar sensor based

on a ZED stereo camera that provides 3D pointclouds for navigation; a 3DR uBlox GPS receiver for

localization; a Pixhawk autopilot for UAV control; and an Intel NUC i7 processor (16 GB RAM).

Figure 4. On top, close view of one of our custom-designed UAVs. At the bottom, a view of the

experimental site. The colored circles indicate three flying UAVs.
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6.2. System Integration

We implemented 3D-SWAP with ROS Kinetic Kame (the code can be found at https://github.

com/multirobot-ferr/3d-SWAP). A diagram block of the system integration can be seen in Figure 5.

In particular, each UAV executes on its Intel NUC onboard an instance of a ROS node running

3D-SWAP (it runs at 10 Hz in all our experiments). This module could receive the goal of the UAV from

a higher-level Planner, we just implemented a simple version for our experiments. We use the Lidar

sensor onboard to provide poinclouds from external obstacles around and the communication channel

through the Ubiquiti to share UAVs’ positions. This information is also collected in our ground station,

and used for data logging and visualization.

Our 3D-SWAP is built on top of a UAV Abstraction Layer (UAL) (code at https://github.com/

grvcTeam/grvc-ual), which is a software developed by our lab to simplify the interaction of external

modules with the UAVs regardless of the autopilot used underneath. Our UAL offers interfaces to

issue commands such as take off, land and go to waypoint, as well as reference velocities to command the

autopilot. Our UAVs use the autopilot software PX4, which is abstracted by the UAL. Since we do not

have an accurate RTK-GPS localization, we use the local coordinates provided by the PX4 filter (fusing

GPS measurements) instead of its global coordinates, which are less stable. Measuring the initial

UAV positions, the local coordinates can be transformed into a global coordinate system to be shared

between the teammates. Moreover, for time synchronization between the nodes run on each UAV,

we use Network Time Protocol (NTP) with a server on the ground station. This time synchronization

is just for logging tasks, UAVs do not need it to run 3D-SWAP.

In order to ease system integration, we also developed a simulator based on Gazebo following

a Software-In-The-Loop (SITL) scheme. The actual software of the PX4 is integrated within the

simulator [23] to achieve realistic simulations where the system does not distinguish between real or

simulated flights.

Figure 5. Block diagram of the system integration. Each UAV carries onboard a Pixhawk autopilot with

GPS and an Intel NUC to run the navigation software. External obstacles are detected by a Lidar and

the Ubiquiti is used as communication channel to share positions with others. The Planner is optional

and would provide goals at each moment for the UAV.

6.3. Simulations

We simulated 3D-SWAP with our SITL tool to evaluate its performance. The objective is to assess

the robustness of 3D-SWAP under noisy sensors or how sensitive is to variations on its parameters.

We used a 3D simulated scenario without external obstacles and simulated our aerial platforms in

Section 6.1. In this scenario, 4 UAVs are placed in opposite squares of a 20× 20× 20 m cube, two UAVs

start at the top part and the others at the bottom. The UAVs are commanded to exchange their positions.

This creates a remarkable conflictive situation in the middle of the cube, where all UAVs arrive at the

same time.
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3D-SWAP parameters were set as: rc = 0.85 m, hc = hr = 7 m, rr = rb = 2.35 m, hb = 12 m,

Nϕ = 360. The maximal speed of the UAVs during the simulation was vmax = va = 2.5 m/s.

We selected these sizes for the reserved and blocking cylinders after checking that the behavior was

adequate in that scenario. Note that there is no wind in the simulator and dynamics are softer than with

the actual platforms, so braking distances are shorter. Therefore, we can get UAVs closer in simulation

than in field experiments (see Section 6.4) and test 3D-SWAP behavior in that situation. Since there

are no external obstacles in the scenario and UAVs can communicate their positions, the Lidar is not

strictly needed and was not used unless specified. In any case, we set the communication (rcomm) and

detection ranges (rdet) large enough to detect all conflictive obstacles.

We performed a first simulation to evaluate the robustness of 3D-SWAP against noisy

measurements. For that, we kept fixed the sizes of the reserved and blocking cylinders and increased

gradually the noise in the UAVs’ measurements. In particular, we added a Gaussian noise on each

coordinate of zero mean to the positions shared by the UAVs through the communication channel.

We repeated the simulation (using always the same starting and goal positions for UAVs) with different

values of the standard deviation of the added noise σ = {0 m, 1 m, 1.5 m}, 15 runs for each value.

Since we have 4 UAVs in symmetrical conditions, we can extract 60 samples for the evaluation

metrics in each case. All simulations were run on a single computer with the SITL simulation and the

3D-SWAP modules for the 4 UAVs. The computer had an Intel(R) Core(TM) i7-7700@3.60GHz CPU

with 16 Gb RAM.

We used three metrics to evaluate the performance of 3D-SWAP. The clearance distance is the

distance on the horizontal plane of a UAV to its closest obstacle, i.e., another UAV or external obstacle.

It indicates the risk of collision on the xy plane. The traveled distance is the distance that a UAV covered

to reach its goal location; whereas the traveled time is the time that took it to get there. These two

last metrics assess how efficient the navigation is. We can compare the values with the nominal ones,

i.e., the distance and time that a UAV would take to reach its goal without obstacles. We compute these

nominal values assuming that the UAV would navigate in a straight line between the starting and goal

positions at its maximum speed.

Figure 6 depicts the results of the 3D-SWAP performance for the simulations increasing the level

of noise in the observed positions. Figure 6a shows an example of the evolution of the clearance

distance during a simulation run. Similar runs gave similar results. In the middle, UAVs create a

virtual roundabout to resolve the conflictive situations, performing an avoidance maneuver between

second 7 and 13, approximately. It can be seen that they never collide. In Figure 6b, it is shown that

the clearance distance does not decrease with noise, but slightly the opposite indeed. This depicts

how 3D-SWAP is robust to noise in terms of safety, since UAVs do not get closer when their sensors

are noisier. Due to the noise in the positions, UAVs think that others are closer than they really are,

and trigger their maneuvers to solve conflicts even before. The distributions of the traveled distance

and the traveled time are shown in Figure 6c,d. 3D-SWAP is not optimal and, in order to solve this

conflictive situation, the traveled distance increases on average a 14% over the nominal value, whereas

the traveled time increases a 50% over the nominal time. In terms of traveled distance, the solution is

quite efficient indeed, not so in terms of the time spent in the roundabout. However, it is important to

remark that the increase in the level of noise does not provoke a significant degradation in both metrics.

We performed a second experiment to test the effect of varying the size of the reserved cylinder,

which is a key parameter in 3D-SWAP. Thus, we set a high and fixed level of noise σ = 1.5 m while we

increased the reserved radius gradually rr = {2.3 m, 3.3 m, 4.3 m}. Again, we run 15 simulations for

each value, obtaining 60 samples for each metric.
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Figure 7 shows the results for this experiment in terms of traveled distance and traveled time.

It can be seen that they both increase linearly as the reserved radius does. This increase is not quite

pronounced and is an expected behavior, since UAVs detect conflicts before and perform avoidance

maneuvers longer.

Finally, we performed some scalability tests to analyze the computational overload of 3D-SWAP.

First, we run the same cube simulation increasing the number of UAVs and computed the average

execution time of 3D-SWAP (200 samples for each number of UAVs). Figure 8a shows how the

execution time stays almost constant. Indeed, it should not increase with the number of UAVs given the

decentralized nature of 3D-SWAP. However, the slight increment is due to the fact that the complete

simulation was run on a single computer instead of distributively. Then, we run a simulation with a

single UAV using the Lidar with different pointcloud sizes and measure the execution time (200 samples

for each pointcloud size). Figure 8b shows how the execution time increases with the pointcloud size,

since there are more points to process. As it was explained in Section 5, this is a critical parameter for the

computational load of the algorithm that need to be selected according to onboard capabilities.
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Figure 6. 3D-SWAP results in simulations increasing noise in observed positions. (a) Clearance

distance along time for a simulation run without noise. The distance 2rr indicates when UAVs enter in

xy-conflict, and the distance 2rc when they collide. (b) Boxplot comparing clearance distances as noise

increases. (c) Boxplot comparing traveled distances as noise increases. (d) Boxplot comparing traveled

times as noise increases.
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Figure 7. 3D-SWAP results in simulations increasing reserved radius. (a) Traveled distance. (b) Traveled time.
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Figure 8. Scalability tests for 3D-SWAP. (a) 3D-SWAP execution time as the number of UAVs increases.

(b) 3D-SWAP execution time as the pointcloud size increases.

6.4. Field Experiments

We evaluated 3D-SWAP during several days of field experiments in an outdoor experimental site

of 130× 80 m that is located close to Seville (see Figure 4). We flew up to 3 UAVs following a strategy

with several incremental phases.

6.4.1. Tuning Parameters

We performed some simple experiments to calibrate the system and determine some parameters

of the UAVs. In these field experiments there were no external obstacles, so we used the wireless

communication channel (Ubiquiti) to exchange UAV positions and deactivated the Lidar sensors.

The communication range rcomm was enough to detect all conflictive UAVs in the scenario.
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First, we need to know the uncertainty involved in the positioning systems of the UAVs to tune

3D-SWAP. We do not use RTK GPS and we have no ground truth either, so we could only get an

empirical estimation of the localization error. For that, we took large sets of measurements of a UAV at

different static positions and compared them with the average value to measure maximum errors of

ǫxy = 1.5 m and ǫz = 0.1 m. Note that the altitude was provided by a highly accurate laser altimeter,

and hence the much lower vertical uncertainty.

Second, to measure the braking distances, we left one UAV hovering while a second one was

commanded to drive towards the first. We set up the reserved cylinders for 3D-SWAP large enough

in altitude, in order to perform those tests with the UAVs at different altitudes but still provoke the

braking. We found that under average windy conditions our UAVs were not able to stop in less

than dbr = 2.25 m on the horizontal plane, and zbr = 2 m for the altitude. This allowed us to set

rr = rb = 4.6 m and hb = 12 m. We used different parameter values depending on the windy

conditions, but we report here those for the experiments included in the paper. rc = 0.85 m and

hc = hr = 7 m were given by the size of the UAVs and the downwash effect (a minimum separation in

altitude is required to avoid perturbations). Finally, we limited for safety the maximal speed of the

UAVs to vmax = va = 1.5 m/s in all our field experiments and set Nϕ = 360.

6.4.2. Results

Once the parameters were tuned, we started testing 3D-SWAP with preliminary tests where the

UAVs flew and exchanged positions at different horizontal planes. In particular, we set hr to quite

large values in order to enforce xy-conflicts even with UAVs at different altitudes (i.e., infinite reserved

cylinders). Then, we run several tests with two UAVs at antipodal positions of a circle of 10 m radius,

exchanging their positions. Finally, both UAVs were commanded to the center of the circle to check

that 3D-SWAP was ensuring safety in case of overlapping destinations. We experienced that the UAVs

were quite sensitive to the level of wind, being necessary to adjust the sizes of the cylinders depending

on those conditions.

After the first preliminary tests, we run several experiments with 2 and 3 UAVs exchanging their

positions at different altitudes without constraining their movement to different planes (without infinite

cylinders). One of those experiments is depicted in Figure 9 (the video of such experiment can be found

at https://youtu.be/4Eofi38RGWk). Three UAVs were placed in the vertices of a triangle and were

commanded to navigate to their diametrically opposite position, creating a conflictive area in the middle.

For each UAV the altitude of its starting and goal positions were equal and different to the other UAVs,

flying each at 3, 6 and 12 m (from here on: UAV3, UAV6 and UAV12). Since UAVs do not need to vary

their altitude to reach their goals, z-conflicts are not relevant in this experiment. If we center our attention

in UAV3, it is possible to see how between seconds 71 and 78 it detects an xy-conflict with UAV6 and

performs an avoidance maneuver on a horizontal plane to surround it counter-clockwise (rendezvous

state). However, UAV3 detects no xy-conflict with UAV12, which is far enough in altitude, and hence

they ignore each other crossing their horizontal trajectories. Instead, UAV6 is involved in a more complex

situation, having xy-conflicts with the two other UAVs. In second 74 is possible to see how the UAV

maneuvered to avoid UAV3 and starts a new maneuver to avoid UAV12 counter-clockwise too. From

second 78 on, UAV6 is back to xy-free state and it navigates straight to its goal. Finally, UAV12 performs

a slight change of direction from second 74 (rendezvous state) to head properly the virtual roundabout

created with UAV6. After second 78, it is back to xy-free state and it flies toward its goal over UAV3

ignoring it. Note that UAV3 decreases its altitude when UAV12 flies over it due to the downwash effect.
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Figure 9. Different snapshots with the paths followed by the 3 UAVs during a field experiment. The last

snapshot is the final view of the actual experiment. Solid circles represent collision cylinders and

dashed circles reserved cylinders. Each UAV is labeled with its altitude. At the bottom, the evolution

of the altitudes of the UAVs along the experiment are shown, together with marks on the time instants

when the above snapshots were taken.

7. Conclusions

We presented 3D-SWAP, a decentralized algorithm for multi-UAV collision avoidance in 3D

outdoor scenarios. The primary objective of 3D-SWAP is to navigate the UAVs safely in a robust manner,

even under harsh constraints. We do not assume accurate positioning systems outdoors, and our

results show how 3D-SWAP ensures safety under noisy UAV positions. We propose a decentralized

approach because it tackles better communication and computational issues. The algorithm integrates

measurements from onboard Lidar sensors with positions communicated by other teammates,

which provides additional flexibility. Moreover, 3D-SWAP behaves reactively instead of planning

ahead in time, which is also relevant to achieve a low computational burden. Therefore, the algorithm

is not optimal, but we proved it still efficient in terms of traveled distance. Our scalability tests also

showed that 3D-SWAP scales with the number of UAVs and that its main computational load comes

from the size of the Lidar pointcloud.

We used an SITL tool to integrate our algorithm and evaluate its performance 3D scenarios with

highly conflictive situations. Furthermore, we run field experiments with inaccurate GPS localization.

We found that external conditions such as localization errors or wind speeds are critical for the

performance of the system (e.g., to determine UAV braking distances); and hence, 3D-SWAP parameters

need to be properly adjusted beforehand. As future work we plan to run field experiments using Lidar

sensors to detect other UAVs instead of the communication channels. We also plan to explore better

the theoretical guarantees of our algorithm in terms of completeness, studying deadlock situations.
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Abstract

The Al-Robotics team was selected as one of the 25 finalist teams out of 143 applications
received to participate in the first edition of the Mohamed Bin Zayed International Robotic
Challenge (MBZIRC), held in 2017. In particular, one of the competition Challenges offered
us the opportunity to developed a cooperative approach with multiple Unmanned Aerial Ve-
hicles (UAVs) searching, picking up and dropping static and moving objects. This paper
presents the approach that our team Al-Robotics followed to address that Challenge 3 of
the MBZIRC. First, we overview the overall architecture of the system, with the different
modules involved. Second, we describe the procedure that we followed to design the aerial
platforms, as well as all their onboard components. Then, we explain the techniques that
we used to develop the software functionalities of the system. Finally, we discuss our ex-
perimental results and the lessons that we learned before and during the competition. The
cooperative approach was validated with fully autonomous missions in experiments previ-
ous to the actual competition. We also analyze the results that we obtained during the
competition trials.



1 Introduction

Multi-robot teams are of interest for many applications where a single robot cannot perform all the tasks
on its own or with the same efficiency. In aerial robotics, the same trend is arising, the use of teams
of Unmanned Aerial Vehicles (UAVs) to tackle autonomous missions is becoming commonplace. However,
operating UAVs in outdoor and unstructured environments is still challenging, much more when they need to
cooperate together. In those cases, the classic perception and control issues are complicated with additional
communication constraints and the need for a more intelligent behavior.

Robot competitions are becoming popular, as they have proved to be helpful speeding up technological ad-
vances in certain robotics tasks. The idea is to replicate conditions from real life in simulated or testbed
scenarios and push the community to propose efficient algorithms to solve specific challenges. Since all
participants are forced to operate their robotic systems in the same controlled and standardized testbeds,
competitions are also interesting in terms of robot benchmarking. They foster the replicability of results in
robotics research and allow researchers to compare different approaches and methods under similar condi-
tions.

Particularly, due to the recent advances in multi-UAV systems, there is an increasing need for testbed
facilities and methodologies to compare existing methods in that field. Since competitions are a remarkable
vehicle to develop specific technologies, aerial robot competitions are specially trending. The Mohamed Bin
Zayed International Robotic Challenge (MBZIRC) 1 is a new competition which focuses on aerial robots
operating outdoors, and cooperating between them and with ground robots.

In its first edition, which took place in March 2017 in Abu Dhabi, the MBZIRC gathered 143 applications from
teams all around the world, out of which 25 top-teams were selected as finalists to compete in several outdoor
challenges. In particular, the competition consisted of three challenges and a Grand Challenge integrating
all together: Challenge 1 required a UAV to locate, track and land on a moving vehicle; Challenge 2 required
a ground autonomous robot to locate and navigate to a panel, and physically operate a valve stem on it with
the appropriate tool; Challenge 3 required a team of UAVs to cooperate to search, track, pick up and drop a
set of static and moving objects; and the Grand Challenge required the team of UAVs and the ground robot
to coordinate in order to solve Challenges 1, 2 and 3 simultaneously.

The Al-Robotics team was one of 25 finalists selected to participate in the first edition of the MBZIRC, and
their members are researchers from the Robotics, Vision and Control Group 2, at the University of Seville.
Even though the team participated in all the challenges, this paper focuses on the cooperative approach that
was designed and implemented to address the Challenge 3. This task is particularly challenging for several
reasons. From the point of view of the system architecture, a team of UAVs have to operate together in
an outdoor scenario, showing cooperative behaviors. From the perception point of view, the UAVs must be
able to locate and track different types of objects. Last but not least, they must interact physically with the
environment by picking up, transporting and dropping static and moving objects.

In this paper, we describe in detail the approach and the systems used by the Al-Robotics team in the
MBZIRC Challenge 3. First, a vision-based algorithm is proposed to detect objects based on color. The
objects in the competition have known colors and sizes, so we developed color-based techniques assuming they
were on the ground. Second, a data fusion approach is used to integrate observations from all the UAVs in
the team and compute a probabilistic estimation of the objects’ positions. Given the lack of communication
issues (there are only few UAVs working in a short range), we opted for a centralized stochastic filter due to
its robustness. Third, a mission planner is used for cooperative decision-making, sending the UAVs to search
for objects, and later to perform pickup and dropping operations. After a detection phase, the UAVs are
assigned objects heuristically so that hypothetical conflicts, i.e., UAVs with crossing paths, are minimized.
The pickup operations are carried out by means of a magnetic tool and a vision-based controller, since the

1http://www.mbzirc.com
2https://grvc.us.es



positioning systems of the UAVs are not accurate enough to pick up the objects.

In summary, the main contributions of this paper are: (i) to present our overall approach for the MBZIRC
Challenge 3, combining multi-UAV data fusion and decision-making with vision-based algorithms; (ii) to
detail the design and implementation of our hardware and software architectures; (iii) to describe our results
and the lessons we learned before and during the competition, some of them even leading to system redesigns.

The remainder of the paper is structured as follows: Section 2 surveys the related work; Section 3 presents
the overall approach followed by Al-Robotics to tackle the Challenge; Section 4 provides details on the design
of the aerial platforms; Section 5 describes the software architecture and functionalities; Section 6 discusses
the evaluation of the system and the lessons learned; and Section 7 gives conclusions.

2 Related Work

This section presents related work relevant for the main components of our system. We also summarize the
state of the art with respect to robot competitions.

2.1 Robot Competitions

Robot competitions are spreading fast due to the inherent difficulties associated with robotics benchmark-
ing (Stuckler et al., 2012). Such competitions allow roboticists to test methods and compare them under the
same conditions, since they provide controlled testbeds where specific robotics challenges need to be solved.
In this sense, there are recent initiatives like RoCKIn (Amigoni et al., 2015) to develop competitions where
the focus is on coming closer to scientific experiments and enabling the replicability and repeatability of
experimental results.

The Defense Advanced Research Projects Agency (DARPA) is one of most active actors organizing robot
competitions. They started with the DARPA Grand Challenge and Urban Challenge, which focused on
autonomous ground vehicles; but they have organized recently their successor, the DARPA Robotics Chal-
lenge 3, which fosters the development of humanoid robots solving complex tasks in disaster or emergency
scenarios (e.g., driving a vehicle to the disaster site or manipulating valves). Another competition in the
domain of rescue robotics is euRathlon 4, which was inspired by the 2011 Fukushima accident and combines
marine, aerial and ground robots in an outdoor testbed.

The RoboCup 5 is a worldwide known competition involving different domains. It started as a league
focused on cooperative teams of intelligent robots playing soccer, including humanoid leagues. However,
they included later new leagues for rescue (RoboCup Rescue), industrial (RoboCup@Work) and service
robots (RoboCup@Home). Indeed, this kind of competitions to develop home-assistant robots and to solve
specific industrial challenges are becoming highly popular. Another example is the recent Amazon Robotics
Challenge 6, which proposes pick and stow tasks in unstructured industrial scenarios. In Europe, one of the
challenges of the European Robotic Challenges (EuRoC) 7 is about plant servicing and inspection, and it
targets the open problems in existing MAV (Micro Aerial Vehicle) solutions to enable their deployment in
real, industrial applications.

3http://archive.darpa.mil/roboticschallenge
4http://www.eurathlon.eu
5https://www.robocup2017.org
6https://www.amazonrobotics.com/#/roboticschallenge
7http://www.euroc-project.eu



2.2 Vision-based Object Detection

Vision-based object detection is a complex task which is not completely solved, since most existing algorithms
focus on detecting particular subclasses of objects to be more efficient. For instance, (Viola and Jones, 2001)
use a boosted cascade classifier for detecting objects; (Dalal and Triggs, 2005) present another accurate
classifier for general object detection, but it might be sensitive to appearance variations or changes in
the object due to non-rigid deformations; and (Felzenszwalb et al., 2010) propose an improved method
for detection of deformable objects based on a multi-scale model for deformable parts. Many approaches
for object detection assume a model description using features selected by hand. However, recent works
also use Artificial Neural Networks , as they have proved to be effective for learning a complex variety of
objects (Goyal and Benjamin, 2014).

A common feature for object detection is their color. Algorithms for color segmentation have been widely
studied for a long time, as many perception systems are based on RGB cameras, and color is usually a quite
distinguishable feature. The authors in (Ilea and Whelan, 2006) propose an adaptive technique for color
segmentation based on the K-means algorithm. This algorithm presents the drawback that the parameter K
for spatial color segmentation must be selected independently for each image, which results difficult because
not all the scenes contain the same amount of objects. Thus, increasing the parameter might decrease the
efficiency of the algorithm, whereas decreasing it might result in a mixture of colors within the same cluster.
(Tai et al., 2007) propose an automatic solution based on Gaussian Mixture Models. The previous methods
focus on robust color segmentation but not on efficiency in terms of computation speed. Moreover, they
usually perform color segmentation without keeping a track of the segmented zones, so another algorithm
has to estimate later the position of the objects in the image.

In this work, we need to extract as much information as possible from the objects (e.g., size, shape, color
and position) and as fast as possible. Therefore, our color segmentation is an optimized version of the
algorithm described in (Bruce et al., 2000). The results are then fused with information about the position
and orientation of the camera to generate 3D object positions by means of the corresponding homography.

2.3 Multi-robot Object Tracking and Decision-making

The use of multiple cooperative UAVs for missions where the positions of some objects or targets must be
estimated and tracked is commonplace. These vehicles can provide enhanced sensing capabilities, faster
dynamics, wider fields of view and they can access more hazardous areas; all of which are remarkable
advantages for applications like surveillance and situational awareness in rescue robotics (Burdakov et al.,
2010; Hsieh et al., 2007; Beard et al., 2006).

From the point of view of perception, the problem of target tracking by means of a team of UAVs has been
extensively studied. An estimation of the targets’ positions and their associated uncertainties can be main-
tained by using different types of stochastic filters, which fuse observations coming from multiple sensors
on board the team-members. Depending on the models and sensors involved, some works assume Gaussian
probability distributions and propose Kalman Filters (Morbidi and Mariottini, 2011) or Information Fil-
ters (Capitan et al., 2011); whereas others deal with multi-modal distributions through Bayes Filters (Cook
et al., 2014), Particle Filters (Ong et al., 2006) or Gaussian Mixture Models (He et al., 2010).

Besides the estimation problem, a decision-making problem needs to be solved, so that each UAV knows
which are its best actions during the mission in order to locate the targets. One approach is to use stochastic
optimal control to formulate the problem, trying to optimize some utility function based on the targets’
uncertainties (Anderson and Milutinovic, 2013; Morbidi and Mariottini, 2011). These uncertainties can be
quantified by means of different metrics, such as entropy or mutual information.

Another relevant approach for decision-making in this kind of missions is to split the scenario into survey
areas or points to visit and assign them to the UAVs in an efficient manner. In these sense, coverage path



planning algorithms can be useful, i.e., algorithms to cover a certain area efficiently with a team of robots.
(Galceran and Carreras, 2013) present an extensive survey of those algorithms, providing a categorization
for decomposition and coverage techniques in the literature. Task allocation techniques also play a key role
in multi-UAV cooperation. The authors in (Korsah et al., 2013) provide an extensive literature review and
propose a novel taxonomy. Traditionally, those algorithms allocate tasks to UAVs in an efficient manner,
being typical tasks the points to visit for searching targets or the targets themselves, to be tracked. However,
these tasks can vary depending on the techniques used. For instance, some people have proposed recently
auctions to allocate behavior-based policies (Capitan et al., 2016) or best planned paths (Cook et al., 2014)
among the UAVs. Moreover, the heuristics considered to solve the problem efficiently are important. Most
works try to optimize the distance traveled or the energy consumed, but information-based heuristics can
also be used.

3 Overall Approach

In this section, we present an overview of our approach to address the MBZIRC Challenge 3. We summarize
first the main features of the Challenge itself to ease the understanding of the required functionalities and
constraints in the system. Then, we sketch our proposed architecture, with the different modules involved.

3.1 Challenge Description

The Challenge 3 of the MBZIRC requires a team of UAVs (up to 3) to cooperate in order to search and
find a set of static and moving objects. The UAVs will be equipped with magnetic, suction or other type of
effectors in order to pick up the found objects and drop them into a dropping box, whose position is known
in the middle of a Dropping Zone (DZ). This challenge is expected to last for a maximum of 20 minutes and
takes place in an outdoor arena with GPS signal accessible. The arena is approximately the size of a football
pitch (around 100m× 60m) 8.

Communication between the UAVs and the ground station, and between the UAVs themselves, is allowed
and based on a IEEE 802.11 network provided by the competition organizers. For safety reasons, the speed
of the UAVs is limited to 30km/h. Their size is also restricted to a maximum volume of 1.2m×1.2m×0.5m.
All these technical constraints affect the platform design, as it will be explained in next sections.

The objects randomly spread on the arena are of different types, all of them made of ferrous material (some
pictures can be seen in Figure 1). There are 6 moving (with a speed lower than 5km/h) and 10 static small
objects, as well as 3 static large objects. The small objects consist of circular disks on top of static pedestals
that elevate them from the ground, or on top of small, moving platforms. There are three different colors
and scores associated with the static objects: green, blue and red. The moving objects are yellow, and the
large ones orange. Moreover, the large objects are of rectangular shape (not exceeding the 2kg) and may
require of several UAVs to be picked up and transported. Thus, a higher score is associated with the large
objects, and even higher when they are picked up by more than one UAV.

The score for each object is given only if the UAV drops it into the dropping box (1m × 1m). The large
objects do not need to be placed into the box, but it suffices with the surrounding dropping zone. A lower
score is obtained if the operation is not completed fully autonomously but with human intervention. The
team collecting the maximum number of points is the winner. More details about the scoring scheme and
the Challenge description can be seen in the official MBZIRC website.

MBZIRC Challenge 3 is an attempt to foster cooperative techniques due to the restrictions imposed. The
main constraints are related to the level of autonomy of the aerial platforms, that need to fly for 20 minutes;
to the onboard sensors needed to find objects; and to the design of the pickup device. Also, a high control

8During the competition in Abu Dhabi, two identical arenas were installed for the trials.



Figure 1: Competition site in Abu Dhabi. Left, top view of one of the arenas with an eight-shaped track
that was used to drive the vehicle of Challenge 1. The dropping box is white and lies in the middle of one of
the track laces. Right, a UAV trying to pick up one of the moving objects. In the background, a green static
object has fallen down from its pedestal. Images from the MBZIRC organization at http://www.mbzirc.com.

precision is necessary to pick up and drop down objects in the right position; and cooperative approaches
should be more beneficial when allocating the tasks among the team-members.

3.2 System Architecture

A cooperative solution with several UAVs is proposed to address the MBZIRC. All the aerial platforms
are homogeneous and equipped with the same hardware and functionalities, so they collaborate in the
same manner to search and collect the objects in the arena. In particular, they all carry a camera for visual
detection and a magnetic device for pickup operations. As it will be detailed in Section 4, the aerial platforms
were designed to fulfill with requirements in terms of flight time and payload capacity. These requirements
are given by the objects’ sizes of the competition and the trials’ length.

Figure 2 shows a diagram with the different blocks that compose our whole system. In the detailed view
of the systems on board the UAVs, it can be seen that each UAV has a visual camera and runs a Vision
Module to detect object positions and colors. Also, the UAVs carry an autopilot connected to the GPS and
to the inertial sensors. This autopilot is in charge of providing localization in global coordinates, as well as
navigation capabilities toward commanded waypoints. In order to abstract users from the low-level control
and hardware, we implemented a UAV Abstraction Layer (UAL) through which higher-level commands can
be issued (e.g., take off, land or go to waypoint). Thus, all the architecture is independent of the particular
autopilot and sensors used, which gives more flexibility to the system. Once a UAV is commanded to collect
an object, it needs to navigate to the object’s position, descend and activate a vision-based controller to pick
up the object making contact with the magnetic device, navigate to the dropping box, and drop the object
releasing the pickup device. All this level of autonomy is carried out by means of the UAV State Machine
that runs on board and receives high-level tasks from a Ground Control Station (GCS).

In addition to the processes that run on board each UAV, there are also centralized modules that run on the
GCS. In particular, all the vision-based observations from the UAVs are transmitted to this GCS and fused
together into the Object Estimator, which keeps track of the estimated positions and other features of all
the detected objects in the arena. With this information, the Cooperative Planner decides where each UAV
should go and which object it should collect at each moment. This module is also in charge of resolving
potential conflicts so that the vehicles do not collide.

In general, we apply in our architecture algorithms which are robust enough and heuristics that allow us
to tailor the system to the competition objectives. Nonetheless, the methods used are widely used in the



Figure 2: Block diagram of the proposed system architecture. Left, modules on the Ground Control Station
and communication links with the UAVs. Right, detailed view of the blocks on board each UAV.

literature for different purposes, so our architecture could be seen as flexible and could be adapted for other
domains without major modifications. All details about the algorithms developed will be given in Section 5.
The Vision Module detects objects by means of their color. Given the fact that objects’ colors and sizes
are known and assuming that they will always be on the ground, we can apply color segmentation on the
images and project detections on the ground plane with the 3D position of the cameras. In order to fuse
all color-based detections from the UAVs, we use a centralized stochastic filter. We selected a centralized
approach due to its simplicity and efficiency, since there are only three UAVs operating in a relatively short
range.

Regarding the Cooperative Planner, we also opted for a centralized scheme due to its robustness and to
avoid inter-UAV conflicts as much as possible. The arena can be covered fairly fast with the three UAVs,
so we divide the area to search for objects first. Then, we apply heuristics to assign objects to the UAVs,
prioritizing assignments where UAVs crossing their paths are unlikely and collecting static objects first, since
they are simpler. Moreover, objects are picked up by means of a visual-based controller. This is needed
because the localization system of the UAVs is not accuarate enough to pick up objects, so we exploit the
color-based detector already developed to approach the objects.

4 Aerial Platform Design

In this section, we describe the details of our aerial platforms for the MBZIRC Challenge 3. We overview the
procedure that we followed to find the final design and to select and validate the components on board the
UAVs. The weights of all the physical components on board the UAVs are also provided. The UAV design
is based on three main restrictions imposed by the description of the Challenge:

1. The maximum duration of the Challenge is 20 minutes.

2. The maximum weight of the large objects is 2kg.

3. The UAVs must fit within the volume 1.2m× 1.2m× 0.5m.

We computed the minimum payload for each UAV considering the maximum weight of the competition
objects and taking into account that the large objects can be transported by two UAVs. Thus, a payload
of 2.5kg was estimated: 1kg corresponding to half of a large object; 1kg for the electronics and sensors
(i.e., onboard computer, camera, electronics battery, wireless link, etc.); and 0.5kg for the pickup device.



Figure 3: Aerial platform developed for the Challenge. Left, airframe without the mission electronics and
the pickup mechanism. Right, fully equipped hexacopter.

According to all these constraints, we needed an aerial platform with a payload of at least 2.5kg and able to
fly for 20 minutes.

Well-known platforms from Ascending Technologies like the Asctec Firefly and the Pelican do not offer enough
payload (600g and 650g, respectively) nor flight time (14 and 16 minutes, respectively), and the promising
Asctec Neo was not available for sale at the competition time. Then, we analyzed the two following platforms
in detail: a Yuneec Tornado H920 and a DJI S900. On the one hand, the Yuneec Tornado H920 fits with
the size requirements (1.06m × 1.06m × 0.5m) but the payload and flight time are rather tight. It has a
maximum payload of 2.3kg and an estimated flight time for 1.6kg of around 24 minutes. On the other hand,
the DJI S900 is a little larger than the specifications (1.28m× 1.28m× 0.5m), its maximum payload is 3.3kg
and its estimated flight time for 2.1kg is 18 minutes.

We decided that the payload of the Tornado H920 was not enough. Regarding the DJI S900, it seemed
plausible to make the frame arms a bit shorter to match the size specifications. However, the flight time
was still quite tight. The estimated flight time given by the manufacturers is typically calculated with the
vehicle hovering, whereas the Challenge implies maneuvers where the UAVs are mostly moving: searching
for objects, descending and going up again to collect them, going to the dropping zone to drop them, and
starting over. We also estimated a flight time reduction due to the expected high temperatures in Abu Dhabi
in March. Therefore, we discarded the previous platforms and designed a custom hexacopter together with
the Spanish company DroneTools 9. The final platform can be seen in Figure 3, and it is made of carbon
fiber with a size of 1.18m× 1.18m× 0.5m, including rotor blades.

We tested first our airframe with different configurations of motor, blades and batteries. The platform only
included a Pixhawk autopilot, a GPS receiver board (3DR uBlox LEA-6H High-Performance Receiver), an
RC transmitter/receiver and a 433MHz telemetry radiolink to communicate with the well-known QGround-
Control software running on a laptop. It was also loaded with a dummy weight equal to the weight estimated
for the electronics. In order to recreate the weather conditions in Abu Dhabi, these tests took place in sum-
mertime in Seville, which means an outdoor temperature above 30◦C. The procedure for these tests was as
follows:

1. Navigate autonomously a rectangular flight plan 200 meters long.

2. Pick up and drop manually metallic objects continuously, until the batteries were discharged to 10%.

3. Check the flight time and motors temperature.

9http://www.dronetools.es



Figure 4: Front view (left) and side view (right) of the aerial platform with all the sensors and electronic
devices on board. The spatial distribution of the equipment is indicated.

The first tests included AXI 2814/22 765KV brushless motors with 14× 4.8 and 13× 6.5 carbon fiber (CF)
propellers and 6S LiPo batteries. With this configuration we achieved a flight time of 15 minutes without
motor failures, but the motors reached really high temperatures. Therefore, after several tests, the following
configuration was selected: T-Motor Antigravity MN4006 380KV brushless motors, 15 × 5 CF propellers,
JETI 40A Opto ESC (Electronic Speed Controllers) and 2 Tattu batteries (7000mAh 22.2V 25/50C 6S1P).
This way, we reached a flight time of 23 minutes, while the motors temperature was normal.

Once the aerial platform was validated, it was equipped with all the sensors and devices required for the
Challenge. Figure 4 depicts the spatial distribution of the onboard equipment, which is the following:

• Onboard computer: An Intel NUC5i7RYH computer with 16GB RAM and a 256GB Samsung
950 PRO M.2 SSD hard disk. This computer weights 1.1Kg mainly due to the metallic case, so
we replaced it with a custom-made plastic case to reduce the weight to 460g (see Figure 5). This
computer is connected to the Pixhawk through a serial port, and mounted on a quick-release system
so that it can be easily replaced.

• Camera: A ZED stereo camera was selected after testing also a Basler daA1280-54um and an Intel
R200. It is connected to the onboard computer through a USB 3.0 interface.

• Altimeter: A Lightware SF11C laser altimeter is integrated and directly connected to the Pixhawk
autopilot. It gives a complementary measurement to the barometric pressure altimeter included in
the Pixhawk.

• Wireless link: An Ubiquiti Rocket M5 5.8GHz radiolink is used for communications with the
ground control computer and other UAVs. This device is connected through an Ethernet interface
to the onboard computer.

• Electronics battery: A Hacker ECO-X Light 4S 3500mAh 10C independent battery for the elec-
tronics.

• Pickup mechanism: An object pickup device based on an OpenGrab EPM (Electro Permanent
Magnet) by NicaDrone. This device is described in detail in Section 4.1.

Table 1 summarizes the weight distribution for the complete aerial platform. With this platform we achieved
a consistent flight time of 23 minutes, while having available enough payload to pick up the large objects of
the Challenge (between 2 UAVs). Moreover, a voltage monitor with acoustic warning was attached to each
battery to increase the safety of our operations. During our tests we detected some vibrations in the internal



Category Component Weight

Airframe
Arms, motors, ESC, autopilot, RC receiver and telemetry 2, 800g
Power batteries 1, 720g

Mission electronics

Onboard computer 460g
Camera 170g
Wireless link 280g
Electronics battery 300g
Laser altimeter 40g

Pickup mechanism
Carbon fiber lattice, plastic joints 210g
Electromagnetic device, plastic part, switch 160g

Table 1: Distribution of the weight for the aerial platform and the onboard equipment. The total weight
of 6.140kg is distributed as 4.520kg for the airframe, 1.250kg for the mission electronics and 370g for the
pickup mechanism.

Figure 5: Detailed view of the core of the aerial platform. Left, Intel NUC computer with plastic case.
Right, Pixhawk autopilot on top of the damped base.

IMU (Inertial Measurement Unit) of the Pixhawk, so a damped base was built to place the autopilot (see
Figure 5). Our Pixhawk runs a modified version of the PX4 release v1.4.4 stack in order integrate the laser
altimeter and the control of the electromagnetic device.

4.1 Pickup Mechanism

The main objective of the Challenge is to pick up objects and drop them correctly, so the implementation
of a mechanism for these operations is crucial. We describe in this section the design of the device that we
developed for this purpose.

Given the metallic nature of the objects in the competition, an electromagnet seems to be the simplest option
to grab them. Our pickup mechanism is based on an Electro Permanent Magnet (EPM), the Opengrab EPM
v3 10. The EPM produces an external magnetic field that can be switched on or off by a pulse of electric
current 11. There are two sections of magnetic material and the electric current through a wire winding
around one of them makes both sections be polarized in the same direction, creating the magnetic field. In
particular, the device has a PWM (Pulse Width Modulation) input which lets us control the magnet status:
an ON command results in a full magnetization; whereas an OFF command switches off the magnetic field
by not magnetizing both sections in the same direction.

10https://kb.zubax.com/display/MAINKB/OpenGrab+EPM+v3.
11The EPM consumes 50mW in steady mode and a peak of several watts during microseconds when it commutes.



Figure 6: Prototype of the pickup mechanism. Left, detail of the damped platform. The EPM is grabbing
a metallic disk and it has a certain degree of flexibility. Right, the holder with a single EPM and a contact
sensor.

We tested different approaches in order to achieve a trustworthy device, all of them mounted on a carbon
fiber lattice. This lattice is placed at the bottom of the hexacopter and it offers two different functionalities:
first, it gives the aircraft a larger and solid base to land; and second, it centers the pickup device. In the
first designs, the success rate picking up pieces was very low, and we found out that the problem was related
to the contact surface. The rigid mounting for the EPMs made the aircraft require perfect flat contacts in
order to pick up pieces. Any angle between the EPM surface and the contact surface of the pieces resulted
in a failure. Therefore, we created a final prototype where a single EPM is mounted on a damped platform.
Thus, the mechanism is not rigid but flexible, allowing the EPM to make a stronger contact with its whole
surface and leading to a more stable grip.

Additionally, the lattice is made of carbon fiber to reduce the final weight of the mechanism. Attached to
the lattice, there is a flexible platform with plastic dampers, where the magnet holder is mounted. Figure 6
shows the pickup mechanism with the damped platform and the EPM holder, which contains a contact
sensor. That sensor provides readings to detect whether a piece is being transported and it includes a
low-pass filter to avoid false positives.

The final design increased the success ratio to almost one hundred percent, avoiding pieces from falling down
during the flight. Although we obtained good results, a new issue appeared sending the ON/OFF commands
with the Pixhawk. It seems that the PX4 firmware modifications (in order to control the auxiliary port)
affect the way that Pixhawk manages the output mixer. Therefore, we experienced non-stable behaviors
when issuing commands to the EPM, and we decided to design our own electronic interface.

This electronic interface receives commands from a serial port (e.g., from the Intel NUC). Then, it sends the
ON/OFF commands to the EPM (using a PWM signal), controls activation/deactivation times and reads
the contact sensor. The electronics are based on a dsPIC33FJ32GP302 microcontroller and its firmware is
written in MPLAB C30.

5 Software Functionalities

This section explains the software architecture of our system and gives details about the techniques that are
used within each of the modules of our overall approach in Section 3. These techniques provide the different
functionalities that are required so that the whole system can address the MBZIRC Challenge.



5.1 Vision-based Object Detection

The Vision Module runs on board each UAV and it is in charge of processing the images taken by the camera
in order to detect the Challenge objects. An approach based on color segmentation and clustering is used to
estimate object positions and other features on the image plane. Then, those measurements are integrated
with the camera pose to produce object positions in the 3D space. In the following sections, we describe the
techniques and steps to obtain the final detected objects from each image.

5.1.1 Color segmentation

In order to extract objects from the scene, we first divide the color space into several clusters and classify
each pixel in the image frame within those clusters. Even though RGB (Red, Green and Blue) is the most
common color space, dividing it into clusters representing colors is not straightforward. Instead of using
RGB, we use the HSV (Hue, Saturation and Value) color space (see Figure 7). HSV gathers most color
information in the Hue channel, and hence defining clusters for the colors is easier. In particular, the color
space is divided into nc clusters and each cluster is limited by six values as shown in Figure 7 (right).

Figure 7: Left, color space in HSV and RGB channels. Right, division of the HSV color space into clusters.
For instance, the cluster depicted in red can represent a blue color in a simple manner. However, in RGB,
that color has to be defined by a region separated with a tilted plane.

When finding out the color cluster for a pixel, several conditional checks in cascade with the corresponding
thresholds could be done. However, this procedure is not efficient because it may perform six conditional
checks at runtime, which are not well vectorized by a CPU. Instead, we use an optimized implementation
of the algorithm in (Bruce et al., 2000), which consists of boolean thresholds defined at compile-time. We
enhanced the algorithm by implementing a parallelized version which reduces considerably the execution
runtime.

First, each channel dimension is divided into nh, ns and nv discrete values, respectively. Hence, the values
of a pixel (hi, si, vi) can be remapped into the discretized space as (hd

i , s
d
i , v

d
i ). Second, for each channel, the

arrays Ah, As and Av, of sizes nh, ns and nv, respectively, are built. Each element of each array must store
nc bits, indicating each bit whether the corresponding discrete value of the channel belongs ”1” or not ”0”
to that cluster. In order to check to which cluster a pixel belongs, its values (hd

i , s
d
i , v

d
i ) are used as indexes

of the three arrays. Then, two bitwise comparisons are done to find out whether it belongs or not to each of
the clusters: Ah[hd

i ] & As[sdi ] & Av[vdi ].

The significant advantage of this approach is that it can evaluate the belonging of a pixel to multiples color
clusters simultaneously thanks to the parallelism of the bitwise operator. However, it is not adaptable at
runtime. In the MBZIRC, we used nc = 5, since the system only needs to distinguish between 5 colors.
Figure 8 shows an example of a segmented image.



Figure 8: Output of the vision-based object detector. Left, original image from the arena with a red and an
orange object. Bounding boxes and a text displaying extra information overlay the image. Right, processed
image after the color segmentation. The two objects appear segmented and the background as black.

5.1.2 Run-length encoding

Run-Length Encoding (RLE) is a simple form of data compression in which every group or run of data (i.e.,
a sequence of consecutive data with the same value) is compressed as a pair with the data value and the
count. For instance, the data WWWWWWWBBBBBBBBBCCCCCCWWWWWWWWWWWWWWWW
would be compressed with RLE into 4 value/count pairs W7B9C6W16. We use RLE to reduce the image
sizes, gathering groups of colors together. This kind of data compression is quite effective if the image color
is homogeneous, which is the case in our images.

Once every row of the image is encoded with RLE, it is necessary to connect the runs that belong to the
same object. This process is depicted in Figure 9. First, it goes from the top down searching in consecutive
lines for overlapping runs of the same color. If an overlap is detected the upper run is assigned as parent of
the lower run (see Figure 9a-9c). Then a second phase starts at the bottom row and goes up searching for
disjointed objects. It checks whether adjacent runs of the same color have different parents (see Figure 9d).

(a) All runs start discon-
nected.

(b) Top-down phase con-
nects adjacent runs.

(c) Runs 1 and 2 become
parents.

(d) Bottom-up phase
makes 1 the single parent.

Figure 9: Steps of the algorithm to process an RLE image and connect runs that belong to the same object.
Several runs of an orange object are depicted as example. All the runs are grouped together and they can
be processed to extract the object information.

5.1.3 Parallel optimization

The previous color segmentation algorithm is computationally efficient as it optimizes the pixel-wise color
classification. However, UAVs usually carry on-board computers which have lower computational capabilities
than common desktop computers. Thus, we contribute in this article with a new version of the algorithm for
object detection, parallelizing its computation in the CPU. Figure 10 highlights the differences between the
non-parallel and the parallel implementation of the algorithm. Basically, each image is split into fragments
that are processed in parallel by a different thread each. Each thread performs pixel-wise color segmentation
(as described in Section 5.1.1) in its fragment, and then, it compresses the fragment using RLE and carries
out the top-down phase of Section 5.1.2. Finally, a single process synchronizes all the threads by fusing
the results for each fragment. This is done by performing a new top-down phase that checks data from
neighboring fragments, and the final bottom-up phase.



(a) Non-parallel implementation.

(b) Parallel implementation.

Figure 10: Block diagram for the complete vision-based object detector. An optimization of the algorithm
is implemented by means of a parallelized version.

5.1.4 Estimation of the 3D object positions

After all the candidates are obtained from the image, there is a final step to filter them out and compute
their 3D positions in a global coordinate system. For this purpose, the pose of the camera is used together
with the assumption that all objects lie on the ground. The Vision Module reads the UAV pose computed
by the onboard localization sensors, and applies a known transformation to obtain the camera pose. Then, a
simple homography transformation is used to project the position of the candidates on the image plane onto
the ground of a 3D coordinate system. Since we only need to estimate 2D positions on the ground (height
is fixed for all objects), the Vision Module outputs for each candidate its observed color co, a vector z with
its 2D position in global coordinates and an estimation of the error covariance matrix R 12. Moreover, as
object sizes are known, the estimated size of each candidate can be compared with the actual ones, filtering
out false positive detections, and improving the robustness of the results.

5.2 Multi-UAV Object Estimation

The Object Estimator is in charge of implementing this functionality, which allows the system to estimate
and track the positions of the objects detected in the arena. The objective is to keep a track for each new
object detected, with all its information associated. These estimations are used by the planning module in
order to assign objects to UAVs, which should navigate to the estimated positions and collect the objects.

We propose a centralized stochastic filter running on the GCS and receiving observations from all the Vision
Modules in the team, and integrating them into a single data structure. The fact that there are only three
UAVs operating in a relatively short range, makes advisable to use this approach instead of a decentralized
estimator. The communication bandwidth to send all the observations to the GCS is not critical, and at the
same time, possible issues with inter-robot transmissions and delays are avoided. Therefore, we selected a
centralized multi-track filter due to its simplicity and efficiency.

12This parameter was fixed in our system and its adjustment will be discussed later.



The Object Estimator maintains a belief over the pose and color of each object in the arena (i.e., a track).
Anytime a new object is detected by any of the UAVs, this is communicated to the Estimator, and a new
track for that object is created. For each track, the state is composed of several factored variables associated
with the object (x, y, vx, vy, c). The 2D position and velocity of the object are continuous variables, whereas
the color is a discrete variable c ∈ {red, blue, green, yellow, orange}. The former is updated by means of a
Kalman Filter (KF), and the latter with a discrete Bayes Filter.

We use a Kalman Filter to estimate object positions because it is simpler for data fusion from different
sources and less computationally costly than a Particle Filter. The main problem is that we cannot deal with
multimodal distributions, but we alleviate that issue by reducing the integration of false positive observations
into the filter. For that, we develop a technique to solve the data association problem between the observed
objects and the current tracks, combining both color and distance information. The following sections give
more details about the different probabilistic models used for the prediction step, the update step and data
association.

5.2.1 Initialization

As stated above, the initialization of a track occurs whenever a new object is detected by the team and must
be incorporated into the filter. This happens when an observation received from some UAV is not associated
with any previous track. Hence, a new track is created, initializing the position and velocity according to
the observation received from the UAV and the color to a uniform probability distribution. Then, the color
variable is updated with the information contained within the UAV observation, increasing the probability
for the value of the observed color co.

5.2.2 Prediction

A Kalman Filter is used to maintain the belief over the position and velocity of the object. Therefore, if
x = (x, y, vx, vy)

T is the state vector and Σ the covariance matrix, a linear kinematic model is used to predict
this state from one time step to another separated a time interval ∆t. The prediction and noise matrices are
the following:
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The parameter σv indicates the level of noise for the object velocity; the higher, the more the uncertainty
grows after a prediction 13. The belief color factor is never predicted, since the color is fixed for all the
objects. Moreover, the KF is not predicted for the static obstacles, only for the moving ones. This is
determined by means of the color: an object whose probability of being yellow is higher than its probability
of not being yellow, is labeled as a moving obstacle. Otherwise, the object is considered static. The same
reasoning is applied to the probability of being orange in order to label each object as large or small.

5.2.3 Update

If a UAV observes an object and this observation gets associated with a specific track, the belief of that
track must be updated with this new information. The observation coming from the Vision Module consists

13We set this value to σ2
v = 0.2m2/s2 and checked during the experimental trials that was reasonable for the moving objects.



of a 2D position in global coordinates of the object z and its corresponding covariance matrix R; and an
observed color co. To incorporate the position information, the KF is updated with a simple linear model:

H =

(

1 0 0 0
0 1 0 0

)

. (2)

The color belief is also updated with the observation co by means of the equations of a standard Bayes Filter:

p(ct = i) = η · p(co|ct = i) · p(ct = i), ∀i (3)

where η is a normalizing constant and p(co|ct = i) is the probability of observing co given a color value
ct = i. We estimated empirically that the probability of detecting the actual color of an object with our
vision algorithm was of 0.9, which is the value that we used to compute the previous probability. If the vision
algorithm provides no information about the color because it could not be observed with enough certainty,
the color belief is not updated.

Finally, the belief is only updated with recent observations. If an observation that is too old reaches the
filter, it is discarded. In this way, we avoid spoiling the estimations with observations that were delayed
too long due to network communication issues. This value was adjusted during the experimental trials after
evaluating communication delays.

5.2.4 Data association

A data association problem must be solved when new object observations arrive at the Object Estimator.
Multiple tracks are maintained and it needs to be determined to which track the observations correspond,
or whether new tracks should be created. We define a couple of heuristics based on probability to measure
how close an observation is to the current estimation of each track. Then, those heuristics are used to create
associations. First, we define a probabilistic distance of the observed position:

dp =
√

(z−Hx)TS−1(z−Hx) . (4)

Given a track with position belief (x,Σ) (mean and covariance matrix), the heuristic in Equation 4 mea-
sures the Mahalanobis distance between an observed object position z and the probability distribution of
the predicted observation. With the current belief, the probability distribution of the predicted observations
can be computed by projecting (x,Σ) into the observation space, i.e., the probability distribution of obser-
vations would have mean and covariance matrix (Hx,S). The lower dp, the higher the probability that the
observation corresponds to that track.

In order to take into account the information about the color, we also compute the probability of the color
observation co for each track:

p(c = co) =
∑

i

p(co|c = i) · p(c = i) . (5)

At each iteration of the Estimator, the set of received observations is processed to associate them with the
existing tracks. First, the heuristic dp is computed for all possible pairs observation/track. Then, the best



pair with minimum distance value is selected for association. If dp <= dth, the observation is likely enough 14

and the track is updated with that observation. Otherwise, the observation is not close enough to any of
the existing tracks, so a new one is created and initialized with that observation. The same procedure is
repeated until there are no more observations to associate. Note that more than one observation could be
associated with the same track, since those may be observations of the same object coming from different
UAVs. Finally, when a best pair is selected but the probability of its color observation is too low (Equation 5),
the association is discarded. We experimented with our color detection algorithm and estimated that this
happened when p(c = co) < 0.15.

5.2.5 Additional information

Besides the belief over the position and the color of each object, the Estimator keeps additional information
useful for other modules. First, for each object (track) a unique identifier is stored. This is useful for logging
and visualization, and also to assign them to different UAVs. Second, each object has a status within the tuple
{UNASSIGNED, ASSIGNED, CAUGHT, DEPLOYED, LOST, FAILED}. ASSIGNED and UNASSIGNED indicate whether the
object has a UAV assigned to be picked up or not, respectively; CAUGHT means that the object has been
picked up successfully; DEPLOYED that the object has been transported and dropped; an object is LOST when
a UAV goes to pick it up and cannot find it; and an object is set to FAILED when a UAV goes to pick it up
and the action is aborted after failing.

The Cooperative Planner and the UAV State Machine use this status to keep a track of the objects’ situ-
ation, and they are the ones in charge of modifying the values, as it will be explained in the next section.
Furthermore, CAUGHT and DEPLOYED objects are not considered by the Estimator for prediction nor update;
whereas LOST objects are removed from the filter.

Finally, it is relevant to mention that the Estimator also removes objects that are not observed for two long
or were observed spuriously. After the experimental trials, we determined that an object that had been
detected in less than 5 frames and had not been detected for 20 seconds, was a false positive and had to
be removed. We adjusted those values during the trials not to have many spurious objects and to focus on
those detections more likely to be real.

5.3 Cooperative Planning

The Cooperative Planner is in charge of planning paths and actions for the UAVs in a coordinated manner.
It consists of a centralized module that runs on the GCS and that receives the current position from each
UAV and the object estimations from the Object Estimator module. Then, it allocates different objects to
the UAVs, that should go to their estimated positions, pick them up and drop them back into the dropping
box.

Due to the fact that the arena can be covered fairly fast with the UAVs, and to avoid too many conflicts
between the different vehicles collecting objects, we proposed a novel cooperative strategy with two phases.
With this algorithm, objects are allocated to UAVs as tasks heuristically and the potential conflicts are
minimized. First, the UAVs fly covering non-overlapping zones of the whole arena and searching for the
maximum number of objects. Second, once this search has ended, the Planner starts to assign the UAVs
objects that they must collect and drop.

During the search phase, the arena is divided into three longitudinal sectors, and each of them is covered by
a different UAV with a straight-line path (return trip). Figure 11 depicts an example of the division and the
paths followed, which can be computed geometrically so that all the segments are equally distributed. Also,
in case that there were only two UAVs available (e.g., because one of them failed), the scenario would be
split into two equal sectors to be covered in the same fashion as before. Note that the UAVs fly at the same

14The threshold dth is a parameter to adjust how flexible the associations are. Its value will be discussed later.



Figure 11: Scheme of the arena for the MBZIRC: DZ represents the Dropping Zone, where the box is placed;
LZ represents the Landing Zone, where UAVs start the mission. Left, an example of the paths followed by
three UAVs during the search phase to cover the whole arena (they go and return to the start position).
Right, in red the roundabout around the DZ with the six waiting spots for the UAVs loaded with objects.

height during this search phase, since their paths are non-overlapping and no conflicts need to be solved 15.

After the search phase, the UAVs should have a good estimation of most object locations. Then, a collecting
phase starts; where the Cooperative Planner assigns them different objects to collect and drop. These
assignments are asynchronous, i.e., anytime a UAV is idle, it asks for a new task (object) and the Planner
decides the best one to be picked up, given the current situation. During this phase, a different height is
assigned to each UAV for navigation, so that they can traverse the arena without colliding with each other 16.
Note that the Vision Modules and the Object Estimator are still running during the second phase, so new
objects could be detected (or information from previous ones updated) as the UAVs navigate collecting and
dropping objects.

When the Planner needs to assign an object to a UAV, it follows several rules. First, it only considers objects
that are not assigned to another UAV. Second, it prioritizes according to the color and assigns first those
unassigned with the color of highest priority. In particular, we focused first on the static, small ones (the
higher its score, the higher its priority); then on the moving ones (yellow); and finally on the large ones
(orange). Given our aerial platforms, we estimated that scale of difficulty and decided to go from easier
to harder. Last, in order to discriminate between obstacles with the same priority, the Planner rates them
with a heuristic based on distance, opting for the closest one. We also tested another heuristic weighting
object scores and distances, but it turned out to be more effective the priority rule, i.e., to pick up always
the easiest ones first.

Although each UAV flies at a different horizontal plane while collecting objects, they may still collide when
one of them is descending to pick up an object, since it could traverse others’ planes. In order to minimize
those situations, when assigning an object i to a UAV 1, the Planner checks whether the straight line from
that UAV 1 to the object i lies too close (distance measured on the horizontal plane) from any other object
j assigned to some other UAV 2. In that case, this assignment is discarded because the UAV 1 could cause
a potential conflict while the UAV 2 is descending to pick up its object j. Nonetheless, note that some
conflictive situations may still arise, but their probability is significantly reduced. Indeed, being conservative
and discarding assignments whose corresponding paths passed closer than 5 meters to other assigned objects,
we did not come across any conflict during all our experiments.

15We flew with a height of 10 meters during our trials, since we tested that that height was adequate for detecting most
objects with our vision algorithm and covering a third of the arena.

16We selected heights of 3, 7 and 11 meters for the three UAVs during our trials, since we tested that those were still adequate
to detect objects and keep a safety distance between the UAVs.



Finally, another source of conflict must be taken into account, the dropping zone. We solve this issue by
treating that zone as a centralized shared resource where only one UAV can enter at a time. When a UAV
enters that zone, it takes a token that needs to be freed before someone else uses it. Thus, as shown in
Figure 11, an imaginary roundabout with six waiting positions is designed around the dropping zone. Any
time a UAV has picked up an object and needs to drop it, it asks the Cooperative Planner for a waiting spot.
The Planner will assign to the UAV the closest spot not already assigned to another UAV also dropping.
Then, the UAV will navigate there and wait until the token of the dropping zone is free. Note that UAVs
navigating across the dropping zone towards their assigned objects (before picking them up) would still be
conflictive, but this situation is highly unlikely, since the dropping zone is placed in one of the extremes of
the arena with no much space behind.

5.4 UAV State Machine

Each UAV runs a State Machine on board that deals with all the tasks assigned by the Cooperative Planner.
The UAV State Machine is depicted in Figure 12 and it governs the UAV behavior by issuing commands
through the UAL (UAV Abstraction Layer). State transitions may be triggered by the completion of UAL
commands, by service calls from the Planner, or by other external events (e.g., activation of the contact
sensor in the pickup mechanism).

The State Machine starts in REPOSE and it waits until the Planner begins the mission by calling a service to
take off the UAV. Then, it switches to TAKING OFF and issues a TAKE OFF command through the UAL with
the corresponding height for the search phase (z searching). When the take-off is completed, the UAV goes
directly to the SEARCHING state, where it is issued a GOTO WP command. This UAL command navigates the
UAV to a single waypoint or through a list of waypoints. The Cooperative Planner indicates the specific
search path for each UAV (search path), as explained in Section 5.3. After finishing the path, the UAV goes
to an idle state called HOVERING.

As explained in Section 5.3, the Planner assigns asynchronously objects to the UAVs as they become idle
and ask for new tasks. Hence, any time a UAV is HOVERING, the Planner selects the best object to collect
(if there is any) and calls a service of the UAV State Machine indicating information about that object. In
the GOTO PICKUP state, the State Machine uses the object position (object xy) to send the UAV there with a
GOTO WP command. Note that the navigation height z uav during this phase varies from one UAV to another.

Once arrived at the object position, a pickup operation is attempted. The candidates generated by the Vision
Module are explored to find one that matches the color of the assigned object. The best match is selected,
i.e., the closest one with the same color as the assigned object and inside the arena (see the discussion about
geofencing in Section 6.4). If a match is found, the State Machine transitions to PICKING UP. Otherwise, it
goes back to HOVERING and that assigned object is set to LOST.

In the PICKING UP state, the UAL command VEL CTRL is activated. This command controls the UAV in
velocity (horizontally) in order to center the candidate position candidate xy on the image, at the same time
that the UAV descends to get closer. This visual servoing is based on a PID controller that works with
local position errors, since global object positions are not accurate enough. Thus, the object position on the
image (candidate xy) with respect to the image center is used to center the UAV by means of horizontal
movements. Different values for the controller gains are used to pick up static or moving objects. We tuned
those values empirically to achieve a more aggressive control with the dynamic objects.

As the UAV descends, the corresponding candidate may be lost by the Vision Module. In that case, the
UAV ascends back up to a maximum height or until the object is detected again (GOTO WP command). The
same procedure is repeated up to a maximum number of attempts, after which the object is set to FAILED

and the UAV returns to HOVERING. Since FAILED objects are not considered again for assignment, in case
there were not remaining objects, the Object Estimator would reset the ones FAILED to UNASSIGNED in order
to attempt them over again. On the contrary, if the contact sensor of the pickup mechanism is activated,



Figure 12: Diagram of the UAV State Machine. States are represented by rectangles and transitions by
arrows. The circles represent UAL commands to the UAV with specific parameters.

the object is set to CAUGHT and the State Machine switches to GOTO DROP.

In the GOTO DROP state, the UAV goes back to its navigation height, and asks for the closest free waiting
spot in the roundabout (GOTO WP command). Once arrived, it waits until the dropping zone is free, then it
enters, descends to a dropping altitude, drops down the object and sets it to DEPLOYED. Afterwards, the UAV
returns to its original position at the roundabout at its navigation height and transitions back to HOVERING.

6 Evaluation and Lessons Learned

This section analyzes the performance of our system and the lessons that we learned during the MBZIRC
competition. The system evaluation includes experimental results that we obtained during the development
phase and results from the actual competition. We learned some lessons during the whole development
process previous to the competition and during the actual competition, where we had to adjust parameters



Figure 13: Preliminary tests in Seville (Spain). A DJI F550 aerial platform with our pickup mechanism
transporting a red object (top) and our final custom-made hexacopter transporting a blue object (bottom).

for our systems and even change the original design of some of them.

6.1 Aerial Platform Design

During the competition in Abu Dhabi, we discovered that there were two kinds of approaches for the aerial
platforms: some teams designed UAVs of similar size to ours; while others used smaller and lighter UAVs.
These lighter platforms present advantages in terms of maneuverability and stability, but they were not able
to pick up the large objects. However, there were two relevant facts during the competition that affected
significantly the payload requirements. First, even though the weight of the small objects was originally
specified as ”less than 500g”, the actual weight of those used in the competition was 350g. Second, the
organization allowed all teams to change batteries during the trials without penalty. Thus, it was feasible to
fly with smaller batteries, having more payload available for the objects.

Given the above premises we would have probably used a different platform. Actually, we also performed
some experiments in Seville to test our software and pickup mechanism with the smaller and lighter DJI F550
airframe, as shown in Figure 13. Although this aircraft was more controllable and stable at low altitude, we
originally considered that it would not offer enough flight time and payload. Nonetheless, the performance of
our aerial platforms during the competition was excellent in terms of endurance. They behaved as expected
according to the original design, being able to fly during 20 minutes and to perform complete missions.
Hence, we never had to change the batteries during any of the trials.

Finally, we discarded more precise localization devices for the UAVs, such as an RTK GPS due to their price.
Those devices provide more accuracy in the measurements and increase clearly the stability of the aircraft.
However, we experienced that the level of precision provided by our autopilot (it achieved errors below 2
meters by filtering GPS and IMU measurements) was enough to perform the missions, since we were using
visual servoing with local coordinates to pick up the objects.

6.2 Pickup Mechanism

In our first rehearsal trials in Abu Dhabi, we experienced issues with our pickup mechanism described in
Section 4.1, since the UAVs were not able to grab any of the competition objects. The issue was related to
the layer of color paint that the official objects had. Our previous and successful tests in Seville were with
similar mock-up metallic objects, since the organization did not send instances of the competition objects.
There were other teams experiencing the same critical issue, but instead of quitting the competition, we



Figure 14: Final version of the pickup mechanism. In the middle of the carbon lattice, the red holder is
mounted on the damped structure. The holder has four magnets on top, two contact sensors and a lever in
the middle actuated by a servomechanism.

improvised a new design on site.

In particular, we used the same holder, but replaced the EPM with an array of four permanent magnets,
which had enough power to pick up the objects. We also included a radio-control servomechanism with a
lever that was used to release the objects. Moreover, we mounted two contact sensors to detect the pieces.
Figure 14 shows the new design of the whole mechanism. The contact sensors were in charge of confirming
that an object had been caught, and the release action triggered the movement of the lever to push the
object downwards. We tested our new device during the rehearsal trials successfully and were able to pick
up eventually the official objects.

6.3 System Architecture and Integration

We integrated all the modules of our architecture with the open-source Robotics Operating System middle-
ware 17, in particular, its version ROS Kinetic Kame. We also developed a simulated version of the MBZIRC
arena and our aerial platforms based on the robotics simulator Gazebo 18. A Software-In-The-Loop (SITL)
scheme was used to integrate the actual software of our autopilot into the simulation, what allowed us to
perform quite realistic simulations. Our platforms use PX4 as autopilot software, so we used an SITL module
of the PX4 for Gazebo (Furrer et al., 2016) integrated into our software architecture. This allowed us to
implement a Gazebo model for our aerial platforms, which run the same software as the actual autopilot.
The camera to feed the Vision Module and the pickup devices were also integrated into the simulation by
means of Gazebo plug-ins. This simulation is not very reliable in terms of flight control, as we did not invest
time identifying a dynamic model of the platform, but it is definitely accurate with respect to the autopilot
behavior.

Additionally, on top of the autopilot software, we developed our abstraction layer UAL based on ROS,
what helped us to simplify and unify the commands to control the UAV. This UAL is publicly available
at GitHub 19 and offers a simple interface with commands like take-off, land and go to waypoint. On the
other side, the abstraction layer has a back-end which is in charge of the communication with the autopilot.

17http://www.ros.org
18http://gazebosim.org
19https://github.com/grvcTeam/grvc-ual



For the MBZIRC, the communication with the PX4 was performed through MAVROS 20, which is the ROS
version of the MAVlink protocol.

In general, the UAL and the SITL simulator proved to be quite relevant for the integration of the whole
system. The ability to simulate complete multi-UAV missions became a remarkable feature to test and
debug the interfaces and functionalities of all the modules. Indeed, the whole system could not distinguish
simulation from real flight behavior. Only the gains of the low-level controllers for the aerial platforms
needed an additional adjustment in order to jump into experiments with the actual systems.

6.4 System Coordinates and Geofencing

The autopilot provides the location of each UAV in global geodesic coordinates (latitude and longitude)
and in local coordinates (in meters) with the origin in the place where the autopilot is booted and the axis
aligned with the north. Since we have multiple UAVs which cooperate, we need a common coordinate system.
Geodesic coordinates are global and seem to be an obvious option. However, our platforms have not the
global precision of an RTK-GPS and the PX4 implements an enhancing filter (based on GPS readings) to
estimate its pose on its own local coordinate system. Therefore, we preferred those local coordinates rather
than the global ones, due to their accuracy and stability.

We defined a global coordinate system called [arena] (see Figure 15) relative to the scenario map and we
learned that specifying coordinates for the high-level modules in this common system avoided many issues.
With this new system, we could also maintain the same configuration (in terms of UAV waypoints) for every
arena (there were two). The only requirements to transform between the local geodesic coordinates of the
UAVs and the [arena] system were to know the start UAV positions (we placed them in known points of
the landing zone, e.g., the squares); and the arena rotation with respect to the north, because the local
coordinates are defined in ENU (East-North-Up). Furthermore, we designed our UAL to deal with different
coordinate systems, abstracting the end-user from that.

Besides defining different coordinate systems and managing them transparently, we implemented a geofencing
tool. This tool is in charge of checking whether an hypothetical object is within the physical limits of the
arena (see Figure 15). We discovered during the competition that this was quite relevant for safety reasons,
in order to prevent the UAVs from attempting to pick up things out of the arena (i.e., false positives), or
inside the dropping zone (i.e., dropped objects), where trying to catch an object could interfere with other
UAV dropping. The geofencing tool solved the above issues in a simple fashion, double-checking object
positions before creating them in the Estimator. Also, objects not holding the geofencing constraints were
not considered by the UAVs during pickup operations.

6.5 Communication and Network Configuration

The network configuration and devices turned out to be critical for the competition. Although we had tested
the wireless communication devices on board our aerial platforms extensively in the experiments previous to
the competition, we experienced many communication issues during the trials in Abu Dhabi. We discovered
eventually that it was a problem with the setup of our wireless links on board the UAVs and we solved our
connectivity issues by updating the firmware of the Ubiquiti Rocket devices.

In addition, since the system is distributed and there are processes running on the UAVs and on the Ground
Control Station, time synchronization is essential, specially for the algorithms of data fusion. Delays in
the network communications led to situations where the Object Estimator discarded many observations for
being too old or where those estimations were inconsistent. Therefore, we solved this issue by using the
Network Time Protocol (NTP) and a server configured on the Ground Control Station. NTP allows timing
information to be distributed in local area networks with errors below one millisecond, which satisfies the

20http://wiki.ros.org/mavros



Figure 15: The MBZIRC arena with the [arena] coordinate system. It can be seen that the coordinates are
aligned with the arena and can have a rotation with respect to the north. In gray, the valid area for the
geofencing tool is also shown. Objects out of that area were not considered for estimation nor collection.

time constraints of our distributed architecture.

6.6 Vision Module

The vision detector turned out to be a critical module for the execution of the mission. It feeds the Object
Estimator to compute object positions and colors, but it is also used to control the UAV in velocity when it
is picking up an object. An important parameter is the resolution of the color space discretization, i.e., nh,
ns and nv. A coarse division reduces the sizes of the arrays in memory but may be insufficient for the correct
segmentation of colors that occupy an small volume in HSV. For instance, yellow is quite thinner than blue
(see Figure 7). We adjusted this resolution empirically and set all the array sizes to 36. That allowed us to
segment images with a precision in each channel of 1/36 (i.e., 10 degrees for the Hue channel). Theoretically,
there is a limit for that resolution, which is determined by the color (from those that need to be detected)
with smallest volume in the color space. In the case of the MBZIRC, the most critical colors with smallest
volumes were yellow and orange. Increasing the resolution helps to divide the color space more accurately
and enables the detection of more colors, but it increases slightly the computational cost of clustering.

Another relevant feature of the Vision Module is its frame-rate, since we use it to feed the UAV controller
while picking up objects. We evaluated the algorithm speed with two different image resolutions (available for
our onboard cameras) and with/without the parallel optimization. Figure 16 shows the average processing
time per frame. A significant difference can be observed varying image resolutions.

The selection of the image resolution for the cameras was done considering the frame-rate requirements and
the accuracy to detect objects. During the search phase, each UAV should cover a third of the arena, which
means that they should fly with an altitude of around 10 meters (given the camera field of view). At this
height, objects may appear too tiny on the images, so we chose a resolution of 1280×720 to ensure that
the objects were not of the size of noise. Furthermore, we achieved frame-rates faster than 20 FPS for that
resolution, which was sufficient for the UAV controller.
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Figure 16: Average processing time per frame (milliseconds) of the Vision Module. Different image resolu-
tions and parallelization options are compared.

In our trials in Abu Dhabi, we set the parameters as explained above and calibrated the system with the
lighting conditions there. Then, we achieved positive results in a repetitive fashion in terms of object
detections. Table 2 summarizes the results of the Vision Module over five different trials of the challenge.
Most objects were detected correctly, True Positives (TP). In these experiments there were only a couple
of False Negatives (FN), caused by a yellow object that was missed during the searching phase due to the
sunlight reflection. However, that object was later detected after the searching phase, with a UAV flying at
a lower altitude. Regarding the False Positives (FP), they were caused by participant T-shirts and a blue
fence near the arena (geofencing was applied to discard most of them).

Set#1 Set#2 Set#3 Set#4 Set#5

Number of objects 6 10 7 9 8
TP 5 10 7 9 7
FP 0 1 1 1 2
FN 1 0 0 0 1

Table 2: Results of object detections over five different MBZIRC trials. The actual number of objects that
appear throughout each trial is compared with the number of detections and misdetections.

6.7 Multi-UAV Object Estimation and Allocation

We integrated and tested successfully and repetitively our Object Estimator in the trials in Abu Dhabi,
fusing information from the three UAVs. The navigation heights selected were appropriate to detect the
objects in the arena and estimate their positions with enough accuracy to be found later by a UAV trying
to collect them. The main source of error for the objects’ positions came from the UAV positioning systems,
since those were used to project the image detections onto the 3D global coordinate system. Moreover,
the time synchronization to match image detections and UAV telemetry was not perfect. Overall, with our
GPS-based positioning system we achieved an accuracy with errors below 2 meters for the UAVs, and hence,
for object estimations. We did not use RTK GPS and we had no ground truth either, so we could only get
an empirical estimation of the UAV localization error. For that, we took large sets of measurements of a
UAV at different static positions and compared them with the average value to extract a standard deviation.
The UAV altitude was provided by a highly accurate laser altimeter, and hence it had a much lower vertical
uncertainty. The Cooperative Planner worked also properly during the competition trials, performing the
search phase and distributing later the objects between the three UAVs.

We were able to detect most of the objects in the arena, but we observed that two parameters were critical for
the Estimator performance, the error covariance for the observed positions R and the association threshold
dth. As expected, it is essential to adjust those parameters adequately so that the filter is not overconfident



(what may make it diverge at some point) and the associations are reasonable. On the one hand, if the
distance threshold for association is decreased, the filter considers many observations as new different objects
instead of integrating them within previously existing estimations. On the other hand, increasing this
threshold too much could cause that close objects are seen as the same.

Figure 17 shows some experimental results in Abu Dhabi 21 for the Object Estimator with and without
adjusting the above parameters. When everything is tweaked correctly (top view), the system outputs
estimations for the actual objects, whereas too many spurious objects appear without the correct parameters
(bottom view). As explained above, this is due to the fact that many observations corresponding to the same
objects are not associated well but seen as new objects. Moreover, the video of this experiment shows how a
moving object (yellow) is detected within the dropping zone (second 50) but not included in the Estimator
due to the geofencing tool. The idea is to avoid the UAVs from going toward dropped objects again. Also,
there are some false positive detections during the video that create new objects which are erased later (e.g.,
objects 1 and 6), as they are considered spurious after some time without detection. This is done for objects
that are detected just in a couple of image frames.

Another interesting discovery during the competition trials was that the movement of the yellow objects
was quite restrictive, since they moved around the same zone where they started. At the beginning, our
Estimator was configured to removed moving objects that had not been detected for a while. That made
sense because those predicted estimations were not reliable anymore after some time. However, we ended
up treating them in the Estimator as static ones, bounding their predictions and not removing them when
not seen for a while. Regarding the cooperative behavior, it turned out to be wise the strategy of focusing
first on the small, static objects and then the moving ones, since those were harder to pick up and there was
no team collecting all the static ones. Moreover, even though we managed to run missions with the three
UAVs, many times we ended up with fewer due to hardware, software or communication failures. This could
lead to some issues due to synchronization constraints between the UAVs. For instance, originally the UAVs
were waiting for each other after the search phase, in order to move together to the collecting phase. In the
end, we removed those synchronizations to make the distributed system more robust.

6.8 Picking up Objects

In our previous experiments in Seville, we tested the software architecture to pick up our mock-up objects
autonomously. Even though we did not have time to test the system extensively under a wide variety of
conditions, we performed successful experiments, including autonomous complete missions picking up several
pieces. For instance, Figure 18 shows the results of an experiment where one of our UAVs attempts to pick
up a red object with the autonomous visual servoing 22. In this experiment, the UAV centers the object on
the image plane by means of its velocity control, at the same time that it descends gradually. The visual
detector is stable enough and the UAV is able to recover when the object gets out of the field of view. This
is done by ascending back slightly until the object is seen again. After the second attempt (second 70 of
the video), the object is caught by the magnetic device successfully. This is noticed by the UAV, that starts
going up again.

We also run some repeatability tests to assess the overall performance of the system 23. In particular,
we repeated multiple autonomous pickups of different static objects an evaluated the success rate and the
duration of each trial. On average, 20% of the trials failed, i.e., the UAV was not able to pick up the object; a
30% of the trials were partially successful, i.e., the UAV picked up the object but it fell down when returning
to the dropping area; and a 50% of the trials were totally successful, with the UAV picking up and dropping
the object correctly. Moreover, the average duration of each trial was 40 ± 4 seconds and the number of
attempts 2.1± 0.34. In each trial, a single UAV started the pickup operation always at the same height, and
performed several attempts (as explained in Figure 12) until either it picked up the object successfully or

21A video of the experiment can be seen at https://youtu.be/38PnmsH4jOk.
22A video of the complete experiment is available at https://youtu.be/NQLvokGbVzM.
23A video showing an excerpt of these experiments is available at https://youtu.be/0n2B0wOoOZI.



it made it fall down from its pedestal. We also picked up moving objects successfully, but we did not have
enough time before the competition to run similar repeatability tests with moving objects.

During the first trials in Abu Dhabi, the performance of our controller was not satisfactory and we did not
achieve the same successful results picking up objects autonomously. There were windy conditions and it
turned out that our system was not robust enough to cope with that. We thought of tuning the controller
to make it more aggressive, but it was too risky because we were not allowed to fly the UAVs for testing out
of the trials. Instead, we decided to modify the final behavior, including a free fall of the aircraft (until the
contact sensor was activated) when it managed to have the object centered and close enough.

After the free-fall implementation, we performed the last competition trials where our UAVs attempted to
pick up several objects autonomously. However, they did not fall down with enough accuracy to contact the
objects. Any subtle delay in the free-fall decision resulted in blindly trying to pick up a nonexistent object
near the actual one. The problem may have been solved by tuning and testing better the controller, but we
had no time available for that.

7 Conclusions

In this paper, we presented a cooperative approach with multiple UAVs to address the MBZIRC Challenge
3. This Challenge takes place in an outdoor arena and it consists of searching, collecting and transporting
to a dropping box a set of static and moving colored objects. First, we presented the hardware and software
architecture of our system. Then, we detailed the procedure to design our aerial platforms and all the
onboard components. We also described the techniques used to develop all the software functionalities.
Finally, we discussed our results before and during the first edition of the competition in Abu Dhabi (2017),
as well as all the lessons learned during the process.

In terms of hardware, our aerial platforms performed well with all the devices correctly integrated. However,
provided that battery replacement was not penalized eventually and that the payload requirements from the
objects were not so high as expected, we conclude that we could have used UAVs with less payload. These
would have been lighter and more agile platforms, and hence easier to control and stabilize.

Regarding the software modules, our participation in the competition entailed a tremendous and fruitful
integration effort. As a result, our team managed to perform cooperative missions with the three UAVs and
all the modules working together. In the competition trials, we always started in Autonomous Mode and
flew simultaneously our three UAVs, except for one of the trials, where we lost communication with a UAV
from the beginning. Our team always completed the search phase autonomously, finding most of the objects
on the arena. Then, the team was also able to allocate objects to the UAVs autonomously, and the UAVs
attempted to collect their assignments navigating without collisions in a coordinated manner.

In our experiments previous to the competition, we managed to pick up mock-up objects with an acceptable
success rate, which we did not achieve with worse windy conditions in Abu Dhabi. We conclude that our
system was more sensitive than others to the external conditions, since it required to have the UAV stabilized
to make contact with the pieces. We strongly believe that the system would have worked fully autonomous
with some more time for a proper calibration and tunning process.

As a general conclusion, it seems that this first edition of the MBZIRC was more focused on hardware issues.
Designing reliable aerial platforms and pickup mechanisms was the most crucial part. On the contrary, there
was less focus on the implementation of cooperative and efficient strategies. After this first experience, we
foresee that the next edition will push forward in that direction. Many participant teams will offer reliable
hardware solutions and they will compete according to the efficiency of their strategies and methods.
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Figure 17: Results of the Object Estimator during a trial in Abu Dhabi with two UAVs. In the middle,
some images taken from the UAVs during the experiment (each row comes from a UAV). Green marks
indicate detections from the Vision Module. On top, the objects estimations after the search phase of both
UAVs and with the Estimator parameters properly adjusted. At the bottom, the same without adjusting
the parameters correctly. Each object has a number associated and a circle with the estimated position
covariance. The color of the circle represents the most likely color according to the filter.



Figure 18: Results of a successful operation to pick up a red object autonomously. On top left, a frame of
the original image with the results of the vision detector. On top right, the frame segmented. At the bottom,
the evolution of the horizontal position errors. Those errors are measured with respect to the image center
and normalized. The yellow line indicates the time instant corresponding to the example frames.
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Abstract: The use of UAVs in media production has taken off during the past few years,
with increasingly more functions becoming automated. However, current solutions leave a
lot to be desired with regard to autonomy and drone swarms/fleets support. This paper
presents a novel, complete software architecture suited to an innovative intelligent multiple-
UAV team platform for media production applications, covering outdoor events (e.g., sports)
typically distributed over large expanses. Increased multiple drone decisional autonomy, so as
to minimize production crew load, and improved multiple drone robustness/safety mechanisms
(e.g., regarding communications, flight regulation compliance, crowd avoidance and emergency
landing mechanisms) are supported. Thus, the platform is able to carry out its mission against
errors or crew inaction and to effectively handle emergencies.

Keywords: media production, UAV swarm, UAV cinematography, autonomous drones

1. INTRODUCTION

The rapid popularization of commercial, battery-powered,
camera-equipped, Vertical Take-off and Landing (VTOL)
Unmanned Aerial Vehicles (UAVs, or "drones") during
the past five years, has already affected media production
and coverage. They are expected to continue rising in
popularity, for amateur and professional filmmaking alike
(Cheng (2016), Smith (2016)). Single-UAV shooting with
a manually controlled drone is the norm in media produc-
tion today, with a director/cinematographer, a pilot and
a cameraman typically required for professional filming.
Initially, the director specifies the targets to be filmed, i.e.,
subjects or areas of interest within the scene. Then, he de-
signs a cinematography plan in pre-production, composed
of a temporally ordered sequence of target assignments,
UAV/camera motion types relative to the current target
(e.g., Orbit, Fly-By, etc.) and framing shot types (e.g.,
Close-Up, Medium Shot, etc.), which the pilot and the
cameraman, acting in coordination, attempt subsequently
to implement during shooting.

⋆ This project has received funding from the European Unions Hori-
zon 2020 research and innovation programme under grant agreement
No 731667 (MULTIDRONE).

In such a setting, each target may only be captured from a
specific viewpoint/angle and with a specific framing shot
type at any given time instance, limiting the cinematog-
rapher’s artistic palette. Moreover, there can only be a
single target at each time, restricting the scene coverage
and resulting in a more static, less immersive visual result.
Finally, the “dead" time intervals required for the UAV to
travel from one point to another, in order to shoot from
a different angle, aim at a different target, or return to
the recharging platform, impede smooth and unobstructed
filming.

Swarms/fleets of multiple UAVs, composed of many co-
operating drones, are a viable option for overcoming the
above limitations, by eliminating dead time intervals and
maximizing scene coverage, since the participating drones
may simultaneously view overlapping portions of space
from different positions. Due to the possibly large number
of fleet members, a degree of decisional and functional
autonomy would significantly ease their control, by light-
ening the burden on human operators. However, currently,
drone swarms are mainly restricted to military applica-
tions, while fully autonomous fleets are still in embryonic
stage.

Although we are still far from realizing a fully autonomous
plarform, this paper proposes a UAV swarm approach



for partially automating media production. This work lies
within the framework of the MULTIDRONE European
research project 1 , which is one of the first attempts
to produce an intelligent team with multiple UAVs for
media production. The system developed will be tested
for filming sport events outdoors, such as football games,
cycling or boat races. The MULTIDRONE project started
in January 2017 and a concrete software architecture has
already been developed, pushing forward the state-of-the-
art in several aspects. Following-up on preliminary relevant
work focusing on specific areas and on surveying the
domain (Mademlis et al. (2017), Karakostas et al. (2018),
Torres-González et al. (2017), Mademlis et al. (2018), Real
et al. (2018)), the complete architecture is described in this
paper.

2. RELATED WORK

Current work on automating media production processes
using autonomous UAVs is limited, making this a novel
application for robotics. In general, the goal is to automate
as many aspects as possible, while ensuring adherence to
artistic and cinematographic constraints. Although a few
low-hanging fruits have been grabbed, the general problem
is still open and unsolved.

In commercial videography drones, only a few rudimen-
tary functions are performed autonomously. Specifically,
obstacle avoidance, landing, physical target following or
target orbiting (for low-speed, manually pre-selected tar-
gets), as well as automatic central composition framing,
i.e., continuously rotating the camera so as to always keep
the pre-selected target properly framed at the center, are
the only available autonomous functions in state-of-the-art
drones 2 .

In more research-oriented settings, a large number of ef-
forts consists in outputting feasible UAV trajectories that
capture the intended visual content, possibly under cin-
ematographic constraints (Roberts and Hanrahan (2016),
Gebhardt et al. (2016)). A research effort oriented towards
multi-camera UAV footage is Saeed et al. (2017), where
an autonomous system that calculates the appropriate
number of drones, in order to provide maximum coverage
of targets from appropriate viewpoints, is presented.

Several aspects of safely deploying autonomous UAV
swarms for effective outdoor filming have not been ex-
plored up to now. For instance, the need to detect, localize
and avoid human crowds, the need to translate complex di-
rectorial guidelines into concrete, adaptive flight/shooting
plans, the need to autonomously coordinate a drone fleet
in dynamic environments while minimizing the communi-
cation load, etc.

3. PLATFORM OBJECTIVES

The MULTIDRONE project aims at developing an inno-
vative multi-drone audiovisual capture system targeting
outdoor live media production, with novel contributions
in the areas of a) decisional autonomy, robustness, safety
and b) active perception and audiovisual shooting.

1 https://multidrone.eu/
2 E.g., the popular DJI Phantom IV Pro

Fig. 1. Overview of the proposed multi-UAV architecture.

Within the first domain, MULTIDRONE aims at pro-
viding versatile planning and replanning capabilities that
allow for coverage of large scale events (both in time
and space), a resourceful interface for interaction with
the human operators (e.g., the director), augmented de-
cisional and cognitive system autonomy, improved safety
functionalities such as autonomous emergency landing and
autonomous vision-based crowd detection, etc.

Within the second domain, MULTIDRONE aims at de-
veloping geometric and semantic mapping functionali-
ties that allow for defining different safety annotations
(such as flight corridors, no-fly zones, or landing sites),
multi-drone vision-based and GNSS-based target local-
ization and tracking capabilities for tracking people (e.g.
football players), crowds (e.g. viewers) or objects (e.g.
boats, bicycles), multi-drone flight formation and camera
controllers complying with cinematographic rules, multi-
drone human-centered visual information analysis, etc.

The goal of this paper is to present the software architec-
ture aiming at accomplishing these objectives, focusing on
the project use-case scenarios: coverage of a boat race, a
bicycle race and a football match.

4. PLATFORM OVERVIEW

The MULTIDRONE system can be divided into "on-
ground" and "on-drone" components, as depicted in Fig-
ure 1. The ground infrastructure comprises four main
modules: Dashboard, Supervision Station, Mission Plan-
ning and Execution, and Communication. There are also
a module for Perception and Mapping with components
both on the ground and on board the drones. These main
modules are briefly described as follows.

• Dashboard : it provides a GUI that enables the in-
teraction between the Editorial Team (Director and
other Editorial Staff) and the MULTIDRONE sys-
tem, during both the pre-production and the pro-
duction phases. The Dashboard will manage and dis-
play maps of the areas where the shooting will take
place, annotated with relevant information such as
no-fly zones, flight corridors, points-of-interest, land-
ing sites, etc. During Pre-Production, the Director
can create and manage the Shooting Mission, which



consists in a list of Shooting Actions triggered by
events. During Production, the Director uses the
Dashboard to i) control the execution of the mission,
by triggering events that start or stop the execution
of Shooting Actions; ii) graphically monitor the exe-
cution of the Mission through the map display and
the video streams from the drones’ A/V cameras;
and iii) introduce changes to the Shooting Mission
or to specific Shooting Actions. The Dashboard will
also allow for manual control of the cameras and
respective gimbals.

• Supervision Station: it allows for a human operator,
called the Supervisor, to supervise the execution of
the Mission in terms of safety and security. The
Supervision Station will include a GUI that displays
the annotated map, video streams from the drone’s
navigation cameras, telemetry and status information
from the drones. Through this GUI the operator can
i) check and validate the safety of the flight plan
that originates from the Shooting Mission, when it
is created and when changes are introduced to it; ii)
monitor the mission execution, including the overall
state of the drones; iii) abort the mission for security
reasons; and iv) insert manually safety- and logistics-
related annotations in a semantic map.

• Mission Planning and Execution: it comprises a col-
lection of sub-modules that manage the planning
and execution of a mission, providing the interface
between the ground station and the drones. During
pre-production, this module receives the Shooting
Mission from the Dashboard, generates a plan for the
available drones, asks the Supervisor for a security
check, and sends to each drone their part of the plan.
During production, it monitors the execution of the
current plan by continuously receiving information
from each drone. Using this, it generates and sends to
each drone events that trigger the execution of Shoot-
ing Actions. As the execution progresses, replanning
of the Mission may also be performed, in case of
deviations between planning and execution and in
case the Director introduces changes to the Shooting
Mission (e.g. new Shooting Actions or modification of
previous ones).

• Perception and Mapping : it comprises a collection of
“on ground" and “on drone" modules that are respon-
sible for several functionalities. These include:
Geometric mapping: during pre-production, an ex-
ploration mission is done to generate a map using the
LIDAR on-board the drones. This global geometric
map is used for localization during mission execution.
Semantic mapping: a semantic map containing
geo-referenced annotations in the form of polygons
or points and the corresponding labels (representing
safety/logistics annotations such as landing/take-off
spots and no-fly zones, as well as media-related an-
notations such as points of interest, etc.), is created
manually during pre-production through the Super-
vision Station. New annotations can be added to
the map during production either manually through
the Supervision Station or automatically through the
detection of new features on the images acquired
by the drones, e.g., crowd detections and the Visual
Semantic Annotator module.

Drone localization: a localization module is im-
plemented onboard each drone, which estimates the
drone pose fusing data from the GNSS sensor (Global
Satellite Navigation System), LIDAR, 2D visual anal-
ysis, and the geometric map.
2D visual information analysis and Visual shot
analysis: these modules are responsible for detecting
and tracking targets of interest inside frames of the
shooting video stream and providing visual control
errors to be used for camera and gimbal control.
3D target tracking (2D/3D translator and
global 3D tracker): the detected 2D positions of
a target inside image frames of different cameras are
fused together with additional 3D measurements from
other sensors (e.g., a GPS on board the target) in
order to compute 3D estimations of target positions.
These are used throughout the system for mission
planning and execution, in addition to displaying the
target’s location.

• Communication: it consists of the modules in charge
of implementing all the communication required by
the system, by means of different communication
links between the drones and the ground, namely
LTE, WiFi or other radio links.

5. SOFTWARE ARCHITECTURE

As explained in Section 4, the software functionalities of
MULTIDRONE will be distributed on-board the drones
and on a Ground Station (GS).

In the following sections, the specifications of each of the
modules will be detailed. In particular, their specific soft-
ware dependencies, their interfaces with other modules and
sequence diagrams to explain inter-module interactions.

All modules will run under the operating system Ubuntu
Linux 16.04, using the popular robotics middleware suite
ROS Kinetic Kame. All modules depend on standard
ROS message libraries, such as "std_msgs", "geome-
try_msgs" and "sensor_msgs". Additionally, a set of
MULTIDRONE-specific messages and services have been
defined for inter-module interactions.

All the software modules need reference coordinate sys-
tems. Two different types of coordinates will be used:
geodesic coordinates (i.e., latitude, longitude and altitude)
and Cartesian coordinates in meters. For the Cartesian
coordinates several coordinate systems will be defined and
used depending on each software module. The following
list depicts the Cartesian reference frames used by the
MULTIDRONE system.

• I: Inertial frame or global frame - attached to some
point in the global map (e.g. Ground Station or
landing site), East-North-Up (ENU) orientation. It
is indeed the global coordinate system for the rest of
the reference frames.

• Di: Drone frame - attached to drone’s center of mass,
z-axis pointing up and x axis pointing forward.

• Ci: Camera frame - attached to camera, z-axis aligned
with camera axis. The x axis points right w.r.t. to the
image plane, the y axis points down.

• Tj : Target frame - with origin at the target (either
Reference or Shooting Target), x-axis aligned with



direction of motion or heading and z axis pointing
up.

All the main actors of the system (Ground Station, landing
sites, targets, drones, cameras/gimbals) will have a frame
attached to them.

5.1 On Ground

In this section, the modules running on the Ground Station
will be described. Some offline tools that produce data
used by the pieces of software executed at run-time are
also included. In particular, those producing the semantic
and geometric map.

Director’s Dashboard This module is aimed as a graphi-
cal tool so that the Director and his/her team can provide
editorial instructions to the system in order to implement
the multi-drone shootings. This will be done through a
web GUI. The results of these data entries are saved in
a database during the editing work. Once the editorial
instructions are finalised by the Director, these will be
translated into an XML document instance and sent to the
Mission Controller for verification. Each relevant entity of
the Director’s Dashboard (e.g., Events, Missions, Shooting
Actions) will be identified with a Universal Unique IDen-
tifier (UUID), so that the planning components can as-
sociate low-level drone actions plans to editorial Shooting
Actions they derive from.

During mission execution, updates of the missions’ config-
uration may be done and sent to the Mission Controller
for update and re-check. This will be done by sending the
Mission Controller XML fragments corresponding to the
entities that have been modified. Entities will be linked
through their UUID, which have been sent beforehand
during the first validation step.

For instance, the Dashboard’s functionalities correspond-
ing to director’s events will be update / modification /
deletion of an Event or a Mission, deletion of a mis-
sion, sending active Mission structure, stopping/aborting
a Shooting Action inside a Shooting Action sequence, etc.
All affected entities will be identified by their respective
UUIDs, so to allow the Mission Controller to take ap-
propriate actions. Corresponding ROS messages will carry
the UUID information and the action type together with
the relevant new information (in case of updates and/or
modifications).

During the actual shooting, specific ROS topics will be
read from the Dashboard’s backend and shown to the
operator. These will be, for example, the drones’ positions,
poses, speeds etc. The Dashboard will work with geodesic
coordinates to express drone coordinates for the specified
actions.

Supervision Station The role of the Supervision Station
is to reduce the workload of the Supervisor (the Super-
vision Station operator), allowing him/her to guarantee
the good execution of multiple drone missions in terms of
safety and security. The purpose of the Supervision Station
is to replace all drone pilots as soon as regulation allows
it, by providing the same security mechanisms available on
a drone pilot’s RC (Radio Control) and Ground Station
(GS).

For such purposes, the Supervision Station includes a GUI
that displays all required information that enables the
Supervisor to have a clear overview of the situation: a)
a map, where drones will be placed and on which useful
information will be overlayed, b) the video streams from
the drone’s navigation cameras, c) telemetry information
(battery status, altitude above ground, vertical speed) and
d) the drone action status, e.g., is the drone taking off,
following a target, etc.

The Supervision Station GUI is a thin client based on web
technology (mainly JavaScript). The Supervisor client will
be connected to a standard Web server, for user interface
display a web RTSP proxy (that is in fact integrated within
the web server as a service), to control and get video
streams that the client wants to display. This RTSP proxy
will be connected to a standard RTSP server.

Mission Controller This module is the center of the
planning architecture. It receives the Shooting Mission
from the Dashboard, asks the High-level Planner for a
feasible plan, send the corresponding actions to each drone
and monitors the fulfilment of the mission. The Mission
Controller will work with the global metric coordinate
frame.

High-level Planner This module computes a plan of a
Shooting Mission. Once the Mission Controller receives
the first Shooting Mission or decides that re-planification
is needed, it will use the High-level Planner to compute the
plan. This plan is later sent to each of the participating
drones. The High-level Planner will work with the global
metric coordinate frame. It will receive the semantic map
and some reference waypoints in the shooting mission in
geodesic coordinates and transform them to the global
Cartesian reference frame. It will also receive dynamic
map annotations (crowd polygons) expressed in the global
Cartesian reference frame.

Event Manager This module centralizes the reception
and generation of events which can trigger some actions.
This module will generate an event in case of any of
the drones reporting an emergency status. The Mission
Controller will decide in that case whether a new plan is
necessary. At the same time, the drone in emergency will
execute an emergency maneuver. The rest of the system
events will be related to the sport event being recorded
and will trigger associated shooting actions. Each event
will have an identifier and each shooting action will be
triggered by the occurrence of an event with a specific
identifier. Thus, the system can deal with an unbounded
list of events working by means of their identifiers.

The Event Manager will work with the global metric
coordinate frame.

Global 3D Tracker This module fuses the estimations of
all targets’ positions provided by the on-board visual de-
tections and the GNSS attached to the target if available.
It will be a stochastic filter that will produce an estimation
of the pose of each target in the global coordinate system.
The Global 3D Tracker will work with the global metric co-
ordinate frame to specify targets’ positions. It may receive
targets’ poses in geodesic coordinates from their on-board



sensors, but it would transform them into metric before
being integrated.

Visual Semantic Analyzer Given a video frame sampled
by the shooting camera of a specific drone at a specific
moment in time, the Visual Semantic Analyzer will detect
the occurrence of human crowds in the recorded scenes
and will generate corresponding probability heatmaps.
The input video frame is available at the ground station
through a ROS message that is posted at a drone-specific
ROS topic and extracted from the shooting video stream
that is received on the ground.

Semantic Map Manager The Semantic Map Manager
provides two types of semantic annotations: 1) Static
annotations in Keyhole Markup Language (KML) format
that are computed before executing a mission. These are
geo-localized features that augment the Geometric Map
with semantic information. 2) Dynamic annotations that
are derived during the execution of a mission, in the form
of polygons.

The static annotations will refer to no-fly zones, geofencing
limits, points of interest, landing zones, etc. Those will
be originally posted to the Semantic Map Manager by
the Supervision Station and the Mission Controller using
geodesic coordinates in a KML format. The Semantic Map
Manager will combine these annotations to create the
semantic map that will be provided to interested modules
(e.g. High-level Planner).

The dynamic map annotations will be generated by the
Semantic Map Manager to specify areas with crowds (i.e.,
with ROS message data structure polygon). For that, coor-
dinates in the global inertial frame will be used. This infor-
mation will be obtained by receiving prediction heatmaps
from the Visual Semantic Analyzer and projecting that
information onto the global inertial frame. The geometric
map, gimbal status, camera status and drone pose will be
used for this purpose.

Geometric Mapping This module creates the global
geometric map fusing and optimizing the maps generated
by each drone. This optimization procedure is performed
off-line and a priori (this is why the module does not
appear in the general functional diagrams). It will be
executed in pre-production as a standalone tool processing
data previously logged by the drones. The exploration
mission for mapping the scenario is made autonomously,
given a certain area and probably some waypoints. It
can also be done with manual flights, though this is not
recommended for large scenarios. The Geometric map will
be geo-referenced in the global metric coordinate frame.
It will receive LIDAR data in the drone frame and drone
poses to translate them into the global frame.

Video Streaming Each drone sends 2 video streams: one
from the A/V camera, the other one from the navigation
camera. These two video streams are sent to the ground
through the LTE network. Streams include H.264 RTP
packets and RTCP packets. All the received streams are
broadcast to:

• a RTSP server on which a client will be able to
connect and select the streams it wants to display.

• a ROS node that is in charge of converting the
H.264 RTP packets and RTCP packet to a ROS
topic that include RAW images associated with their
NTP timestamps. Each image ROS processing node
will subscribe to this topic to realize advanced video
analytics.

5.2 On Drone

This section describes the modules running on-board the
drones.

Onboard Scheduler The Onboard Scheduler receives the
list of actions corresponding to the drone from the Mission
Controller. Anytime the Mission Controller decides that
re-planification is needed, it will compute a new plan
and send new lists of actions to the drones involved.
Then, the Onboard Scheduler is in charge of executing
them sequentially, via the Action Executer module, and
monitoring the action status. The Onboard Scheduler will
work with the global metric coordinate frame. It will
transform geodesic coordinates from the semantic map to
the inertial reference frame.

Action Executer Once the Onboard Scheduler receives
the list of actions for the drone, it sends them sequentially
to the Action Executer, which is responsible for the execu-
tion of these actions. For that, it will command the drone
by means of the interface called UAL, and the Gimbal and
Camera by means of the Gimbal and Camera interfaces,
respectively.

The final output of the Action Executer to command the
drone movement will be a Velocity Tracking command to
be issued by means of the UAV Abstraction Layer (UAL).
A Drone Controller will compute those velocity commands
depending on the shooting action parameters, the target
position and velocity, and the drone position. For drone
actions that involve a formation of drones, computation
of the velocity commands will also depend on the position
of the other drones, whose ID is provided in the drone
action description, so that collision-free action execution
is achieved.

In parallel, the Gimbal Controller computes the desired
gimbal orientation such that the desired optical axis direc-
tion points towards the target, which requires knowledge
of the target position and drone position contained in
the drone pose messages. Alternatively, the desired gimbal
orientation can be computed based on the visual control
errors provided by the Visual Shot Analysis module that
encodes the error between desired and current 2D positions
of the target in the image frame. Based on the orientation
error, angular velocity commands are computed and pro-
vided to the Gimbal Interface module. The Camera Con-
troller is used to control some parameters of the camera,
such as focus.

The Action Executer will work primarily with the global
frame, where actions to be executed and targets’ poses will
be given. It will also use the camera frame to control the
gimbal and the target frame to compute drone commands
relative to the target.



Gimbal Interface This module is responsible for the
interface between the physical gimbal controller and the
ROS middleware. It converts the messages from/to the
gimbal in some relevant protocol (e.g., BaseCam) to/from
the ROS middleware.

Camera Interface This module is responsible for the in-
terface between the Camera Controller in Action Executer
and the cinematic camera.

UAV Abstraction Layer (UAL) The UAL is the interface
between the controller in the Action Executer and the
autopilot. It receives velocity commands from the Action
Executer and sends them to the autopilot. It also provides
the pose and velocity of the drone in the global metric
frame. The UAL will work with the global metric coordi-
nate frame to receive commands and provide drone poses.

Drone Localization This module is in charge of estimat-
ing the drone pose based on the on-board sensors available,
namely GNSS positioning, LIDAR data, video streams
from navigation and shooting cameras and the geomet-
ric map. The Drone Localization module will work both
with geodesic coordinates and the global metric coordinate
frame. The drone pose will be provided in the global metric
frame and the geodesic coordinates received by the drone
telemetry will be translated into this global frame to be
integrated.

Onboard 3D Target Tracker This module estimates the
3D position of the target detected by the 2D tracking
module. Basically, it will project 2D measurements on the
image plane onto a 3D global system, by using camera
pose. The module could exchange information with other
instances on other drones to triangulate and get better
3D estimations. This module will work with the global
metric coordinate frame, where it will publish the 3D
target position. It will project the target positions on the
image plane onto the global inertial frame.

2D Visual Information Analysis The 2D Visual Informa-
tion Analysis module consists of a visual object detector
and visual object tracker of the main actors (targets) of
each scenario. It receives an uncompressed video frame
from the shooting camera in real-time and generates 2D
positions of the tracked targets as bounding boxes. Each
2D region of interest (ROI) on the image will contain
attached the camera pose, the gimbal status and the drone
pose at the time instance the corresponding image was
taken, so that the 2D ROI can be later back-projected in
3D space. These data will be expressed in global metric
coordinates. The module is initialized by a call to the Fol-
low Target service by the Action Executer, which informs
2D Visual Information Analysis about the current target
type and target ID.

Visual Shot Analysis The Visual Shot Analysis module
is initialized by the Set Framing Type service (called by
the Action Executer), which sets cinematographic shot
specifications (desired target position on frame, desired
framing shot type). The module constantly receives the
target 2D position from the 2D tracker and calculates
the current visual control error, according to the desired
shot specifications. This error is simply the deviation

of the current ROI on-frame position from the desired
one (in pixel coordinates), as well as the deviation of
the current ROI on-frame area (as a percentage of the
total video frame area) from the desired one. The error
response can subsequently be used by the Action Executer
to improve the quality of the shot, by controlling the
gimbal orientation and camera parameters such as zoom.

6. CONCLUSIONS

A novel, complete software architecture has been pre-
sented, that is suited to an innovative intelligent multiple-
UAV team platform for media production applications,
covering outdoor events (e.g., sports) typically distributed
over large expanses. Increased multiple drone decisional
autonomy, as well as robustness and safety mechanisms
(e.g., communication robustness/safety, embedded flight
regulation compliance, enhanced crowd avoidance and
emergency landing mechanisms) are supported, under a
design that partitions functionality into processes executed
on a ground stations and more critical functions executed
on-board each drone. Thus, the platform is able to carry
out its mission against errors or crew inaction and to
effectively handle emergencies.
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Abstract—This paper presents a system for autonomous cine-
matography with multiple drones. Drones are becoming a trend
for aerial cinematography. The price for buying a commercial
platform is decreasing every year, while their quality increases.
Drones allow for new shots and perspectives, and they can be
automated. Despite the extended use of drones, there are still
challenges for teams of multiple drones which cooperate for
autonomous cinematography. The proposed system tries to face
these challenges, focusing on the actual execution of aerial shots.
A set of canonical shots with specific parameters for autonomous
implementation is compiled. This system includes a distributed
scheduler to synchronize shots using an event-based mechanism,
and an autonomous controller to provide smooth movements
in both the drone and the camera, so the drones can take
aesthetic shots. Moreover, the system considers safety in two
levels: collision avoidance in the controller and an emergency
management component to handle high level alarms (e.g. low
battery).

Index Terms—Multi-drone system, aerial cinematography, dis-
tributed mission execution.

I. INTRODUCTION

Aerial cinematography with drones is awakening relevant
attention lately, with many new commercial platforms for
both amateurs and professionals. Drones are becoming so
popular for filming due to their cost and maneuverability
compared with static cameras or dollies. Moreover, drones
allow us to take aesthetic shots from unique perspectives.
The idea of using multiple drones to cover the same event
cooperatively is novel and has special interest for outdoor,
large-scale scenarios, where there may be several action points
taking place at different locations simultaneously. Also, multi-
camera shots with several drones open a wide spectrum of
artistic possibilities for media production.

Autonomous drone cinematography entails problems such
as target tracking or the generation of smooth trajectories
for the cameras. However, multi-drone systems impose even
additional challenges: the number of operators involved to
control all cameras and drones increases; different shots have

This work has received funding from the European Union’s Horizon
2020 research and innovation programme under grant agreement No 731667
(MULTIDRONE). This publication reflects the authors’ views only. The
European Commission is not responsible for any use that may be made of
the information it contains.

to be allocated to the drones efficiently; drones must avoid
collisions with others when executing multi-camera shots; etc.

There are multiple works addressing camera motion plan-
ning for aerial filming [1]–[3]. The common idea is to formu-
late some kind of optimization problem to generate smooth
camera trajectories that fulfill aesthetic and cinematographic
constraints. There are also end-to-end solutions for aerial
cinematographers [4], [5] where high-level commands can be
specified. However, the focus of these previous works is on
static scenes and single-drone settings. Moreover, there are
works filming dynamic targets in outdoor scenarios and coping
with obstacle avoidance [6]–[8]. There is no much work con-
sidering multi-drone shots for cinematography. Recently, some
authors have proposed MPC-based optimization techniques to
film with several drones in indoor settings [9], [10].

The EU-funded project MULTIDRONE 1 focuses on au-
tonomous media production with multiple drones. The project
objective is to develop a team of several drones that can film
outdoor sport events in a coordinated manner. The project
studies the whole process to define shooting missions for
media production, translate them into feasible plans for a
drone team and execute them. This implies assigning all
requested shots to single drones or to subsets of drones,
for the case of multi-view shots. This paper focuses on the
autonomous execution of these shooting missions with the
multi-drone team, once all shots have been allocated by a
central planner, we propose a distributed system to execute
aerial shots autonomously ensuring coordination and safety.

In particular, our main contributions are the following:

• We define a list of canonical shots for aerial cinematog-
raphy. The type of shots come from previous works on
drone cinematography, but we compile a set of parameters
describing each shot to implement them autonomously.

• We propose a distributed scheduler for autonomous shot
execution, and we devise an event-based mechanism for
inter-drone shot synchronization. Safety is also consid-
ered by means of an emergency management component.

• We propose an autonomous controller taking care of
drone and gimbal motion to execute shots autonomously
and safely, i.e., avoiding collisions.

1https://multidrone.eu



II. SYSTEM OVERVIEW

Figure 1 shows the architecture of our system. There is
a central entity, so-called Mission Controller, which is in
charge of interfacing the end-user to receive shot requests and
then compute a feasible plan for the shooting mission. This
module is out of the scope of this paper and produces a list
of actions for each drone. These actions are to be executed by
our distributed Scheduler, which runs on board each drone.
Each drone Scheduler receives its lists of actions and needs
to synchronize their start and end by calling another Executer

module, which is the one actually controlling the drone and
the camera. The Schedulers across multiple drones need to
synchronize their actions for muli-drone shots. This is done
by means of Events also sent by the Mission Controller. Thus,
these Events are used to trigger actions.

Fig. 1. System architecture with multiple drones.

III. CANONICAL SHOTS

In this section, we describe a set of canonical shots that
have been implemented for our system. There is a lot of
information about cinematographic rules and canonical types
of shots in the literature [11]. In MULTIDRONE project,
these canonical shots have been studied to come up with
a taxonomy that include the most representative ones [12],
which we implemented in our system.

A common relevant concept for all shots is the type of
target. Each shot can have a Reference Target (RT) and a
Shooting Target (ST). The former is used to drive drone
movements, as they would go in formation following this RT.
The latter is used to point the camera when filming. They may
both coincide but not necessarily. The ST can be virtual

if it is a predefined point or path or real if it is an actual
physical target (e.g., a cyclist, a runner, etc.) whose position
can be estimated, for instance through visual detection or with
a mounted GPS. None ST can also be possible when the
camera follows a pre-define motion. Additionally, we define
three different motion modes for the drones during a shot:

• VIRTUAL_TRAJ: A predefined path and speed is spec-
ified for the RT, so-called RT trajectory. Drones will
follow this RT trajectory at the specified speed.

• VIRTUAL_PATH: A predefined path is specified (RT
trajectory) but no speed is provided. Drones will follow

the rail specified by the RT trajectory at the speed of an
actual ST.

• ACTUAL_TARGET: Drones follow an actual ST with
no predefined trajectory. An RT trajectory could still be
provided as an estimation of the target movement.

In the following we describe the parameters of the shot types
that our system is able to execute. Table I summarizes them.

a) STATIC: The drone remains stationary above a fixed
RT location (this height is indicated by parameter z0), so an
actual target as RT makes no sense. The ST could be real

or virtual if the camera follows an actual or virtual target.
With the ST as none, we can implement shots scene-centered
moving the gimbal independently. In this case, parameters
pans, pane, tilts and tilte indicate the pan and tilt initial
and end angles.

b) FLY-THROUGH: The drone flies through the scene
following a pre-defined path with no specific target to track.
As in the previous shot, the RT is not an actual target, so a
RT trajectory is required plus the flight altitude z0. The ST
is none and extra parameters are needed to indicate gimbal
movement: pan/tilt initial and end angles (pans, pane, tilts
and tilte).

c) ELEVATOR: The drone moves vertically straight up or
down tracking a target or a static position. The drone starts the
shot above a given position (defined as the initial RT location)
at altitude zs, and it ends at ze. Thus, a virtual RT with an RT
trajectory is required. The ST could be real or virtual.

d) CHASE/LEAD: The drone chases a target from be-
hind with constant or decreasing distance; or leads it in the
front with decreasing or constant distance. The RT could be
virtual or real, so all RT modes are possible. For the ST,
only the real mode makes sense. Regarding parameters, z0
determines the drone height over the RT and xs and xe, the
initial and final distances in the X axis (pointing forwards)
w.r.t. the RT.

e) FLYBY: The drone flies past a target normally over-
taking the target as the camera tracks it. The RT could be
virtual or real, so all RT modes are possible. For the ST, only
the real mode makes sense. It needs as parameters distances
w.r.t. the RT: z0 for the altitude, xs and xe for the initial and
final distances in the X axis and the constant lateral distance
y0.

f) LATERAL: The drone flies beside a target with con-
stant distance as the camera tracks it. The RT could be virtual
or real, so all RT modes are possible. For the ST, only the
real mode makes sense. It needs as parameters the z0 altitude
w.r.t. the RT, and the constant lateral distance y0.

g) ESTABLISH: The drone moves closer to a target
from the front, typically with decreasing altitude. The RT
could be virtual or real, so all RT modes are possible. For
the ST, only the real mode makes sense. Both altitude and
displacement in the X axis w.r.t. the RT change during this
shot, so it needs as parameters zs, ze, xs and xe.

h) ORBIT: The drone moves around a target in a full
or partial circle. The RT could be virtual or real, so all RT
modes are possible. The ST could be real or virtual.



The parameters in this case include the altitude over the RT
(z0), the radius of the circle (r0), the initial azimuth angle
(azimuths) and the angular speed (angular_speed).

TABLE I
PARAMETERS FOR EACH SHOT TYPE.

Shot name Shooting parameters
STATIC pans, tilts, pane, tilte, z0

FLY_THROUGH pans, tilts, pane, tilte, z0
ELEVATOR zs, ze

CHASE/LEAD xs, xe, z0
FLYBY xs, xe, y0, z0

LATERAL y0, z0
ESTABLISH xs, xe, zs, ze
ORBIT r0, azimuths, angular_speed, z0

IV. DISTRIBUTED SCHEDULING

Multi-drone shot execution is carried out by means of a
distributed Scheduler. Each drone runs on-board a Scheduler
module that coordinates the execution of the shots assigned
to it. Figure 2 shows a detailed scheme of this Scheduler,
which consists of three components: the Core, a module for
Emergency Management and a Path Planner.

Fig. 2. Detailed scheme for the Scheduler on each drone.

Each Scheduler on board a drone receives plans to execute
from the central Mission Controller. These plans consist of a
list of actions for that particular drone that should be executed
sequentially. The Scheduler, through its Core module, is in
charge of synchronizing the start and end of each action and
sending them to the drone’s Executer. There are two types of
actions that a drone can receive within a plan: navigation and
shooting actions. Both types can have a start Event associated,
which is the one triggering the action.

Navigation actions are those that do not include filming.
These are basic commands such as landing, take-off or go-to-
waypoint. In this case, a single waypoint or a list of waypoints
to navigate the drone are provided.

Shooting actions are those that include filming. Therefore,
they require a special controller to be executed, since drone
and gimbal movement are needed. The data structure for
these actions includes the shot type, its cinematographic (or
shooting) parameters, its duration, associated targets, etc. The
complete data structure is depicted in Table II. The fields

related to the targets include some for the reference target
(RT trajectory, RT speed, RT mode and RT ID) and others for
the shooting target (ST type, ST ID). Section III described the
shot types, how each type use the fields and which shooting
parameters need.

TABLE II
STRUCTURE FOR THE DATA TYPE SHOOTING ACTION.

SHOOTING ACTION

Field name Data type Comment

Start Event String Event that triggers this action
Shot type Discrete value Lateral, chase, orbit... (see section III)
Duration Time Duration of the shot
RT
trajectory

List of global
positions

Estimated path of the RT

RT speed Float value Speed of the RT if known
RT mode Discrete value VIRTUAL_TRAJ, VIRTUAL_PATH,

ACTUAL_TARGET

RT ID Natural number Identifies the RT to follow if any
ST type Discrete value virtual, real, none
ST ID Natural number Identifies the ST to follow if any
Shooting
parameters

Set of
parameters

E.g., distance to the RT, angular veloc-
ity in an orbit... (see section III)

The Scheduler sends the actions to the Executer sequen-
tially, but the start of some shooting actions or sequences
of shooting actions are triggered by Events. These Events
come from the Mission Controller, which sends them upon
user request or when a specific condition is met. The Events
are received by all drones, so the communication of Events
will serve as a synchronization method between the individual
shooting actions of several drones when needed.

In summary, the Scheduler ends up with a sequential list
of navigation and shooting actions. Some of these actions
are triggered by a specific Event, e.g., the start of a race or
reaching a significant point of the race. The other actions are
triggered as soon as their previous actions end. Section VI will
depict an example shooting mission being executed by three
drones.

A. Emergency management

Each Scheduler has integrated a sub-module for emergency
management, which is crucial for safety. The Emergency
Management module is in charge of monitoring the drone
status, looking for any possible failure. If it detects failures
such as low battery and lose of GPS, it activates an emergency
status that is reported back to the Mission Controller on the
ground. The Mission Controller may decide then to compute
a new plan dismissing the affected drone and reassigning its
tasks.

Simultaneously, the Scheduler will carry out a contingency
plan. It will cancel the action being executed, it will command
the drone to navigate to the closest base station and land. For
that, the Path Planner component is used. This component is
able to compute a safe paths (i.e., without collisions) to a
given position. It has information about the positions of the
base stations and a detailed map of the environment. We use
an off-the-shelf A∗ heuristic planner.



V. AUTONOMOUS SHOT EXECUTION

This section describes the controller for drone and gimbal
motion. Figure 3 shows a detailed scheme of the Executer. It is
divided in three modules, two for performing the autonomous
shooting (drone and camera controls) and one for handling
collision avoidance maneuvers.

Fig. 3. Detailed scheme for the Executer on each drone.

All the modules inside the Executer need information about
the drone and target positions. The target information could
be provided, for instance, by a GPS mounted on the target or
by visual tracking.

A. Drone control

Upon receiving a Shooting Action request from the Sched-
uler, the Drone Control module generates on-the-fly a desired
drone trajectory in agreement with shot type and respective pa-
rameters. Based on this desired trajectory and the current state
estimate, an error between current and desired position and
yaw angle is then used to generate the velocity commands to
the autopilot, using a simple saturated proportional controller
together with a feedforward velocity term.

To generate the desired drone trajectory we consider the
RT mode of the shooting action to determine whether to
follow a virtual or real target and then impose the behavior
of a trailer attached to target [13]. This approach effectively
produces smooth reference trajectories for the drone to track.
In addition, by generating a trailer trajectory, a reference frame
tangent to path is also obtained, which can be directly used to
define the relative displacements encoded in the parameters of
each shot type. For example, given a FLYBY shot, where the
drone is expected to overtake the target, the constant lateral
and vertical displacements, y0 and z0, the initial and final
displacements along the X-axis, xs and xe, as well as the
speed to go from one to the other vr = (xe − xs)/∆t, are all
defined with respect to the trailer reference frame. The same
applies to the CHASE/LEAD, LATERAL, ESTABLISH, and
ORBIT shot types.

B. Camera control

The Camera Control module commands both gimbal and
camera by means of dedicated interfaces. Depending on the
requested shooting action, the gimbal may be controlled to
describe predefined pan and tilt movements (STATIC and

FLY_THROUGH shot types) or point at a virtual or real target.
In all cases, the desired angular motion of the gimbal is com-
puted independently from that of the drone and with respect to
a world reference frame. This is made possible by the fact that
the gimbal is equipped with an IMU and low-level controller
that compensates for the motion of the platform and tracks
angular rate commands. The option was made to match the
heading of the vehicle with the direction of motion, allowing
for the implementation of reactive collision avoidance based
on the forward-looking LIDAR. Thus, conflicting objectives
may arise leading to relative angles between drone and gimbal
that exceed the mechanical limits. Such situations are avoided
by setting to zero the angular rate commands whenever the
relative angles approach their limits, using a bump function
to smooth out the transition. Besides controlling the gimbal,
this module is also responsible for sending commands to the
camera that include start and stop recording, autofocus, and
changing camera parameters, such as zoom, aperture, ISO, or
white balance.

C. Collision avoidance

This sub-module performs reactive obstacle avoidance.
These obstacles include static obstacles (e.g., trees, buildings,
etc.) or moving obstacles (e.g., other drones in the team). The
plan sent by the Mission Controller is supposed to be collision-
free and, hence, drone trajectories should not cross. However,
the actual execution may make drones to come closer than
expected. Moreover, in case of following an actual target, its
final trajectory will not be the same as estimated, so drones’
trajectories may provoke collisions.

The Collision Avoidance component supervises drone tra-
jectories and overwrites the Drone Control commands if col-
lisions are detected. We use a reactive algorithm for collision
avoidance [14]. The algorithm receives obstacles information
from two sources: a LIDAR on board the drone pointing
forwards; and a communication channel where neighboring
drones share their positions in real time. Then, the algorithm
defines safety cylinders around the drone to detect possible
conflicts when they are invaded by obstacles. These conflicts
are resolved by a set of maneuvers assuming that all drones
follow the same predefined rules.

VI. SIMULATED EXAMPLE

This section presents a use case example in simulation.
We use the GAZEBO [15] simulator and the PX4 [16] SITL
(Software In The Loop) functionality to simulate the autopilot.
The simulator also uses UAL (UAV Abstraction Layer) [17],
an open-source library to interact with autonomous drones,
abstracting the user from the specifics of the platform used.
With this simulator and the developed tools, it is easy to run
and test different examples without flying with the real drones
but using the very same software that would run in the real
drones.

The use case example involves two drones performing
shooting actions that are launched by Events. Figure 4 shows
the temporal evolution of the actions carried out by the drones



during the mission of this example. First, the drones remain
on the ground waiting for the GET READY Event. When this
Event is triggered, the drones take off and go to the starting
point of the first shooting action. The drones wait for the
START RACE Event to execute the CHASE shot (Drone 1) and
the LATERAL shot (Drone 2) simultaneously. This moment of
the simulation is shown in Fig. 5. Drone 1 starts to perform the
FLYBY shot when the duration of the previous shooting action
is reached while Drone 2 keeps executing the LATERAL shot.
When the target reaches the final line, the FINISH LINE

Event is triggered and both drones carry out the ORBITAL

shooting action. When the time is up, the drones return home
and land at the base station.

Fig. 4. Timeline of the simulated example mission.

Drone 2

Drone 1

Camera 2

Camera 1

Fig. 5. Simulation with two drones. The target follows a straight line along
the road. At that moment, Drone 1 and drone 2 are performing a CHASE and
LATERAL shooting actions.

VII. CONCLUSIONS

This paper presented an architecture for autonomous shoot-
ing with multiple drones. The proposed system is composed
of a distributed scheduler and an autonomous controller to

execute the actions. Safety is considered in both parts. A
list of canonical shots for aerial cinematography with specific
parameters for autonomous implementation is also presented.

The system was tested in simulation with simple and more
complex missions with up to three drones. Next steps include
testing the execution of autonomous shooting missions with
multiple drones in real experiments.
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Risk Assessment based on SORA Methodology

for a UAS Media Production Application

Carlos Capitán1, Jesús Capitán1, Ángel R. Castaño1, Anı́bal Ollero1

Abstract— Unmanned Aircraft Systems (UAS) operations are
subject to compliance with applicable regulations, technical re-
quirements and operational limitations. In order to get approval
from the authorities, the European Aviation Safety Agency
(EASA) has established in the current regulatory framework
that safety risk assessments should be performed for UAS
operations in the Specific category. Specific Operational Risk
Assessment (SORA) is the methodology developed by JARUS
(Joint Authorities for Rule-making on Unmanned Systems) to
perform risk assessments. This paper presents the application of
the SORA methodology for the media production operation de-
veloped in the EU-funded MULTIDRONE project. This project
is developing an autonomous system for aerial cinematography
with a small team of UAS. The paper goes through all steps in
SORA, evaluating operational risks and discussing mitigation
actions in the system. A positive evaluation is achieved for the
operation proposed, which will ease technology transfer for the
MULTIDRONE system and its future integration into airspace
operations.

I. INTRODUCTION

In the last years, there is a clear trend to use Unmanned

Aircraft Systems (UAS) or drones for many commercial and

civil applications. Due to the decrease of their cost and the

rapid increase of their level of autonomy, many companies

are turning to UAS to perform tasks traditionally done by

humans. Thus, UAS have been recently used for applications

such as small packet delivery [1], surveillance [2], infrastruc-

ture inspection [3] and media production [4].

In particular, the use of drones for media production

is quite appealing. Their maneuverability and capacity to

transport high-quality cameras make them interesting for

amateur and professional cinematographers. Moreover, they

can achieve unique viewpoints of a scene, produce visually

pleasant shots, film places of difficult access, etc.

However, integrating UAS into the civil airspace for

autonomous media production is challenging, as it entails

risks from a safety perspective. When producing coverage

for outdoor events in a typical urban scenario, UAS may face

relevant risks of air collision (e.g., with other nearby UAS)

and ground collision (e.g., with buildings, trees or existing

infrastructure such as electrical lines). Also, UAS may fly

over people, becoming a threat in case of battery or com-

munication losses. Therefore, it is necessary to identify and

analyze those hypothetical risks before getting authorization

to operate.

In the current regulatory framework for UAS in Europe,

1Carlos Capitán, Jesús Capitán, Ángel R. Castaño and Anı́bal Ollero are
with the Group of Robotics, Vision and Control, University of Seville, Spain
[ccapitan,jcapitan,castano,aollero]@us.es.

the European Union Aviation Safety Agency (EASA) 1 pub-

lished a new concept for drone operations in March 2015 [5].

EASA proposes three categories of UAS: Open, Specific,

and Certified [6], [7]. This categorization is risk-based, and

the Open category only includes low-risk operations with

no involvement of the National Aviation Authority (NAA).

However, in the Specific category a safety risk assessment

identifying mitigation measures must be submitted to the

NAA for operation approval. The Certified category is for

operations with risks at the level of classic manned avia-

tion. The Joint Authorities for Rule-making on Unmanned

Systems (JARUS) 2 pursues a consensus from various NAAs

and stakeholders on a common procedure to identify and

qualitatively assess safety risks for UAS operations. In par-

ticular, JARUS has developed the Specific Operations Risk

Assessment (SORA) [8], which is a methodology for risk

assessment in UAS operations within the Specific category.

Basically, SORA is a step-by-step procedure to evaluate

risks that outputs a Specific Assurance and Integrity Level

(SAIL) determining the necessary mitigation actions in order

to achieve an acceptable level of risk.

The EU-funded project MULTIDRONE 3 is developing an

autonomous system for aerial cinematography with a small

team of UAS. The project is aimed at outdoor applications

for sport events coverage [9], where each UAS has to coexist

with its collaborative teammates and fly over areas non-

densely populated. The system is to be demonstrated for

filming cycling/rowing races in rural scenarios, where the

UAS will perform autonomous shots avoiding obstacles and

no-fly zones (e.g., areas with gathered public).

The UAS operation in MULTIDRONE lies within the

Specific category, and hence, the final deployment of the

system would require of a safety risk assessment. The first

contribution of this paper is to apply the SORA methodology

to carry out this risk assessment for the media production

operation in MULTIDRONE. The assessment will allow for

an evaluation of the risk level of the operation, discussing

possible mitigation actions to reduce risks when deploying

MULTIDRONE system.

As a second contribution, this study is of interest for

outdoor media production with UAS in general, as it will

pave the way for integrating future UAS platforms for

autonomous cinematography into civil airspace. Indeed, the

considered operation fits with the first STandard Scenario

1https://www.easa.europa.eu/
2http://jarus-rpas.org.
3https://multidrone.eu.



(STS) defined by EASA, which is called Generic STS. EASA

is compiling a set of STS [10]. The idea of each scenario

is to group several UAS operations for the Specific category

within a same set of common specifications. These STS use

risk operational aspects (e.g., over sparsely/congested areas,

UAS characteristics, airspace use, etc.) to classify operations

depending on standard specifications. Therefore, the paper

also contributes developing the SORA methodology for one

of the STS being defined by EASA.

The remainder of this paper is organized as follows: Sec-

tion II discusses related work; Section III describes the main

requirements of the UAS operation for media production

considered in this paper; Section IV provides an overview of

the SORA methodology; Section V details the application of

SORA to the previous media production operation; Section

VI discusses the results obtained; and Section VII includes

conclusions and future work.

II. RELATED WORK

There are different initiatives to integrate UAS into civil

airspace. The National Aeronautics and Space Adminis-

tration (NASA) created first the concept for UAS Traffic

Management (UTM) to enable safe, large-scale operations

with UAS in low-altitude airspace [11]. This concept is based

on two guidelines: (1) flexibility where possible and struc-

ture where necessary; and (2) a risk-based approach where

geographical needs and the particular operation indicate the

requirements for the airspace performance. A NASA UTM

research platform has been created, and flight test activities

have begun to evaluate core functions focusing on multiple

Beyond Visual Line Of Sight (BVLOS) operations [12]. The

UTM concept has also become relevant in Europe. Thus,

a study [13] sponsored by SESAR (Single European Sky

ATM Research) identified air traffic management as a key

technology for future UAS operations, and it recommended

the European Union creating a UTM system to coordinate

airspace between manned and unmanned systems. Lately,

EASA and NASA have been coordinating efforts to integrate

UAS into low-altitude urban operations; and the European

Union has promoted the U-Space initiative [14], which is

similar to the NASA UTM.

An essential issue for UAS integration into civil airspace

has turned out to be risk evaluation. For that, there are

different approaches that come from the world of traditional

manned aviation. In [15], many of these approaches are

reviewed. Then, they compare the accuracy of the SORA

method against an alternative approach based on high-fidelity

risk model. A risk analysis of UAS integration into non-

segregate airspace is presented in [16]. The analysis is con-

ducted from both qualitative and quantitative perspectives,

and probabilities for risky events are estimated through sim-

ulations. The qualitative analysis uses the Safety Risk model

proposed by the International Civil Aviation Organization

(ICAO); whereas the quantitative analysis is done by means

of a Fault Tree Analysis (FTA). The authors propose as future

work to apply the method to fully autonomous aircraft, but

the paper focuses on Remotely Piloted Aircraft (RPAS). In

Fig. 1. Example UAS operation for media production. UAS should fly
over areas non-densely populated to film a rowing race. The UAS are not
expected to fly over crowded areas.

[17], it is presented a framework to develop a series of tools

capable of providing real-time risk assessment for UAS oper-

ations. The framework proposes the use of aircraft-generated

health monitoring data along with augmented population

density and other dynamic environmental inputs, to evaluate

casualty risk and inform the operator of imminent failures.

In [18], data-driven modeling techniques are used to evaluate

existing air traffic before UAS operation. Thus, no-fly zones

are discovered. The lack of a common accepted framework

for risk management is addressed in [19], where some

guidelines are also provided to apply the existing models.

Another generic safety case is described in [20], based on

experience with NASA UAS missions. Recently, a Bayesian

framework has been proposed [21] to link the performance

of detect-and-avoid functions with the probability that they

will be needed. The system is compared with the qualitative

methods in SORA.

The Federal Office of Civil Aviation (FOCA) in Switzer-

land has a national regulation with a risk-based approach

for RPAS integration [22]. They propose a holistic approach

called GALLO [23] to guide authorization procedures for

RPAS operations in low-level airspace. The SORA method-

ology is aligned with this national approach, since it is

also a holistic safety risk-based assessment model used to

evaluate operations of UAS of any class and size. SORA

is being promoted by JARUS in the current UAS regula-

tory framework, and it is particularly suited for the media

production operation of this paper, which belongs to the

Specific category. Therefore, this paper adopts SORA as risk

assessment methodology.

III. UAS OPERATION FOR MEDIA PRODUCTION

This section describes more specifically the UAS operation

for media production that is assessed throughout the paper.

The objective is to analyze its main requirements from a

safety point of view.



TABLE I

SUMMARY OF THE MAIN REQUIREMENTS OF THE UAS OPERATION FOR

MEDIA PRODUCTION.

Scenario specifications

UAS operation Media production

Level of human intervention Autonomous

Overflown areas Sparsely populated area

Operational scenario BVLOS over sparsely populated environment

Altitude limit <150m / 500ft

Maximum UAS dimensions 1.5m / approx. 50ft

Typical kinetic energy expected <34kJ (approx. 25, 000ft lb)

MULTIDRONE project addresses a problem of au-

tonomous cinematography with a small team of UAS. The

system will be deployed to film sport events in outdoor

settings. In particular, it will be tested to cover rowing and

cycling races taking place in rural areas with some public

(see an example in Figure 1).

Even though the aerial cinematographers may also be

remotely operated by pilots, this paper focuses on the fully

autonomous mode, where the UAS are able to operate

without human intervention as they take aerial shots. In any

case, it is a BVLOS operation, as the system is thought

to operate at large-scale scenarios. Moreover, despite the

existence of public in the sport events, these will take place in

the countryside (e.g., around rivers or mountain roads); and

the UAS are not supposed to fly over the public, which will

be in no-fly zones. Therefore, the operation can be considered

to happen in a sparsely populated area.

The UAS used for this application are multicopters of

medium size (1.5m). This kind of platforms are used due

to their maneuverability. There are smaller products which

are also able to carry a camera with gimbal. However, a

platform with a bigger payload was selected in the project

to transport heavier high-resolution, multimedia cameras and

to increase the flight time (more batteries can be carried).

Table I summarizes the safety-related requirements of the

operation. These requirements comply with the definition of

the Generic STS by EASA [10], which is the first standard

scenario of a list that EASA is trying to compile in order to

ease risk management for UAS operations.

IV. OVERVIEW OF THE SORA METHODOLOGY

SORA is a method based on the principle of a holistic/total

system safety risk-based assessment model used to evaluate

the risks involved in the operation of a UAS. Thus, it is based

on a Holistic Risk Model that provides a generic framework

to identify possible hazards and threats, as well as relevant

harm and threat barriers applicable to a UAS operation.

Given a specific operation, each risk can be defined as the

combination of its frequency (probability) of occurrence and

its associated level of severity. There are multiple risks to

consider in a UAS operation, but they all can be classified

into ground and air risks in terms of safety. Ground risks are

basically those involving third parties in the ground, whereas

air risks are those involving third parties in the air.

In the end, SORA determines how confident one is, in a

qualitative manner, about the fact that the UAS operation

Step #0 – Initial evaluation

Evaluate whether the operation is harmless or not

SORA is not 

applied

UAS operation 

approval

NO

YES

Description of the operation and what the operator is going to take into account 

regarding safety 

Step #1 – Concept of Operation (ConOps) description

Qualitative method to evaluate the 

unmitigated risk of a person being 

struck by a UAS out of control

Step #2 – Determination of the initial 

UAS Ground Risk Class (GRC)

Qualitative method to determine the 

category of the operational airspace

Step #5 – Determination of the 

Airspace Encounter Category (AEC)

Qualitative method to apply harm 

barriers in order to reduce the initial 

GRC to a level of 7 or below

Step #3 – Harm barriers and GRC 

adaptation

Qualitative classification of the rate 

at which a UAS would encounter 

another aircraft

Step #6 – Initial assessment of the 

Air-Risk Class (ARC)

Qualitative method to determine the 

lethality of the UAS: high, average or 

low

Step #4 – Lethality determination

Strategic mitigations applied would 

reduce the initial ARC

Step #7 – Establish strategic 

mitigations

Tactical mitigations could be 

applied to reduce the residual risk 

of the ARC. For the purpose of this 

assessment, tactical mitigations are 

procedures with a very short time 

horizon

Step #8 – Assess Required Level of 

Tactical Mitigation

Having established GRC and ARC it is now possible to determinate the SAIL 

parameter

Step #9 – SAIL determination

Review the feasibility of the operation in order to decide whether to continue with 

the authorization application or, alternatively, revise the ConOps to reduce the SAIL

Step #11 – Feasibility check

Qualitive method to verify the assurance achieved with the proposed barriers

Step #12 – Verification of robustness of the proposed barriers

Conclusion: Is the resulting SAIL acceptable for the authority entity approval?

Qualitative method to identify threat barriers to apply depending on the SAIL. These 

barriers are classified as: Optional, recommended with Low robustness, 

recommended with Medium robustness, recommended with High robustness

Step #10 – Identification of recommended threat barriers

Fig. 2. Scheme of the process to apply the SORA methodology. There are
several steps to evaluate ground and air risks and estimate a SAIL.

will remain safely in the Operational Volume [10]. This

Operational Volume is composed of the flight geography

and the containment area. As the UAS is inside the flight

geography, it is considered to be in normal operation and

under operational procedures. However, if the UAS enters the

containment area, it gets into an abnormal situation, being

necessary the application of contingency procedures (e.g.,

returning home, manual control, landing on a predetermined

site, etc). Last, if the UAS also gets out of the containment

area (i.e., out of the Operational Volume), emergency pro-

cedures must be executed, as the operation would be out of

control.

The SORA procedure begins with a description of the

so-called Concept of Operation (ConOps), which specifies

details of the operation assessed, such as the airspace

requirements, the population density of the area, etc. It

also describes the level of involvement of the crew and



autonomous systems during each phase of the flight. After

that, SORA proposes a step-by-step evaluation of the ground

and air risks. Last, a Specific Assurance and Integrity Level

(SAIL) is determined for the operation. With this evaluation

in mind, there is a table called Operational Safety Objectives

(OSOs), which defines the objectives to be met by the

operation depending on the estimated SAIL. In summary,

SORA provides a logical process to establish an adequate

level of confidence to conduct the UAS operation with

acceptable level of risk. Essentially, the SORA method is

based on a number of steps, which are depicted in Figure 2.

V. RISK ASSESSMENT FOR MEDIA PRODUCTION

This section elaborates the risk assessment for the pro-

posed UAS operation in media production. Although the

system consists of a team with more than one drone that

operate together, the risk evaluation is centered on a single

one. Thus, the operation is assessed from the perspective of

one of the UAS of the system.

The methodology used is SORA, which provides a logical

process to analyze the operation step by step [8]. The

following sections will go through the different steps of

the SORA procedure to determine a level of confidence to

conduct the media production operation in Section III within

acceptable risk level.

A. Pre-application Evaluation

Step #0 - Initial evaluation: The media production opera-

tion in this work has higher operational risks than one for the

Open category. Indeed, it belongs to the Specific category,

so running this risk assessment is justified and expected.

Step #1 - ConOps description: The operation consists of

a team of UAS to film a sport event (rowing/cycling race)

around a rural area. The system and its operational proce-

dures are described in [9]. There is a ground station with

three different modules: a Director Dashboard; a Supervision

Station; and a module for mission planning and execution.

The Dashboard is a Graphical User Interface (GUI) wherein

the Director and her/his media production team can specify

artistic shots to film the event. The Supervision Station is

another GUI so that a human Supervisor can check the safety

of the missions. There is also a Long-Term Evolution (LTE)

communication station to connect the ground station with the

UAS.

The operation would be as follows. In the day of the race,

the Director and her/his crew specify the desired shots with

their duration and their starting time, position, etc. These

parametric shots are sent to the module for mission planning,

which is in charge of computing autonomously flight plans

for each UAS in the team. Once the plan is computed, it is

sent to the Supervision Station, so that the Supervisor checks

it for safety. After approval, the flight plan is sent to each

UAS from the ground station. Last, the Director will trigger

the mission start at some point, and the UAS will take off and

execute their plans autonomously. During mission execution,

the Supervisor can monitor the system and cancel the mission

TABLE II

HARM BARRIERS FOR GRC ADAPTATION. DEPENDING ON THE LEVEL

OF ROBUSTNESS OF EACH BARRIER, THE GRC IS DECREASED WITH A

CERTAIN VALUE. THE BARRIER APPLIED IN MULTIDRONE IS

HIGHLIGHTED.

Robustness

Harm barriers for GRC adaptation Low/None Medium High

An Emergency Response Plan is in place,
validated by operator and effective

1 0 -1

Effects of ground impact are reduced
(e.g. emergency parachute, shelter, etc.)

0 -1 -2

Technical containment in place and effective (e.g., tether) 0 -2 -4

due to safety risks at any moment. UAS would then go to

landing stations.

In current media production with drones, in addition to the

Director, two additional operators per drone are usually used:

one to control the vehicle and another to control the camera.

MULTIDRONE system tries to replace both operators with

the autonomous modules in the ground station plus a safety

Supervisor. This Supervisor should be a trained person with

an essential role in terms of safety.

B. Ground Risk Process

Step #2 - Determination of the initial UAS Ground Risk

Class (GRC): The initial UAS ground risk determines the

unmitigated risk of having a person struck by the UAS (in

case of a UAS loss of control) and it can be represented

by the Ground Risk Class (GRC). The specifications of the

media production operation in Table I can be input into the

table of Figure 8 (page 25) in [8], to establish an initial GRC

of value 3.

Initial GRC = 3

Step #3 - Harm barriers and GRC adaptation: Once the

initial GRC has been determined, it can be studied whether

the system applies additional barriers that would reduce

this GRC level. In particular, SORA indicates that optional

mitigation measures can be adopted in order to achieve a

lower final GRC. Each of these mitigation measures has

associated a level of robustness depending on its integrity and

assurance. The integrity indicates how useful the mitigation

is to reduce the risk (e.g., a parachute over an area plenty of

people would have a low level of integrity). The assurance

tries to analyze if the mitigation is proven or not (e.g.,

a mitigation system tested in the field would have higher

assurance than one tested only in simulation).

The mitigation measures considered by SORA at this

step and their influence in the GRC are depicted in Ta-

ble II. MULTIDRONE system does not implement a detailed

Emergency Response Plan validated by operator, but the

UAS carries an emergency parachute. The robustness level

is estimated as medium, since the UAS will fly over areas

non-densely populated. Thus, the GRC is reduced by 1 unit

to achieve the following final GRC:

Final GRC = 2

Step #4 - Lethality determination: This step of the process

is supposed to evaluate the UAS lethality. Different UAS



might have different lethality characteristics. SORA defines

lethality with three qualitative descriptors: high, average or

low. However, the current version of SORA does not still

provide information on how to establish these levels of

lethality for a UAS.

C. Air Risk Process

Step #5 - Determination of the Airspace Encounter Cat-

egory (AEC): The AEC is a qualitative measurement to

classify the airspace depending on the expected level of air

collision risk. The AEC is grouped into 12 categorizations

depending on the operational scenario. According to Figure

9 (page 28) in [8], the airspace of the operation defined in

Section III would have an AEC of level 10. Recall that the

operation is below 150 meters (500 feet) on an uncontrolled

airspace over rural areas. Level 10 of AEC is defined in

SORA for ”Operations within Class G airspace below 500

ft AGL (Above Ground Level) over rural population”.

Step #6 - Initial assessment of the Air Risk Class (ARC):

The ARC is a qualitative classification of the rate at which a

UAS would encounter another aircraft in typical scenarios

for civil airspace. There are four types of ARC. First,

the ARC evaluates the initial generic collision risk, before

mitigation actions are applied. According to SORA, the ARC

is computed related to the AEC through the flowchart shown

in Figure 3. Therefore, the media production operation in this

work would have an initial ARC of value 2.

Initial ARC = 2

SORA includes explicitly the following definition: ”ARC

2 is generally defined as airspace where the risk of collision

between a UAS and manned aircraft is very low. This

collision risk class requires some sort of collision mitigation

but the amount of mitigation, and performance level of that

mitigation will be low”.

Once the initial ARC is determined, optionally, strategic

mitigation can be used to reduce ARC.

Step #7 - Application of strategic mitigation to determine

final ARC (optional): Strategic mitigation actions are those

that are established before flying to reduce collision risks.

They can be of different types: mitigation by boundary,

restricting the geographical volume of operations; mitigation

by chronology, restricting operations to certain times of day;

mitigation by behavior, informing others about operations;

and mitigation by exposure, limiting the time of exposure to

risks. The MULTIDRONE system implements a mitigation

by boundary, to restrict the operational volume. In particular,

there are some no-fly zones in a semantic map that are

established in pre-flight to avoid the areas where the public

of the event may be placed. Thus, the operation of the

UAS is restricted to a volume excluding those no-fly zones.

SORA [8] (page 32) indicates that the application of this

mitigation, which is proven with low level of robustness,

can reduce the ARC 1 unit.

Final ARC = 1

TABLE III

TACTICAL MITIGATION PERFORMANCE REQUIREMENT (TMPR).

DEPENDING ON THE ARC, A DIFFERENT LEVEL OF TACTICAL

MITIGATION IS REQUIRED. THE LEVEL EXPECTED FOR MULTIDRONE

SYSTEM (HIGHLIGHTED) IS OPTIONAL, AS THE ARC IS LOW.

Air Risk Class Tactical Mitigation Performance Requirement

ARC 4 High performance

ARC 3 Medium performance

ARC 2 Low performance

ARC 1

Optional - the operator may still
need to show some form of mitigation

as deemed necessary by the local authority

Step #8 - Assess required level of tactical mitigation:

For this kind of assessment, tactical mitigation means pro-

cedures with a very short time horizon (seconds to a few

minutes) which change the UAS encounter geometry to

mitigate collision risk. This means reactive actions in flight.

Some examples of on-board systems implementing tactical

mitigation would be:

• Traffic Collision Avoidance System (TCAS).

• Air Traffic Control (ATC).

• Detect and Avoid (DAA).

• See and Avoid.

Table III is included in SORA [8] (page 34) to determine

the Tactical Mitigation Performance Requirement (TMPR).

Depending on the ARC, a different level of tactical mitiga-

tion will be required for the system. The TMPR is the total

performance required by all tactical mitigation combined.

When combining multiple tactical mitigation actions, they

will interact with each other and the system robustness will

not be additive or multiplicative. For instance, the operator

might decide to equip the UAS with DAA capabilities as one

way to meet the required TMPR. In this case, the operator

should know or assess the performance level of the DAA

system on the UAS performing the operation. DAA or similar

systems performance levels are generally described in the

form of risk ratios. The Annex D (not published yet) of

SORA will provide information on how to determine the

performance levels of tactical mitigation and how to satisfy

the TMPR based on the available tactical mitigation.

Since the operation has low ARC, the tactical mitigation

would be optional for the MULTIDRONE system. Despite

that, the system includes two different tactical mitigation

actions with low level of performance. First, each UAS runs

an algorithm for crowd detection based on image processing.

The areas with crowds are included in a semantic map as no-

fly zones so that the UAS does not fly over them. Second,

each UAS is equipped with a Lidar sensor to detect and avoid

obstacles during flight. Moreover, a communication channel

with Quality Of Service (QoS) between the different UAS in

the team is available to share their positions. This information

is also used for collision avoidance.
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Fig. 3. SORA process to determine the ARC based on the AEC. The blue arrows indicate the path for the evaluated operation.

TABLE IV

SAIL VALUES ARE COMPUTED FROM THE FINAL GRC AND ARC. THE

MEDIA PRODUCTION OPERATION ASSESSED ACHIEVES SAIL I

(HIGHLIGHTED).

SAIL determination

Final ARC

Final GRC 1 2 3 4

1 I II IV IV

2 I II IV IV

3 II II IV IV

4 III III IV IV

5 IV IV IV IV

6 V V V IV

7 VI VI VI IV

D. Final SAIL and Operational Safety Objectives (OSOs)

Assignment

Step #9 - SAIL determination: Having established the final

ARC (ARC after strategic mitigation), it is now possible to

derive the SAIL (Specific Assurance and Integrity Level)

associated with the operation. The SAIL is the level of

confidence that a specific operation will stay under control

(it states whether the operation is safe). There are 6 possible

values to reflect 6 increasing levels of confidence. The

lowest, SAIL I, is adequate for operations with low intrinsic

risk; the highest, SAIL VI, is adequate for operations with

high intrinsic risks. Table IV indicates how to compute the

SAIL. The higher the SAIL, the higher the number of safety

objectives to be met by the applicant with a higher level

of robustness (in order to get operation approval). The UAS

media production operation of this paper would have a SAIL

I according to Table IV.

Step #10 - Identification of recommended threat barriers:

After computing the SAIL, the so-called Operational Safety

Objectives (OSOs) need to be identified. Depending on the

SAIL, the system will have to comply with certain OSOs.

Table V (page 36 of [8]) depicts the OSOs and specifies

their level of robustness recommended depending on the

SAIL achieved by the operation. ”O” indicates that the OSO

is optional, ”L” that low robustness is recommended, ”M”

medium robustness and ”H” high robustness. The OSOs are

grouped based on the threat they help mitigating. The list

gathers OSOs derived from the experience of experts and

represents a solid starting point, but competent authorities

may include additional OSOs. The OSOs and their level of

robustness recommended for a SAIL I have been highlighted

in Table V. It can be seen that the proposed media production

operation has only OSOs recommended as optional or with

low level of robustness.

Step #11 - Feasibility check: In this step the feasibility of

the ConOps proposed in Step #1 is checked to decide whether

to submit the application to the competent authorities or,

alternatively, revise the operation to reduce the risks.

After having accomplished the whole processed estab-

lished by SORA, the final SAIL obtained is low. Therefore, it

can be stated that the UAS operation can be performed with

a high level of confidence and there is not need to modify the

ConOps before applying to the authority entity for operation

approval.

Step #12 - Verification of robustness of the proposed barri-

ers: This step concludes the SORA procedure. A successful

evaluation of the robustness and effectiveness of all proposed

barriers for the system will result in the approval of the

operation. This robustness defines both the level of integrity

(i.e., safety gained by each mitigation) and the level of

assurance (i.e., proof that the safety gain is achieved). In

Section VI, the different mitigation measures adopted by



TABLE V

OPERATIONAL SAFETY OBJECTIVES (OSOS). DEPENDING ON THE

SAIL, EACH OBJECTIVE IS RECOMMENDED AS OPTIONAL (O), OR WITH

LOW (L), MEDIUM (M) OR HIGH (H) ROBUSTNESS.

SAILOSO

Number I II III IV V VI

Technical issue with the UAS

OSO #01
Ensure the operator is

competent and/or proven
O L M H H H

OSO #02
UAS manufactured by competent

and/or proven entity
O O L M H H

OSO #03
UAS maintained by competent

and/or proven entity
L L M M H H

OSO #04
UAS developed to authority
recognized design standards

O O O L M H

OSO #05
C3 link performance is

appropriate for the operation
O L L M H H

OSO #06
UAS is designed considering
system safety and reliability

O O L M H H

OSO #07

Inspection of the UAS (product
inspection) to ensure consistency

to the ConOps
L L M M H H

OSO #08
Operational procedures are

defined, validated and adhered to
L M H H H H

OSO #09

Remote crew trained and
current and able to control

the abnormal situation
L L M M H H

OSO #10
Safe recovery from

technical issue
L L M M H H

Human error

OSO #11
Operational procedures are

defined, validated and adhered to
L M H H H H

OSO #12

Remote crew trained and
current and able to control

the abnormal situation
L L M M H H

OSO #13 Multi crew coordination L L M H H H

OSO #14
Adequate resting times are

defined and followed
L L M M H H

OSO #15
Automatic protection of critical

flight functions
O O L M H H

OSO #16 Safe recovery from Human Error O O L M M H

OSO #17

A Human Factors evaluation has
been performed and the HMI

found appropiate for the mission
O L L M M H

Adverse operating conditions

OSO #18
Operational procedures are

defined, validated and adhered to
L M H H H H

OSO #19

The remote crew is trained to
identify critical environmental
conditions and to avoid them

O L M M M H

OSO #20

Environmental conditions
for safe operations defined,
measurable and adhered to

L L M M H H

OSO #21

UAS designed and qualified
for adverse environmental

conditions
O O M H H H

Deterioration of external systems
supporting UAS operation

OSO #22

Procedures are in-place to
handle the deterioration of
external systems supporting

UAS operation

L M H H H H

OSO #23

The UAS is designed to
manage the deterioration of
external systems supporting

UAS operation

L L M H H H

OSO #24

External services supporting
UAS operations are adequate

to the operation
L L M H H H

MULTIDRONE will be further discussed and related to the

recommended OSOs.

VI. DISCUSSION

This paper has gone through the whole process described

in SORA to assess the risks of a UAS operation for media

production. In summary, the evaluation has been positive and

the risk level is low. The following statements can be made:

• A low level of GRC (2) is determined, since the opera-

tion will take place in areas non-densely populated. The

integration of a parachute into the UAS as a strategic

mitigation has a relevant impact in the system, reducing

risks. Note that parachutes would be less helpful in

urban areas, where the UAS would fall on top of people

anyway.

• A low level of ARC (1) is determined, as the UAS

operates in uncontrolled and restricted airspace (no-fly

zones established as strategic mitigation), and at a low

altitude.

• The SAIL (I) determined is also low, so the operation

could get approval from the competent authorities with

no further adaptation.

Additionally, SORA recommends some OSOs to be met.

With a SAIL I, all of them are only recommended as

optional or with a low expected level of robustness. Next,

the accomplishment of these OSOs in the MULTIDRONE

system is detailed. Measures taken in MULTIDRONE are

related with the corresponding OSOs in Table V.

1) Ensure competent operators (OSOs #01 and #03):

MULTIDRONE system establishes the figure of the

safety Supervisor, who must be a trained person in the

operational procedures and UAS, in order to monitor

safety during operation. Also, the system capabilities,

as well as its maintenance and insurance procedures

are well documented.

2) System safety (OSO #06): Each UAS has been de-

signed considering system safety. In particular, a

parachute and a Lidar sensor for collision avoidance

are included.

3) UAS inspection (OSO #07): Pre- and post-flight in-

spection procedures are documented.

4) Remote crew training (OSOs #09, #12, #13, #19 and

#20): The Supervisor is a trained person to react to

abnormal situations and failures, and to identify critical

environmental conditions (visually and measuring).

The Supervisor is in charge of coordinating operations

with the media production crew.

5) Emergency management (OSOs #10 and #22): An on-

board module to manage emergencies autonomously

is implemented as tactical mitigation. Three types of

emergencies can be detected by the UAS during flight:

a low battery level, a loss of GPS signal, a loss of

UAS localization by any means. If an emergency is

detected, the UAS computes a safe route toward the

closest landing station and navigates there to land. If

that is not possible, the UAS tries to land on site safely.

6) Detect and avoid crowds (OSOs #15 and #16): An on-

board system to detect crowds by image processing

during operation is implemented as tactical mitigation.

The UAS avoids flying over those areas even if sent

by the media Director by mistake. With the on-board

Lidar, the UAS can also react to unforeseen collisions.

Moreover, no-fly zones are also identified before op-

eration as strategic mitigation, to avoid private areas

or with population. These areas are avoided during

operation even if the operator sends the UAS there.

7) Adequate operational procedures (OSOs #08, #11, #18



and #22): Operational procedures are defined to deal

with adverse conditions. As procedures, the system in-

cludes pre-flight planning, pre- and post-flight inspec-

tion, procedures to evaluate environmental conditions,

emergency management and other tactical mitigation.

8) Appropriate Human-Machine Interfaces (OSO #17):

Two GUIs have been developed to interact with the

system. The Dashboard allows the Director to define

artistic shots and missions, whereas the Supervision

Station allows the Supervisor to check the safety of

the operation. Both GUIs are ergonomic for human

operators and subjective studies have been performed

to evaluate their usability.

A sufficient level of assurance has been achieved by all

mitigation implemented, as the system has been tested as a

prototype in field experiments.

VII. CONCLUSIONS

In this paper, a risk assessment has been done for a UAS

operation in media production. The system evaluated is being

developed within the EU-funded project MULTIDRONE and

it consists of a team of UAS to film autonomously sport

events in outdoor settings. According to the UAS regulatory

framework, a safety risk assessment will be needed for

approval operation in the Specific category, which is the one

addressed in this paper. Moreover, the SORA methodology

is being developed and promoted by JARUS for this purpose.

Thus, the paper has applied SORA to the media production

operation in hand, in order to assess whether MULTIDRONE

system could get operational approval from authorities.

As main conclusion, the technology in MULTIDRONE

system can be considered ready in terms of safety risk

for the context detailed in this paper. The SAIL obtained

throughout the assessment is low and the system would

likely get an approval for operation from authorities. This is

interesting for technology transfer, because companies could

use the MULTIDRONE system to develop future commercial

products.

The paper has applied SORA to evaluate the risks of the

operation from the perspective of a single UAS. However, in

multi-UAS systems as the one in MULTIDRONE, there are

inherent risks due to the nature of the operation. Therefore,

SORA could include a specific section to evaluate multi-

UAS risks, such as communication failure between the team

or multi-UAS collision. Given the relevance that multi-UAS

operations are taking nowadays, this extension is highly

recommended for SORA.

As future work, the level of robustness of the MUL-

TIDRONE system will be increased. First, trials to film

real sport events for further system validation are scheduled.

Second, periodic revisions of the technologies involved are

also accomplished in order to update system capabilities.

Moreover, the use of the GALILEO-EGNOS technology to

increase UAS positioning accuracy will be studied. Finally,

another line of research is to further develop emergency

management to be integrated into multi-UAS operations with

existing UTM service providers.
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Optimal Trajectory Planning for Autonomous Drone Cinematography

Bahareh Sabetghadam1, Alfonso Alcántara2, Jesús Capitán2, Rita Cunha1, Anı́bal Ollero2, Antonio Pascoal1

Abstract— This paper presents a method for optimal tra-
jectory planning with applications to drone cinematography.
Aerial cinematography with drones is growing fast due to their
maneuverability and ability to create unique visual effects.
However, planning optimal drone trajectories and camera
movements is still a major challenge to autonomous aerial
filming. The trajectories must meet the objectives on aesthetic
quality of the videos while satisfying several constraints imposed
by drone dynamics, gimbal mechanical limits and surrounding
obstacles. In this paper, we propose a novel formulation of
the problem by decoupling the gimbal and the drone control
systems. The problem is formulated as an optimization problem
taking into account the gimbal rotation limits and collision
avoidance constraints as well as camera angle driven objective
functions to ensure feasible and smooth drone trajectories that
generate visually pleasing videos. We evaluate the efficacy of
our method through simulations and real-world experiments in
an outdoor environment.

I. INTRODUCTION

The rapid advance of drone technology is spreading their

use in cinematography. The maneuverability and capacity to

carry high-quality cameras with small, inexpensive platforms

have made drones quite appealing for aerial photography and

videography (see Fig. 1). Commercial drones with onboard

cameras are becoming more popular among amateur and

professional cinematographers, as they can film places of

difficult access and provide unique visual effects.

In principle, taking video shots with a drone requires two

trained operators: a pilot to fly the vehicle and a cameraman

to handle camera movement and framing. Therefore, the idea

of conceiving drones that can accomplish these tasks au-

tonomously is interesting to reduce human operators’ burden.

However, planning optimal movements for the drone and the

camera is a major problem that must be addressed before

autonomous aerial filming with drones becomes reality. The

drone and camera trajectories must satisfy several constraints

forced by the vehicle dynamics, gimbal limitations, obstacles

and no-fly zones while optimizing multiple objectives to

create aesthetic videos of the target.

There are several commercial products, such as DJI GO,

AirDog, 3DR SOLO and Yuneec Typhoon, that have auto-

follow features to track a target visually or with GPS. They

do not consider high-level cinematography principles for

shot performance and just try to keep the target in the

image. Some research has focused on planning trajectories

for taking autonomous aesthetic shots though. In computer

1B.S. and R.C. are with the Institute for Systems and Robotics,
Instituto Superior Técnico, Universidade de Lisboa, Portugal
[bsabetghadam,rita,antonio]@isr.ist.utl.pt
2A.A., J.C. and A.O. are with the Group of Robotics,
Vision and Control, University of Seville, Spain
[aamarin,jcapitan,aollero]@us.es

Fig. 1. Drone cinematographer filming a moving target with a mounted
GPS during our outdoor trials.

animation, designing smooth trajectories for virtual cameras

using cinematographic techniques is a classical problem.

A complete review can be found in [1]. Camera motion

planning is typically formulated as an offline optimization

problem [2], [3] which generates a timed reference trajectory

from user-specified 3D positions. In [2], for example, the

authors try to obtain smooth trajectories in terms of drone

and gimbal movement. Collision avoidance is considered as

a constraint, but the method is only demonstrated indoors.

The search space of the problem can be reduced to achieve

real-time performance by planning in a toric space [4] or

interpolating polynomial curves [5], [6].

The approaches above mainly focus on static shots, i.e.,

when the drone does not track a moving target. There are

also numerous works on systems for visual tracking of

moving targets with aerial vehicles, although they are not

usually required to comply with cinematography rules. Some

propose tracking controllers based on classic PIDs [7], while

others use alternative control techniques such as LQR [8].

In [9], Model Predictive Control (MPC) is enhanced with

obstacle avoidance based on potential fields for outdoor

target tracking. Another interesting work more related to

cinematography is presented in [10], where a discrete prob-

abilistic decision-maker is used to take frontal shots of a

moving target. The proposed method selects between two

actions: staying or moving to a new goal location (facing

the target). The idea is to estimate the target’s intentions

(changing location/orientation or staying) and minimize the

camera movements accordingly.

Some recent works propose approaches considering cine-

matography rules when filming dynamic scenes with drones.

In [11], best viewpoints according to a high-level cine-

matographic configuration are computed, and then smooth



trajectories for transition between viewpoints are obtained

using polynomials. Outdoor experiments with a real drone

are also presented. In [12], [13], the authors propose a

receding horizon optimization problem for real-time trajec-

tory planning. They consider aesthetic framing objectives

and mutual visibility constraints for taking multi-view shots.

Also, an MPC-based optimization method is applied in [14]

to film historical buildings in indoor settings using multiple

drones.

In this paper, we propose a method for planning optimal

trajectories for autonomous drone cinematography. The work

is motivated by the objectives set forth in the scope of the

EU-funded project MULTIDRONE 1, which aims to develop

an autonomous system for planning and executing cine-

matography shots with a team of drones. The project targets

the coverage of outdoor sport events, with several drones

performing their shots in a coordinated manner avoiding

each other and predefined no-fly zones. MULTIDRONE has

recently developed a cooperative planner [15] that assigns

different shots to each drone. Given a shot type (e.g., lateral,

orbit, etc.) from a taxonomy for drone cinematography [16],

this planner computes the desired relative position of each

camera with respect to the target. In this context, this paper

focuses on the autonomous execution of the assigned shots

to a drone, which should track a target with a certain relative

position depending on the shot type.

We formulate the trajectory planning problem as an op-

timization problem taking into account the principles of

cinematography along with the safety and maneuverability

constraints. We aim at generating feasible and smooth tra-

jectories that create visually pleasing videos of a moving

target. Instead of using an integrated model of the camera and

the vehicle dynamics [12], we propose a simpler solution by

decoupling gimbal and drone control. Thus, we run a gimbal

controller in charge of pointing the camera to the target; and

in parallel, we solve a trajectory optimization problem to

track a target with safe and smooth trajectories for both the

drone and the camera on the gimbal.

The main contributions of this work are the following:

• We propose a novel formulation of the trajectory plan-

ning problem for drone cinematography by decoupling

gimbal and vehicle control. Then, we solve our opti-

mization problem to generate drone trajectories con-

sidering the gimbal rotation limits and cinematography

objectives.

• We integrate our solution into a real drone platform

and demonstrate filming a moving target in an outdoor

environment. To this end, we solve the problem in a

receding horizon manner to compensate for disturbances

and uncertainties of the position estimates.

The remainder of this paper is organized as follows:

Section II presents an overview of our approach; Section III

describes our method for optimal trajectory planning and

execution; Section IV shows the simulation and field experi-

ment results; and Section V discusses conclusions and future

work.

1https://multidrone.eu.
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Fig. 2. System architecture on board a drone. The Shot Executer module
computes desired destinations to execute the shots, whereas the Cinematog-
raphy Planner plans the optimal trajectories and gimbal commands. This
Cinematography Planner is the main contribution of this paper.

II. SYSTEM OVERVIEW

In this section, we give a brief overview of the system on-

board the drone cinematographer. As we mentioned before,

there is a high-level planner which would be in charge of the

shot type decisions. In this paper we address the problem of

executing one of these shots with a drone. The high-level

planner is out of scope of this work.

The system architecture on board the drone is depicted

in Fig. 2. There is a Target Tracker module that provides

the 3D target position pT and velocity vT . In our current

system, targets carry onboard a GPS receiver to communicate

their positions to the drone. However, visual-based or other

alternative methods could also be used to estimate the target

pose. Besides, each drone receives the shot type to be

executed from its Shot Executer module. Depending on the

shot parameters and the target position/velocity, the Shot

Executer computes (and continuously updates) the desired

3D position pD and velocity vD for the drone 2. For instance,

in a lateral shot, the drone should track the target from a

specific lateral distance which would be provided as a shot

parameter. These objectives are sent to the Cinematography

Planner, which computes the drone and gimbal movements

concurrently.

The Cinematography Planner consists of three modules:

the Trajectory Planner, the Trajectory Follower and the

Gimbal Controller. The Trajectory Planner generates optimal

trajectories for the drone according to the constraints and

objectives explained in Section III. Basically, it attempts to

reach the desired position and velocity given by the Shot

Executer but complying with aesthetic objectives. Moreover,

it must consider pre-defined no-fly zones (established before

flight) and collision avoidance constraints (with other drones

or obstacles detected during flight). Optimal trajectories are

computed periodically in a receding horizon manner and sent

to the Trajectory Follower, which is able to compute 3D

velocity commands for the drone to follow those trajectories.

We run a software abstraction layer called UAL to interface

2The definition of the available shots and their parameters are out of the
scope of this work. Nonetheless, our approach is generic regardless of the
geometry of the shot, i.e., orbital, lateral, flyover, etc.



{T}

{C}

{W}
<latexit sha1_base64="KsJro3bRA+Q8W1ZlwXJMn03UtXE=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE0GPBi8cKpi00oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZelElh0HW/ncrG5tb2TnW3trd/cHhUPz7pmDTXjPsslanuRdRwKRT3UaDkvUxzmkSSd6PJ3dzvPnFtRKoecZrxMKEjJWLBKFrJD4puMBvUG27TXYCsE68kDSjRHtS/gmHK8oQrZJIa0/fcDMOCahRM8lktyA3PKJvQEe9bqmjCTVgsjp2RC6sMSZxqWwrJQv09UdDEmGkS2c6E4tisenPxP6+fY3wbFkJlOXLFloviXBJMyfxzMhSaM5RTSyjTwt5K2JhqytDmU7MheKsvr5POVdNzm97DdaPllnFU4QzO4RI8uIEW3EMbfGAg4Ble4c1Rzovz7nwsWytOOXMKf+B8/gDVP46h</latexit><latexit sha1_base64="KsJro3bRA+Q8W1ZlwXJMn03UtXE=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE0GPBi8cKpi00oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZelElh0HW/ncrG5tb2TnW3trd/cHhUPz7pmDTXjPsslanuRdRwKRT3UaDkvUxzmkSSd6PJ3dzvPnFtRKoecZrxMKEjJWLBKFrJD4puMBvUG27TXYCsE68kDSjRHtS/gmHK8oQrZJIa0/fcDMOCahRM8lktyA3PKJvQEe9bqmjCTVgsjp2RC6sMSZxqWwrJQv09UdDEmGkS2c6E4tisenPxP6+fY3wbFkJlOXLFloviXBJMyfxzMhSaM5RTSyjTwt5K2JhqytDmU7MheKsvr5POVdNzm97DdaPllnFU4QzO4RI8uIEW3EMbfGAg4Ble4c1Rzovz7nwsWytOOXMKf+B8/gDVP46h</latexit><latexit sha1_base64="KsJro3bRA+Q8W1ZlwXJMn03UtXE=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE0GPBi8cKpi00oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZelElh0HW/ncrG5tb2TnW3trd/cHhUPz7pmDTXjPsslanuRdRwKRT3UaDkvUxzmkSSd6PJ3dzvPnFtRKoecZrxMKEjJWLBKFrJD4puMBvUG27TXYCsE68kDSjRHtS/gmHK8oQrZJIa0/fcDMOCahRM8lktyA3PKJvQEe9bqmjCTVgsjp2RC6sMSZxqWwrJQv09UdDEmGkS2c6E4tisenPxP6+fY3wbFkJlOXLFloviXBJMyfxzMhSaM5RTSyjTwt5K2JhqytDmU7MheKsvr5POVdNzm97DdaPllnFU4QzO4RI8uIEW3EMbfGAg4Ble4c1Rzovz7nwsWytOOXMKf+B8/gDVP46h</latexit><latexit sha1_base64="KsJro3bRA+Q8W1ZlwXJMn03UtXE=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE0GPBi8cKpi00oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZelElh0HW/ncrG5tb2TnW3trd/cHhUPz7pmDTXjPsslanuRdRwKRT3UaDkvUxzmkSSd6PJ3dzvPnFtRKoecZrxMKEjJWLBKFrJD4puMBvUG27TXYCsE68kDSjRHtS/gmHK8oQrZJIa0/fcDMOCahRM8lktyA3PKJvQEe9bqmjCTVgsjp2RC6sMSZxqWwrJQv09UdDEmGkS2c6E4tisenPxP6+fY3wbFkJlOXLFloviXBJMyfxzMhSaM5RTSyjTwt5K2JhqytDmU7MheKsvr5POVdNzm97DdaPllnFU4QzO4RI8uIEW3EMbfGAg4Ble4c1Rzovz7nwsWytOOXMKf+B8/gDVP46h</latexit>

pC
<latexit sha1_base64="iOLpKW594aLvnA4X/WR7nqkmo3g=">AAAB83icbVDLSgMxFL3js9ZX1aWbYBFclRkRdFnoxmUF+4DOUDJppg3NZEIeQhn6G25cKOLWn3Hn35hpZ6GtBwKHc+7lnpxYcqaN7397G5tb2zu7lb3q/sHh0XHt5LSrM6sI7ZCMZ6ofY005E7RjmOG0LxXFacxpL562Cr/3RJVmmXg0M0mjFI8FSxjBxklhmGIziZNczoetYa3uN/wF0DoJSlKHEu1h7SscZcSmVBjCsdaDwJcmyrEyjHA6r4ZWU4nJFI/pwFGBU6qjfJF5ji6dMkJJptwTBi3U3xs5TrWepbGbLDLqVa8Q//MG1iR3Uc6EtIYKsjyUWI5MhooC0IgpSgyfOYKJYi4rIhOsMDGupqorIVj98jrpXjcCvxE83NSbfllHBc7hAq4ggFtowj20oQMEJDzDK7x51nvx3r2P5eiGV+6cwR94nz80BpG4</latexit><latexit sha1_base64="iOLpKW594aLvnA4X/WR7nqkmo3g=">AAAB83icbVDLSgMxFL3js9ZX1aWbYBFclRkRdFnoxmUF+4DOUDJppg3NZEIeQhn6G25cKOLWn3Hn35hpZ6GtBwKHc+7lnpxYcqaN7397G5tb2zu7lb3q/sHh0XHt5LSrM6sI7ZCMZ6ofY005E7RjmOG0LxXFacxpL562Cr/3RJVmmXg0M0mjFI8FSxjBxklhmGIziZNczoetYa3uN/wF0DoJSlKHEu1h7SscZcSmVBjCsdaDwJcmyrEyjHA6r4ZWU4nJFI/pwFGBU6qjfJF5ji6dMkJJptwTBi3U3xs5TrWepbGbLDLqVa8Q//MG1iR3Uc6EtIYKsjyUWI5MhooC0IgpSgyfOYKJYi4rIhOsMDGupqorIVj98jrpXjcCvxE83NSbfllHBc7hAq4ggFtowj20oQMEJDzDK7x51nvx3r2P5eiGV+6cwR94nz80BpG4</latexit><latexit sha1_base64="iOLpKW594aLvnA4X/WR7nqkmo3g=">AAAB83icbVDLSgMxFL3js9ZX1aWbYBFclRkRdFnoxmUF+4DOUDJppg3NZEIeQhn6G25cKOLWn3Hn35hpZ6GtBwKHc+7lnpxYcqaN7397G5tb2zu7lb3q/sHh0XHt5LSrM6sI7ZCMZ6ofY005E7RjmOG0LxXFacxpL562Cr/3RJVmmXg0M0mjFI8FSxjBxklhmGIziZNczoetYa3uN/wF0DoJSlKHEu1h7SscZcSmVBjCsdaDwJcmyrEyjHA6r4ZWU4nJFI/pwFGBU6qjfJF5ji6dMkJJptwTBi3U3xs5TrWepbGbLDLqVa8Q//MG1iR3Uc6EtIYKsjyUWI5MhooC0IgpSgyfOYKJYi4rIhOsMDGupqorIVj98jrpXjcCvxE83NSbfllHBc7hAq4ggFtowj20oQMEJDzDK7x51nvx3r2P5eiGV+6cwR94nz80BpG4</latexit><latexit sha1_base64="iOLpKW594aLvnA4X/WR7nqkmo3g=">AAAB83icbVDLSgMxFL3js9ZX1aWbYBFclRkRdFnoxmUF+4DOUDJppg3NZEIeQhn6G25cKOLWn3Hn35hpZ6GtBwKHc+7lnpxYcqaN7397G5tb2zu7lb3q/sHh0XHt5LSrM6sI7ZCMZ6ofY005E7RjmOG0LxXFacxpL562Cr/3RJVmmXg0M0mjFI8FSxjBxklhmGIziZNczoetYa3uN/wF0DoJSlKHEu1h7SscZcSmVBjCsdaDwJcmyrEyjHA6r4ZWU4nJFI/pwFGBU6qjfJF5ji6dMkJJptwTBi3U3xs5TrWepbGbLDLqVa8Q//MG1iR3Uc6EtIYKsjyUWI5MhooC0IgpSgyfOYKJYi4rIhOsMDGupqorIVj98jrpXjcCvxE83NSbfllHBc7hAq4ggFtowj20oQMEJDzDK7x51nvx3r2P5eiGV+6cwR94nz80BpG4</latexit>

pT
<latexit sha1_base64="hpw7pU5Zzz20sfLoxfMyAqRU9l8=">AAAB83icbVDLSgMxFL3js9ZX1aWbYBFclRkRdFlw47JCX9AZSibNtKGZTMhDKEN/w40LRdz6M+78GzPtLLT1QOBwzr3ckxNLzrTx/W9vY3Nre2e3slfdPzg8Oq6dnHZ1ZhWhHZLxTPVjrClngnYMM5z2paI4jTntxdP7wu89UaVZJtpmJmmU4rFgCSPYOCkMU2wmcZLL+bA9rNX9hr8AWidBSepQojWsfYWjjNiUCkM41noQ+NJEOVaGEU7n1dBqKjGZ4jEdOCpwSnWULzLP0aVTRijJlHvCoIX6eyPHqdazNHaTRUa96hXif97AmuQuypmQ1lBBlocSy5HJUFEAGjFFieEzRzBRzGVFZIIVJsbVVHUlBKtfXifd60bgN4LHm3rTL+uowDlcwBUEcAtNeIAWdICAhGd4hTfPei/eu/exHN3wyp0z+APv8wdNypHJ</latexit><latexit sha1_base64="hpw7pU5Zzz20sfLoxfMyAqRU9l8=">AAAB83icbVDLSgMxFL3js9ZX1aWbYBFclRkRdFlw47JCX9AZSibNtKGZTMhDKEN/w40LRdz6M+78GzPtLLT1QOBwzr3ckxNLzrTx/W9vY3Nre2e3slfdPzg8Oq6dnHZ1ZhWhHZLxTPVjrClngnYMM5z2paI4jTntxdP7wu89UaVZJtpmJmmU4rFgCSPYOCkMU2wmcZLL+bA9rNX9hr8AWidBSepQojWsfYWjjNiUCkM41noQ+NJEOVaGEU7n1dBqKjGZ4jEdOCpwSnWULzLP0aVTRijJlHvCoIX6eyPHqdazNHaTRUa96hXif97AmuQuypmQ1lBBlocSy5HJUFEAGjFFieEzRzBRzGVFZIIVJsbVVHUlBKtfXifd60bgN4LHm3rTL+uowDlcwBUEcAtNeIAWdICAhGd4hTfPei/eu/exHN3wyp0z+APv8wdNypHJ</latexit><latexit sha1_base64="hpw7pU5Zzz20sfLoxfMyAqRU9l8=">AAAB83icbVDLSgMxFL3js9ZX1aWbYBFclRkRdFlw47JCX9AZSibNtKGZTMhDKEN/w40LRdz6M+78GzPtLLT1QOBwzr3ckxNLzrTx/W9vY3Nre2e3slfdPzg8Oq6dnHZ1ZhWhHZLxTPVjrClngnYMM5z2paI4jTntxdP7wu89UaVZJtpmJmmU4rFgCSPYOCkMU2wmcZLL+bA9rNX9hr8AWidBSepQojWsfYWjjNiUCkM41noQ+NJEOVaGEU7n1dBqKjGZ4jEdOCpwSnWULzLP0aVTRijJlHvCoIX6eyPHqdazNHaTRUa96hXif97AmuQuypmQ1lBBlocSy5HJUFEAGjFFieEzRzBRzGVFZIIVJsbVVHUlBKtfXifd60bgN4LHm3rTL+uowDlcwBUEcAtNeIAWdICAhGd4hTfPei/eu/exHN3wyp0z+APv8wdNypHJ</latexit><latexit sha1_base64="hpw7pU5Zzz20sfLoxfMyAqRU9l8=">AAAB83icbVDLSgMxFL3js9ZX1aWbYBFclRkRdFlw47JCX9AZSibNtKGZTMhDKEN/w40LRdz6M+78GzPtLLT1QOBwzr3ckxNLzrTx/W9vY3Nre2e3slfdPzg8Oq6dnHZ1ZhWhHZLxTPVjrClngnYMM5z2paI4jTntxdP7wu89UaVZJtpmJmmU4rFgCSPYOCkMU2wmcZLL+bA9rNX9hr8AWidBSepQojWsfYWjjNiUCkM41noQ+NJEOVaGEU7n1dBqKjGZ4jEdOCpwSnWULzLP0aVTRijJlHvCoIX6eyPHqdazNHaTRUa96hXif97AmuQuypmQ1lBBlocSy5HJUFEAGjFFieEzRzBRzGVFZIIVJsbVVHUlBKtfXifd60bgN4LHm3rTL+uowDlcwBUEcAtNeIAWdICAhGd4hTfPei/eu/exHN3wyp0z+APv8wdNypHJ</latexit>

q
<latexit sha1_base64="jhCLmgozHprzFfkOnpNWRwBXJ9o=">AAAB8XicbVDLSsNAFL2pr1pfVZduBovgqiQi6LLgxmUF+8A2lMn0ph06mcSZiVBC/8KNC0Xc+jfu/BsnbRbaemDgcM69zLknSATXxnW/ndLa+sbmVnm7srO7t39QPTxq6zhVDFssFrHqBlSj4BJbhhuB3UQhjQKBnWByk/udJ1Sax/LeTBP0IzqSPOSMGis99CNqxkGYPc4G1Zpbd+cgq8QrSA0KNAfVr/4wZmmE0jBBte55bmL8jCrDmcBZpZ9qTCib0BH2LJU0Qu1n88QzcmaVIQljZZ80ZK7+3shopPU0CuxknlAve7n4n9dLTXjtZ1wmqUHJFh+FqSAmJvn5ZMgVMiOmllCmuM1K2JgqyowtqWJL8JZPXiXti7rn1r27y1rDLeoowwmcwjl4cAUNuIUmtICBhGd4hTdHOy/Ou/OxGC05xc4x/IHz+QPtLJED</latexit><latexit sha1_base64="jhCLmgozHprzFfkOnpNWRwBXJ9o=">AAAB8XicbVDLSsNAFL2pr1pfVZduBovgqiQi6LLgxmUF+8A2lMn0ph06mcSZiVBC/8KNC0Xc+jfu/BsnbRbaemDgcM69zLknSATXxnW/ndLa+sbmVnm7srO7t39QPTxq6zhVDFssFrHqBlSj4BJbhhuB3UQhjQKBnWByk/udJ1Sax/LeTBP0IzqSPOSMGis99CNqxkGYPc4G1Zpbd+cgq8QrSA0KNAfVr/4wZmmE0jBBte55bmL8jCrDmcBZpZ9qTCib0BH2LJU0Qu1n88QzcmaVIQljZZ80ZK7+3shopPU0CuxknlAve7n4n9dLTXjtZ1wmqUHJFh+FqSAmJvn5ZMgVMiOmllCmuM1K2JgqyowtqWJL8JZPXiXti7rn1r27y1rDLeoowwmcwjl4cAUNuIUmtICBhGd4hTdHOy/Ou/OxGC05xc4x/IHz+QPtLJED</latexit><latexit sha1_base64="jhCLmgozHprzFfkOnpNWRwBXJ9o=">AAAB8XicbVDLSsNAFL2pr1pfVZduBovgqiQi6LLgxmUF+8A2lMn0ph06mcSZiVBC/8KNC0Xc+jfu/BsnbRbaemDgcM69zLknSATXxnW/ndLa+sbmVnm7srO7t39QPTxq6zhVDFssFrHqBlSj4BJbhhuB3UQhjQKBnWByk/udJ1Sax/LeTBP0IzqSPOSMGis99CNqxkGYPc4G1Zpbd+cgq8QrSA0KNAfVr/4wZmmE0jBBte55bmL8jCrDmcBZpZ9qTCib0BH2LJU0Qu1n88QzcmaVIQljZZ80ZK7+3shopPU0CuxknlAve7n4n9dLTXjtZ1wmqUHJFh+FqSAmJvn5ZMgVMiOmllCmuM1K2JgqyowtqWJL8JZPXiXti7rn1r27y1rDLeoowwmcwjl4cAUNuIUmtICBhGd4hTdHOy/Ou/OxGC05xc4x/IHz+QPtLJED</latexit><latexit sha1_base64="jhCLmgozHprzFfkOnpNWRwBXJ9o=">AAAB8XicbVDLSsNAFL2pr1pfVZduBovgqiQi6LLgxmUF+8A2lMn0ph06mcSZiVBC/8KNC0Xc+jfu/BsnbRbaemDgcM69zLknSATXxnW/ndLa+sbmVnm7srO7t39QPTxq6zhVDFssFrHqBlSj4BJbhhuB3UQhjQKBnWByk/udJ1Sax/LeTBP0IzqSPOSMGis99CNqxkGYPc4G1Zpbd+cgq8QrSA0KNAfVr/4wZmmE0jBBte55bmL8jCrDmcBZpZ9qTCib0BH2LJU0Qu1n88QzcmaVIQljZZ80ZK7+3shopPU0CuxknlAve7n4n9dLTXjtZ1wmqUHJFh+FqSAmJvn5ZMgVMiOmllCmuM1K2JgqyowtqWJL8JZPXiXti7rn1r27y1rDLeoowwmcwjl4cAUNuIUmtICBhGd4hTdHOy/Ou/OxGC05xc4x/IHz+QPtLJED</latexit>

yC
<latexit sha1_base64="F0JpsiZPbfczXID5DSQXN0QKxFE=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSL0VBIR9FjoxWNF+wFtKJvtpF262YTdjRBCf4IXD4p49Rd589+4bXPQ1gcDj/dmmJkXJIJr47rfzsbm1vbObmmvvH9weHRcOTnt6DhVDNssFrHqBVSj4BLbhhuBvUQhjQKB3WDanPvdJ1Sax/LRZAn6ER1LHnJGjZUesmFzWKm6dXcBsk68glShQGtY+RqMYpZGKA0TVOu+5ybGz6kynAmclQepxoSyKR1j31JJI9R+vjh1Ri6tMiJhrGxJQxbq74mcRlpnUWA7I2ometWbi/95/dSEt37OZZIalGy5KEwFMTGZ/01GXCEzIrOEMsXtrYRNqKLM2HTKNgRv9eV10rmqe27du7+uNmpFHCU4hwuogQc30IA7aEEbGIzhGV7hzRHOi/PufCxbN5xi5gz+wPn8ASCsjZk=</latexit><latexit sha1_base64="F0JpsiZPbfczXID5DSQXN0QKxFE=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSL0VBIR9FjoxWNF+wFtKJvtpF262YTdjRBCf4IXD4p49Rd589+4bXPQ1gcDj/dmmJkXJIJr47rfzsbm1vbObmmvvH9weHRcOTnt6DhVDNssFrHqBVSj4BLbhhuBvUQhjQKB3WDanPvdJ1Sax/LRZAn6ER1LHnJGjZUesmFzWKm6dXcBsk68glShQGtY+RqMYpZGKA0TVOu+5ybGz6kynAmclQepxoSyKR1j31JJI9R+vjh1Ri6tMiJhrGxJQxbq74mcRlpnUWA7I2ometWbi/95/dSEt37OZZIalGy5KEwFMTGZ/01GXCEzIrOEMsXtrYRNqKLM2HTKNgRv9eV10rmqe27du7+uNmpFHCU4hwuogQc30IA7aEEbGIzhGV7hzRHOi/PufCxbN5xi5gz+wPn8ASCsjZk=</latexit><latexit sha1_base64="F0JpsiZPbfczXID5DSQXN0QKxFE=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSL0VBIR9FjoxWNF+wFtKJvtpF262YTdjRBCf4IXD4p49Rd589+4bXPQ1gcDj/dmmJkXJIJr47rfzsbm1vbObmmvvH9weHRcOTnt6DhVDNssFrHqBVSj4BLbhhuBvUQhjQKB3WDanPvdJ1Sax/LRZAn6ER1LHnJGjZUesmFzWKm6dXcBsk68glShQGtY+RqMYpZGKA0TVOu+5ybGz6kynAmclQepxoSyKR1j31JJI9R+vjh1Ri6tMiJhrGxJQxbq74mcRlpnUWA7I2ometWbi/95/dSEt37OZZIalGy5KEwFMTGZ/01GXCEzIrOEMsXtrYRNqKLM2HTKNgRv9eV10rmqe27du7+uNmpFHCU4hwuogQc30IA7aEEbGIzhGV7hzRHOi/PufCxbN5xi5gz+wPn8ASCsjZk=</latexit><latexit sha1_base64="F0JpsiZPbfczXID5DSQXN0QKxFE=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSL0VBIR9FjoxWNF+wFtKJvtpF262YTdjRBCf4IXD4p49Rd589+4bXPQ1gcDj/dmmJkXJIJr47rfzsbm1vbObmmvvH9weHRcOTnt6DhVDNssFrHqBVSj4BLbhhuBvUQhjQKB3WDanPvdJ1Sax/LRZAn6ER1LHnJGjZUesmFzWKm6dXcBsk68glShQGtY+RqMYpZGKA0TVOu+5ybGz6kynAmclQepxoSyKR1j31JJI9R+vjh1Ri6tMiJhrGxJQxbq74mcRlpnUWA7I2ometWbi/95/dSEt37OZZIalGy5KEwFMTGZ/01GXCEzIrOEMsXtrYRNqKLM2HTKNgRv9eV10rmqe27du7+uNmpFHCU4hwuogQc30IA7aEEbGIzhGV7hzRHOi/PufCxbN5xi5gz+wPn8ASCsjZk=</latexit>

xC
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Fig. 3. Definition of reference frames used. The origins of the camera and
vehicle frames coincide. The camera points to the target.

with the autopilot, that has velocity controllers for the drone

(more details will be given in Section IV). In parallel,

the Gimbal Controller generates commands for the gimbal

motors in the form of angular rates in order to keep the

camera pointing towards the target.

III. OPTIMAL PLANNING FOR

CINEMATOGRAPHY

This section describes our method. First, we describe our

models for the vehicle and the gimbal angles. Then, we

explain the proposed receding horizon optimal trajectory

planner and the gimbal controller.

A. Quadrotor model

Let {W} denote the world reference frame with origin

fixed in the environment and East-North-Up (ENU) orien-

tation. Consider also three additional reference frames: the

quadrotor reference frame {Q} attached to the vehicle with

origin at the center of mass, the camera reference frame {C}
with z-axis aligned with the optical axis but with opposite

sign, and the target reference frame {T} attached to the

moving target of interest. For simplicity, it is assumed that

the origins of {Q} and {C} coincide. Figure 3 depicts the

defined reference frames.

The configuration of {Q} with respect to {W} is denoted

by (pQ, RQ) ∈ SE(3), where pQ ∈ R
3 is the position of

the origin of {Q} expressed in {W} and RQ ∈ SO(3)
is the rotation matrix from {Q} to {W}. Similarly, the

configurations of {T} and {C} with respect to {W} are

denoted by (pT , RT ) ∈ SE(3) and (pC , RC) ∈ SE(3),
respectively.

In this paper, the quadrotor linear dynamics are described

by the following simple double integrator model

ṗQ = vQ

v̇Q = aQ, (1)

where vQ = [vx vy vz]
T ∈ R

3 is the linear velocity and

aQ = [ax ay az]
T ∈ R

3 is the linear acceleration. We assume

that the linear acceleration aQ takes the following form

aQ = −ge3 +RQ
T

m
e3, (2)

where m is the quadrotor mass, g is the gravitational accel-

eration, T ∈ R is the scalar thrust, and e3 = [0 0 1]T .

For simplicity, we assume as control input the 3D acceler-

ation aQ. Nonetheless, the thrust T and rotation matrix RQ
could also be recovered from 3D velocities and accelerations.

If we restrict the yaw angle ψQ to keep the quadrotor’s front

pointing forward in the direction of motion such that

ψQ = atan2(vy, vx), (3)

then the thrust T and the Z-Y -X Euler angles λQ =
[φQ, θQ, ψQ]

T can be obtained from vQ and aQ according

to


















T = m‖aQ + ge3‖
ψQ = atan2(vy, vx)

φQ = − arcsin((ay cos(ψQ)− ax sin(ψQ))/‖aQ + ge3‖)
θQ = atan2(ax cos(ψQ) + ay sin(ψQ), az + g)

(4)

B. Gimbal angles

Let λC = [φC , θC , ψC ]
T denote the Z-Y -X Euler angles

that parametrize the rotation matrix RC , such that

RC = Rz(ψC)Ry(θC)Rx(φC). (5)

The Gimbal Controller provides reference angles such that

the camera points towards the target. For simplicity, we

consider that the time-scale separation between the ”faster”

gimbal dynamics and ”slower” quadrotor dynamics is suffi-

ciently large to neglect the gimbal dynamics and assume an

exact match between the desired and actual orientations of

the gimbal. To define RC , we introduce the relative position

q =
[

qx qy qz
]T

= pC − pT (6)

and assume that the quadrotor/camera is always above the

target, i.e. qz > 0, and not directly above the target, i.e.

[qx qy] 6= 0. Then, the gimbal orientation RC that guarantees

the camera is aligned with the horizontal plane and pointing

towards the target is given by

RC =

[

− q× q× e3

‖q× q× e3‖
q× e3

‖q× e3‖
q

‖q‖

]

=
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. (7)

Since the camera is assumed aligned with the horizontal

plane, the roll angle φC = 0. In this case, RC takes the form

RC =





cos(ψC) cos(θC) − sin(ψC) cos(ψC) sin(θC)
cos(θC) sin(ψC) cos(ψC) sin(ψC) sin(θC)

− sin(θC) 0 cos(θC)



 ,

(8)

and we obtain














φC = 0

θC = atan2(−
√

q2x + q2y, qz)

ψC = atan2(−qy,−qx)
(9)



For non-aggressive maneuvers, we can assume accelera-

tions ax and ay small, and hence, by direct application of

(4), that the quadrotor roll and pitch angles are small and

Rx(φQ) ≈ Ry(θQ) ≈ I3. In the next section, it will become

clear that this is a reasonable assumption, since one of the

terms included in the cost function to be minimized is exactly

the squared norm of the quadrotor acceleration.

Under this assumption, the orientation matrix of the gim-

bal with respect to the quadrotor
Q
CR can be approximated

by

Q
CR = (RQ)

TRC

≈ Rz(ψC − ψQ)Ry(θC)Rx(φC), (10)

and the relative Euler angles (roll, pitch and yaw) of the

gimbal with respect to the quadrotor are obtained as














QφC = φC = 0
QθC = θC = atan2(−

√

q2x + q2y, qz)

QψC = ψC − ψQ = atan2(−qy,−qx)− atan2(vy, vx)
(11)

According to (4), (9) and (11), λQ, λC and QλC are

completely defined by the trajectories of the quadrotor and

the target, as explicit functions of q, vQ, and aQ.

C. Trajectory planning

Our goal is to plan trajectories that guide the drone to a

given desired position while filming a moving target. The

desired 3D position (pD) and velocity (vD) depend on

the shot type and are provided by the Shot Executer (e.g,

in a lateral shot, the drone is placed beside the target).

The trajectories must be generated such that the constraints

imposed by the environment, vehicle dynamics, and rotation

limits of the gimbal are satisfied. Moreover, these trajectories

should optimize an objective function that includes camera

angle driven terms to obtain visually pleasing videos.

The described trajectory generation problem can be for-

mulated as the following constrained nonlinear optimization

problem:

minimize
x0,...,xN

u0,...,uN

N
∑

k=0

(w1||uk||2 + w2Jθ + w3Jψ) + w4JN

(12)

subject to x0 = x
′ (12.a)

xk+1 = f(xk,uk) k = 0, . . . , N − 1 (12.b)

umin ≤ uk ≤ umax (12.c)

vmin ≤ vQ,k ≤ vmax (12.d)

pQ,k ∈ F (12.e)

||pQ,k − pO||2 ≥ r2col (12.f)

θmin ≤Q θC,k ≤ θmax (12.g)

ψmin ≤Q ψC,k ≤ ψmax (12.h)

where the optimization variables xk = [pQ,k vQ,k]
T and

uk = aQ,k are the discretized states and control inputs

of the system at time tk. The first term in the objective

function penalizes excessive use of the control inputs while

the terminal cost JN = ||xN − [pD vD]
T ||2 is added to

drive the drone to the desired position and velocity. The

second and third terms, Jθ = θ̇2C,k and Jψ = ψ̇2
C,k, penalize

changes in camera angles. Assuming that the target position

can be predicted for the time horizon N , Jθ and Jψ can be

expressed in terms of the optimization variables using (11).

Appropriate tuning of the relative weights in the objective

function will make sure that the generated trajectory creates

smooth camera movement during the shot.

In (12.a), x
′ denotes the observed value of the current

state of the vehicle. The system kinematics (12.b) along with

the bounds on the velocity (12.c) and acceleration (12.d)

ensure the feasibility of the resulting trajectory. The no-fly

zone, predefined within the map, keeps the drone in the

permitted areas for flying. No-fly zones can be established

before flying to avoid dangerous areas with people, buildings,

etc. Moreover, the collision avoidance constraint (12.f) keeps

the drone at a minimum distance of rcol from any obstacle

detected during flight along its path. pO represents the

obstacle position, which may be another drone. Lastly, the

constraints on QθC and QψC , guarantee that the gimbal

angles are within the required bounds. The lower/upper

bounds are specified by gimbal mechanical limits to rotate

around each axis. The optimization problem (12) will be

solved in a receding horizon manner to compensate for

disturbances and errors in the predicted target position.

D. Trajectory execution

Our optimal solver produces trajectories containing 3D

positions and velocities for the drone sampled at ∆t. This can

be translated into a list of 3D waypoints with timestamps so

that the Trajectory Follower tracks them as close as possible.

This module is executed at a rate of 1/∆t Hz, and at each

iteration, it computes 3D velocity references for a velocity

controller that is executed on the drone. For this purpose, the

closest point in the trajectory to the current drone position is

obtained. Then, the next point at least L meters ahead in the

trajectory is selected. The 3D velocity reference is a vector

pointing to that look-ahead waypoint and with the required

module to reach the point within the specified time.

Concurrently, the Gimbal Controller is executed at a rate

of 1/∆tG Hz. We assume that the gimbal is equipped

with a low-level controller that receives angular velocity

commands, defined relative to the world frame, together with

measurements from an attached IMU. With this system at

hand, the controller computes the actual inputs for the gimbal

joint motors, compensating for changes in the orientation

of the drone. The angular velocity commands are computed

based on the error between current and desired orientation

in the form of a rotation matrix Re = (RC)
TR∗

C , where the

desired rotation matrix R∗

C is given by (8). Recall that in the

previous section, it is assumed that RC instantaneously takes

the value of R∗

C . To design the angular velocity controller,

we use the standard first order controller for stabilization

on the Special Orthogonal Group SO(3), which is given by

ω = kω(Re−RTe )
∨, where the vee map ∨ transforms 3× 3

skew-symmetric matrices to vectors in R
3 [17].



∆t, ∆tG 0.1s
umin,umax ±[5 5 5]T m/s2

vmin,vmax ±[5 5 5]T m/s
rcol 4m
θmin, θmax −π/2,−π/4 rad
ψmin, ψmax, −3π/4, 3π/4 rad
L 1m

TABLE I

VALUES OF THE PARAMETERS USED IN THE EXPERIMENTS.

IV. EXPERIMENTAL RESULTS

In this section, our simulations show how our approach can

achieve optimal trajectories in terms of smoothness, com-

pared with alternative approaches. Then, field experiments

show the integration into a real cinematography drone.

A. Experimental setup

We evaluate our trajectory planner for shots with bounded

duration where a target moves along a predefined trajectory.

The drone must track the target with a specific geometry

given by the shot type. Trajectories are generated and exe-

cuted for the shot duration and a set of metrics computed.

We propose several metrics to evaluate our method. First,

we measure the minimum distance to any obstacle or no-

fly zone in order to check collision avoidance constraints.

We also measure the Root Mean Square Error (RMSE) of

the generated trajectory with respect to the trajectory that

the drone would follow without considering cinematography

constraints nor collision avoidance. For instance, in a lateral

shot, the trajectory would force the drone to stay at a

specified lateral distance of the target throughout the shot

duration. Moreover, we measure the average norm of the

3D acceleration along the trajectory, and of the jerk (third

derivative) of the camera angles θC and ψC . These metrics

indicate whether the camera follows a smooth and visually

pleasant trajectory. The norm of the angles’ jerk has been

commonly used in the literature for aerial cinematography [2]

in order to assess how pleasant the output video is.

We used FORCES Pro [18] as solver for the optimization

problem in Section III. The solver can be called in a

receding horizon manner during the execution of a shot.

All experiments were performed with a single drone whose

fly-zone F consisted of a rectangular area large enough to

track the target during the shot. Nonetheless, another drone

was simulated in some experiments as a static obstacle for

collision avoidance. Table I shows the values of parameters

used for the tests, which were selected according to the actual

physical constraints of our drone and gimbal.

B. Simulation results

We ran experiments with a MATLAB-based simulation to

assess the performance of our approach. In all simulations,

there is a target on the ground moving with a constant veloc-

ity (1.5 m/s) along a straight line. A drone is commanded

to take a fly-over shot on the moving target. In a fly-over

shot, the camera motion is such that the drone starts behind

the target, after which it flies over the target and ends up

pointing to it from the front. We selected the fly-over shot for
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Fig. 4. Trajectories simulated with different configurations of the solver
(N = 100). The target follows a straight path and the drone has to execute
a fly-over shot (10s) starting 10m behind and ending up 10m ahead.

our evaluation because it is rich enough to compare different

camera movements (the gimbal has to rotate to keep pointing

to the target as it is left behind). The commanded fly-over

has a finite duration of 10 seconds, a constant height of 3 m,

and the drone has to start 10 m behind the target and end

up 10 m ahead. In the middle of the target trajectory, we

also placed another static drone at a 3 m height to enforce

collision avoidance. The target path, together with a circle of

radius rcol around the second static drone (i.e., the restricted

area to avoid collisions), are depicted in Fig. 4.

First, we want to compare the optimal trajectories gener-

ated with different relative weights in the objective function.

To this end, we set N = 100 to compute trajectories for the

whole shot duration (10 s) with a single call to our Trajectory

Planner 3. These trajectories are shown in Fig. 4. Then,

the drone movement is simulated following (1) to compute

the metrics described in Section IV-A, which are shown in

Table II. Several alternatives are compared in generating the

trajectories: Base-line is the trajectory to execute the shot

following a straight line that flies over the target, ignoring

the collision avoidance and cinematography constraints; No-

cinematography uses (12) without the cinematography terms

(i.e., w2 = w3 = 0); Low-pitch, Medium-pitch and High-

pitch set w3 = 0 and w2 = 100, w2 = 1, 000 and

w2 = 10, 000, respectively; Low-yaw and High-yaw set

w2 = 0 and w3 = 0.5 and w3 = 1, respectively; Full-

cinematography sets w2 = 10, 000 and w3 = 0.5. The

weights were selected empirically to achieve different behav-

iors in the trajectories. In Fig. 4 and Table II, the different

alternatives can be compared. No-cinematography produces

a trajectory that gets as close as possible to the obstacle and

minimizes 3D accelerations. By increasing the weight of the

pitch angle rate, trajectories get further from the target and

3The average time to compute each trajectory was ∼ 100ms with an
Intel Core i7 CPU @ 3.20GHz, 8Gb RAM.



Dist
(m)

RMSE
(m)

Acc
(m/s2)

Yaw
jerk
(rad/s3)

Pitch
jerk
(rad/s3)

Base-line - - 1.44 2.28 1.2

No-
cinematography

4.00 3.97 0.86 0.61 0.31

Low-pitch 5.81 5.05 1.13 0.35 0.15

Medium-pitch 7.61 6.38 1.25 0.19 0.07

High-pitch 10.13 8.45 1.42 0.10 0.03

Low-yaw 4.00 4.19 0.81 0.52 0.25

High-yaw 4.00 3.51 1.00 0.50 0.23

Full-
cinematography

8.44 7.73 1.27 0.10 0.03

Receding-
horizon

8.19 6.87 1.45 0.08 0.03

TABLE II

RESULTING METRICS IN OUR SIMULATIONS. Dist IS THE MINIMUM

DISTANCE TO THE OBSTACLE AND RMSE THE ERROR W.R.T. THE

BASELINE TRAJECTORY. Acc, Yaw jerk AND Pitch jerk ARE THE AVERAGE

NORMS ALONG THE TRAJECTORY OF THE 3D ACCELERATION AND THE

JERK OF THE CAMERA YAW AND PITCH, RESPECTIVELY.

accelerations increase slightly, but the jerk in camera angles

are reduced. Activating the yaw cinematography cost makes

the trajectories get closer to the target and the baseline again.

With the Full-cinematography approach, we get the lowest

values in angle jerks and a medium value in 3D acceleration,

which seems a pretty reasonable trade-off.

Additionally, we tested our Full-cinematography configu-

ration in a receding horizon manner. In this case, trajectories

were still computed and followed using a timestep ∆t, but

they were recomputed every 1s for a horizon of 5 seconds

(N = 50). The resulting metrics are also included in Table II.

Using receding horizon with a horizon shorter than the shot’s

duration is suboptimal, and average acceleration increases

slightly. However, jerk values are similar, the computation

time is reduced 4 and the planner could correct errors in

target predictions for more random target movements (in

these simulations, the target moves with a constant velocity).

Finally, we ran realistic simulations with Gazebo 5, simu-

lating our cinematography drone with a camera mounted on

a gimbal. We placed a target moving in a straight line and

replicated the drone trajectories to execute a fly-over shot

as in Fig. 4. The videos recorded by the onboard camera 6

verify that our Cinematography Planner produces visually

pleasant videostreams.

C. Field experiments

We integrated our system into a real drone for cinematog-

raphy and ran some field tests to prove the feasibility of

our approach. Figure 1 shows a moment of our outdoor

experiments. The drone used is the hexacopter depicted

4The average time to compute each trajectory was ∼ 7ms.
5http://gazebosim.org/
6https://www.youtube.com/watch?v=AQ1sFQd3d1Y

Fig. 5. Results of our field tests. Top, cinematography drone used during
trials. Bottom, top view of the trajectories followed by the moving target
and the drone in a fly-over shot.

in Fig 5. It is equipped with a PixHawk autopilot with

RTK-GPS running PX4 for flight control; a 3-axis gimbal

controlled by a BaseCam (AlexMos) controller; and an

Intel NUC i7 computer to run our software modules. We

developed all components in Section II in ROS Kinetic and

integrated solvers in C++ for our Trajectory Planner gen-

erated with FORCES Pro. Anytime the Trajectory Planner

computes a new trajectory (1Hz), the latter is sent to the

Trajectory Follower, that generates 3D velocity commands

(10Hz) for the UAL module. UAL (UAV Abstraction Layer)

is a software layer developed by our lab 7 to abstract us

from specific autopilot hardware and interface. This module

receives velocity commands and communicates them to the

velocity controller in PX4. The Gimbal Controller sends

angle rate commands (10Hz) to the gimbal through the

BaseCam controller. Moreover, we built a moving target

mounting another Pixhawk with RTK-GPS on a radio-control

car. The estimated target 3D pose resulting from a Extended

Kalman Filter, which fuses low-rate RTK-GPS measurements

with high-rate IMU measurements, is communicated to the

drone via Wi-Fi at a frequency of 30Hz.

In the field experiments, we tested a fly-over shot of 30s
where the drone started 5m behind the target and ended

up 5m ahead. The target moved in a straight line a total

distance of 15m. Each of the trajectories to follow was

computed calling once the Trajectory Planner with N = 300.

7https://github.com/grvcTeam/grvc-ual



In Fig 5, the trajectories followed by the target and the

drone with the Full-cinematography and No-cinematography

configurations are plotted on the real map of our experimen-

tal site. Note that the constraint on the gimbal pitch angle

prevented the drone from flying over the target even with No-

cinematography. For the Full-cinematography trajectory, the

average norm of the 3D accelerations was 1.65m/s2, of the

pitch jerk 0.508rad/s3 and of the yaw jerk 0.649rad/s3;

whereas for the No-cinematography trajectory the values

were 0.885m/s2, 0.694rad/s3 and 0.452rad/s3.

V. CONCLUSIONS

In this paper, we presented a method for optimal trajectory

planning in drone cinematography by decoupling gimbal and

drone control. The obtained results show that the proposed

method is effective to execute autonomous shots in real time

satisfying all the constraints and objectives. In particular,

the generated trajectories reduce average jerk for the camera

movement compared to alternative approaches; furthermore,

they result in visually pleasant videostreams as depicted in

our 3D simulation engine. We believe that our method is

promising, but a more complete evaluation with different shot

types must be performed. As future work, we will also run

subjective video quality studies to better tune the weights

in the objective function, determining the trajectories most

widely preferred by the viewers. Running the optimal solver

in real-time for more complex shots and target movements

is also left for future work.
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A Three Dimensional Trailer Approach to Leader
Following Formation Control

Pedro Pereira, Rita Cunha, David Cabecinhas, Carlos Silvestre and Paulo Oliveira

Abstract—A real-time three dimensional trajectory planner
for leader following formation control of autonomous vehicles is
proposed. The planner relies on the definition of a trailer body
whose hinge point is rigidly attached to the leader and assigns
each follower to a distinct point of such trailer. Convergence
results for the trailer body reference frame are presented based
on Lyapunov analysis which guarantee that the planning can
be independently implemented by n followers, with a common
leader, as they asymptotically behave as n points of a unique
trailer body. As such, the need for communication among
followers is dispensable. The proposed strategy is divided into
trajectory planning and trajectory tracking, the first problem
being vehicle independent. Experimental results obtained with
quadrotor vehicles are presented, which demonstrate the richness
and suitability of the planned trajectories.

I. INTRODUCTION

Control of multi-vehicle systems is an active research topic

thanks to the benefits to be gained by adequately exploring the

capabilities of a group of mobile robots. For instance, multiple

robots are essential in load transportation where payload

limitations inherent to a single vehicle may be overcome with a

properly sized group of vehicles [?], [?]. Multi-robot systems

prove also useful in mapping, covering and surveillance of

large areas, such as the sea floor [?], [?], or in implementing

distributed and reconfigurable sensor networks [?]. The com-

pletion of such tasks depends greatly on the geometric pattern

between the group of vehicles or equivalently on the group

formation.

Different approaches to formation control have been pro-

posed in the literature. In a behavior based approach, a desired

behavior results from a weighting between different goal

oriented behaviors [?], [?], [?], [?]. It can be implemented

in a decentralized manner, thus requiring reduced information

exchange among vehicles, but it proves difficult to guarantee

convergence to the desired formation. In a virtual structure

approach [?], [?], [?], [?], the vehicles move as points of

a virtual rigid body, whose motion is prescribed in a global

manner, thus requiring full cooperation between all vehicles.

This work was partially supported by the Macau Science and Technology,
Development Fund under Grant FDCT/026/2017/A1 and by the projects
MYRG2018-00198-FST and MYRG2016-00097-FST of the University of
Macau; by the Fundação para a Ciência e a Tecnologia (FCT) through ISR
under LARSyS UID/EEA/50009/2019, and through IDMEC, under LAETA
UID/EMS/50022/2019 contracts; and by the EU Horizon 2020 research and
innovation programme under grant agreement No 731667 (MULTIDRONE).

All authors are with the Institute for Robotics and Systems in Engineering
and Science (LARSyS), Instituto Superior Técnico, Universidade de Lisboa,
Portugal (emails: {ppereira, rita, dcabecinhas, cjs, pjcro}@isr.ist.utl.pt). Carlos
Silvestre and David Cabecinhas are also with the Department of Electrical
and Computer Engineering, Faculty of Science and Technology, University of
Macau, Macau, China. Rita Cunha is also with the Department of Electrical
Engineering and Computer Science, Instituto Superior Técnico, Universidade
de Lisboa, Portugal. Paulo Oliveira is also with the Department of Mechanical
Engineering, Instituto Superior Técnico, Universidade de Lisboa, Portugal.

The leader following strategy is a third approach to forma-

tion control and it has been extensively studied, particularly

in a two dimensional setting [?], [?], [?], [?], [?], [?], [?],

[?], [?], [?]. The goal of a leader following approach may

be defined as having each follower vehicle at a fixed position

relative to the leader, whose motion is independent from that

of the followers’. The problem is completely characterized

by the relative position vector and the reference frame where

it is defined and, not unexpectedly, the choice of such a

reference frame plays a crucial role in the definition of the

follower’s trajectory and in the sensory information necessary

for computing such trajectory.

The simplest approach in a leader following strategy is to

specify the relative position vector in the inertial reference

frame as in [?], [?]. This method results in a simple trajectory

for the follower, in the sense that both the leader and the

follower describe an identical path, apart from a translation.

Since the leader may describe an arbitrary motion, then it

is possible for the leader and follower to track the same

path, which happens when the leader moves along the relative

position vector direction, thus reducing the efficiency gains

of using multiple vehicles. A more evolved formation control

strategy is proposed in [?], [?], where attractive and repulsive

interactions are designed such that a certain inter-vehicle spac-

ing is attained. However, the resulting vehicles’ configuration

is not unique in the sense that it depends on the initialization

of the formation.

Another alternative, proposed by several authors [?], [?], [?],

[?], defines the relative position vector in a reference frame

attached to the leader, namely the leader’s Frenet reference

frame. For this choice, the follower describes trajectories

which are not a mere offset of the leader’s, but it requires

a larger control effort [?]. In particular, at the kinematic

level, the explicit knowledge of parameters that are not easily

measured or estimated by the follower, such as the leader’s

reference frame angular velocity, are required when computing

the desired trajectory. Additionally and more importantly, the

works deal with a two dimensional setting and an extension

for a three dimensional environment is not trivial, as a unique

and continuous reference frame attached to the leader does not

exist.

Finally, another alternative is to define the relative position

vector in a frame attached to a virtual follower vehicle, simi-

larly to [?], [?], and imposing some constraints on its motion.

In this paper, a similar but novel approach is followed, where

one considers a virtual follower body as a three dimensional

trailer attached to the leader via a longitudinal link. This work

shows that the trailer reference frame has an asymptotically

stable configuration. Thus one can imagine n followers whose

desired position is prescribed as the position of n distinct
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points within their own trailer reference frame and, for the

proposed trajectory planner, they asymptotically behave as n
points of a unique trailer reference frame.

The proposed strategy shares similarities with the virtual

structure approach: in a virtual structure approach, the vehicles

move as points of a virtual rigid body, whose motion is

prescribed in a global manner. In our approach, there is no

virtual rigid body: the leader is a real vehicle, and it provides,

in a sense, a global vehicle (i.e., all followers must follow the

same leader); moreover, the followers do not need to agree

on the leader’s motion (the leader moves independently from

the followers), while in methods based on a virtual structure

all followers must decide a priori on the virtual rigid body

motion. Additionally, our approach also requires less sensory

information than the strategies based on the leader Frenet

reference frame [?], [?], [?], [?], particularly at the kinematic

level, where only the knowledge of the leader linear velocity

is required.

As opposed to an ideal vehicle that tracks with infinite

precision the planned trajectory, the real follower vehicle can-

not change its position instantaneously, which means it does

not necessarily start or remain at a specific relative distance

w.r.t. the leader. With that in mind, a two part solution to the

leader-follower formation problem is proposed. First, a desired

trajectory is computed for an ideal follower vehicle, hereafter

called virtual follower, which keeps a constant distance to the

leader at all times. This reference trajectory is then used as

a reference to a trajectory tracking controller that drives the

real follower vehicle to the desired trajectory. In this paper, we

focus on the first problem of generating the follower trajectory

and present experimental results for the complete planning

and tracking problem using quadrotor vehicles. Notice that the

planning is executed on the fly, meaning that the trajectory of

the virtual follower is computed as the leader progresses and

no a priori knowledge of the leader’s trajectory is required.

Quadrotors are aerial vehicles ideal for testing algorithms,

due to their simplicity, high maneuverability, vertical take-

off/landing and hover capability and ability to track any

trajectory within the limits of their actuation dynamics. Track-

ing controllers for quadrotor vehicles have been extensively

studied in the literature, c.f. the survey article [?], and the

virtual follower trajectory generated by our planner can be

used as a reference for any generic tracking controller applied

to the follower vehicle.

In summary, the trailer approach proposed in this paper

provides a follower trajectory planner that despite its simplicity

(when compared, for example, with approaches based on the

leader’s Frenet frame [?], [?], [?], [?]), is able to produce

follower trajectories that are not mere copies of the leader’s

trajectories and that are intuitive, in the sense that the followers

asymptotically evolve as points on a unique trailer attached

to the leader. As opposed to the artificial potential fields

approach [?], this asymptotic behavior is uniquely defined,

meaning that it does not depend on the initial conditions.

Moreover, formal guarantees of convergence with wide and

explicitly defined regions of attraction are provided, which is

lacking from the behavior based approach [?] and guaranteed

locally for artificial potential fields.

The remainder of this paper is structured as follows. Sec-

tion II presents the mathematical notation used throughout

the paper. Section III describes the leader-follower problem

and Section IV describes the proposed trajectory planner.

Section V summarizes the main results and contributions.

Sections VI presents the trajectory planner equations of motion

and Sections VII and VIII analyze the trajectory planner

properties. Section IX describes the experimental set-up for

the quadrotor vehicles and presents the obtained experimental

results. A preliminary and reduced version of this work was

published in the 2014 IEEE International Conference on

Robotics and Automation [?]. With respect to the preliminary

version, this paper presents significantly more details on

the derivation of the main theorems and provides additional

results. In particular, the proposed solution is analyzed for

robustness to measurement noise and a discussion is added on

the dual problem of fixing the followers’ motion rather than

that of the leader.

II. NOTATION

The configuration of a reference frame {B} w.r.t. a frame

{A} is represented as an element of the Special Euclidean

group, (ABR, ApB) ∈ SE(3), where ApB ∈ R
3 is the position

and A
BR ∈ SO(3) is the rotation matrix. For points in the

inertial frame {I}, the superscript letter is often omitted,

i.e. pB := IpB. A point velocity vector is denoted by vs

when specified in the inertial reference frame, and denoted

by us when specified in the reference attached to the point

(both appended with a meaningful subscript s). The following

functions and symbols are used throughout this paper. The

sign function sign : R → {−1, 0, 1} satisfies sign (0) = 0
and sign (x) = x|x|−1 for x 6= 0. The map S : R

3 →
R

3×3 yields a cross-product skew-symmetric matrix such that

S(a)b = a × b for all a, b ∈ R
3. The map Π : {x ∈ R

3 :
xTx = 1} → R

3×3 where Π(x) = ST (x)S (x) yields a

matrix that represents the orthogonal projection operator onto

the subspace perpendicular to x. The vectors ei ∈ R
3 with

i = {1, 2, 3} denote the canonical basis unit vectors in R
3.

We write as f (i)(t) the ith time derivative of f : R≥0 → R
n

for i = {1, 2, . . . }.

III. PROBLEM STATEMENT

In a leader following strategy, it is the goal of a follower

vehicle to move so as to remain and to see a leader vehicle

at a specified constant distance. The leader vehicle moves

freely and independently from its follower, so our focus lies on

planning follower trajectories that achieve the leader-following

goal previously described. Accomplishing this goal relies on

the definition of an ideal follower vehicle that is kept at a

constant distance to the leader (not necessarily along a constant

direction), which is named hereafter a virtual follower.

Consider the inertial reference frame {I} ∈ SE(3), the

leader’s Frenet reference frame {L} defined by the pair

(ILR, pL) ∈ SE(3) and the virtual follower reference frame

{F} defined by the pair (IFR,pF) ∈ SE(3). The kinematics

of the leader are given by

ṗL(t) = vL(t) ≡ I

LR(t)uL(t),
I

LṘ(t) = I

LR(t)S (ωL(t)) ,
(1)
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where vL : R0 → R
3 is the linear velocity expressed in

inertial coordinates; where uL(t) = ‖vL(t)‖e1, since {L} is

a Frenet reference frame; and ωL : R0 → R
3 is the angular

velocity of the leader’s Frenet reference frame. For the sake

of simplicity, the leader vehicle speed is hereafter denoted

by vL(t) := ‖vL(t)‖. Using the path curvature κL and path

torsion τL, the leader’s angular velocity may be written as

ωL(t) = vL(t)
[

τL(t) 0 κL(t)
]T

=: vL(t)κL(t),

where κL : R≥0 → Ωκ with Ωκ := {(τL, 0, κL) ∈ R × R ×
R≥0}\{(τL, 0, κL) ∈ R

3 : κL = 0 ∧ τL 6= 0}. We observe that

the path curvature is always non-negative and that the path

torsion is not defined when the path curvature is zero, which

is the reason for introducing the set Ωκ. The kinematics of the

follower reference frame are similarly defined.

Definition 1. Given a distance d > 0 and a unit vector n, the

leader following goal is accomplished when a virtual follower

remains at a fixed relative position w.r.t. the leader from its

own point of view, such that, for all t ≥ 0,

FpL|F(t) :=
F

IR(t)(pL(t)− pF(t)) = dn. (2)

The planning challenge lies on finding a time evolution

for t 7→ I
FR(t), given an initial condition I

FR(0), such that

the follower describes a path that is not a mere offset of the

leader’s path but is instead an intuitive motion when compared

to the leader’s. Notice that, given t 7→ I
FR(t), a unique solution

t 7→ pF(t) exists that satisfies (2), meaning that defining the

time evolution of t 7→ I
FR(t), or equivalently, defining the

angular velocity t 7→ ωF(t), given an initial condition I
FR(0),

completely solves the planning problem. Also, notice that there

exists an infinite number of reference frames t 7→ F
IR(t)

that satisfy t 7→ ‖pL(t)− pF(t)‖ = d. However, apart from

a rotation around the first axis, only one rotation matrix

t 7→ F
IR(t) exists that guarantees simultaneously that n = e1.

This choice of frame proves more convenient regarding the

analysis of the planner’s behavior. Furthermore choosing some

other frame that satisfies (2) does not have any impact on the

planned trajectory: for example, if one sees a leader ahead and

it moves straight, it is exactly the same as one seeing a leader

at a right angle but now moving sideways, the only difference

being a 90◦ rotation.

Notice the virtual follower’s position, t 7→ pF(t), does not

necessarily match the real follower’s position. Thus a two

step approach for solving the leader following problem is

proposed: firstly a trajectory planning problem and secondly

a trajectory tracking problem. For the trajectory planning

problem, a virtual vehicle is designed where (2) is always met.

The planning problem is vehicle independent, so for example

it does not depend on the mass of the real follower vehicle.

For the trajectory tracking problem, a controller is designed

which guarantees the real follower’s position tracks the virtual

follower’s position, with whatever position error exists being

steered to zero. This problem is vehicle dependent, depending

for example on the actuation limits of the real follower vehicle.

The combined problem of planning and tracking a tra-

jectory for leader following is complex in the sense that a

planned trajectory may not be feasible for the vehicle. When

t 7→ ωF(t) = 0 (in this case, t 7→ I
FR(t) is constant)

or when d = 0, the follower mimics the leader, with and

without an offset, respectively, in which case feasibility of

the planned trajectory depends exclusively on the leader’s

trajectory feasibility (assuming the leader vehicle and real

follower vehicle are identical). By continuity, if the leader is

not close to the limits of its flight envelope, then the same

conclusion extends to the followers, as long as t 7→ ‖ωF(t)‖
or d are sufficiently small. We emphasize that, in order not to

collide with the leader d should not be small, which means the

final planning should strive to obtain a small t 7→ ‖ωF(t)‖.

This work focuses almost exclusively on the trajectory

planning. The trajectory planning here proposed is to be imple-

mented for n followers with one common leader. The objective

is for the n+1 vehicles to move in a cohesive manner, i.e., to

move in a fixed configuration w.r.t. to some known reference

frame. However, in order to minimize communications among

vehicles, we require each follower to move independently

of its peers, i.e., to follow the leader regardless of whether

the other vehicles do the same. Under certain conditions, we

guarantee the n + 1 vehicles asymptotically move in a fixed

formation, with geometry determined by some prespecified

distance vectors d̄ (one for each follower). In summary, the

trajectory planning problem is stated as follows.

Problem 1. Given a leader vehicle with kinematics described

by (1) and n virtual follower vehicles, define the kinematics of

each follower independently and based solely on the leader’s

position and velocity expressed in the virtual follower’s refer-

ence frame, such that the leader following goal (2) is satisfied

at all times and for all followers and such that the n + 1
vehicles asymptotically move in a fixed formation.

IV. TRAJECTORY PLANNER

As previously discussed, the virtual follower position is

completely defined once the kinematics of the follower’s

rotation matrix have been set. By selecting an appropriate

t 7→ ωF(t), one can generate interesting trajectories that are

not simple offsets and which behave in an natural manner

according to the leader’s motion.

For example, if one chooses t 7→ ωF(t) = 0 then the

virtual follower vehicle follows the leader’s path with an offset

given by I
FR(t)d where I

FR(t) = I
FR(0) for all t ≥ 0.

Take another example where the leader stays at rest and

where t 7→ ωF(t) = ω with I
FR(0)e3 = ω

‖ω‖ and for some

ω ∈ R
3\{0}; in that case, the virtual follower rotates around

the leader and about the axis ω

‖ω‖ . These are two types of

uninteresting virtual followers.

In this section, we propose an interesting follower behavior,

which is also intuitive in the sense that the virtual follower is

modeled as a point of a three dimensional trailer reference

frame {T }, with hinge point pT and orientation I
T R ≡ I

FR.

The trailer hinge point is rigidly attached to the leader vehicle

via a longitudinal rigid link of length d, as depicted in Figure 1

(which shows a 3D trailer in Fig. 1(b) as a generalization

of a 2D trailer in Fig. 1(a)). If this link behaves as a trailer

link, then an intuitive virtual follower is obtained, where the

longitudinal direction, or I
T Re1, is controlled via the pitch and

yaw angular rates. Secondly, a roll angular rate is designed

such that the orthogonal space to the longitudinal direction

has a stable equilibrium solution. For the roll rate design, a
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(a) 2D trailer.
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(b) 3D trailer (generalization of 2D trailer, illustrated above).

Fig. 1: 3D trailer with hinge point rigidly connected to the

leader via a rod of length d along the longitudinal axis.

new distance d⊥ is introduced, which can be viewed as the

radius of a spherical trailer. This idea is pictured in Figure 1.

Modeling the virtual follower as a point in a three dimen-

sional trailer reference frame {T } is equivalent to having

pF(t) = pT (t) +
I

T R(t)d̄(t),

with d̄ : R≥0 → R
3 as a prespecified distance vector1. For

a constant d̄, the virtual follower moves rigidly with respect

to {T } in which case it behaves as a fixed point of a trailer

whose volume is not zero. Having a time-varying d̄ adds some

degrees of freedom which may be meaningful in a formation

of multiple followers.

Remark 1. The only distances that affect the time evolution

of {T } are d and d⊥, which are chosen by the control/system

designer. The choice of d̄ : R≥0 → R
3 does not interfere in the

time evolution of {T } and, as such, it can be assumed to be the

zero function when studying that same reference frame. In fact,

all followers must agree on d and d⊥ while each follower must

choose a different d̄: asymptotically, the n followers behave

as n distinct points of a common trailer reference frame.

A. Studying Convergence of {T }
Recalling that each follower moves independently, each with

its own trailer reference frame, a natural question that arises

is whether the time evolution of {T } is sensitive to its initial

condition or perturbations. The following analysis shows that

the proposed trajectory planner can be used independently by

n follower vehicles as they asymptotically behave as n points

of a common trailer reference frame.

When studying convergence of {T }, the leader Frenet ref-

erence frame is the most natural choice: it is uniquely defined

1The trailer orientation can be thought to be identical to the virtual follower
orientation, i.e. I

T R ≡ I
FR; in fact, the only difference between the trailer

reference frame and the virtual follower reference frame is an offset d̄

(so it poses no ambiguity issues) and also the motion of the

virtual follower is attached to the motion of the leader, which

is encoded in the leader’s frame. Thus the leader following

goal (2) may be rewritten as

LpL|T (t) = d L

T R(t)e1, (3)

where t 7→ L
T R(t) := L

IR(t)IT R(t) is the rotation matrix

from {T } to {L}. There are two types of leaders, one

with t 7→ I
LR(t) well-defined for all times and one with

t 7→ I
LR(t)e1 well-defined for all times (a discontinuity in

t 7→ I
LR(t) corresponds to a reinitialization of our planning

algorithm – Remark 5 in [?]).

Proposition 1. If vL : R≥0 → R
3 is continuously differen-

tiable and ‖vL(t)‖ ≥ vmin
L > 0 for all t ≥ 0, then I

LR(t)e1 is

well-defined for all t ≥ 0. Additionally, if ‖S (v̇L(t)) vL(t)‖ 6=
0 then I

LR(t) is also well-defined, for all t ≥ 0.

Also, the planned path depends on the leader’s path cur-

vature and torsion which is the motivation for introducing

Definition 2.

Definition 2. A trimming path is one where the path curvature,

κ, and path torsion, τ , are constant throughout the path (i.e.,

any helix, circular or rectilinear path is a trimming path). All

other paths are called non-trimming.

V. SUMMARY OF MAIN RESULTS

In this section we summarize our main results and contri-

butions. Given an upper bound on the leader’s path curvature

(or equivalently, given a lower bound on the path radius), we

have that i) for a leader describing a trimming path, the trailer’s

trajectory has an AGAS (Almost Global Asymptotically Sta-

ble) and locally exponentially stable equilibrium solution, as

well as an unstable equilibrium solution, both analytically

determined (Theorem 1); ii) for a leader describing a non-

trimming path, the trailer’s trajectory has an exponentially

stable solution (analytically undetermined) and convergence

is guaranteed given a proper initialization (Theorem 2); iii)

the trailer’s trajectory is input to state stable with respect to

noisy velocity measurements (Theorem 4).

We point out that the trailer motion is actually completely

defined by t 7→ I
T R(t)e1, as shown later. As such, all the

stability properties mentioned above for the trailer trajectory

are necessarily those of t 7→ I
T R(t)e1. For the convergence

of the orthogonal space to t 7→ I
T R(t)e1 we also draw

some conclusions. Namely, given an upper bound on the

leader’s path torsion, we have that iv) for a leader describing a

trimming path, the trailer’s rotation matrix t 7→ I
T R(t) has an

asymptotically stable equilibrium solution and three unstable

equilibrium solutions, with all solutions analytically deter-

mined (Theorem 5); v) for a leader describing a non-trimming

path, the trailer’s rotation matrix has an asymptotically stable

equilibrium solution, analytically undetermined (Theorem 6).

The upper bounds on the leader path curvature and torsion

depend on the choice of d and d⊥ and they should not be

understood as limitations. Given any leader’s path, we can

always choose a sufficiently large distance so that the motion

of the leader along that path is perceived as the leader staying

at rest. In such situation, the ideal behavior is for the follower

to remain at rest, which is exactly what is obtained with the
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proposed strategy. A small path is associated with a large

curvature and/or torsion, while the distance is a parameter that

must be specified by the designer. The distance d is primarily

associated with the leader curvature (and d⊥ with the torsion),

so that if the leader describes a path with a radius much smaller

than d, the follower stays almost at rest. Thus d and d⊥ may

be selected as sensitivity parameters, i.e., they encode how

sensitive the followers are to the leader’s motion, which is in

agreement with the intuitive behavior that is expected from a

trailer system.

VI. THREE DIMENSIONAL TRAILER

As mentioned before, in order for the virtual follower to

move as a point of a trailer attached to the leader, we consider

a virtual longitudinal rigid link of length d, i.e. the position

of the trailer pT : R≥0 → R
3 is defined by

pT (t) := pL(t)− d I

T R(t)e1, (4)

as pictured in Figure 1. Differentiating (4) yields

I

T R(t)
[

I3×3 S (−e1)
]

[

uT (t)
ωT (t)d

]

= vL(t), (5)

where uT : R≥0 → R
3 is the trailer’s body framed velocity,

and ωT : R≥0 → R
3 is angular velocity of the trailer’s

rotation matrix I
T R : R≥0 → SO(3). In a three dimensional

setting, a trailer is a vehicle that moves only longitudinally,

i.e., uT (t) := uT (t)e1 for some uT : R≥0 → R. Solving (5)

for ωT (t) and uT (t) := uT (t)e1, it follows that

uT (t) = (vT

L(t)
I

T R(t)e1)e1

ωT (t) = d−1S (e1)
T

I R(t)vL(t) + pT (t) e1. (6)

Due to the nature of the longitudinal link, the roll rate pT :
R≥0 → R is interpreted as a degree of freedom since it does

not affect either t 7→ I
T R(t)e1 or t 7→ uT (t) (if t 7→ pT (t) = 0,

the reference frame {T } = (IT R, pT ) is actually a parallel

transport reference frame [?]). For now, we neglect the roll

rate, but later, in Section VIII-A, it plays an important role in

the convergence of the space orthogonal to I
T R(·)e1.

The trailer’s trajectory is now completely defined by (6).

All variables defined in what follows are used for the purposes

of analysis and have no influence in the planning in any way.

Next, the convergence of the leader-trailer formation is studied:

first for a leader describing trimming paths and afterwards for

a leader describing non-trimming paths.

VII. CONVERGENCE OF THE LEADER-TRAILER

FORMATION

Consider the shorthand notation R ≡ L
T R ≡

[

r1 r2 r3

]

≡ [rij ] ∈ SO(3), where i and j denote

the column and row indices, respectively. The kinematics of

t 7→ R(t) satisfy

Ṙ(t) = S (LωT |L(t))R(t)

= S (R(t)ωT (t)− ωL(t))R(t). (7)

With this notation, the leader following goal (3) may be

redefined as achieving LpL|T (t) = dr1(t), meaning that the

relative position between leader and trailer is encoded in the

vector t 7→ r1(t) = R(t)e1. Rotations around r1 are allowed as

they do not break the formation, i.e. all choices for t 7→ pT (t)
provide the same solution t 7→ LpL|T (t). The kinematics of

t 7→ r1(t), following from (6) and (7), may be written as

ṙ1(t) = S (LωT |L(t)) r1(t)

=
vL(t)

d
(Π (r1(t)) e1 + S (r1(t))κL(t)d) , (8)

and additionally the relative angular velocity may be decom-

posed as LωT |L = Π(r1)
LωT |L + r1(r

T

1
LωT |L). It is worth

mentioning that the kinematics of r1 with respect to the

leader arc-length parametrization is autonomous for a leader

describing trimming paths and non-autonomous for a leader

describing non-trimming paths (see Remark 2 and [?]). It also

follows that, (8) has an equilibrium point for trimming paths

and an equilibrium trajectory for non-trimming paths. Finally,

notice that t 7→ ṙ1(t) is smooth and t 7→ r1(t) belongs to a

closed space – the unit sphere, suggesting that at least two

equilibrium solutions exist.

A. Pulled Trailer

The unit vector r1 belongs to the set S2 = {x ∈ R
3 :

xTx = 1}, which can be decomposed into three disjoint sets,

i.e. S2 = Ω1(ǫ) ∪ Ω2(ǫ) ∪ Ω3(ǫ) where Ω1(ǫ) = {x ∈ S2 :
xTe1 ≥ ǫ}, Ω2(ǫ) = {x ∈ S2 : |xTe1| < ǫ} and Ω3(ǫ) =
{x ∈ S2 : xTe1 ≤ −ǫ} , for some ǫ ∈ (0, 1].

Lemma 1. Consider a leader whose path curvature satisfies

(κ(t)d)2 ≤ 1 − ǫ2 for all t ≥ 0 and for some ǫ ∈ (0, 1],
and a trailer with kinematics (6). Then, for ǫ 6= 1, Ω1(ǫ) is

positively invariant with respect to (8) and for r1(0) ∈ Ω2(ǫ)
all solutions of (8) enter Ω1(ǫ) in finite time. For ǫ = 1 and

r1(0) 6= −e1, t 7→ r1(t) converges exponentially fast to e1.

Proof. From (8), it follows that

ṙ11(t) = vL(t)d
−1 (1− r211(t) + (κL(t)d)r12(t)) ,

which is well-defined even when r12 is ill-defined (κL = 0).

Consider the non-negative Lyapunov function V : [−1, 1] →
[0, 2] defined as V (r11) = 1 − r11, which is decreasing with

r11 and V (r11) = 0 ⇔ r11 = 1. Consider first the case ǫ = 1,

which implies that κL(t) = 0 for all t ≥ 0. In that case the

Lyapunov time derivative renders

V̇ (r11(t)) = −vL(t)d
−1 (1 + r11(t))V (r11(t))

= −vL(t)d
−1 (2− V (r11(t)))V (r11(t)).

Given that r11(0) 6= −1 ⇔ V (0) 6= 2, then t 7→ V (r11(t))
converges exponentially fast to zero and equivalently t 7→
r1(t) converges exponentially fast to e1. Now consider the

case ǫ 6= 1 and suppose r1(t) ∈ Ω2(ǫ) for some finite time

interval t ∈
[

0 T
]

. In that case, |r11(t)| < ǫ ⇒ −(1 + ǫ) <

−V (r11(t)), |r12(t)| =
√

1− (r211(t) + r213(t)) ≤
√
1− ǫ2 and

|(κL(t)d)| < 1− ǫ2 for all t ∈
[

0 T
]

, which means

V̇ (r11(t)) ≤ −vL(t)d
−1(1− ǫ)

(

1−
√
1− ǫ2

)

V (r11(t))

= −vL(t)d
−1(1− ǫ2)

(

1−
√
1− ǫ2

)

=: w < 0,

which is strictly negative for all t ∈
[

0 T
]

. As such,
[

0 T
]

∋ t 7→ V (r11(t)) ≤ V (r11(0))−wt, which implies that

t 7→ r11(t) ≥ r11(0)+wt. Thus t 7→ r1(t) leaves the set Ω2(ǫ)
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and enters the set Ω1(ǫ) in finite time. It also follows that Ω1(ǫ)
is positively invariant, since V̇ (r11(t)) < 0 for r11(t) = ǫ.

Corollary 1. Consider a leader with path curvature satisfying

(κ(t)d)2 ≤ (κmax
L d)2 < 1 for all t ≥ 0, and a trailer with

kinematics (6). If eT

1 r1(0) > 0, then eT

1 r1(t) > 0 for all t ≥ 0.

The proof for Corollary 1 consists of considering the limit

case of Lemma 1 by taking ǫ = 0. Lemma 1 is more general

but Corollary 1 is physically more meaningful. It states that

t 7→ r11(t) is forever positive as long as it is initially positive

and as long as (κmax
L d)2 < 1. It implies that the leader is

always in front of the trailer w.r.t. {L}, i.e. t 7→ eT

1
LpL|T (t) =

dr11(t) > 0, or in other words that the leader is pulling the

trailer at all time instants. This result is very general as it

applies to both trimming and non-trimming paths. However,

despite being applicable to arbitrary paths it imposes some

restrictions on the curvature2, specifically that κL(t)d < 1 for

all t ≥ 0 (the intuition for this bound is found in [?]).

B. Leader describing Trimming paths

Consider a leader describing a path with constant curvature

and torsion, i.e. κ̇L(t) = 0 for all t ≥ 0, previously defined

as a trimming path. As discussed, rotations around r1 do not

break the formation, which motivates the introduction of the

error z : S2 → R
3 as

z(r1) = Π (r1) (S (e1) r1 − κLd), (9)

meaning that (8) can be rewritten as ṙ1(t) =
d−1 ‖vL(t)‖ S (z(r1(t))) r1(t), i.e. the error z(r1) physically

represents the non-dimensional angular velocity of r1. The

error is defined to be velocity-independent, depending on the

characteristics of the leader’s path and not on the velocity

with which it is described. From its definition, it follows that

if z(r⋆1 ) = 0 then r⋆1 is an equilibrium point of (8).

Solving for the equilibrium point, two solutions emerge,

depending exclusively on the parameters κLd and τLd (or

alternatively on κLd). They are r⋆1 , r̄
⋆
1 : Ωκ\{(τL, 0, κL) ∈

R
3 : κL > 1 ∧ τL = 0} → S2 defined as

r⋆1 (κLd) =





r⋆11(κLd)
r⋆12(κLd)
r⋆13(κLd)



 =













√

r̃211
2 +

√

(dτL)2 +
(

r̃211
2

)2

− 1−r⋆211(κLd)
κLd

1−r⋆211(κLd)
r⋆11(κLd)

τL
κL













, (10)

and

r̄⋆1 (κLd) = Ry(π)r
⋆
1 (κLd), (11)

where r̃211 := 1 − d2(κ2L + τ2L) and Ry(π) is half of a full

rotation around e2. We observe that r⋆11(·) and r⋆12(·), in (10),

are continuous in their domain, while r⋆13(·) is discontinuous

for κLd > 1∧ τL = 0. For κLd > 1∧ τL = 0, we extend (10)

and (11) (by considering the limit τL → 0) as

r⋆1 (κLd), r̄
⋆
1 (κLd) =





r⋆11(κLd)
r⋆12(κLd)
r⋆13(κLd)



 =







0
− 1
κLd

±
√

1− 1
(κLd)2






, (12)

2The restriction κLd < 1 can be lifted for trimming paths with τL 6= 0
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2
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Fig. 2: Leader describing helix motion (κL = 1, τL = 0.1)

and trailer’s hinge equilibrium position (marked with  ) w.r.t.

leader’s reference frame {L} (ILR is the oriented set of axes

where the first axis I
LRe1 is tangent to the path).

When solving z(r⋆1 ) = 0 for r⋆1 , an additional relation is be

found, namely κT

Lr
⋆
1 (κLd) =

τL
r⋆11(κLd)

which is important later

in this paper.

Corollary 1 suggests that r⋆1 (κLd) is stable while r̄⋆1 (κLd)
is unstable. As expected, the stable solution corresponds to a

trailer being pulled (see Figure 2) and the unstable solution

corresponds to a trailer being pushed.

Notice also that r⋆1 (0) = r⋆1 (±∞e1) = e1, which means

that a leader describing a rectilinear path leads to the same

leader-follower configuration, encoded by r⋆1 (·), as a leader

describing a helix with infinite torsion. In both cases, the leader

is in front of the trailer, i.e. Lp⋆L|T = de1. This result should

be expected as a helix with infinite torsion is a rectilinear path.

In Figure 2 the leader describes a trimming path in red and

the paths in dashed black are the follower’s equilibrium paths

for different combinations of κLd. Figure 2 shows the effect

of the design parameter d, which effectively encodes how

sensitive the followers are to the leader motion. In the limit

case where d → 0, the follower exactly mimics the leader;

on the other end of the spectrum, when d → ∞ the follower

is completely insensitive to what the leader does3. However,

as discussed in Section III, if t 7→ ‖ωF(t)‖ is too large,

which might occur for small d, the planned trajectory might

be infeasible – depending on the follower’s flight envelope. As

such, there is a trade-off between mimicking the leader and

the feasibility of the planned trajectory.

There are two equilibrium solutions, r⋆1 (·) and r̄⋆1 (·), iden-

tified in (10) and (11), respectively. Next, we prove r⋆1 (·)
is (locally) exponentially stable, while r̄⋆1 (·) is unstable; and

afterwards, we prove that r⋆1 (·) is, in fact, almost globally

asymptotically stable.

Proposition 2. Consider a leader vehicle describing a trim-

ming path and a trailer with kinematics (6). If τL 6= 0, then

the equilibrium r⋆1 (κLd) is (locally) exponentially stable and

the equilibrium r̄⋆1 (κLd) is unstable.

Proof. Without loss of generality, assume vL(t)d = 1 for

all t ≥ 0 (see Remark 2). For a trimming path, κ̇L(t) = 0

3In fact, if the leader describes a path in a bounded space and d → ∞
then the follower stays at rest all the time.
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for all t ≥ 0, and the system (8) is autonomous. Also, it is

possible to find an autonomous system of the form
...
r11(t) =

f(r11(t), ṙ11(t), r̈11(t)) when τL 6= 0 and with f : R3 → R.

Denoting x(t) = [r11(t) ṙ11(t) r̈11(t)]
T and ẋ(t) = f(x(t)), it

follows that x⋆ ∈ {
[

r⋆11 0 0
]T

,
[

r̄⋆11 0 0
]T} are equilib-

ria of the system. A linearization procedure around each of

the equilibria yields

∂f(x)
∂x

|
x=x

⋆ =









0 1 0
0 0 1

−2(±r⋆11)

√

(dτL)2 +
(

r̃211
2

)2

−(6r⋆211 − 1 + ‖κLd‖2) −4(±r⋆11)









with +r⋆11 for x⋆ =
[

r⋆11 0 0
]

, and −r⋆11 for x⋆ =
[

r̄⋆11 0 0
]

(recall that r⋆11 = −r̄⋆11). With the help of the Hur-

witz criterion, one infers exponential stability of
[

r⋆11 0 0
]

and instability of
[

r̄⋆11 0 0
]

for the linearized system.

Moreover, these conclusions extend to the non-linear system
...
r11(t) = f(r11(t), ṙ11(t), r̈11(t)).

Remark 2. If inft≥0 vL(t) > 0, there exists an invertible map-

ping from time instant t to leader path arc-length γL, namely

γL = fL(t) :=
∫

t

0

vL(τ)
d

dτ ⇔ t = f−1
L (γL). Then, given any

function of time f : R≥0 → R
3, it follows that

∂f(f−1
L (γL))

∂γL
=

∂f(t)
∂t

|
t=f

−1
L

(γL)

∂f−1
L (γL)

∂γL
= ∂f(t)

∂t
1

vL(t)d−1 |t=f
−1
L

(γL). For exam-

ple, (8) becomes dr1
dγL

= Π(r1) e1 + S (r1)κLd and (13)

becomes dV
dγL

= −2r11V . Moreover, notice that dr1
dγL

is au-

tonomous when the leader describes a trimming path.

We now present one of our main contributions, that es-

tablishes the almost global asymptotic stability (AGAS) of

r⋆1 (κLd) (and instability of r̄⋆1 (κLd)).

Theorem 1. Consider a leader vehicle describing a trimming

path and a trailer with kinematics (6). If r1(0) ∈ S2\{r̄⋆1} and

1) κL = 0 or

2) 0 < κLd < 1 or

3) κLd ≥ 1 and τL 6= 0,

then the leader and the follower vehicles converge to a rigid

formation with relative position vector given by Lp⋆

L|T (κLd) =
dr⋆1 (κLd), corresponding to an AGAS equilibrium solution.

Proof. Consider the first scenario where κL = 0, in which

case t 7→ I
LR(t) is ill-defined. Then Lemma 1 (take ǫ = 1)

guarantees that t 7→ r11(t) converges to 1 as long as r11(0) 6=
−1. Equivalently t 7→ r1(t) converges to e1 = r⋆1 (0).

For the second scenario, where 0 < κLd < 1, t 7→ I
LR(t)

is always well-defined. Consider then the error defined in (9),

the Lyapunov function Ṽ (z(r1)) =
1
2‖z(r1)‖2 and denote t 7→

V (t) = Ṽ (z(r1(t))). Along a solution of (8), it follows that

V̇ (t) = −2vL(t)d
−1r11(t)V (t). (13)

Notice that t 7→ V (t) = Ṽ (z(r1(t))) is bounded by defi-

nition since S2 ∋ r1 7→ z(r1) is bounded. Also, it follows

from (13) that V (t) = V (0) exp
(

∫ t

0
−2vL(τ)d

−1r11(τ)dτ
)

where V (0) = 0 ⇔ r1(0) = r⋆1 (κLd) ∨ r1(0) = r̄⋆1 (κLd).
Assume r1(t) ∈ Ω3(ǫ) = {x ∈ S2 : xTe1 < −ǫ} \{r̄⋆1}, for

some ǫ ∈ (0, 1) and for all t ≥ 0. In that case, it follows

that V (t) ≥ V (0) exp
(

2vmin
L d−1ǫt

)

, which is unbounded in

time. Consequently r1(t) leaves the set Ω3(ǫ) for some t > 0,

entering the set Ω2(ǫ). At that point, Lemma 1 guarantees

r11(t) > ǫ for all t ≥ T > 0 and for some T ; when

that happens it follows from (13) that t 7→ V (t) converges

exponentially fast to zero (because V̇ (t) ≤ −2vmin
L d−1ǫV (t)),

while t 7→ r1(t) converges exponentially fast to r⋆1 (κLd).
Finally, consider the last case where τL 6= 0

and κLd ≥ 1. For brevity, denote V̄ =
lim sup

t→∞ V (t),
¯
V = lim inft→∞ V (t), and

φ(t2, t1) = exp
(

−
∫ t2

t1
vL(τ)d

−1r11(τ)dτ
)

. It follows

from (13) that, if V (t1) > 0 for some time instant

t1 ≥ 0, then φ(t2, t1) =
√

V (t2)
V (t1)

. Consider now also

S2 ∋ r1 7→ s̃(r1) := τL
|τL|κ

T

Lr1 which is bounded

(|s̃(·)| ≤ ‖κL‖), and denote t 7→ s(t) = s̃(r1(t)). Along a

solution of (8), it follows that

ṡ(t) = −vL(t)d
−1 (r11(t)s(t)− |τL|) ,

where κ̇L(t) = 0 has been used, since the Theorem is

restricted to trimming paths. It then follows that s(t) =
φ(t, 0)s(0) + |τL|

∫ t

0
φ(s, 0)vL(s)d

−1ds. Without loss of gen-

erality, and for the purpose of analysis, we may assume

s(0) = 0. Also, and again without loss of generality, assume

that vL(t)d
−1 = 1 for all t ≥ 0 (see Remark 2). In that case,

it follows thats

s(t) =|τL|
∫ t

0

√

V (s)

V (0)
ds. (14)

It follows from (14) that
¯
V = 0, otherwise limt→∞ s(t) = ∞.

Let us now analyze (14) assuming V̄ 6= 0, leading us to a

contradiction whose ultimate implication is that in fact V̄ = 0.

Suppose then that V̄ 6= 0, in which case t 7→ V (t) must

asymptotically cross the interval [
¯
V, V̄ ] = [0, V̄ ] infinitely

many times. Consider then the interval [ 14 V̄,
1
2 V̄ ] ⊂ [0, V̄ ],

and notice that since −2V (t) ≤ V̇ (t) < 2V (t) – see (13)

– then it takes, in the best case scenario, a time interval

of ∆t = ln(2) > 0 for t 7→ V (t) to cross the interval

[ 14 V̄,
1
2 V̄ ] ⊂ [0, V̄ ]. As such, consider two time instants t2, t1

such that t2 ≥ t1 + ln(2) ≥ ln(2), and such that V (t1) =
1
2 V̄

and V (t2) =
1
4 V̄ (or alternatively, such that V (t1) =

1
4 V̄ and

V (t2) =
1
2 V̄ ). Then,

∫ t2

t1

√

V (s)
V (0)ds ≥

∫ t1+ln(2)

t1

√

V̄
4V (0)ds =

√

V̄
4V (0) ln(2) > 0. Since t 7→ V (t) must asymptotically cross

the interval [
¯
V, V̄ ] = [0, V̄ ] infinitely many times, it follows

from the previous discussion that limt→∞

∫ t

0

√

V (s)
V (0)ds = ∞,

and therefore limt→∞ s(t) = ∞, which is not possible. This

means that V̄ is in fact 0, and therefore limt→∞ V (t) = 0,

since V̄ =
¯
V = 0. Since limt→∞ V (t) = 0 it follows that

limt→∞ r1(t) = r⋆1 (κLd) or limt→∞ r1(t) = r̄⋆1 (κLd) —

the possibility of alternating infinitely fast between r⋆1 (κLd)
and r̄⋆1 (κLd) is excluded since t 7→ ṙ1(t) is bounded. Now,

recall (13), and notice that if limt→∞ r11(t) = r̄⋆11(κLd) < 0
then limt→∞ V (t) = ∞, which is impossible. Thus, it follows

that limt→∞ r1(t) = r⋆1 (κLd) where r⋆11(κLd) > 0.

Theorem 1 states that the equilibrium formation
Lp⋆

L|T (κLd) = dr⋆1 (κLd) is AGAS while Lp⋆

L|T (κLd) =
dr̄⋆1 (κLd) is a second unstable equilibrium solution.

Physically, these two equilibrium solutions correspond to a

trailer being pulled (eT

1
Lp⋆L|T (κLd) = dr⋆11(κLd) > 0) and
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a trailer being pushed (eT

1
Lp⋆L|T (κLd) = d̄r⋆11(κLd) < 0),

respectively. Notice Theorem 1 guarantees almost global

asymptotically stability of r⋆1 (κLd), while Proposition 2

guarantees local exponential stability of r⋆1 (κLd).
Next, we discuss some of the properties of the equilibria

r⋆1 (·) and r̄⋆1 (·), when τL = 0 and κLd > 1 and when τL = 0
and κLd = 1.

Lemma 2. Consider a leader vehicle describing a trimming

path, with τL = 0 and κLd > 1, and a trailer with kinematics

(6). Then neither r⋆1 (κLd) nor r̄⋆1 (κLd), as defined in (12),

are asymptotically stable.

Proof. If τL = 0 and κLd > 1, then r⋆1 (κLd), r̄
⋆
1 (κLd) =

[0 − (κLd)
−1 ±

√

1− (κLd)−2]T . As such,

r⋆13, r̄
⋆
13 = ±

√

1− (κLd)−2 6= 0, since κLd > 1. When τL = 0,

it follows from (8) that ṙ13(t) = −vL(t)d
−1r11(t)r13(t).

Now, recall (13), and assume that r13(0) 6= 0, and that

V (0) 6= 0 ⇔ r1(0) 6= r⋆1 (κLd) ∧ r1(0) 6= r̄⋆1 (κLd). Now,

assume that either r⋆1 (κLd) or r̄⋆1 (κLd) are asymptotically

stable, which implies that limt→∞ V (t) = 0. Since

r13(t) = r13(0) exp
(

∫ t

0
−vL(τ)d

−1r11(τ)dτ
)

and, since by

assumption, limt→∞ r13(t) = ±
√

1− (κLd)−2, it follows that

exp
(∫∞

0
−vL(τ)d

−1r11(τ)dτ
)

= ±
√

1− (κLd)−2r−1
13 (0).

On the other hand, it follows from (13), that

V (t) = V (0) exp
(

∫ t

0
−2vL(τ)d

−1r11(τ)dτ
)

, and therefore

limt→∞ V (t) = 1−(κLd)
−2

r213(0)
V (0) 6= 0. As such, a contradiction

has been reached, implying that neither r⋆1 (κLd) nor r̄⋆1 (κLd)
are asymptotically stable.

Lemma 3. Consider a leader vehicle describing a trimming

path, with τL = 0 and κLd = 1, and a trailer with kinematics

(6). Then the equilibrium point r⋆1 (κLd) = r̄⋆1 (κLd) = −e2 is

unstable.

Proof. First note that, when τL = 0 and κLd = 1, then (10)

and (11) are in fact the same equilibrium point, to be spe-

cific, r⋆1 (κLd) = r̄⋆1 (κLd) = −e2. For τL = 0, ṙ13(t) =
−vL(t)d

−1r11(t)r13(t), which follows from (8). If r13(0) = 0,

it follows from the latter that r13(t) = 0 for all t ≥ 0. With

this in mind, and assuming r13(0) = 0, we may parameterize

t 7→ r1(t) as r1(t) = [sin(ψ(t)) − cos(ψ(t)) 0], in which case

the equilibrium r⋆1 (κLd) = r̄⋆1 (κLd) = −e2 is parametrized as

ψ⋆ = 0. For this choice, and since τL = 0 and κLd = 1, it fol-

lows from (8) that ψ̇(t) = −vL(t)d
−1(1−cos(ψ(t))). For this

system, ψ⋆ = 0 is unstable. Indeed, suppose ψ(0) ∈ [−π
2 , 0);

then ψ̇(t) ≤ −vmin
L d−1(1 − cos(ψ(0))) < 0 for as long as

ψ(t) ∈ [−π
2 ,−ψ(0)); this in turn implies that t 7→ ψ(t) does

not remain arbitrarily close to ψ⋆ = 0, regardless of how

close ψ(0) is of ψ⋆ = 0, which means ψ⋆ = 0, and therefore

r⋆1 (κLd) = r̄⋆1 (κLd) = −e2, is unstable.

Notice Lemma 3 establishes instability of r⋆1 (κLd) =
r̄⋆1 (κLd) = −e2, but at least a lack of asymptotic stability of

the equilibrium should be expected. Indeed, since there is only

one equilibrium and given that t 7→ r1(t) lives in a closed set

(with continuous dynamics) we should not expect the double

equilibrium point to be asymptotically stable.

Remark 3. The time derivative (13) around the equilibrium

r⋆1 (κLd) may be written as

V̇ = −vLd
−1r⋆11

∥

∥

∥

∥

∂z

∂r1

|r1=r⋆1
(r1 − r⋆1 )

∥

∥

∥

∥

2

+O
(

‖r1 − r⋆1‖2
)

where it was assumed that
‖vL‖
d

is constant. This expression

indicates that the convergence to the equilibrium is slower for

smaller but positive r⋆11(κLd), which occurs when τL is small

and κLd is large (i.e. τL ≈ 0 and κLd ≥ 1). This relates to

Lemma 2, under which the equilibria lack asymptotic stability.

C. Leader describing Non-Trimming paths

Theorem 1 guarantees that the final leader-follower forma-

tion is independent of the initialization of the planner – as long

as r1(0) 6= r̄⋆1 (κLd) – but it only applies for a leader describing

a trimming path, which excludes a broad set of paths. For a

leader describing a non-trimming path one would also like to

guarantee the same behavior, i.e., that the planned trajectory

does not depend on the planner’s initialization. The question

that then arises is whether a unique attracting trajectory for

the follower exists which depends solely on the leader’s path

intrinsic properties, namely path curvature κL and path torsion

τL, and the distance d.

For this purpose, consider then two solutions, t 7→ ra

1(t) and

t 7→ rb

1(t) of (8) with different initial conditions. If t 7→ ra

1(t)
and t 7→ rb

1(t) converge to one another, regardless of different

initial conditions, it logically follows that a unique equilibrium

trajectory exists. This concept of an attracting trajectory is

also studied in contraction analysis: “if all neighboring tra-

jectories converge to each other (contraction behavior) global

exponential convergence to a single trajectory can then be

concluded” [?].

Theorem 2. Consider a leader whose curvature is bounded

and satisfies (κL(t)d)
2 ≤ (κmax

L d)2 < 1 for all t ≥ 0, and

a trailer with kinematics (6). If r1(0) ∈ Ω1(0) then the final

planned trajectory, encoded by t 7→ r1(t), does not depend

on the initialization r1(0), i.e. there is a unique attracting

solution.

Proof. Consider two solutions t 7→ ra

1(t) and t 7→ rb

1(t) of (8)

with different initial conditions, but where ra

1(0), r
b

1(0) ∈
Ω1(0). Additionally, consider the Lyapunov function V (t) =
1− ra

1
T (t)rb

1(t), whose time derivative yields

V̇ (t) = −vL(t)d
−1(eT

1 r
a

1(t) + eT

1 r
b

1(t))V (t).

Given the conditions of the Theorem, Lemma 1 applies

and as a consequence it follows that t 7→ ra

1(t) and t 7→
rb

1(t) enter the set Ω1(
√

1− (κmax
L d)2) in finite time, and

never leave that set afterwards. Thus, after a finite time,

V̇ (t) ≤ −vL(t)d
−12
√

1− (κmax
L d)2V (t), which implies that

t 7→ V (t) converges exponentially fast to 0. Moreover, this

implies that t 7→ ra

1(t) and t 7→ rb

1(t) converge exponentially

fast to one another. Since t 7→ ra

1(t) and t 7→ rb

1(t) are

arbitrary trajectories of (8), it follows that there exists a unique

attracting solution that all solutions of (8) converge to.

Remark 4. The results in Theorem 2 are valid as long as

t 7→ I
LR(t)e1 (i.e. the leader velocity direction) is well-defined

and continuously differentiable, regardless of whether or not
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the complete rotation matrix t 7→ I
LR(t) is ill-defined. In fact,

we may write the Lyapunov function in Theorem 2 and its

derivative as V (t) = 1−(IT Ra(t)e1)
T (IT Rb(t)e1) and V̇ (t) =

−vL(t)d
−1 ((ILR(t)e1)

T (IT Ra(t)e1) + (ILR(t)e1)
T (IT Rb(t)e1))V (t),

where t 7→ I
T Ri(t) for i = {a, b} represents two different

trailer rotation matrices which evolve according to

kinematics (6).

Theorem 2 loosely states that a non-trimming equilibrium

solution exists, and that all solutions, properly initialized,

converge exponentially fast to that equilibrium. In other words,

if a trailer starts behind the leader (a hemisphere of possible

initial conditions) it converges to a moving point that lives in

that same hemisphere. Notice that the idea of an attracting

solution is already present in Theorem 1 where r⋆1 (κLd)
is an AGAS solution. In Figure 3(a), a leader describes

a lemniscate path (a non-trimming path) and, for different

initial conditions satisfying the conditions of Theorem 2, all

trajectories converge to one another.

Theorem 2 applies to both trimming and non-trimming paths

but, unlike Theorem 1, it does not provide any insight into

the analytical solution of the attracting trajectory. However,

intuition suggests that if t 7→ κL(t) varies slowly (w.r.t. the

leader path arc-length) then we should expect t 7→ r1(t) to

be close to t 7→ r⋆1 (κL(t)d)
4. Figure 3(b) presents the angular

distance between the solutions presented in Figure 3(a) – i.e.

different solutions t 7→ r1(t) of (8) – and t 7→ r⋆1 (κL(t)d). It

is clear that all the angular distances converge to the same

function, as predicted by Theorem 2. In the next theorem

we provide a bound for the angular distance that vanishes

for the case when κ̇L(t) = 0 for all t ≥ 0, as expected

from Theorem 1. We emphasize that the bound does not

depend explicitly on how κL(·) varies in time but rather on

how it varies with the arc-length of the path. With that in

mind, let the rate of change of the leader path curvature

with respect to the leader path parametrization be defined as

κ′
L(t) ≡

[

τ ′L(t) 0 κ′L(t)
]T

:= κ̇L(t)
vL(t) .

Theorem 3. Consider a leader vehicle describing a non-

trimming path with curvature satisfying (κL(t)d)
2 ≤

(κmax
L d)2 < 1 and ‖κ′

L(t)‖ ≤ ‖κ′
L‖max for all t ≥ 0.

Additionally, consider a trailer attached to the leader, with

kinematics (6) and initialized such that r1(0) ∈ Ω1(0). Under

those conditions
[

1− C2

1 + C2
, 1

]

, (15)

defines an invariant set and an ultimate bound on t 7→
r⋆ T

1 (κL(t)d)r1(t), where

C >
1

2

‖κ′
L‖maxd2

√

1− κmax
L d

sup
s≥0

∥

∥

∥

∥

dr⋆1 (γκ)

dγκ

|γκ=κL(s)d

∥

∥

∥

∥

,

with r⋆1 (·) as defined in (10).

Proof. Consider the Lyapunov function

V (t) = 1− r⋆ T

1 (κL(t)d)r1(t) ≡ 1− cos(θ(t)),

where θ(t) is the angular distance between r⋆1 (t) and

r1(κL(t)d) (see Figure 8(b)). Also, consider t 7→ r⋆1 (κL(t)d)
which varies according to the kinematics

ṙ⋆1 (κL(t)d) =− vL(t)S (r⋆1 (κL(t)d)) z(r
⋆
1 (κL(t)d))+

vL(t)
dr⋆1 (γκ)

dγκ

|γκ=κL(t)dκ
′
L(t)d, (16)

where, by definition, z(r⋆1 (κL(t)d)) = 0 (for all t) and where

t 7→ κ′
L(t) is the rate of change of curvature and torsion w.r.t.

the leader’s path arc-length. From (16), the Lyapunov’s time

derivative yields

V̇ (t) < −vL(t)d
−1(eT

1 r
⋆
1 (κL(t)d) + eT

1 r1(t))

(

V (t)− | sin(θ(t))|C
)

= −vL(t)d
−1(eT

1 r
⋆
1 (κL(t)d) + eT

1 r1(t))

(

V (t)−
√

V (t)(2− V (t))C

)

.

Under the conditions of the Theorem, Lemma 1 may

be invoked to conclude that t 7→ r1(t) enters the set

Ω1(
√

1− (κmax
L d)2) in finite time, and never leaves that set af-

terwards. Also under the conditions of the Theorem, it follows

that inft≥0 e
T

1 r
⋆
1 (κL(t)d) > 0. It follows then that t 7→ V̇ (t) is

negative if V (t)−
√

V (t)(2− V (t))C ≥ 0 ⇔ V (t) ≤ 2C2

1+C2 ,

4Notice that t 7→ r
⋆

1(κL(t)d) is not a constant because t 7→ κL(t) varies
in time; rather it is the equilibrium that would be obtained at each point of the
leader path if this were a trimming path with curvature and torsion associated
to that point of the path.
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which is equivalent to

cos(θ(t)) ≡ r⋆ T

1 (κL(t)d)r1(t) ≤
1− C2

1 + C2
,

and consequently
[

1−C2

1+C2 , 1
]

is an ultimate bound and invariant

set on t 7→ r⋆ T

1 (κL(t)d)r1(t).

Loosely speaking, Theorem 3 states that as a non-trimming

path gets closer to a trimming path, i.e. as sup
t≥0 ‖κ′

L(t)‖
becomes smaller, the attracting non-trimming solution t 7→
r1(t) gets closer to t 7→ r⋆1 (κL(t)d).

Theorem 3 provides a bound on the angular distance be-

tween t 7→ r1(t) and t 7→ r⋆1 (κL(t)d). In Figure 3(b), the

bound (15) is presented in dashed black. Notice that all angular

errors converge to one another and additionally the bound

provides a measure of closeness of the attracting non-trimming

solution to the trimming solution defined as in (10).

Remark 5. For the same reasons as in Remark 4, Theorem 3

is valid even when t 7→ I
LR(t) is ill-defined, i.e., even when

the leader reference frame is ill-defined the attracting solution

still exists and is unique.

Theorem 4. Consider a leader vehicle describing a non-

trimming path and a trailer with kinematics (6). Additionally,

assume that the velocity measurements t 7→ vc

L(t) available

to the follower are corrupted by measurement noise t 7→
δ

vL
(t) ‖vL(t)‖, such that vc

L(t) = vL(t) + δ
vL
(t) ‖vL(t)‖.

Under the presence of that noise, t 7→ κc

L(t) denotes the cor-

rupted leader path curvature and t 7→ rc

1(t) encodes the cor-

rupted planned trajectory. If (κL(t)d)
2 ≤ (κmax

L d)2 < 1 and

(κc

L(t)d)
2 ≤ (κmax

L d)2 < 1 for all t ≥ 0, and rc

1(0) ∈ Ω1(0),

then
[

1−C2

1+C2 , 1
]

, where C > 1
2

1√
1−κmax

L d
sup

t≥0

∥

∥δ
vL
(t)
∥

∥, de-

fines an ultimate bound and invariant set for t 7→ rc

1(t)
Tr1(t),

where t 7→ r1(t) is the attracting solution of (8).

The proof of Theorem 4 follows very closely that of

Theorem 3, and for that reason it is omitted for brevity.

Theorem 4 implies that n followers can perform their planning

independently (each vehicle having a different noise associated

with the leader velocity measurement) and all solutions remain

close to the attracting solution that would be obtained without

noise. This provides the planning with robustness properties

that other planning strategies do not have, specially those that

focus on inter-vehicle distances (in [?], [?]), where different

initial conditions and disturbances have long lasting effects on

the planning.

Remark 6. Theorem 1 is partially recovered from Theorem 3,

if the condition κ′
L(t) = 0 for all t ≥ 0 is imposed. For

that case, limt→∞ r⋆ T

1 (κL(t)d)r1(t) = 1. Theorem 1 is not

fully recovered because Theorem 3 has a narrower set of

allowed initial conditions and additionally Theorem 3 requires

κmax
L d < 1.

Remark 7. For all previously stated Theorems, we have

restricted the leader to possess a continuous direction of

motion, i.e. t 7→ I
LR(t)e1 to be always well-defined. When

such condition is not satisfied, a reinitialization of the planner

occurs, i.e., t 7→ r1(t) =
L
T R(t)e1 suffers a discontinuity, and

all Theorems can be applied once again from the time instant

at which the discontinuity occurs onwards, disregarding all

past evolution of t 7→ r1(t).

D. Properties of the Followers’ path

As mentioned before, the trailer reference frame is a Parallel

Transport reference frame. Following [?], it is possible to

compute the trailer’s path curvature κT : R≥0 → R and torsion

τT : R≥0 → R, namely

κT (t) =

√

1− r211(t)

d|r11(t)|
and τT (t) =

κLr13(t)

r11(t)(1− r211(t))
,

where these are valid for time-varying t 7→ κL(t) (the

solutions above are always well defined under the conditions

of Corollary 1). Consequently, they are also valid for a leader

describing a trimming path, where t 7→ κL(t) is constant

and t 7→ r1(t) converges to r⋆1 (κLd). In that case it follows

that t 7→ κT (t) and t 7→ τT (t) also converge to constant

values, namely κ⋆

T =

√
1−r⋆211(κLd)

dr⋆11(κLd)
and τ ⋆

T = τL
r⋆211(κLd)

.

Therefore, for a leader describing a trimming path, the trailer

also asymptotically describes a trimming path.

VIII. CONVERGENCE OF THE TRAILER REFERENCE FRAME

In the previous sections we proved that the trailer hinge

point t 7→ pT (t), and the first axis t 7→ I
T R(t)e1 converge

to an equilibrium solution. However for a non-longitudinal

d̄, convergence of the complete rotation matrix t 7→ I
T R(t)

to one solution is also required. The longitudinal direction

t 7→ I
T R(t)e1 converges according to the selection of pitch and

yaw rates as analyzed in Section VII. On the other hand, the

convergence of the orthogonal space to t 7→ I
T R(t)e1 depends

on the choice of the roll rate, i.e., on t 7→ pT (t). This section is

dedicated to the roll rate design and the properties that follow

from its choice.

A. Roll Rate Design

Before conducting a discussion on the roll rate design,

consider a leader and a follower living in a one dimensional

space. Then the leader following goal can be restated as

p
L
− p

F
= rd (with r ∈ {−1, 1}) from which two possible

solutions arise and one must be chosen: either the leader is

at the front at all times or at the back. In a 2D environment

a similar ambiguity arises and, with a proper choice of yaw

rate, one of the equilibrium points is rendered stable (pulled

trailer) and the other is rendered unstable (pushed trailer)5.

In [?], the two-dimensional case for t 7→ I
T R(t) ∈ SO(2)

was studied, so only one planned path came as a result

from the planning. However, the group of 2-by-2 orthogonal

matrices, R2D ∈ O(2), is not connected. It can be seen as

the union of two connected groups, with matrices that satisfy

det(R2D
1 ) = 1 and det(R2D

2 ) = −1 (notice the similarity with

the one-dimensional term r).

However in a 3D setting, a rotation matrix R3D correspond-

ing to a rotation around, for example, the z axis, can be of

the form R3D
1 = diag(R2D

1 , 1) or R3D
2 = diag(R2D

2 ,−1).
This explains why an extra ambiguity, which does not exist

5In a 2D setting r1 lives in a closed space, specifically the unit circle.
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in the two dimensional case, arises when one moves to a

three-dimensional space. Figure 4 presents the two solutions

R3D
1 ≡ R⋆

1 and R3D
2 ≡ R⋆

2.

To sum up, from 1D to 2D one ambiguity arises, while

from 2D to 3D another ambiguity arises. As such, I
T R has

four equilibrium solutions, two solutions corresponding to a

stable I
T Re1 (this analysis has been conducted in the previous

Section) and the other two corresponding to an unstable I
T Re1.

We focus attention on the two solutions where I
T Re1 is stable,

with the objective of designing a roll rate that provides stability

to one and instability to the other.

Definition 3. Consider a unit vector n ∈ S2 which is chosen

as the preferred vertical direction and a vehicle with reference

frame (R,p), where the rotation matrix rotates with angular

velocity ω. Then the vehicle is said to move in a clockwise

direction if n
TRω > 0, anti-clockwise direction if n

TRω <
0, and indefinite direction if n

TRω = 0. Additionally, the

vehicle is said to stand up if n
TRe3 > 0, to stand down if

n
TRe3 < 0, and to stand indefinite if n

TRe3 = 0.

Remark 8. The preferred vertical direction n is a parameter

to be specified by the designer. For example, if a mission

objective is to map a vertical wall, the preferred vertical

should be selected as the normal to that wall.

Remark 9. In a two-dimensional setting, a trailer is either

always standing up (this corresponds to det(R2D) = 1) or

always standing down (det(R2D) = −1). However, in a 3D

setting a trailer can leave the plane and approach either of

the two dimensional solutions.

n

I
LRe1

I
LRe1

ψd

R⋆
1

R⋆
2R⋆

2

R⋆
1

dy
dydy

dy

L
IRI

FR⋆
1≡R⋆

1=Rz(ψd)
L
IRI

FR⋆
2≡R⋆

2=Rz(ψd)Rx(π)

Fig. 4: Possible L
T R configurations for a trailer point with

longitudinal axis d and d̄ = dye2 (dy > 0)

Consider a leader describing a clockwise circular path and

an anti-clockwise circular path as pictured in Figure 4. The

planning problem lies on deciding which path should be stable:

the one corresponding to R⋆
1 or the one corresponding to R⋆

2.

We decide on this problem by imposing the stable solution

to be that where the trailer stands up (see Remark 9). Thus,

a switch between R⋆
1 and R⋆

2 is required if the leader path

changes from the clockwise to the anti-clockwise direction

(see Figure 4). This behavior is proposed because the leader’s

second axis I
LRe2 (and also the third axis I

LRe3) inverts its

direction when moving from clockwise to anti-clockwise paths

and the planning should not be sensitive to such discontinu-

ities.

A leader vehicle describing a planar path verifies t 7→
vT

L(t)
I
LR(t)e3 = 0, where t 7→ I

LR(t)e3 may invert its

direction. For this situation and in order to mimic a 2D

planning, one requires the follower third axis to be aligned

with the leader’s, i.e., t 7→ (ILR(t)e3)
T I

T R(t)e3 = ±1. For

t 7→ I
T R(t)e3 to be constant (t 7→ I

LR(t)e3 is constant

except for a sign change) the follower vehicle cannot roll

nor pitch (IT Ṙ(t)e3 = qT (t)
I
T R(t)e1 − pT (t)

I
T R(t)e2 =

0 ⇒ pT (t) = qT (t) = 0). As a consequence and because

qT (t) ∝ vT

L(t)
I
T R(t)e3 (see (6)), it follows that a possible

choice for the roll rate should satisfy pT (t) ∝ vT

L(t)
I
T R(t)e3

where vT

L(t)
I
T R(t)e3 is zero for a leader in a planar motion

(IT R(t)e3 and I
LR(t)e3 are aligned and vT

L(t)
I
LR(t)e3 = 0).

With the previous comments in mind, the following roll rate

is proposed

pT (t) = s⋆(0)(t)
vT

L(t)
I
T R(t)e3

d⊥

, (17)

where s⋆(0) ∈ C2(R≥0, [−1, 1]) is a modified signum function

that is obtained by solving the differential equation

s⋆(3)(t)+ a2 s⋆(2)(t)+ a1 s⋆(1)(t)+ a0 s⋆(0)(t) = a0 η(t), (18)

with coefficients a2 > 0 and a2a1 > a0 to guarantee stability

of the differential equation and η : R≥0 → {−1, 1} given by

η(t) ≡ sign (nT I

T R(t)e3) sign (vT

L(t)
I

T R(t)e2) , (19)

and where d⊥ can be viewed as the radius of a trailer spherical

body with hinge point pT (see Figure 1). The parameter

d⊥, provided by the designer, represents a sensitivity of the

planning to the leader path torsion (similarly to d, which is a

sensitivity parameter for the leader path curvature).

At the equilibrium, s⋆(0)(·) = η(·) = ±1, and η(·) plays

an extremely important role on the stability analysis. The

term sign (vT

L(·)IT R(·)e2) in (19) guarantees that both R3D
1

and R3D
2 are stable; while the term sign (nT I

T R(·)e3) in (19)

guarantees that only the solution where the trailer stands up

is stable.

Now, one should mention beforehand that if a real follower

vehicle needs a position reference to be of class C(n) then

t 7→ ωF(t) must be of class C(n−1) and consequently so

does t 7→ pT (t). The proposed path planning solution is

validated resorting to quadrotor vehicles which require a

position reference to be of class C(3) (continuous position,

velocity, acceleration and jerk) thus t 7→ pT (t) must be of class

C(2) which explains why in (17) t 7→ s⋆(0)(t) is used instead of

t 7→ η(t) (η is discontinuous while s⋆(0) is of class C(2) and, un-

der certain conditions, limt→∞ s⋆(0)(t) = limt→∞ η(t) = ±1).

As in the previous section, stability is first analyzed for a

leader describing a trimming path and only afterwards for a

leader describing a non-trimming path.

B. Convergence for Trimming Paths

Notice that the stability of r⋆1 (κLd) and convergence of t 7→
r1(t) to r⋆1 (κLd) has been studied for any choice of t 7→ pT (t).
The remaining subspace left unstudied is spanned by t 7→ r2(t)
and t 7→ r3(t) (recall that R ≡ L

T R ≡
[

r1 r2 r3

]

≡ [rij ] ∈
SO(3)), which is the orthogonal space to t 7→ r1(t). From the



12

kinematics of t 7→ r1(t) in (8), it follows that the orthogonal

space to t 7→ r1(t) is fixed if t 7→ rT

1 (t)
LωT |L(t) = 0. This

motivates the introduction of the error

z2(t) = rT

1 (t)
LωT |L(t)

vL(t)
=
pT (t)

vL(t)
− rT

1 (t)κL, (20)

where κL is constant for a trimming path. The error t 7→ z2(t)
relates the angular velocities of the leader and follower along

the direction t 7→ r1(t). Again, the error is velocity indepen-

dent because convergence depends on the intrinsic properties

of the path and not on the velocity with which the path is

followed.

The equilibria of (7) are found by setting z(·) = 0 and

z2(·) = 0, or equivalently by setting LωT |L(·) = 0. Recall

from Section VII-B, that for the equilibrium solution r⋆1 (κLd),
it follows that r⋆ T

1 (κLd)κL = τL
r⋆11(κLd)

. Moreover, if s⋆(0)(·) =
η(·) = ±1, and given the roll rate defined in (17), it follows

from z2(·) = 0 that

r⋆31(κLd) = η
τLd⊥

r⋆11(κLd)
≡ η

τLd

r⋆11(κLd)
λyz,

where λyz ≡ d⊥
d

. It can be proved that the equilibrium rotation

matrix R⋆(κLd, λyz) exists if ‖κLd‖ < ‖κLd‖max
, where [?]

‖κLd‖2max
=
λyz + 1

2

(
√

1 +
(2κLd)2

λyz

− 1

)

. (21)

This result is related to the fact that an equilibrium solution

exists if and only if sup
t≥0

‖ωF (t)‖
vL(t) ≥ ωL(·)

vL(·) = κL: if this

condition is not verified, then t 7→ LωT |L(t) = R(t)ωF(t) −
ωL(t) cannot converge to 0. We emphasize that (21) can be

made arbitrarily large, by selecting d⊥ arbitrarily small.

If (κLd)
2 ≤ (κmax

L d)2 < 1 and ‖κLd‖ < ‖κLd‖max
, then

an equilibrium matrix R⋆(κLd, λyz) exists. For brevity, only

the terms r⋆1 (κLd) and r⋆33(κLd, λyz) are presented, the former

in (10) and the latter presented next,

r⋆33 = sign (r⋆21)

(

− τL
κL

τLd
r⋆11
λyz +

√

1 +
τ2
L

κ2
L

(

1 +
1−λyz

r⋆211

)

)

. (22)

As expected, for planar paths, when τL = 0, r⋆33(κLd, λyz) =
sign (r⋆21(κLd, λyz)). The stable r⋆33(κLd, λyz) is either 1 or −1,

because the leader Frenet reference frame may invert its third

axis but the stable trailer should always stand up (or down)

(the stable r⋆33(κLd, λyz) inverts sign when the leader’s third

axis inverts its direction).

A critical situation arises when r⋆21(κLd, λyz) = 0. This is

the case when ‖κLd‖ = ‖κLd‖max
or when a leader describes

a rectilinear path. For the latter situation, κLd = 0, and

therefore r⋆1 (0) = e1 and r⋆21(0) = 0. Therefore, for a leader

describing a rectilinear path, the condition r⋆21(0) 6= 0 does

not hold and z2(·) = 0 is satisfied for R⋆(0) = Rx(φ) for

all φ ∈ R. For a leader describing a rectilinear path, the

existence of infinite equilibria is understandable because there

is no preferable plane to converge to (i.e. the plane of motion

of the leader can be any whose normal is perpendicular to

t 7→ I
LR(t)e1 = constant).

For a trimming path, two equilibrium solutions for (8) exist,

namely r⋆1 (κLd) and r̄⋆1 (κLd), with r⋆1 (κLd) being an AGAS

equilibrium of (8). Thus, (7) has four equilibrium solutions:

two of those are associated with r̄⋆1 (κLd) and as a consequence

are unstable; the other two are associated with r⋆1 (κLd) and

it is the objective of this section to prove that one of those is

stable with the other being unstable.

Theorem 5. Consider a leader vehicle describing a trim-

ming path, and a trailer with kinematics (6) and (17). If

r1(0) ∈ S2\{r̄⋆1}, 0 < (κLd) < 1 and ‖κLd‖ < ‖κLd‖max
,

then the trailer reference frame system as described by (7) has

an asymptotically stable equilibrium point.

The proof follows from analyzing the dynamics of the

error z2 in (20), and showing that z2 vanishes asymptotically;

this in turn implies that z also vanishes asymptotically, and

that the trailer reference frame has an asymptotically stable

equilibrium point (details found in [?]).

C. Convergence for Non-Trimming Paths

Theorem 5 states that an asymptotically stable equilibrium

solution R⋆(·, ·) exists but (similarly to r⋆1 (·)) it is only valid

for trimming paths. Thus, once again, the question is raised of

whether a unique rotation matrix exists which depends solely

on the leader’s path intrinsic properties and on the planner

specifications (d, d⊥ and n). Next, we show that (7) has an

attracting solution and that all solutions starting sufficiently

close to the attracting solution converge to that attracting

solution (once again, we refer to contraction analysis [?])

Theorem 6. Consider a leader vehicle and a trailer with

kinematics (6) and (17). Assume that 0 < (κL(t)d)
2 < 1

and that ‖κL(t)d‖ < ‖κLd‖max for all t ≥ 0, and that

r1(0) ∈ Ω1(0). Then, if a solution t 7→ R(t) to (7) exists

where inft≥0 r21(t) > 0 and inft≥0 sign (nT I
FR(t)e3) > 0,

then (7) has a locally attracting solution.

Theorem 6 guarantees that for n virtual follower vehicles

computing t 7→ I
T R(t) independently, all rotation matrices

converge to one another. Its proof follows the same spirit of

that of Theorem 2, and it is found in [?].

D. Duality and Simulation

There are specific tasks which require a group of vehicles to

move in a fixed geometrical formation along a predefined path,

which is guided by a leader, as in the framework proposed in

this paper. Then, a relevant question is what motion should

be imposed on a leader in order to satisfy that objective. This

question has a straightforward answer if we consider the dual

problem of that of finding the trailer motion given a leader

motion. Indeed, by imposing a motion to a trailer reference

frame, the leader motion is determined with the help of (4).

As such, if we want the formation leader+followers to move

with the orientation of an arbitrary path, we set the trailer

position to be the path position and the trailer longitudinal

axis to be the path tangent. We can then command the

leader to describe the trajectory that would follow from (4)

and Theorems 2 and 6 guarantee that an attracting solution

exists, meaning that all followers can perform the planning

independently and they converge to the same trailer reference

frame that was used to construct the leader motion.

In Figure 5, we present a simulation where a leader de-

scribes a helix path and three followers are attached to the
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Fig. 5: Leader-and-3-followers formation for a leader describ-

ing a helix path.

leader: the design specifications are d = 0.15m, d⊥ = 0.15m

and n = e3; also the distances d̄ for the three followers are

chosen to be 0.2
{

[

0 1
2 −

√
3
6

]

,
[

0 − 1
2 −

√
3
6

]

,
[

0 0
√
3
3

]

}

m,

and with this choice the configuration forms a pyramid with a

base formed by the three followers (corners of an equilateral

triangle of length 0.2 m and the leader at the vertex of the

pyramid). Figure 5(a) presents the trajectories for the first 3

seconds of the simulation and notice that, at its initial state,

the formation does not form the desired pyramid; however by

the end, the formation already resembles the desired pyramid.

In Figure 5(b), the distance between followers is presented

for the first 8 s and the convergence of all distances to 0.2 m

(full lines) is clear. In order to attest the robustness of the

planning, another simulation was performed where the velocity

measurements used by each follower are corrupted with noise

(independent noise for each follower) for the first 6 s: in

Figure 5(b) (dashed lines), the distance between followers is

presented for the first 8 s and notice the convergence of all

distances to 0.2 m is still clear. Notice that a corrupted velocity

affects the kinematics of the planner, but Theorems 2 and 6

guarantee that an attracting solution exists, which is why noise

in the velocity measurements does not have a permanent effect

on the planning; in fact, when the noise is switched off, normal

convergence is recovered.

A hard problem, which we do not address in this paper,

Fig. 6: Leader-follower formation with quadrotor vehicles

(left). Quadrotor control architecture (right).

is to decide when should the vehicles exchange information

and negotiate their relative motions. This problem needs to

be addressed in an environment where obstacle avoidance is

required, in which case a fixed configuration might have to

be broken in order to avoid collisions. For these situations,

our suggestion is for the vehicles to use a time varying

t 7→ d̄(t) and communicate it to their peers. For this situation,

the followers would behave as moving points belonging to a

common moving frame (the trailer frame), e.g. for 3 followers

(as in Figure 5(a)) instead of a fixed pyramid moving in a helix

shaped trajectory we would obtain a time-varying pyramid

moving in an helix shaped trajectory. Obviously, an extra step

is required to plan the time evolution of the relative positions,

which requires communication among vehicles. This problem

is outside the scope of the paper and we have not developed a

solution to such problem. It is a topic left for future research.

IX. EXPERIMENTAL VALIDATION

This section presents the experimental results obtained at

Sensor-Based Cooperative Robotics Research Laboratory -

SCORE Lab - of the Faculty of Science and Technology of

the University of Macau. For the experimental validation of

the proposed algorithm, we employed the architecture depicted

in Figure 6 where a MATLAB/Simulink environment is used

to seamlessly integrate the sensors, the control algorithm, and

the communication with the vehicle. The proposed trajectory

planner was tested with two radio controlled Blade mQX

quadrotor vehicles [?], shown in Figure 6. A VICON T-

Series motion capture system [?], composed of 12 T-Series

cameras and markers attached to the quadrotors, provides

highly accurate position and orientation measurements for

the leader and follower at a rate of 100Hz. The trajectory

planner is implemented in a Matlab/Simulink model, which

computes the follower’s position reference and feeds it to

the quadrotors’s trajectory tracker controller developed in

[?] which requires a time-parametrized position reference of

class C(3). Consequently, the trajectory planner requires the

knowledge of p
(i)

L (t) for i = {1, 2, 3}, which are obtained

from the raw position measurements by means of dynamic

differentiators.

In all of the experimental results presented in the sequel,

the leader’s path is depicted in red, the real follower’s path

in blue, and the virtual follower’s path in magenta, with the

magenta reference frame being that of the virtual follower,

i.e. I
FR(·) (see Figures 8(a),7(a)-7(c),9(a)). In the figures the

vehicles’ positions are shown five times, with ♦ symbol for the

initial position and  symbol for the other positions, equally

spaced in time (experiment time divided by four). Finally, in
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all the experiments, the leader’s velocity was set at 0.5ms−1,

n was set to e3 and the position tracking error obtained with

the controller in [?] is also presented.

Consider the xyz Euler angles for attitude parametrization,

defined such that R := Rz(ψ)Ry(θ)Rx(φ) and R⋆ :=
Rz(ψ

⋆)Ry(θ
⋆)Rx(φ

⋆). We have shown that if the leader

describes a trimming path, the relative position between

leader and follower t 7→ LpF|L(t) = −R(t)d converges to
Lp⋆

F|L(κLd, λyz) = −R⋆(κLd, λyz)d, with κL and τL as the

constant leader’s path curvature and torsion. For non-trimming

paths, the matrix t 7→ R(t) is expected to remain close to

the matrix t 7→ R⋆(κL(t)d, λyz) where t 7→ κL(t), τL(·)
are time-varying. For all experiments, {φ(·), θ(·), ψ(·)} and

{φ⋆(·), θ⋆(·), ψ⋆(·)} are presented in dashed and full lines,

respectively. {φ⋆(·), θ⋆(·), ψ⋆(·)} are determined using for-

mulas (10) and (22); {φ(·), θ(·), ψ(·)} are determined from

R(·) := L
IR(·)IFR(·). Also, for all of the experiments,

{a0, a1, a2} = {152, 72, 12} in (18).

Figure 7 depicts the vehicle paths for an experiment per-

formed with d = d⊥ = 0.4m, relative position vector d̄ =
[

0 −0.4 0
]T

m and with the quadrotor-leader describing

a path composed of two circular paths: one in a horizontal

plane and the other in a plane tilted by 45◦. The leader’s

path has zero torsion for most of the path, except during

the transition between planes. Notice the convergence of the

virtual follower’s path to a zero-torsion path in the leader’s

plane of motion, since eT

3 d̄ = 0. Except during the transition

between planes, the leader describes trimming paths and for

that reason {φ(·), θ(·), ψ(·)} converge to {φ⋆(·), θ⋆(·), ψ⋆(·)}
which are constant. Also, the virtual follower’s third axis
I
FR(·)e3 remains aligned with n, i.e. sign (nT I

FR(·)e) > 0.

The quadrotor paths for d = d⊥ = 0.35m, relative

position vector d̄ =
[

0 0.35 0
]T

m and the quadrotor-leader

describing a lemniscate path in a horizontal plane are presented

in Figure 8. The lemniscate is defined in meters as

p(γ) = 1.7Rz

(

−π
4

) [

cos(γ)
1+sin2(γ)

1
2

sin(2γ)
1+sin2(γ)

−1.1
]T

,

with γ̇(t) = 0.5
1.7

√

1 + sin2(γ(t)) to normalize the trajectory

velocity to 0.5ms−1. The leader’s path has zero torsion

and, once again, the virtual follower converges to a plane

parallel to the leader’s plane of motion, without any prior

knowledge that the leader is moving in that plane. In Figure

8(b), the time evolution of the angles {φ(·), θ(·), ψ(·)} and

{φ⋆(·), θ⋆(·), ψ⋆(·)} is presented. The leader does not describe

a trimming path and consequently {φ⋆(·), θ⋆(·), ψ⋆(·)} vary in

time. Notice that ψ(·) follows ψ⋆(·) with a certain delay; θ(·)
and θ⋆(·) are zero because the trajectory is planar; and φ(·)
and φ⋆(·) switch between 0◦ and 180◦ for clockwise and an-

ticlockwise rotations, respectively. When the leader describes

an almost rectilinear trajectory, I
LR(·) is ill-defined and we

set {φ(·), θ(·), ψ(·)} = {φ⋆(·), θ⋆(·), ψ⋆(·)} = {0, 0, 0}. The

direction I
FR(·)e3 is aligned with n, i.e. sign (nT I

FR(·)e3) > 0,

and the follower’s curvature is smaller than the leader’s when

the leader’s rotation is clockwise and larger when the leader’s

rotation is anticlockwise.

Finally, Figure 9 shows the quadrotor’s paths for d = d⊥ =
0.4m, d̄ = [0 0.4 0]T m and a quadrotor-leader describing the

trajectory, in meters,

p(γ) =
[

sin(γ) cos(γ) 0.5 cos(γ)− 1
]T

,

with γ̇(t) = 0.5 1√
2(3−cos(4γ(t)))

s−1. The leader’s path is not

planar but the virtual follower, which behaves like a 3D trailer

attached to the leader, is at each moment compelled to remain

in the osculating plane of the leader (spanned by I
LR(·)e1

and I
LR(·)e2). In Figure 9(b), the time evolution of the angles

{φ(·), θ(·), ψ(·)} and {φ⋆(·), θ⋆(·), ψ⋆(·)}, which is periodic,

is only presented from 0s to 20s. The trajectory is not a

trimming one and once again the angles {φ(·), θ(·), ψ(·)} try

to follow {φ⋆(·), θ⋆(·), ψ⋆(·)} but with a certain delay.

A video of an experiment similar to that in Figure 7 is

found in [?]. The presented experiments illustrate a formation

between a leader and a single follower. For formations between

a leader and several followers, we refer the reader to the

simulations shown in Fig. 5, illustrating a leader and three

followers that asymptotically come together in a pyramid

formation (with the leader at the vertex of the pyramid). Both

the experiments and the simulations illustrate the robustness of

the planning algorithm against measurement noise. Other types

of disturbances, such as unknown wind forces acting on the

quadrotors or unknown model parameters, must be handled by

the trajectory tracking controller: in our experiments, we made

use of the controller described in [?], but other controllers,

with different types of robustness guarantees, can be used.

X. CONCLUSIONS

In this paper we presented a real-time three dimensional

trajectory planner for leader following, where n followers

asymptotically behave as n distinct points of a common three

dimensional trailer reference frame. The proposed trajectory

planner produces natural trajectories for the followers that are

not mere offset copies of the leader’s trajectory, and it can be

implemented independently by each follower, thus reducing

the need for communications among vehicles. We proved that

under a wide range of conditions, there is a unique attractive

solution for the trailer reference frame to which all solutions

converge to, which demonstrates the robustness of the plan-

ning to noisy measurements and different initializations. The

formation of n+1 vehicles is driven by the leader, and we have

discussed how to obtain a leader trajectory that renders a de-

sired formation asymptotically stable. Experiments performed

with quadrotor vehicles were conducted that demonstrate the

richness and suitability of the generated trajectories. Directions

for future work include the study of a sequence of n-trailers

and the incorporation of a collision avoidance strategy.
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Autonomous Cinematography with Teams of Drones

Jesus Capitan1 and Arturo Torres-Gonzalez1 and Anibal Ollero1

I. INTRODUCTION

Aerial cinematography with drones is becoming quite pop-

ular, with many new commercial platforms for both amateurs

and professionals. The main reasons for this breakout are

their reduced cost, their maneuverability and their ability

to produce unique shots, mainly when compared to static

cameras or dollies. Moreover, using multiple drones to film

the same event concurrently widen the range of possibilities

available for the production team, specially in outdoor, large-

scale scenarios. For instance, several action points could

be covered simultaneously, or multi-camera shots could be

carried out, achieving more artistic views.

However, there are multiple issues to consider when

operating an multi-drone system for cinematography, which

increases considerable the operator’s load. To name a few,

moving targets have to be tracked, smooth trajectories are

needed for the drones, different shots should be assigned

to the available drones taking into account their remaining

battery, collisions between the drones should be prevented,

drones should not access no-fly zones, etc.

There are multiple works addressing camera motion plan-

ning for aerial filming [1], [2]. The common idea is to formu-

late some kind of optimization problem to generate smooth

camera trajectories that fulfill aesthetic and cinematographic

constraints. There are also end-to-end solutions for aerial

cinematographers [3], [4] where high-level commands can

be specified. However, the focus of these previous works is

on static scenes and single-drone settings. Moreover, there

are works filming dynamic targets in outdoor scenarios and

coping with obstacle avoidance [5], [6]. There is no much

work considering multi-drone shots for cinematography. Re-

cently, some authors have proposed optimization techniques

based on receding horizon to film with several drones in

indoor settings [7], [8].

In this work, we propose a distributed system for au-

tonomous execution of cinematography missions. We im-

plement a set of flight controllers in order to perform

with autonomous drones canonical shots described in the

literature. Then, we devise a system that allows the drones to

execute concurrent shots in a distributed manner, by means

of synchronization events. Our work has been done within

the framework of the EU-funded project MULTIDRONE 1,

which addresses the problem of building drone teams for

autonomous media production. The project studies all aspects

in the complete system: how to define shooting missions

1J.C., A.T. and A.O. are with the University of Seville, Seville, Spain
[jcapitan,arturotorres,aollero]@us.es

1https://multidrone.eu

for media production; how to translate them into feasible

plans for the drone team, and how to execute those planned

missions with multiple drones in parallel.

Our system assumes that there is a central planner that

receives shooting missions with shot descriptions by a media

director; and it allocates those shots to the available drones so

that constraints such as shots’ start time and duration, as well

as drones’ remaining battery, are fulfilled. This paper focuses

on the autonomous execution of these shooting missions with

the drone team, once the plan has been computed and the

shots assigned to the drones. In particular, we propose a

distributed scheduler that activates onboard each drone the

corresponding shot controllers. An event-based system is

used to synchronize shot execution among the drones and

ensure proper coordination. Our main contributions are the

following:

• We compile a list of canonical shots from the cine-

matography literature. Then, we implement autonomous

flight controllers for all the shots, defining specific pa-

rameters to describe each shot. Each controller includes

also a component to control the camera gimbal tracking

the filmed target.

• We develop a complete architecture for autonomous

execution of cinematography missions with a team of

drones. The architecture is agnostic to the planner used

to assign the shots in a feasible manner, and it integrates

shot controllers with onboard shot schedulers and target

tracking modules.

Our approach uses an event-based mechanism to synchro-

nize multi-drone shots and to ensure that shots start at the

right time. The original plan for shot execution is computed

predicting targets’ motion. However, there may be inaccu-

racies on those predicted trajectories (e.g., a target arrives

later than expected to shot start position) or contingencies

during the mission execution (e.g., a drone fails and runs

out of battery). Our method tackles those uncertainties in

two manners. First, re-planning is allowed online during

mission execution if any emergency occurs. Second, the

synchronization mechanism allows us to account for possible

delays in the mission execution or mismatches with the

original plan. Since drones start shots when they receive the

corresponding event, we could plan so that they arrive at

the shot start position before the expected time, and use that

buffer time to accommodate possible delays in the scene.

Besides, our method considers safety in several manners:

(i) drones are not allowed to fly over pre-defined no-fly

zones; (ii) a collision avoidance algorithm is used so that

drones do not collide with each other; and (iii) there is an



onboard component for emergency management that triggers

specific procedures in case of failures.

II. SYSTEM OVERVIEW
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Fig. 1. Overview of our system architecture.

Figure 1 shows the architecture of our system. There is

a central entity called Mission Controller, which is the one

managing the whole planning and execution process for a

mission. This module receives from the end-user (i.e., media

director) the shooting missions, with descriptions of the

desired shots, i.e., their starting events and positions, their

duration, etc. For instance, a director could design a shooting

mission to film a rowing race; and specify a lateral shot from

the START RACE event to the end of the race, and a orbital

shot starting with the FINISH LINE event, i.e., when the

boats reach the finish line. The Mission Controller will send

these events to the drones as they occur. Depending on the

event, this occurrence may be detected automatically by the

Mission Controller or indicated by the director.

When the Mission Controller receives a shooting mission,

it uses another centralized module implementing the Planner

to compute a feasible plan to execute. This module is out of

the scope of this paper and would produce a list of actions

for each drone. Basically, shooting and navigation actions;

the former to execute shots, the latter to navigate from the

end of a shot to the start position of the next one. Once

the plan is computed, the Mission Controller sends it to the

drones, and it is supposed to be executed by the onboard

Schedulers in a distributed manner. Each Scheduler listens

to events coming from the Mission Controller and starts

or stops the execution of the current shooting action when

the corresponding event happens. This is done by calling

another module called Executer, which is the one actually

implementing the flight and gimbal controllers to carry out

the shots. Synchronization for multi-camera shots is achieved

because all involved drones will be waiting for the same

event to start. Moreover, the Executer can also be called to

execute navigation actions.

The Schedulers report back to the Mission Controller the

status of the mission execution, i.e., which action is the

drone executing or waiting for. In case of an emergency in

the drone, e.g. low battery or loss of GPS, the Scheduler

commands the drone a safe landing and reports back an

emergency status. Then, the Mission Controller would trigger

Fig. 2. Drone cinematographer during our outdoor trials.

a re-planning procedure calling again the Planner with the

available drones and remaining shots to execute. Each drone

will finish with the ongoing action, and will append behind

the new list of actions to execute.

III. EXPERIMENTAL RESULTS

We tested our system with example shooting missions in

simulation. For that, we use the GAZEBO [9] simulator and

the PX4 [10] SITL (Software In The Loop) functionality

to simulate the autopilot. The simulator also uses UAL

(UAV Abstraction Layer) [11], an open-source library to

interact with autonomous drones, abstracting the user from

the specifics of the platform used. With this simulator, it

is easy to run and test different examples without flying

with the real drones but using the very same software.

In particular, we simulated different shooting missions to

demonstrate the integration of the whole system and evaluate

the types of views obtained by the drone cameras. A video

with an example simulation can be seen at: https://

youtu.be/qRPXTid9dFI. In the example, there is a car

moving along a straight road that has to be filmed. A drone

performs a lateral shot followed by a static shot, whereas

another two drones perform an orbital shot together. The

mission starts taking off all drones after a GET READY event.

Then, the go to their corresponding starting waypoints and

wait there for a START RACE event that triggers the shooting

actions. After 20 seconds, the drones come back to the home

position and land.

Currently, we are running tests in outdoor, mock-up sce-

narios in order to test functionalities of the system, but results

are still preliminary. Figure 2 shows one of the prototypes

that we built filming a moving target with a mounted GPS.
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areas of large historical buildings by a formation of unmanned aerial
vehicles using model predictive control,” in 22nd IEEE Intl. Conf. on

Emerging Technologies and Factory Automation (ETFA), Sep 2017,
pp. 1–8.

[9] N. Koenig and A. Howard, “Design and use paradigms for Gazebo,
an open-source multi-robot simulator,” in In IEEE/RSJ International

Conference on Intelligent Robots and Systems, 2004, pp. 2149–2154.
[10] L. Meier, T. Gubler, J. Oes, D. Sidrane, D. Agar, B. Kng,

A. Babushkin, px4dev, M. Charlebois, R. Bapst, and et al.,
“Px4/firmware: v1.7.3 stable release,” Jan 2018.
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Abstract: This paper addressed the challenge of exploring large, unknown, and unstructured
industrial environments with an unmanned aerial vehicle (UAV). The resulting system combined
well-known components and techniques with a new manoeuvre to use a low-cost 2D laser to measure
a 3D structure. Our approach combined frontier-based exploration, the Lazy Theta* path planner, and
a flyby sampling manoeuvre to create a 3D map of large scenarios. One of the novelties of our system
is that all the algorithms relied on the multi-resolution of the octomap for the world representation.
We used a Hardware-in-the-Loop (HitL) simulation environment to collect accurate measurements
of the capability of the open-source system to run online and on-board the UAV in real-time. Our
approach is compared to different reference heuristics under this simulation environment showing
better performance in regards to the amount of explored space. With the proposed approach, the UAV
is able to explore 93% of the search space under 30 min, generating a path without repetition that
adjusts to the occupied space covering indoor locations, irregular structures, and suspended obstacles.

Keywords: structure inspection; path planning; unmanned aerial vehicles (UAVs); autonomous
exploration; laser scanning

1. Introduction

Unmanned aerial vehicles (UAV) are continuously increasing in value as tools and are useful
aids for a multitude of human activities. These activities, scenarios, and concepts nowadays cover a
wide range of contexts from the multi-vehicle oceanographic environment [1–3] to smart farming [4,5],
surveillance [6–9], wildfire tracking [10,11], or transportation [12,13]. These systems have, through
miniaturization and reduction in cost, become more attractive and viable especially for tasks which
might pose a danger to humans or tasks which are, in their essence, logistical burdens to carry
out continuously in a manual manner. The reality is that recent technological developments have
opened the use of aerial robots to a broader public with UAVs now benefiting from off-the-shelve
long-range wireless communications, high-resolution light sensors, on-board computation capacity,
and power-efficient hardware. A prime example of these cumbersome and possibly dangerous tasks
is that of mapping unexplored and unstructured areas. In this regard, the capabilities of UAVs
are exceptional for scene reconstruction [14–16], environmental monitoring [10,17,18], industrial
inspection [19–22], bridge inspection [23,24], and nuclear radiation detection [25] due to the increasing
assortment of payloads that these vehicles can accommodate as well as the level of redundancy
achievable by UAVs deployed in coordinated teams.
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In this work, our goals are two-fold: (1) Enabling the exploration of vast structures with no
previous knowledge, and (2) using a low-cost, light laser.

The simulated operational scenario chosen to experiment the exploration approach is the structural
inspection in an industrial setting (see Figure 1). We showcase a system that combines well-known
tools with a new sampling manoeuvre to use the potential range of a 2D laser sensor for 3D sampling.
The system integrates a conservative path-planner with a layered exploration strategy that considers
both the observation manoeuvre and a safety distance, thus leveraging both the operational objectives
and the platform’s safety. These distances and the overall size of the search space are addressed by
clearly distinguishing between local space (within sensor range) and global space (the full search
space). The sampling locations are discovered by searching for frontiers, voxels in the known free
space that have unknown neighbours. The frontiers’ algorithm is only the first step towards selecting a
goal, with neighbouring unknown points targeted for inspection only when an inspection manoeuvre
is possible and safe for the platform to perform. After the system identifies the locations with
information gain, the sampling manoeuvre is adjusted based on the map configuration and the sensor
range. The path planning time is reduced by adjusting the maximum search time to the scope of the
exploration (local or global) and by only selecting goals that have a high likelihood of being reachable.
The presented system is an extensible solution, applicable to other environments and operational
scenarios beyond exploration.

A significant takeaway of our work is the bridging of the gap between academic state-of-the-art
equipment and tools currently available to industry. Considering that industrial structures can reach
considerable dimension and magnitude, the ability to employ a systematic and autonomous solution
which produces results within a reasonable time opens the door to lower operational costs. However,
the generation of a flight plan that yields full coverage of a complex infrastructure remains challenging
as sensor characteristics, UAV velocity, and error sources must be jointly taken into account to avoid
multiple flights. UAV inspection as a service, has already achieved mainstream status and the value
of incorporating our autonomous 3D inspections is clear, avoiding the escalation of current UAV
service costs.

Figure 1. UAV (Unmanned Aerial Vehicle) inspection of large structures.

The proposed approach articulates well-known components to achieve online and onboard,
fully autonomous exploration of large 3D heterogeneous structures without prior information. The
main contributions are (1) using a 2D laser for 3D exploration to reduce both cost and payload
weight; (2) presenting a sampling manoeuvre that consolidates the world representation while
providing sampling flexibility; and (3) the analysis of the system based on experiments done using
hardware-in-the-loop simulations in flight-ready components.

The remainder of this paper is organised as follows. Section 2 provides an overview of related
work. Section 3 describes the proposed approach for the exploration system. Section 4 details the
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software components of the system and how they interact. Section 5 describes the methodology used
for testing and data collection. Section 6 presents the simulation results collected and Section 7 closes
the paper with the conclusions and future lines of research.

2. Related Work

The problem of exploration is well known in research. The theoretical exercise of considering a
robot a geometrical point has been progressively adapted to the reality of guiding a UAV as it maps a
3D, unknown world.

The exploration strategies proposed in [26] have been repeatedly adapted to UAVs, solving also
path planning with the Rapid Exploring Random Trees (RRT) algorithm. Bircher et al. [19] proposes
an architecture where RRT plans online with a receding horizon, sampling possible positions. It is
an example of modular architecture, where the choice of the objective function switches planning for
either the exploration of unknown volume or inspection of a given surface. Papachristos et al. [20] uses
RRT to tackle the added challenge of exploring a degraded visual (dark) GPS–denied environment.
The RRT is part of a two-step, receding horizon, belief space-based approach that first generates
branches to maximise information gain and in a second step, a new tree is sampled to minimise
localisation uncertainty, generating collision-free paths. Song and Jo [27] present a system for
high-resolution 3D reconstruction combining both the volumetric map and the reconstructed surfaces
to evaluate the model completeness. Space is divided into visiting sectors, taking advantage of
the spatial organisation of the octree that is given a visitation order with A*. The algorithm first
extracts inaccurately reconstructed surfaces by analysing the quality and trend of the surfaces from the
Truncated Signed Distance Fields (TSDFs) and extracts frontiers from the volumetric map. Frontiers,
introduced by Yamauchi [28], are defined as known, free space that has neighbouring unknown space.
RRT is used to select a goal within a sector, maximizing the unknown visible space and penalizing
distance. Focusing on the speed of the UAV, Cieslewski et al. [29] takes advantage of the camera’s field
of view to restrain the search space in a way that enables the UAV to sustain the speed. The classical
frontier algorithm is responsible for selecting the goal, first searching inside the field of view, and then,
when there are no frontiers inside the frustum of the camera, searching globally. Again, sampling-based
RRT* is responsible for generating the path. Witting et al. [30] also used the field of view to restrict the
search space coupled with a RRT path planner. Instead of frontier finding, the goals are selected using
a historically aware Next Best View Planner (NBV), adjusting the orientation of the UAV to maximise
information gain.

Other approaches do not use sampling based algorithms for path planning, as is the case in
Heng et al. [14]. This work solves both the exploration and the coverage problems with a two-step
approach. Firstly, the goal state is chosen through maximization of the information gain, weighted by
the cost to get there. Then, a path to the goal is generated maximizing coverage, with the given path cost
and planning time budgets. To cross a high-density scenario, such as a forest, Oleynikova et al. [31]
use a methodology similar to the NBV problem. Sampling from within the view of the sensor,
multiple intermediate goals are selected to maximise a goal-seeking reward and exploration gain.
Charrow et al. [16] achieves active mapping with a two-stage approach of local and global planning.
As a first step, several paths are calculated using Dijkstra’s algorithm with the motion primitives to
reach frontiers clustered into regions of high information gain. The selected trajectory is then refined
using a gradient-based approach by maximizing an information-theoretic objective function based on
Cauchy–Schwarz quadratic mutual information.

However, the stochastic nature of the sampling-based approaches makes the certification for
industrial use more complex. Wang et al. [32] employs Information Potential Fields (IPF) for planning.
The IPF contains both frontiers as interest regions and the obstacles as repelling fields. The exploration
strategy is history aware to avoid local minima. Yoder and Scherer [24] uses the concept of a
surface frontier, a free voxel with both an unknown and an occupied neighbour. Surface frontiers
are favoured by the utility function to complete the surface inspection without exploring the entire
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scenario. In this approach, the user defines regions of interest that contain only one connected surface
volume. To generate the path in a deterministic way, the path planner SPARTAN creates a sparsely
connected graph across a tangential surface around obstacles maintaining a minimal clearance.

Juliá et al. [33] presents a comparative study of exploration strategies both for a single vehicle and
for cooperative exploration. This study compares the results of the nearest frontier, the utility function
maximization by González-Baños and Latombe [26], and a behaviour-based approach by Lau [34] for
single-vehicle exploration. The nearest frontier is expanded to multiple vehicles inspired by the work
of Burgard et al. [35]. Similarly, the utility function is expanded to multi-vehicle exploration using
a market-based approach, as presented by Zlot et al. [36]. Additionally, two systems that integrate
the localization uncertainty are included in the study. One system uses a utility-cost function from
the work of Makarenko et al. [37] and a hybrid approach by Juliá et al. [38] that uses behaviour to
return to positions with low uncertainty. This study establishes the application’s goal as the decisive
factor to choose the exploration strategy. When a high map quality is sought, the integrated techniques
achieve better results. If minimizing the exploration time is the decisive factor, cost-utility must
be addressed, knowing that utility techniques have a high information acquisition rate at first but
increase the total exploration time because small parts of the environment are only explored at the
end. In multi-robot approaches, when the number of robots increases, both map quality and execution
time improve. However, global optimisation is best if each robot chooses the target, as is the case in
market-based approaches.

When the objective of the UAV is to collect surface information, exploration must address the
NBV problem in order to place the sensor favourably. Delmerico et al. [39] compares the impact of
the volumetric information method on the surface coverage for NBV for occlusion aware, unobserved
voxel, rear side voxel, rear ride entropy, proximity count, area factor, and average entropy. Concluding
that the reconstruction can achieve most of its model completion within less than ten well-chosen
views, regardless of the choice of volumetric information formulation.

Regarding the sensor adopted to sample the world, for exploration in two dimensions, 2D laser
sensors have been extensively used. For instance, Rekleitis et al. [40] applies it in planetary exploration
and Kaufman et al. [41] equips an UAV with a laser for the purpose of generating a 3D map although
the exploration is conducted in 2D. However, the most common sensor used for exploration with UAVs
are depth cameras [14,16,19,20,27,29,32,39]. There are also examples of using a 3D LIDAR, combined
with depth cameras [24].

Another aspect that gains relevance in an industrial setting is the minimum distance to an obstacle.
In the related work presented here, when declared, the minimum distance to an obstacle varies from
none in [14,16], to 0.6 m in [29], to 2 m in [24]. Additionally, some approaches optimistically consider
the unknown space as free [39].

In this paper, we propose a deterministic, autonomous system for 3D exploration using a 2D laser
sensor. The system is able to run online and on-board an UAV that guarantees a minimum distance to
obstacles of 2.5 m, while conservatively considering the unknown space as an obstacle. The developed
modular architecture applies the frontier algorithm both at local and global levels, expanding the
concept of a frontier surface into a surface neighbourhood. Safe paths are generated during the mission
by the Lazy Theta* algorithm which is an any-angle variation of the popular A* algorithm.

3. Methods

The proposed approach brings together well-known components and a few novel ones to enable
autonomous exploration taking advantage of the far-reaching measurement range of laser sensors while
maintaining a lower cost by using a 2D sensor. In essence, point clouds containing the measurements
from the on-board sensor are continuously integrated into a sparse octree, the world representation.
All the components share the same representation. The exploration strategy identifies a safe sampling
manoeuvre around the most promising target and the path planning algorithm generates a safe path
to its start. Finally, the resultant waypoint sequence is merged with the sampling manoeuvre to create
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a flight path that is then followed by the UAV. The different parts of this approach are detailed in the
following sections.

3.1. Sparse Occupancy Grid

The measurements taken by the sensor are continuously integrated into a sparse octree using the
implementation of the octomap framework [42]. In this data structure, space is discretised in voxels,
each one reflecting the probability of containing an obstacle. Occupancy information is provided in the
form of three states: (1) Unknown, (2) free, and (3) occupied. The Octomap implementation has a small
memory footprint since each node only stores three variables: The maximum occupancy likelihood,
a local identifier, and a pointer to the array of children nodes that is only initialised if the voxel contains
known space. It is a sparse world representation because when voxels with the same state are together,
they merge into a larger voxel. The variable resolution is the primary characteristic that allows the
system to scale to large scenarios. Larger voxels allow significant amounts of space to be analysed at
the same time while using smaller voxels to represent intricate details.

3.2. Sampling: Flyby Manoeuvre

Laser sensors have the advantage of longer sampling range when compared with cameras and
depth-cameras. However they are heavier and more expensive. Fortunately, 2D lasers and lighter and
cheaper than their 3D counterpart.

An observation manoeuvre has been developed to enable the 2D laser sensor to capture
information in 3D. Instead of sampling from only one viewpoint, sampling is performed along a
line segment. In this way, the circular range of the sensor is extended in the direction of the movement.
Additionally, the manoeuvre adds flexibility to the thin scan of the 2D sensor. The procedure promotes
the consolidation of the known space by smoothing the edges of the unknown space, enabling the
voxels to merge, making the world representation more compact.

Then, the manoeuvre consists on following a segment chosen to place the sensor within the range
of the targeted unknown space. As shown in Figure 2, the line segment computation can be adapted to
the current shape of the free space since several possibilities around the target are evaluated. Each line
is a tangent to a circle centered on the target, with a radius equal to the sampling distance. Both the
sampling distance and the number of flyby options evaluated are adjustable. However, it should be
noticed that more flyby choices increases both flexibility and computation time.

O
D

?

A

C

B

Figure 2. Circle (A) around the unknown location (O) with a radius equal to the sampling distance
where different observation points (C) are shown. The green arrows represent the corresponding
flyby manoeuvres for each observation point. The UAV is initially at position (D) and the final flyby
manoeuvre is chosen to have the shortest path between this position and the start location of the
flyby segment.
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3.3. Path Planning

The path planner selected is the Lazy Theta* any-angle deterministic planner proposed in [43]. Its
implementation was validated for large structures in outdoors experimental campaigns in previous
work of the authors [44]. The sparse resolution of the octomap allows it to avoid large obstacles in
paths with up to 90 times the resolution of the occupancy grid. The geometrical optimization for
obstacle detection enables a safe flight corridor up to 10 times the resolution of the octree. The obstacle
avoidance capabilities are thus able to support operational safety distances of several meters from both
obstacles and unknown space. Due to the any-angle characteristics of Lazy Theta*, the path is smooth
enough to be used directly by the path follower.

3.4. Frontier Algorithm

The classical and widely-used frontier exploration algorithm presented in [28] is adopted to
identify information gain. The frontier voxels favour the conditions to move conservatively (as they
are in known space) while increasing the information about the world. The frontier algorithm also
relies on a sparse representation of the world (the octomap). As a result, the variable size of the frontier
and its neighbours creates a spatial organisation of the world beliefs that allow larger segments of
space to be analysed in one iteration. The implementation used is an extension of [45], that generates
neighbours taking the sensor range into account. Figure 3a shows in blue discarded frontiers because
the orientation of the scan angle illustrated in Figure 3b. As the sensor has a 270◦ scan angle and is
mounted to have the blind angle facing the ground at 30◦, the information acquisition must be made
either at the same height of the unknown space or below it.

(a) (b)

Figure 3. Neighbour generation, according to the sensor range. (a) The frontiers in blue could not be
sampled as the only known space is above and the laser scanner has a blind spot below due to the 270◦

scan angle. (b) The blue rays illustrate the range of the sensor. The scan angle is pointed upwards.

Instead of just identifying frontiers, the unknown neighbours that qualify a voxel as a frontier
are the candidates for sampling. The implicit spatial organisation of the octree, with its 8 children,
is preserved to order the sampling candidates without further calculations.

3.5. Exploration

Operational requirements, such as safety distance, observation manoeuvre visibility, or obstacle
detection, are combined with the exploration optimisation, such as switching between local and global
search, and the circular iteration of the tree on a global search. Furthermore, the maximum amount of
time allowed for path planning changes according to the scope of the exploration. The local search has
up to 1

8 of the time allocated in a global search. The iteration of the map between global searches is
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circular. One global search starts where the last global search finished. This iteration distributes the
focus among the whole tree, avoiding analysing the same first voxels more frequently.

The resulting path is combined with the flyby waypoints and the current position. The UAV
executes the flyby manoeuvre twice, which affords sampling redundancy: First, the UAV has the
sensor facing the movement and then the sensor is facing backwards.

4. System Architecture

The system architecture detailed in Figure 4 is divided into two large areas: Vehicle and
Exploration Architecture. As shown, these areas are abstractions that can be easily interchanged
for different types of systems as long as the sub-components, which will be detailed throughout this
section, follow the same architecture.

Vehicle

Exploration System (components)

Exploration System (implementation)

SensorPlatform Autopilot

Rotary wing UAV

Hokuyo

30LX

1000 

DJI

Exploration Architecture

Octomap
Lazy 

Theta*
Flyby

Exploration 

Strategy

Frontier

management

Frontiers

px4
Command

the vehicle

Path

Follower

UAL

Exploration Architecture

Exploration

Strategy
Command

the vehicle

Mission

Orchestrator

Exploration

Manager

World

Representation
Observation

Path

Planning

Figure 4. System architecture showing the correspondence between the generic elements and the
chosen components and algorithms.

The software architecture is based upon the Robot Operating System (ROS) software framework
by Quigley et al. [46], which allows a hardware-agnostic design through the use of its interprocess
communication interfaces. The different components are described in the following:

• Sensor: The sensor is a Hokuyo 30LX 2D laser sensor with a range of 30 m;
• Software for basic commands execution:

– UAL (UAV Abstraction Layer): A software-interface for hardware abstraction [47] which
handles the standard commands to control the vehicle such as velocity control, taking-off,
and landing;

– Path Follower: Software to follow a waypoint sequence [48], while also adjusting vehicle yaw,
so that in every segment the Hokuyo sensor is aligned with the movement.

• Octomap: Occupancy octree for world representation using the octomap framework [42], as
previously detailed in Section 3.1. The world representation is shared among all the components;

• Flyby manoeuvre: The manoeuvre executed to collect data around the target to gather 3D
information with the 2D laser, as described in Section 3.2;

• Path Planning: The Lazy Theta* any-angle deterministic planner proposed by [43] and adapted
in previous work of the authors [44] due to the advantages mentioned in Section 3.3;

• Exploration Strategy:
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– Frontier Algorithm: The classical and widely-used frontier exploration algorithm presented
in [28]; The implementation used is an extension of [49], that generates neighbours taking
the sensor range into account as presented in Section 3.4;

– Frontier Management: Combines and orders the operational requirements, such as
safety distance, observation manoeuvre visibility, or obstacle detection, with exploration
optimisation. The characteristics presented in Section 3.5 are incorporated in this component.

• Exploration Manager: Orchestrates all other components to achieve the high-level mission goal
of the whole-scenario exploration.

To select a suitable unknown point to sample, the frontiers algorithm searches inside a boundary
and identifies several candidate frontiers, listing their unknown neighbours by order of proximity.
Afterwards, the Frontier Management component searches for a safe flyby manoeuvre around each
unknown point with only the caveat that manoeuvres selected: (1) If there is visibility between the
flyby and the unknown point; (2) if the flight corridor of the flyby is within free space; and (3) if
the start of the flyby is reachable by the path planner. Furthermore, this component first searches
locally, around the current position of the UAV when no frontiers are found and then escalates to the
operator-defined region (global search). At a global level, the iterator of the tree is circular and the
search within the octree continues after the last successful search to avoid analysing the same voxels
repeatedly. Once a flyby is selected, the path planner generates a sequence of waypoints to reach the
start of the next flyby. After the UAV reaches the endpoint of the flyby, the search for frontiers starts
again. Finally, when no more frontiers are found, the Exploration Manager component declares the
mission as finished.

4.1. Exploration Manager

The Exploration Manager is an event-driven ROS node with the highest level of abstraction.
This node is the linchpin of our implementation and serves to integrate all other components. Within
this component, the flow of data is directed from Path Planning to the Exploration Strategy and then
to the Path Follower nodes. This module is responsible for deciding whether to continue collecting
data or to declare the exploration finished.

4.2. Frontier Algorithm

The Frontier Algorithm is used by request, as a service of a ROS node. Each call expects the
boundaries of the search region, the desired amount of sampling points, and the option to continue a
previous search. The points are returned in a list ordered according to the frontier heuristic.

Frontier Manager

The Frontier Manager node combines the information gain targets found by the Frontier Algorithm
node and the sampling manoeuvre possibilities to adjust the flyby to the map configuration. Several
mechanisms are embedded to reduce the time spent selecting the next goal of the UAV.

Figure 5 contains an activity diagram of the decision-making process. The starting point is the local
search. The local search is centered on the last successful flyby manoeuvre. The boundaries of the local
region are always within the operator defined region while keeping a minimum volume. The Frontier
Algorithm’s node is requested to compile an ordered list of unknown points. If no unknown space
exists, the Frontier Algorithm node is queried again, this time using the operator-defined boundaries
(global search). Additionally, the analysis of the map in each global searches is circular as one global
search starts where the last global search finished. The focus of the search is distributed among the
whole tree, avoiding analysing one set of voxels more frequently.

A flyby manoeuvre will only be considered valid for flying when three requirements are met.
These requirements are ordered to minimise the number of line of sight checks. Firstly, the unknown
point must be visible from the flyby, assuming the unknown space to be free. Secondly, the minimum
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distance from obstacles must also be observed when the UAV is sampling. The flight corridor of
the flyby must only contain free space to be valid. Finally, the voxel that contains the start of the
flyby must have at least one neighbour eligible to be part of the solution of the path planner. Since
the octree is sparse, the flight corridor between the start and end of the flyby and the flight corridor
between the start of the flyby and its neighbours can be substantially different. This requirement
exempts the system from making impossible path requests. Moreover, a reduced amount of flyby
options is considered for each sampling point. In order to keep the computation time per sampling
candidate compatible with online, on-board execution only nine flyby options are considered for each
with six options around the candidate and three below it. Flyby options above the unknown are not
considered because the blind angle of the Hokuyo sensor points downwards. The relative position of
the manoeuvre is calculated, taking into account the sensor pitch.
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Figure 5. The activity diagram of the Frontier Manager node to find the next goal.

4.3. Operator Interaction

The system requires minimal input from the operator, only the limits of the inspection region
are required, along with starting the UAV within an obstacle-free zone. A starting zone of at least
8 × 8 × 3 m provides a safe operational baseline to execute a small predefined flight plan, which
is the starting manoeuvre. At its start location, with the initial manoeuvre, the UAV creates a
bubble of known-safe space that will be incrementally expanded through exploration. Since the
UAV only navigates within known free space, the starting manoeuvre boot-starts the generation of
the map to enable the first autonomous manoeuvres. Consequently, the initial obstacle-free zone is
a requirement to operate with the proposed approach. The mission ends either when this bubble
completely encompasses the limits defined by the operator or when there are no more avenues to
expand the known space (due to obstacles).

With the exploration finished, the resulting output can be used in three broad ways.
(1) Immediately, an operator can see a rough reconstruction of the environment. (2) The flight
plan generated by the system can be logged and reused in following inspections to gather further
measurements, either with the same platform or with another of similar configuration. (3) Finally, all
the point clouds generated by the sensor during the flight, cross-referenced with location and time
tags, can be processed with off-the-shelf 3D reconstruction software to generate a highly detailed 3D
reconstruction of the structure. This last step feature is beyond the scope of this paper.

4.4. Modular Approach and Re-Usability

As observed by Delmerico et al. [39], the orthogonality of each of the tasks involved in the system
inspires a modular architecture that allows a fast reconfiguration of software for different applications
and robotic set-ups.
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Although this architecture caters to a rotary-wing holonomic UAV, non-holonomic UAVs, and
autonomous underwater vehicles (AUVs) can run the system on-board just as readily. The most
significant change lies within the hardware, which can be adapted in a plug and play fashion.
To exemplify, Figure 6 shows how the components would change for an AUV adopting the LSTS
(Laboratório de Sistemas e Tecnologia Subaquática) toolchain [50]. The vehicle becomes a Light
AUV (LAUV) equipped with a Multibeam and running on-board DUNE (Uniform Navigational
Environment). Additionally, the same Upboard processor used in the UAV field experiments described
in [44] is supported by OceanScan’s LAUV to run the exploration system on-board. As DUNE already
provides path following for the LAUV, the component to command the vehicle would only need to
interface the standard commands from ROS.

Exploration System (implementation)

AUV

MultibeamLAUV

Exploration Architecture

Exploration 

Strategy

Frontier

management

Frontiers

DUNE
Command

the vehicle

DUNE

node
Flyby

Lazy 

Theta*

Neighbour

selection

Octomap

Exploration

Manager

Figure 6. The architecture applied to the case of an AUV (Autonomous Underwater Vehicle). The
changes are highlighted in orange and are primarily at the hardware level.

The considerations for a non-holonomic vehicle are confined to two components: The
waypoint selection within the path planner and the operational requirements embedded into the
frontier management.

5. Simulation Testbed

In order to validate our assertions and results, a simulation testbed was created to benchmark
the system. This testbed provides a Hardware-in-the-Loop (HitL) simulation environment to collect
accurate measurements of the capability of the system to run online and on-board.

This work focuses on the task of exploration. The complex problem of localisation is assumed to
be addressed with a differential GNSS in outdoor environments and a VICON/OptiTrack system in
indoor scenarios. Consequently, in simulations, the localisation used to construct the map is sourced
directly from the simulator.

All the code developed to implement the proposed approach is open-source and available online
(https://github.com/margaridaCF/FlyingOctomap_code).

5.1. Comparison with State of the Art Approaches

The frontier heuristic proposed in this work (referenced as octomap heuristic) is compared with
two other heuristics from the state of the art. One is the classical nearest neighbour heuristic, originally
introduced in [28]. The other is the heuristic presented in [24], where priority is given to occupied
space. In [24], only frontiers with occupied neighbours are considered for sampling, and those frontiers
are referenced as surface frontiers. As the work in [24] relies on a combination of sensors that allows
an assumption of omnidirectional sensing and in this work the sensor is 2D, the utility equation was
adapted from 3D to 2D for a fair comparison. The result is Equation (1), where the safe flying distance
from the structure is ds, and tm is a maximum desired measurements per cell. Given the cell height h,
the distance from the sensor to the cell r, and the number of points per scan N, the utility of a view for
observing a single surface frontier is
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f (r) =



















0, if r < ds

tm, if r 6 r < dm

hN

2πr
, if dm 6 r

(1)

where dm =
hN

2πr
. The domain of Equation (1) is equivalent to the utility function used in [24].

The function is plotted in Figure 7 using the reference vehicle’s sensors parameters and thresholds.
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Figure 7. Equation (1) with h = 0.5 m, N = 1080, ds = 2.5 m, and tm = 17.

The redundancy in the flyby manoeuvre (flying forwards and backwards) and allowing the
frontier to be at any point in the map is considered part of the proposed approach. Consequently,
when employing the surface frontier and the nearest neighbour heuristics, the flyby manoeuvre is
done only in one direction and the frontiers must be at a distance shorter than 45 m, the distance the
Lazy Theta* implementation is designed to reach in the allotted time.

5.2. Hardware in the Loop

To employ a simulation environment that is valid in an experimental setup, the vehicle used
in an outdoors experimental campaign in previous work [44] is taken as a reference to collect the
data. The same on-board processor provides the computational power to run the ROS nodes of the
exploration system. An additional computer simulates the environment, emulates the sensor, and
simulates the autopilot (see Figure 8). The details are as follows:

1. Platform: A 1000 DJI frame with sufficient payload to mount all the necessary hardware:
A 5.8 GHz wireless communication Ubiquiti R© Rocket, the autopilot, the on-board processor, and
the sensor;

2. On-board processor An UpBoard with an Intel R© AtomTMx5;
3. Sensor: The sensor is a Hokuyo 30LX laser sensor with an aperture of 270◦ and a range if 30 m,

mounted with a 50◦ pitch;
4. Autopilot: The Pixhawk v1’s autopilot px4 provides software-in-the-loop capabilities that

simulate the vehicle’s movements during the tests;
5. Support laptop: A OMEN HP-15-ce020ns equipped with an Intel R© CoreTM i7-7700HQ.
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Hardware in the Loop (HitL) Environment

Laptop Upboard

Exploration 

Systempx4
Simulator

Physics Simulator

(Gazebo)

Laser

Powerplant

model

Ethernet

Figure 8. The diagram of the Hardware-in-the-Loop (HitL) environment details how the load balancing
between the Upboard and the support laptop reflect the resources available in a real flight.

5.3. Test Setup

The 3D scenario constructed inside Gazebo contains the model of a power plant obtained from
the Gazebo model library (http://models.gazebosim.org/), as illustrated in Figure 9a. The operator
sets a subset of the model as the region of interest. The UAV starts the flight between the pillars and
the building. This region includes various types of obstacles: Two thin rails suspended in mid-air,
a beam structure, and an indoor portion. Not all parts of the structure can be accessed because of the
minimum distance to obstacles, as shown in Figure 9b.

The parameters used in this setup are specified in Table 1.

Table 1. Parameters for the HitL data collection.

Parameter Value Parameter Value

vlinear 1 m/s path_planning_timemax_execution 4 min

vangular 0.1745 rad/s local space minimum 10 × 10 × 10 m

Octree resolution 0.5 m Operator-defined region 70 × 38 × 31 m

dsa f e 2.5 m Sampling distance 5 m

Frontiers amount 35 Flyby options amount 6

Flyby length 4 m

(a) (b)

Figure 9. The model used to simulate the inspection scenario. (a) The factory to inspect with the UAV
and a rendering of the sensor range. (b) A part of the structure impossible to cover safely.
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Metrics

The behaviour of the system will be analysed over ten runs. In each run, data is collected to
evaluate the following metrics:

1. The exploration time;
2. The volume explored;
3. The resulting map contextualised with the flight path;
4. The path length of the flight path;
5. The evolution of occupied space during the mission;
6. The time spent in path planning;
7. The rate of success of path planner;
8. The average execution time per view;
9. Entropy of the map in the final iteration.

The first eight aspects are the most commonly used among the following works [19,20,27,29,31,39,
51–56].

Entropy [57] is also analysed to provide an insight about the information gain when the
exploration finishes. The entropy Hi of the i-th voxel with occupancy probability pi is computed
using Equation (2).

Hi = −(pi log pi + (1 − pi) log(1 − pi)) (2)

6. Results and Discussion

The system was run ten times in the HitL environment to gather performance information
according to the previous metrics and this section describes the results.

6.1. Execution Time

To understand the bottlenecks of the system, the execution time of the mission manager was
broken down into tasks. From the view of the mission manager, the time of the mission was divided
into one of three tasks: Visiting waypoints, planning the path, or analysing the known world to find
the next sample point.

A preliminary study showed exploration to be the longest task to execute. The data is illustrated
in Figure 10. In this graph, the task of exploration had an uneven execution time. The task could
complete faster when restricting the search space to local exploration. Oppositely it could take longer
when all the space is analysed (global exploration). Due to the impact on the overall execution time, the
global search was optimised. As a first approach, the map is always searched from the same starting
point. Figure 10b shows a detail containing the last four global searches as well as the execution time
of the frontier algorithm. Each search was fast, but an increasing number of searches were needed.
Moreover, for each frontier, all the safety checks were performed. For each potential goal, up to nine
flyby options were analysed. For each flyby, space was discretised to search for unknown space and
obstacles, along with all the required checks. In short, for each flyby, the goal manager went through
each requirement of safety.

The critical insight of Figure 10b is that fewer frontier searches resulted in a shorter task time. The
off the shelf iterator of octomap started the search always at the same point. As the mission progressed,
it became less likely that the first frontiers found would be suitable goals. If these voxels were still
frontiers, it was because there were obstacles in their vicinity that prevented safe sampling. A circular
iterator was introduced to disperse the focus of the search through the whole tree. With this iterator, the
search began where the last global search selected a goal. One voxel was only considered again after
examining the whole tree. The circular search ensured that the known space has significantly changed
when next considering that particular voxel. The impact is shown in Figure 11. There were only
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two instances of exploration taking over 8 min, as opposed to the six occurrences seen in Figure 10a.
Additionally, the maximum exploration time dropped from 30 min to 19 min.
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Figure 10. Time used in exploration in one run with a linear iterator. (a) Elapsed time for each task.
(b) The total time for the exploration task and the time used in the frontiers algorithm.
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Figure 11. The execution time the mission manager spent in each task, in one run with a circular iterator.
(a) All four tasked scaled together and (b) just local exploration, path planning, and visit waypoints.

Figure 11a shows all tasks together. Except for global exploration, none of the tasks took more
than 2 min. By adjusting the maximum search time of the planner, it resulted in a success rate of 84%
to find a path. The bottleneck of the system was the global exploration. The last global search was
the one that took more time. It served only to verify that the exploration had finished, the collection
of data ended with the last waypoint visited. Figure 11b is a detail of the same dataset. The global
exploration was removed. The last waypoint visited roughly 45 min, which was 19 min sooner than
the end of the exploration.

When this analysis extended to all the runs, as shown in Figure 12, the global exploration was
consistently responsible for over half the total mission time. In terms of computation time per view,
the average was 6 min and 38 s ± 1 min and 56 s. The median was 6 min, bounded by 5 min and
19 s in the best case and 10 min and 28 s in the worst case. Due to the limited options to sample the
unknown space, the frontiers were often not observable. Although the resulting processing time per
view was high, the location variability increased as more voxels were analysed, affording a higher
information acquisition.
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68. 6%

18. 1%

9. 29%

4. 0
6%

Global Exploration

Visit waypoints

Path Planner

Local Exploration

Execution time by task over all runs

Figure 12. Distribution of the execution time of each task across ten runs.

In terms of the total time to complete an exploration sequence, on average, the system took
78 min ± 30 min. Figure 13 shows a large difference in total execution time: The shortest run (run 3)
only took 59 min and with greater coverage of occupied space, whereas the slowest run (run 5) took
more than double the amount of time, 2 h and 18 min.

However, as seen in Figure 13a, the surface frontiers heuristic and the octomap heuristic had
similar execution times, on average. The first finished in under 1 h and 20 min whereas the second used
72 min and the other 69 min. The similarity is not expected “a priori”, considering that surface frontier
heuristic did not visit the segments of the scenario with only free space. However, there were repeated
occurrences of much longer execution time with the octomap heuristic and with the surface frontiers
heuristic there were none. The nearest neighbour had longer execution times. With an average run
time of 1 h and 22 min and a maximum run that reached 2 h and 11 min. The heuristic determined not
only the average run time but also the bounds of what run times that could be expected.

In terms of entropy, the differences are clear. The surface heuristic had a drastically higher
entropy at the end of the exploration. This can be explained as it was focused on occupied space and
frontiers without occupied space in their vicinity were not even considered for sampling. The other
two heuristics had a lower entropy which was expected because both accepted frontiers around free
space as sampling targets. The nearest neighbour heuristic achieved the best entropy results with a
small difference compared to the octomap approach.
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Figure 13. A comparison of the exploration with different heuristics: Nearest neighbour, octomap
sector order, and closest surface frontier. Each heuristic was run 10 times. (a) Distribution of the time
the system needs to complete the exploration task and (b) total entropy at the end of each run.



Sensors 2019, 19, 4849 16 of 24

6.2. Volume Explored

Another important metric is the volume explored. Figure 14a shows the progression of known
space in 10 runs. The highest rate of information acquisition happened within the first half-hour
highlighting the effectiveness in making the reconnaissance of the scenario.

Figure 14b shows the rate of discovery of occupied space where the first half-hour also contained
the highest discovery rate. This space state was the most relevant for structural inspection. Run 2
achieved both the highest map completeness (93%) and the highest surface coverage. All the
components of the exploration architecture were deterministic, yet there was variability. The fluctuation
came from the movement of the UAV. In each run, the UAV occupied slightly different positions. This
change was enough to create different map configurations. Part of the space was unreachable due
to obstacles. Within the reachable space, most of the space was free. Of the reachable space, the
exploration covered an average of 92% ± 0.4%.
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Figure 14. The volume explored in 10 runs. (a) Rate of exploration: Free and occupied are combined.
(b) Coverage of the occupied volume.

The volume explored at the end of the run for each of the analysed heuristics is shown in Figure 15.
The octomap heuristic explored significantly more space, 3.071 m3 (4%) more space than the nearest
neighbour heuristic and 3.749 m3 (5%) more space than the surface frontiers heuristic.

The nearest neighbour and the surface frontiers heuristics achieved similar results both for the
total explored space and for the occupied space. Regarding explored volume, the octomap heuristic
stood out for exploring more space in total (the sum of free and occupied). When only analysing
occupied space, the octomap heuristic discovered less space. However, the difference was one order of
magnitude more significant for total space than it was for occupied space.
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Figure 15. The volume explored at the end of the run for each of the analysed heuristics. Both (a) the
total explored volume and (b) the volume of occupied space. The scales of the explored volume is
one order of magnitude higher than the amount of occupied space, consequently (b) magnifies the
difference of the outcome of each heuristic.

6.3. Flight Path

To illustrate the progression of the structure exploration throughout a run, Figure 16 shows the
evolution of the occupied space. A snapshot was taken at the end of the initial manoeuvre and every
30 min after that. The first two snapshots show the most significant change in occupied space.

t = 1h 36m

t = 0h 36mt = 0h 04m

t = 0h 52m

Figure 16. The evolution of occupied space present, throughout a mission cycle. A snapshot is taken at
the end of the initial manoeuvre and every 30 min after that. The last snapshot shows the final map.
The light blue line illustrates the path taken by the vehicle. The white outline represents the search
space defined by the operator.

By comparing Figure 16d with Figure 17a,b the characteristics of each heuristic are visible.
The nearest neighbour and the octomap heuristic resulted in similar paths that sample all the map.



Sensors 2019, 19, 4849 18 of 24

The surface frontier heuristic circled the towers and kept to that side of the scenario. With all heuristics,
the path entered the open gates.

(a)

(b)

Figure 17. A comparison of the final map with different heuristics. The path is represented as a white
line. The search space is represented as a white box. The measurements are incorporated into the world
representation even if they are outside the navigational bounds defined by the operator. (a) Nearest
neighbour and (b) surface frontier.

Figure 18a shows the path travelled by the UAV in one of the runs scaled with the map
generated by the sensor data collected throughout the path. Each area of the map was visited only
once, shortening the length of the flight path. As the flight progressed, the map also progressed
towards completion.
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(a) (b)

Figure 18. (a) Flight path with 507.3 m. (b) The flight plan adapts to the features of the structure.

The flight path adjusted to the available free space allowing the system to sample heterogeneous
shapes. This flexibility allowed for a transition from outdoor to indoor inspection seamlessly, provided
that there was enough connecting free space. In Figure 19, the segment of the path started above and
outside a building and continued inside. The safety distance was maintained from the walls and the
opening. In Figure 19a, there were visible parts of the ceiling that were unknown, but after sampling
in (b), the ceiling was fully mapped. The UAV took advantage of the range of the Hokuyo sensor
mounted with a 50◦ pitch to gather information because of the 270◦ scan angle, which generated a
blind angle that faced downwards.

(a) (b)

Figure 19. (a) Exploration transitions between indoors and outdoors seamlessly. The starting point
is below. The target is represented by the unknown point above in dark blue. The yellow spheres
represent the safety margin around each point. The required safe flight corridor in each segment has
the same diameter. The purple cubes are the voxels containing each waypoint. The different sizes show
the sparse quality of the octree. (b) The same detail viewed from inside the structure.

Finally, the path is analysed in the light of the criteria for coverage planning, as defined by
Cao et al. [58]:

• The final flight plans could cover an average of 92% of the search space. However, instead of an
area, this is now the target volume;
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• The region was filled out without overlapping paths;
• The paths were continuous and sequential without any repetition, although its execution was not

continuous in time. One exception was made on the observation manoeuvres where the segment
had flown both ways to add redundancy of samples;

• The vehicle could avoid all the obstacles, with the added restriction of considering the unknown
space as an obstacle;

• Only simple motion trajectories were used, in this case, straight lines;
• The path was not guaranteed to be optimal in length or execution time. However, it achieved the

goal of dispensing prior knowledge in less time than it would take the human operator to plan
the path and fly the UAV, while also avoiding gaps in the coverage.

7. Conclusions and Future Work

This paper presented a deterministic system capable of autonomously inspecting large structures
in unknown and heterogeneous scenarios. The resulting system combined well-known components
and techniques with a new manoeuvre to use a low-cost 2D laser to measure a 3D structure.
This combination allowed the use of the far-reaching laser sensors instead of the more common
depth camera. The sampling manoeuvre and the flyby extended the 2D range into 3D.

The resulting flight plan explored 93% of the volume defined by the operator and covered most of
the reachable occupied surface in the first 30 min. The effectiveness of conducting the reconnaissance
of the scenario suggests having a two-step approach. The first step would be reconnaissance with the
proposed approach and a second step to consolidate the measurements. In the second step, each vertex
becomes the node of a graph of sampling locations, a Travelling Salesman Problem. The path of the
UAV was continuous and without repetition, adapting in three dimensions to the free known space
enabling the UAV to cover indoor locations, irregular structures, and suspended obstacles. Without
prior knowledge of the world, the system sampled a scenario in a shorter period than the time required
for a human operator to plan the path and fly the UAV while avoiding gaps in the coverage. The tests
were conducted using a HitL environment identical to the environment used to validate Lazy Theta*
in outdoors experimental campaigns in [44].

The exploration strategy successfully identified the locations of information gain with the frontier
algorithm, taking advantage of the spatial organisation embedded into the octree to order the frontiers.
First, the search for frontiers was done locally, to minimise the length of the flight path, then, if no
frontier was available, the global exploration ensured a full coverage of the map. For each frontier,
the exploration strategy searched for a flyby sampling manoeuvre that fit into the available free space.
Maintaining a forward-facing sensor during the flight led to a maximisation of the information gained.

Using the spatial organisation of the octree, the system was able to explore more than with any of
the other heuristics considered in the paper. The heuristic employed to select the frontier is compared
with other two approaches from the literature: The classic nearest neighbour approach and an occupied
space centric heuristic. The median of the execution time of the three heuristics is similar but the
surface frontier has a significantly smaller variability. However, at the end of the exploration, the
entropy was markedly higher when using the surface frontier heuristic. The total volume explored
reflected the entropy results and the surface frontiers heuristic achieved less known space.

The deterministic property was relevant for industrial tools that require certification to the highest
level. The UAV could function as a stand-alone tool since all the calculations were performed online
and on-board.

Although the use case in this paper considered a rotary-wing UAV industrial inspection,
the system could be applied to other platforms such as AUVs and other applications such as
humanitarian relief.

Several avenues of future research are open. A more dynamic approach could adjust the
number of flyby orientations according to the obstacles density for applications that need to minimise
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the unreachable volume. Additionally, generating the flyby by clustering frontiers and finding an
orthogonal vector removes the requirement of line-of-sight checks to assess each flyby.

It would be interesting to explore the impact of more significant differentiation between the local
and the global exploration strategy through the frontier heuristic, including the occupied neighbours
and the nearest distance.

Future works continue towards finding alternative means of maintaining the voxel variability
while reducing the exploration execution time.
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Abstract. This paper presents a three-dimensional path follower imple-
mentation for an aerial robot based on the carrot-chasing algorithm. The
main objective was to improve the performance of the position controller
of the PX4 autopilot when following a list of waypoints. This autopilot is
widely used in the aerial robotics community, but we needed to improve
its performance for navigation in cluttered environments. Different simu-
lations have been carried out under the ROS (Robotic Operating System)
environment for the comparison between the position controller of the
PX4 and the proposed path follower. In addition, we have implemented
different modes to generate the path from the input list of waypoints
that are also analyzed in our simulation environment.

Keywords: Aerial robotics, Path following, Carrot chasing algorithm

1 Introduction

The use of aerial robots for different applications, such as surveillance [1, 2],
wildfire tracking [3, 4], transportation [5] and bridge inspection [6, 7] has been
increased significantly during the last years. A common requirement for all these
applications is the precise, robust and efficient autonomous tracking of predefined
paths by the aerial robots.

The path following problem for aerial robots is well studied in the literature,
and there are different control based or geometric methods. Carrot-chasing [8],
pure pursuit [9], vector field [10] and line-of-sight (LOS) [11] methods are some
common geometric algorithms.

Sujit et al. [12] compared path following algorithms for straight lines and
loiter paths that are easy to implement, take less implementation time and are
robust to disturbances. The authors proved that the carrot-chasing algorithms
have the worst performance due to wind disturbances and vector field algorithms
are more accurate than the other two dimensional path following algorithms. To
fix this issue, Nunez et al. [13] took into account the wind gusts as they play a
key role in small prototypes.

⋆ This work is partially supported by the MULTIDRONE (H2020-ICT-731667) Euro-
pean project and the ARM-EXTEND (DPI2017-89790-R) Spanish project.
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Xavier et al. [14] compared three dimensional path following algorithms for
loiter paths with and without wind disturbances. The authors demonstrated
that vector field algorithms have largest errors than carrot-chasing and pure
line-of-sight (PLOS) [15] methods.

In this paper, a three dimensional path follower implementation based on the
carrot-chasing algorithm is presented. It can be used without any configuration
or based on a list of parameters and increases the performance of the position
controller of the PX4 autopilot when following a list of waypoints. It has been
integrated with the UAV Abstraction Layer 1 (UAL) [16] previously developed
by our research group within the ROS-MAGNA framework [17].

The rest of the paper is organized as follows. Section 4 defines the system
architecture, which frames the proposed system. The path following problem is
stated in Sect. 2 and Sect. 3 describes the proposed solution. Finally, validation
results are presented in Sect. 5 and conclusions in Sect. 6 close the paper.

2 Problem Statement

This paper poses the path following problem for velocity-controlled aerial robots.
An aerial robot Q, which current position is defined by p(t) ∈ R

3 at any time t,
has to track a path Γ of length L, defined by a curve γ(λ) ∈ R

3 with λ ∈ [0, L].
Let us assume that Q is holonomic and velocity-controlled, being its velocity

defined as v(t) at any time t. Then, the aerial robot motion is controlled via

velocity commands, such that dp(t)
dt = v(t). On the other hand, v(t) is bounded

by vmax, such that |v(t)| ≤ vmax at any time t.
The objective is to implement a control system to generate velocity com-

mands in order to track the path, minimizing the minimum normal distance
between the actual trajectory travelled by Q and the path Γ , which is given by

J =
1

T

∫ T

0

min
λ<L

|p(t)− γ(λ)|, (1)

where T is the time taken to complete the task.

3 Proposed Approach

The proposed system has two main components: the path generator and the path
follower. The user can interact with both components or just with the follower,
which is the default way to use the proposed framework (see Fig. 1).

3.1 Path Generator

The path generator is in charge of generating a path Γ based on the ordered
list of waypoints WPl received. The generated path is a much more dense list of

1 https://github.com/grvcTeam/grvc-ual
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Fig. 1. The path follower design allows to use it by simply entering the desired path
and the current position of the aerial robot. It also provides more configuration options
to suit the user needs. The generator is called by the follower and runs once to generate
a discrete curve.

waypoints, which can be approximated to the continuous curve γ(λ) described in
Sect. 2. It has three modes (m) to generate a new path interpolating the initial
list of waypoints, related to the type of curve used for the interpolation. Each
mode has advantages and disadvantages, as it will be shown in Sect. 5, and the
users should select the one that better fits their needs.

3.2 Path Follower

Initially, the path follower receives the desired path Γ defined as a list of way-
points WPl and may receive three parameters: the look-ahead distance d (1.0 m
by default), the cruising speed vc (1.0 m/s by default) and the generator mode
m (0 by default, see Sect. 5 to find more details about the modes). Parameter
default values are conservative, but setting these values properly is crucial to
obtain a good performance, depending on the desired path.

A much more dense list of waypoints is required to apply the path following
method efficiently. Hence, it uses the path generator to get a discrete curve γ(λ)
from the ordered list of waypoints WPl, based on the generator mode m. Then,
continuously, it receives the aerial robot pose p(t) and generates the velocity
commands v(t), based on the method described below.

Path Following Method The proposed path following method is based on
the ’Carrot chasing’ algorithm and illustrated in the Fig. 2. The method runs as
follows:
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Fig. 2. Top view of the three dimensional path follower based on the carrot-chasing
algorithm without taking into account the orientation error.

1. Obtain the λp argument as

λp(t) = argmin
λ∈[0,L]

|p(t)− γ(λ)|, (2)

which minimizes the distance from the aerial robot position to the path.
2. Add the look ahead distance and get the target virtual pose in the path as

pt(t) = γ(λp(t) + d). (3)

3. Calculate the velocity command, based on the cruising speed, as

v(t) = vc
pt(t)− p(t)

|pt(t)− p(t)|
(4)

to reach the target virtual pose.

The developed method includes two modes: following the path without chang-
ing yaw or aiming at the virtual point.

4 Software Implementation Details

The work described in this paper has been integrated with the UAL, which tries
to abstract the user-programmer from the platform’s autopilot, defining a com-
mon interface with a collection of the most used information and functionalities
of an aerial robot. In particular, the developments presented in this paper are
based on the release 2.2. of UAL and the Kinetic version of ROS 2 [18]. The
proposed system receives a list of waypoints, generates a path using this list,
and calculates which velocity vector should use UAL as reference to reach these
waypoints.

The software architecture is split into four main layers, as depicted in Fig. 3.
In the upper half is the proposed path follower, which has been packaged as a

2 https://www.ros.org/
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Fig. 3. The different layers of the software architecture make the system modular.
Different autopilots and simulators can be used due to the advantages of using the
UAL.

node in the widespread ROS to facilitate experimentation and integration, and
is built on top of UAL. The lower half of the software architecture is composed
by the autopilots, simulators, and communication drivers. The UAL provides a
back-end that works with MAVROS 3 which is in charge of providing a com-
munication driver to ROS for various autopilots that uses MAVLink [19] as
communication protocol. MAVROS is the ROS adaptation of MAVLink proto-
col. The simulator used in these developments is based on the PX4 Software In

The Loop (SITL) [20] development which is the official SITL environment for the
Pixhawk autopilot [21]. UAL has implemented another back-end which works
using the ROS SDK that DJI provides to communicate with DJI protocols.

4.1 Software User Interface

The system is written in C++, allowing a high performance, and offers a double
interface in its current implementation:

– C++: the user may have access to all the functionalities of the framework
creating an object in his code. Any ROS topic, service or action is not re-
quired to run this interface.

– ROS: The framework may work using ROS communications (topics, services
and actions) if the user prefers to work with another programming language
like Python. It publishes continuously its output and responds to service
calls.

As this framework aims to improve behaviour using velocity control, it is
recommended to use the C++ class interface to avoid communications delays
present on ROS communications. The path follower is the main module in the
system and the user can interact just with it to have a successful path following.
The class generator is called automatically by the follower to simplify the inter-
face with the user. However, if the framework is used from the ROS interface, the

3 https://wiki.ros.org/mavros
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generator will be a fully completely independent node even though the interface
will be the same.

Table 1. Double user interface implemented. UAL provides the possibility of manage
multiple aerial robots, for that reason, each one has a namespace (ns) and a path
follower associated.

C++ ROS

Path preparePath(path, mode Service preparePath
look ahead, cruising speed)

Void updatePose(pose) Service updatePose
Void updatePath(pose) Service updatePath
Velocity getVelocity() Topic /[ns]/velocity

The interface is simple, the user can set everything up just with the pre-

parePath method. To read the velocity that the aerial robot must use at that
instant the user can read the output of the method getVelocity. Before reading
the velocity, the user should give the aerial robot pose to the follower using up-

datePose in order to calculate correctly the velocity. The method updatePath

can be used to change the path during the flight. It will not affect the behavior
of the path following because it calculates the velocity referenced to the pose
given of that instant.

The proposed framework is under continuously development and publicly
available in a stable version along with examples and a guide of how to use it.
It can be found in the GitHub repository 4 under the MIT License.

5 Validation Results

This section presents different simulations results using the proposed system. As
UAL integrates the robot simulator Gazebo [22], the developed path follower
may be tested easily in simulation using different aerial robot models. All the
simulations presented here have been performed based on the same aerial robot
model, a simulated autopilot based on the PX4 firmware and assuming a max-
imum speed of 1.0 m/s. The path follower has used the maximum speed of the
aerial robot model as cruising speed. UAL allows to provide sequentially a list
of waypoints to the PX4 position controller (using the UAL method setPose).
Thus, these simulations compare the proposed system based on the developed
solution with the original position controller.

First, the behavior of both systems are compared for a straight path at the
same altitude. Fig. 4a, Fig. 4b and Table 2 show a better performance using the
path follower rather than the system based on the position controller.

4 https://github.com/hecperleo/upat follower/tree/robot19
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On the other hand, both systems are compared for a straight path varying the
altitude. The results illustrated in Fig. 4c and Fig. 4d show the main problem of
the method based on the position controller. As the simulated aerial robot model
has different maximum velocities and accelerations on different axes, the aerial
robot behavior is different on each axis. Table 2 presents significantly differences
stating the proposed framework as a better solution to follow a list of waypoints
in three dimensional space.
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Fig. 4. Comparison between the path follower and the PX4 position controller going
through two separate waypoints at same (a, b) and different (c, d) altitude. (a, c)
Behavior of the comparison in a three dimensional view. (b, d) Detailed view of the
values of the normal distance through the path.

Also, the behaviors of both systems to track more complex paths have been
simulated, see Fig. 5a. The results show how the proposed path follower solution
works better than setting waypoints using PX4 position controller, see Table 3.

With respect to the path generator node and the generator mode, previous
simulations have been performed using the generator mode 0, which uses linear
interpolation between waypoints. Although this configuration improves the be-
havior with respect to the original position controller, it still has some problems.
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Table 2. Results of the normal distance of the path follower and the PX4 position
controller going through two separate waypoints at same and different altitude.

Same altitude Different altitude

Normal distance (m) PX4 Follower PX4 Follower

Mean 0.347 0.019 5.757 0.028
Maximum 0.802 0.076 10.733 0.124
Minimum 0.012 0.001 0.086 0.002
Variance 0.074 0.000 9.356 0.000

Standard deviation 0.271 0.008 3.059 0.018
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Fig. 5. Comparison between the path follower and the PX4 position controller following
a list of waypoints. (a) Behavior of the comparison in a three dimensional view. (b)
Detailed view of the values of the normal distance through the path.

For example, the results show a maximum value of the normal distance of 0.454
meters, which coincides with the peaks shown in Fig. 5b, because the inertia of
the aerial robot prevents from changing the course quickly.

If generator mode 2 is used, the generated path is more curve-shaped with
smoothed corners based on cubic splines. Also, if a less curve-shaped path with
smoothed corners is needed, generator mode 1 can be used, see 6a and 6c. The
difference between these two modes is that mode 1 has a joint between each pair
of waypoints so the three dimensional interpolation results on a less curve-shaped
path. The results show better behavior by having a smoother path without
abrupt course changes, because it reduces the peaks and the mean values of the
normal distance, see Fig. 6b, Fig. 6d and Table 3.

Several videos of these simulations are publicly available on web page 5. For
each simulation, a video is provided with the configuration of the proposed path
follower and the visualization using RViz 6 (ROS visualization). Extra videos,

5 https://grvc.us.es/robot19path
6 https://wiki.ros.org/rviz
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Fig. 6. Path follower using the generator mode 1 and 2. (a, c) Behavior of the path
follower in a three dimensional view. (b, d) Detailed view of the values of the normal
distance through the path.

Table 3. Comparative of the behavior of the path follower using different generator
modes. Mode 0 uses lineal interpolation. Mode 1 and 2 use cubic interpolation.

Mode 0 Mode 1 Mode 2

Normal distance (m) PX4 Follower Follower Follower

Mean 0.323 0.088 0.086 0.064
Maximum 0.728 0.454 0.399 0.238
Minimum 0.010 0.000 0.002 0.002
Variance 0.015 0.015 0.009 0.001

Standard deviation 0.186 0.122 0.095 0.038

showing behavior of the aerial robot when too large or short look ahead distances
are configured, are also provided.
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6 Conclusions

This paper presents a path follower which improves the performance of the po-
sition controller of the PX4 autopilot when following a list of waypoints. It can
be used without any configuration or based a list of parameters: look ahead dis-
tance, cruising speed, and the mode of the generator. Trying different values on
simulation several times is recommended before going to fly in the real world
because these values directly depend on the input desired path.

The proposed path follower and the PX4 position controller have been com-
pared. The path follower presented better behavior than the original controller
on every case, but the difference is larger if the waypoint list had variations on
altitude. The solution has been compared with different modes, showing different
advantages and disadvantages of each one.

The obtained results shows that at higher speeds the aerial robot may oscil-
late about the path if a short look ahead distance is settled. On the other hand, if
the user sets a large look ahead distance the aerial robot will cut corners because
the aerial robot tries to turn towards each new virtual point.

The presented path follower may be placed between a path planner and
the UAL. The resulting waypoints of the path planner should be sent to the
presented framework instead of directly to UAL to increase significantly the
whole performance with respect to the waypoints tracking precision.
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Abstract—Camera-equipped UAVs (Unmanned Aerial Vehi-
cles), or “drones”, are a recent addition to standard audiovisual
(A/V) shooting technologies. As drone cinematography is expected
to further revolutionize media production, this paper presents
an overview of the state-of-the-art in this area, along with a
brief review of current commercial UAV technologies and legal
restrictions on their deployment. A novel taxonomy of UAV
cinematography visual building blocks, in the context of filming
outdoor events where targets (e.g., athletes) must be actively
followed, is additionally proposed. Such a taxonomy is necessary
for progress in intelligent/autonomous UAV shooting, which
has the potential of addressing current technology challenges.
Subsequently, the concepts and advantages inherent in multiple-
UAV cinematography are introduced. The core of multiple-UAV
cinematography consists in identifying different combinations of
multiple single-UAV camera motion types, assembled in meaning-
ful sequences. Finally, based on the defined UAV/camera motion
types, tools for managing a partially autonomous, multiple-UAV
fleet from the director’s point of view are presented. Although
the overall focus is on cinematic coverage of sports events, the
majority of our contributions also apply in different scenarios
such as movies/TV production, newsgathering or advertising.

Keywords—UAV cinematography, media production, drone
swarm, shot types, intelligent shooting

I. INTRODUCTION

Unmanned Aerial Vehicles (UAVs, or “drones”) are a recent
addition to the cinematographer’s arsenal. By exploiting their
ability to fly and/or hover, their small size and their agility,
impressive video footage can be obtained that otherwise would
have been impossible to acquire. Although UAV cinematogra-
phy is expected to revolutionize A/V shooting, as Steadicam
did back in the seventies [1], the topic has not yet been heavily
researched and shooting is currently performed on a more or
less ad-hoc basis. Employing drones in video production and
broadcasting opens up numerous opportunities for new forms
of content, enhanced viewer engagement and interactivity. It
immensely facilitates flexibility in shot set up, while it provides
the potential to adapt the shooting so as to cope with changing
circumstances in wide area events. Additionally, the formation
of dynamic panoramas or novel, multiview and 360-degree
shots becomes easier.

However, at the current technology level, several challenges
arise. Minimal battery life/flight time (typically, less than
25 minutes), limited payload and disturbing sound issues,
as well as safety considerations, are all factors interacting

with cinematography planning. Legal requirements in most
countries, such as a demand for direct line-of-sight between
the pilot and the UAV at all times, or restrictions on flight
above human crowds, complicate shooting. As a result, strict
manual mission planning and designation of tight flight cor-
ridors burden the director and limit the creative potential.
In case multiple UAVs are employed, synchronization and
collision avoidance issues, as well as a need for each UAV to
avoid entering the field-of-view of the others (FoV avoidance),
further perplex the situation. Many of the above problems can
be alleviated by automating the technical/non-creative aspects
of UAV filming, through intelligent/autonomous UAV shooting
software. However, the related research is still in its early
stages and is plagued by a lack of standardization in UAV
cinematography, which severely limits the available creative
possibilities.

Following early preliminary work [2], [3], [4], [5], [6],
[7], [8], this paper is an overview of the current situation
in UAV cinematography, with an emphasis on filming non-
scripted, outdoor events where targets (e.g., athletes) must
be actively followed. This is deemed as the most complex
application, due to highly unpredictable circumstances and
a typically large area to be covered. First, we present the
state-of-the-art on the use of drones in media production
and broadcasting, along with a brief review of relevant UAV
technologies and legal restrictions on their deployment. Up
to now, commercial autonomous drone shooting applications
are simplistic and mostly support a single UAV. As a first
step towards remedying this situation, a newly developed UAV
shot type taxonomy is proposed, emphasizing the capture
of moving targets. The limitations of single-UAV shooting
and the advantages of employing a fleet of multiple drones
are discussed from a media production perspective. Finally,
based on the developed UAV shot type taxonomy, tools for
managing a multiple-UAV fleet from the director’s point of
view are presented. Thus, we attempt to streamline the pro-
cess of creating/editing/tracking UAV shooting missions, while
exploiting unplanned/opportunistic shooting potentials. In the
context of this paper, a UAV shooting mission consists in a
meaningfully assembled sequence of the proposed multiple-
UAV/camera motion types. Multiple-UAV cinematography is
further detailed through example scenarios.



II. STATE-OF-THE-ART

Despite a number of legal restrictions, more and more live
events in sport and entertainment are produced with the support
of UAVs. Drone footage adds value to the filming of concerts
and music festivals, as it gives viewers a realistic view of the
size and dynamics of the event, without having to use highly
expensive equipment such as helicopters or cranes.

A. Drones in media production

The use of UAVs in movie productions became common
in the past years, as an efficient way to save time and
money. Drones are substituting both dollies (static cranes) and
helicopters. They allow, for instance, pan shots starting inside
a building and moving up to an altitude of one hundred meters.
Drones equipped with cameras can be used for shooting inside
and outside buildings. They are suitable for filming landscapes
from different angles, as well as (car) chases in action movies.
Literal birds’ eye views, as well as 360-degree views of persons
and objects, significantly improve the viewers’ experience.
Probably the most well-known examples of the use of drones in
movie productions is James Bond - Skyfall (2012) and The Wolf
of Wall Street (2013), where they have been used to capture
motorbike chasing scenes and building overview scenes, that
would otherwise require a helicopter to be shot.

Drones also offer broadcasters an attractive option for the
live coverage of sports, weather-related events and natural
disasters, as well as coverage of events in areas particularly
difficult to reach (e.g., war zones). News agencies have begun
to embrace drones for aerial newsgathering, e.g., for covering
hurricane destruction areas [9]. In advertising, many firms use
drones for special effects, while production companies spe-
cialised on sport events employ UAVs not only for obtaining
captivating footage, but also as part of the general coverage
itself (e.g., in major international sporting events, such as
the Olympics [10] [11] or the “World Rally Championship”),
with several UAV pilots involved in the production process.
According to the WRC organizers, UAVs allow close-ups from
short distances and low altitudes without having to fly above
cars or spectators.

B. Intelligent UAV cinematography

Algorithms have been presented recently [12] [13] that
automate the flight process in single-UAV shooting missions,
typically by pre-computing motor command and camera ro-
tation sequences, so as footage with desired properties to be
captured. Care is taken for cinematographic principles to be
obeyed, but the emphasis is on static shots and environments.
Related software systems [14] [15] require temporally ordered,
example, desired “key-frames” pre-specified by the director on
a 3D reconstruction of the scene, as a rudimentary cinematog-
raphy plan.

Coming from a different research line, the method in [16]
modifies a manually designed UAV trajectory with regard to
vehicle physical limits, so as to produce an optimized variant
guaranteed to be feasible, while respecting the visual content
intended to be captured. A more general approach is presented

in [17], where custom high-level user goals are taken into
account (e.g., encoding cinematography goals).

Little effort has been expended on automating multiple-
UAV shooting. Besides simply calculating optimal number
of drones so as to maximize target coverage [18], a more
advanced method has been presented in [19]. It is an on-
line real-time planning algorithm that jointly optimizes feasible
trajectories and control inputs for multiple UAVs filming a dy-
namic, indoor scene with FoV avoidance, by processing user-
specified aesthetic objectives and high-level cinematography
plans. It extends a previous, single-UAV method [20] that only
optimized local trajectory segments.

III. UAV TECHNOLOGIES AND REGULATIONS

UAV cinematography relies on high-end drone and camera
technologies that have been successfully commercialized on
a large scale during the past decade. This Section briefly
overviews these technologies, including the recent trend of
panoramic cameras, as well as regulations and legal restrictions
on their deployment.

A. Commercial Cinematography UAVs and Flight Regulations

In commercial UAV systems oriented to cinematography
applications, flight time is typically restricted to 25-30 minutes
on ideal conditions, while performing minimal UAV control
operations. Flight time is determined by the employed battery
capacity and UAV frame energy consumption. However, in-
creasing battery capacity does not necessarily lead to increased
flight time, due to the weight implications introduced to
the UAV frame and engines as well (large batteries require
large UAV frames for fitting, which in turn require larger
engines). In terms of energy consumption, the following UAV
operation ordering may be defined, from the least to most
battery-intensive: camera operations (gimbal rotations, zoom),
flying down, flying horizontally/hovering, flying up. In general,
engine operations dominate the energy-related behavior, with
camera operations being relatively negligible.

In terms of physical UAV specifications, maximum air speed
ranges between 55-75km/h while ascend speed (acceleration)
ranges between 3-5m/s. In fact, exploitable drone speed and
acceleration may be less, taking account inertia effects and
capturing undesirable motion blur. Moreover, high speed ma-
neuvering is very costly in terms of battery consumption and
perhaps requires challenging UAV piloting skills. Exploitable
air speed and ascend/descend speed of UAVs are important
when framing motion types, (e.g., Chase, Section IV,B) es-
pecially when applied to fast targets, while maintaining a
static shot type (e.g., Medium Close Up, Section IV.A) at the
same time. Thankfully, lack of UAV flying speed/acceleration
can be compensated by shooting at a distance, exploiting a
combination of a fast rotating stable gimbal, carrying a stable
camera lens. Physical drone specifications are expected to be
improving over time at a fast pace, while UAVs remain an
emerging technology.

UAV operational limitations may also be imposed by le-
gal restrictions. For generic applications, UAVs are typically
classified into different categories, depending on their weight.



Adjusting/replacing components, may impact the category
classification. For instance, UAVs exceeding 2kg of weight
may be required to carry emergency parachutes in some
countries [21]. Flying UAVs exceeding 15kg of weight might
require special license or even be prohibited [22]. To this
end, commercial cinematography UAVs typically do not ex-
ceed such limits. Maximum drone flight altitude is typically
restricted to 400ft or 500ft (120m or 150m) within several
European countries [21] [22] [23] [24] [25]. Visual Line-of-
Sight (LOS) should be maintained by the licensed pilot of
the UAV, either physically, or using visual aids (e.g., VR-
goggles), while the horizontal distance between the drone and
the pilot may be limited to specific meters (e.g., 500m). In
addition, due to safety considerations, outdoor UAV flight in
most countries is restricted above congested areas, crowds
of people and airports, leading to permissible flight zones
delineated by law (“geofencing”). Another important issue
is that flight restrictions vary over different countries, while
professional pilot licenses and insurance policies may not be
internationally valid.

Thankfully, current aerial path planning algorithms are able
to deal with complex dynamic and kinematic constraints in
real-time, resulting in nearly-optimal collision-free paths being
computed on-line [26]. In any case, considering the restrictions
imposed by UAV specifications and flight regulations, intel-
ligent UAV shooting should prioritize gimbal/camera control
over vehicle control [27], [28].

B. UAV Panoramic Cameras

During the past years, commercial panoramic cameras de-
signed especially for UAVs have started to appear, typically
based on multiple-camera rigs. Drone cinematography seems
a particularly effective use-case for 360◦ footage, since com-
bining panoramic capture with the agile, aerial point-of-view
offered by a camera-equipped UAV can potentially produce
highly impressive visual results. Additionally, recent state-of-
the-art drones for cinematography applications can optionally
transmit live panoramic footage to a VR head-mounted display
that supports head-tracking. This is performed wirelessly and
at a low latency, thus enabling the end-user to realistically
experience a dynamic scene from a uniquely immersive, first-
person, aerial standpoint.

Video stitching algorithms [29], [30], [31], [32] constitute
a basic building block of panoramic camera technology. In
general, they traditionally rely on image stitching methods,
composed of successive keypoint detection (SIFT [33] key-
points are typically employed), image alignment (single or
double homography estimation is common), calibration and
blending stages. Alignment is performed either by appropri-
ately cutting and joining multiple images seamlessly, or by
properly warping images. Video extensions of such methods
may exploit inter-frame content redundancy to avoid frame-
by-frame image stitching, or attempt to reconstruct a common
virtual camera path in space so as to simultaneously stitch and
stabilize videos in-software. Additionally, the spatiotemporal
nature of the video input permits the introduction of temporal
smoothness constraints during stitching computations, as well

as the exploitation of dense optical flow maps for facilitating
the process.

UAV panoramic cameras are an exceptional use-case for
video stitching algorithms. Using a temporally synchronized,
fixed multiple-camera rig allows for a constant, pre-computed
homography, thus simplifying computations and ensuring real-
time operation. Although high speeds and intense vibrations
that are common in UAV footage capture complicate the
situation, relevant products are mature enough for mass market
adoption as of late 2018. Top-of-the-line panoramic UAV cam-
eras currently offer a 4K-6K resolution at 30 fps (alternatively,
FullHD-3K resolution at 60 fps), with full 360◦ horizontal
coverage, 180◦ (or more) vertical coverage and no blind spots.

This is achieved by combining a temporally synchronized
multiple-camera rig, composed of precisely localized cameras
with overlapping fields-of-view, a camera stabilization system
and advanced live image/video stitching software. When only
two cameras are used, fisheye lenses are typically employed
and the resulting image distortion is handled in software.
On the downside, live VR capabilities come with a steep
monetary overhead and possibly reduced video resolution,
while a multiple-camera rig can significantly increase the UAV
weight. Obviously, this may be a critical issue when flying
drones with limited payloads and/or limited battery capacity.

Current usage of panoramic cameras for general broadcast-
ing is questionable due to the limited dynamics of the shooting
one can obtain and the relatively low resolution of each view.
Nevertheless, they can be fruitfully used for documenting
places and using the resulting images for subsequent editing
and composition. Mounting panoramic cameras on UAVs, that
have the ability to shoot targets unfilmable with conventional
means (helicopters, ground cameras), can potentially bring
innovation to the narration. Good examples would be shooting
caves, or jungles. Furthermore, the possibility of a drone to fly
at relatively low heights makes it viable for innovative mobile
shooting otherwise impossible with helicopters (which must
fly at a certain minimal height).

IV. SINGLE-UAV CINEMATOGRAPHY

The various shot types in UAV cinematography can be
described using two complementary criteria: the UAV/camera
motion trajectory and the framing shot type. Each camera mo-
tion can be successfully combined with a subset of the possible
framing shot types, according to the directorial specifications,
in order to achieve a pleasant visual result.

A. UAV Framing Shot Types

The framing shot types are primarily defined by the relative
size of the main subject/target being filmed (if any) to the video
frame size. The following framing shot types can be defined
[34]:

• Extreme Long Shot (ELS)
• Very Long Shot (VLS)
• Long Shot (LS)
• Medium Shot (MS)
• Medium Close-Up (MCU)
• Close-Up (CU)



• Two-Shot/Three-Shot (2S/3S)
• Over-The-Shoulder (OTS)

These correspond almost exactly to traditional cinematog-
raphy framing shot types, except Over-the-Shoulder (OTS)
which is defined here slightly differently: the main target is
clearly visible at a fairly short distance from the camera,
covering about 1

3
of the video frame, while a secondary target

is visible at the edge of the video frame and at a much shorter
distance from the camera. OTS can be regarded as a variant of
the Two-Shot, with the main target being filmed as in a Long
Shot or Medium Shot and with the secondary target being
filmed as in a Close-Up or a Medium Close-Up. Either the
main or the secondary target can be a geographical landmark
(e.g., a historical monument).

B. UAV Camera Motion Shot Types

Several standard types of UAV/camera motion trajectories
have emerged since the popularization of UAVs. As in the case
of framing shot types, most of them are derived/adapted from
the ones found in traditional ground and aerial cinematography.
For outdoor event coverage, the most important ones are the
motion types that are relative to a (still or moving) target being
filmed, in contrast to camera motion types that emphasize
capturing the scene. UAV camera motion types involving actual
target filming are briefly surveyed below, with illustrations
shown in Figure 1.

• Moving Aerial Pan with Moving Target (MAPMT) and
Moving Aerial Tilt with Moving Target (MATMT): Cam-
era motion types, where the camera gimbal rotates
slowly (mainly with respect to the yaw axis for MATMT,
and the pitch axis for MATMT) so as to always keep
the linearly moving target properly framed, while the
UAV is slowly flying at a steady trajectory with constant
velocity. The target and the UAV trajectory projections
onto the ground plane are approximately perpendicular
(MAPMT) or parallel (MATMT) to each other. MAPMT
and MATMT fit well with LS, MS, MCU, 2S/3S and
OTS framing shot types.

• Lateral Tracking Shot (LTS) and Vertical Tracking Shot
(VTS): Camera motion types where the camera gimbal
remains static and the camera always focused on the
linearly moving target [35], [36]. The camera axis is
approximately perpendicular to the target trajectory and
parallel to the ground plane. The UAV flies sideways/in
parallel to the target, matching its speed if possible
(LTS). VTS is a variant of LTS where the UAV flies
exactly above the moving target, the drone camera stays
focused on the target vertically, and the camera axis is
perpendicular to the target trajectory. Both LTS and VTS
fit well with VLS, LS, MS, MCU and 2S/3S framing
shot types, while LTS also fits with OTS.

• Pedestal/Elevator Shot With Target (PST): A camera
motion type where the UAV is slowly flying up or down,
along the z-axis, with constant velocity [35], [36]. The
camera gimbal rotates slowly (mainly along the pitch
axis), so as to always keep the linearly moving target
properly framed. The projections of the camera axis

and of the target trajectory on the ground plane remain
approximately parallel during shooting. PST fits well
with LS, MS and 2S/3S framing shot types.

• Reveal Shot (RS): A camera motion type where the
camera gimbal is static, with the target initially out of
frame (e.g., hidden behind an obstacle) [36]. The UAV
flies at a steady trajectory with constant velocity, until
the target becomes fully visible. RS fits well with LS,
MS and 2S/3S framing shot types.

• Orbit (ORBIT): A camera motion type, where the cam-
era gimbal is slowly rotating, so as to always keep the
still or linearly moving target properly framed, while
the UAV (semi-)circles around the target and, simulta-
neously, follows the latter’s linear trajectory (if any) [35],
[36]. During shooting, the difference in altitude between
the UAV and the target remains constant. ORBIT fits
well with VLS, LS, MS, MCU, CU and 2S/3S framing
shot types.

• Fly-Over (FLYOVER): A camera motion type where the
camera gimbal is slowly rotating (mainly along the pitch
axis), so as to always keep the still or linearly moving
target properly framed. The UAV follows/intercepts the
target from behind/from the front, flying parallel to its
trajectory and with constant velocity, until passing over
the target. Then, it keeps flying along the same trajectory
for some time, with the camera still focusing on the
receding target. FLYOVER fits well with LS, MS, MCU,
CU and 2S/3S framing shot types.

• Fly-By (FLYBY): A camera motion type where the
camera gimbal is slowly rotating, so as to always keep
the still or linearly moving target properly framed, while
the UAV follows/intercepts the target from behind/from
the front and to the left/right, passes it by and keeps on
flying at a linear trajectory with steady altitude [36]. The
UAV and target trajectory projections onto the ground
plane remain approximately parallel during shooting.
FLYBY fits well with LS, MS, MCU, CU and 2S/3S
framing shot types.

• Chase/Follow Shot (CHASE): A camera motion type
where the camera gimbal remains static and the cam-
era always focused on the target [36]. The UAV fol-
lows/leads the target from behind/from the front, at a
steady trajectory, steady distance and matching its speed
if possible. CHASE fits well with VLS, LS, MS, 2S/3S
and OTS framing shot types.

V. MULTIPLE-UAV MEDIA PRODUCTION

Today, UAV-assisted media production is based on a single
UAV, leading to several limitations which are discussed below.

A. Limitations of single-UAV shooting

In off-line shooting with full post-production editing (i.e.,
for movies/TV), the single available UAV works at different
time intervals to produce several takes, which are then pro-
cessed and edited in the post-production phase. Simultaneous
scene coverage from multiple viewpoints cannot be truly
achieved and, thus, the editor has to work with less available



Fig. 1: Geometry of the described camera motion types.

raw footage. Alternatively, the scene may be re-shot from
different angles. However, this leads to increased time and
monetary costs, while it is also vulnerable to varying natural
lighting conditions.

When filming live events for deferred broadcast and, thus,
with potential post-production modifications, we can assume
that each scene is different at any time, with no chance
to recreate it from different angles if needed. Uninterrupted
shooting of such a scene by a single UAV is possible but,
at any given time instance, the scene is still observed from a
single viewpoint. Therefore, the artistic possibilities are greatly
reduced due to less available footage.

Single-UAV shooting of live events (i.e., for live TV pro-
grammes) with limited post-production, bears all disadvantages
of shooting a live event with a single hand-held camera, i.e.,
mainly, no extensive editing/post-production can be performed.
In this context, the constraint of a single-viewpoint per time
instance is coupled with the viewer being directly exposed to
“dead” time intervals (e.g., due to the need for a single UAV
to travel between different shooting locations of interest, or for
recharging).

B. Multiple-UAV cinematography

A fleet of UAVs may overcome the above issues, while
additionally providing a broader range of angles, the ability to
capture a scene overview from above simultaneously with reg-
ular medium/close-up takes, spatiotemporally extensive scene
coverage by employing drone relays, as well as the possibility

for novel cinematographic effects, by integrating footage from
multiple UAVs.

Conceptually, multiple-UAV cinematography involves either
a swarm of cooperating UAVs, or many individual drones
simultaneously shooting the same event. This Section presents
some interesting scenarios and specifies the difference between
these approaches.

Fig. 2: Target following using two UAVs (top) and orbiting
around target using three UAVs (bottom)

First, two UAVs following a moving target is the most



Fig. 3: The Dancing Drones scenario.

obvious way of employing multiple drones in outdoor events.
One drone may follow the target from the front and the
other one from behind, along the target motion trajectory.
Their framing shot types may differ, so that the two drones
provide complementary visual information. For example, the
front UAV may shoot a CU, while the trailing drone may shoot
a LS.

Second, three UAVs orbiting the same target with a phase
difference and different framing shot types can be another
interesting shooting type. Such configurations may lead to
novel visual effects, e.g., rotational views of the moving target.
Both scenarios are illustrated in Figure 2.

A significant technical difference between the two above
scenarios is the following. In the former case, each drone
executes a different task, however, its movement should be
constrained by the movement of the other drones as well, e.g.,
in order to maintain similar distance to the target. In the latter
case, all drones essentially receive the same command, i.e.,
perform orbiting, and their positioning must be controlled by
formation-based methods. Therefore, both cases imply a level
of intra-swarm cooperation and would be tricky to address
using many isolated drones.

Third, a more complex 2-UAV scenario is presented, the
“Dancing Drones”, using an example rowboat race. At all
stages, both drones should keep focus on the rowboats. Ini-

tially, both drones fly at the same altitude, starting from a
fixed distance between one another, with the one in front of a
target rowboat and the other one behind the target, so that the
boat lies exactly halfway between them. Then, the first half
of 2 opposite-direction Fly-Overs is executed, with the trailing
UAV flying much faster and the two drones moving toward
each other and the boat. Shortly before they would collide
(ideally directly above the boat) they avoid hitting by moving
in opposite directions, perpendicular to their previous ones,
without slowing down, losing focus on the boat or changing
altitude (MAPMT). Subsequently, both drones change again
their flight direction to parallel with the boat’s and continue
flying, now performing the second half of 2 opposite-direction
Fly-Bys. Finally, both drones slow down and reverse their flight
directions, heading again towards each other. This procedure,
illustrated in Figure 3, can be repeated until the race is finished.

As it can be observed, multiple-UAV scenarios can be
viewed as constrained combinations of existing single-UAV
shot types, essentially defining composite cinematography
patterns. Multiple-UAV cinematography allows many such
scenarios to be defined, opening an exciting new field for
technical and industrial applications.

C. Opportunistic Shooting Exploiting Multiple-UAV Cine-
matography

In addition to devising complex camera motion
types, multiple-UAV cinematography also enables
enhanced opportunistic shooting capabilities. For example,
unexpected/unplanned events might occur during live coverage
(or even expected events at unknown time-instances), including
e.g., leader break-away, crashes, falls, accidents. A number
of these events may be automatically detected visually, by
on-the-fly activity recognition [37], [38], [39], [40], [41],
[42], or activity video summarization [43], [44], [45], [46],
[47], [48], [49] systems. Alternatively, they can be manually
annotated by a director that overviews the coverage. In
addition to such events, chances for opportunistic shooting
might arise that are related to artistic events, e.g., perfect
lighting conditions to shoot a monument nearby. In order
to capture such events, specific behaviors that consist of a
combination of camera motion types (e.g., ORBIT around the
fall) might be triggered and assigned to the drone fleet. An
example of the above scenario is depicted in Figure 4.

VI. MEDIA PRODUCTION TOOLS FOR MULTIPLE-UAV
CINEMATOGRAPHY

In this Section, we describe the necessary ground infras-
tructure that is required to integrate all the multiple-UAV
cinematography advantages1. A set of tools is proposed, to
be used by the director and his team in order to manage the
UAV fleet from the editorial point of view, during both the
preproduction and the production stage. These tools constitute

1Every flight and shooting mission is required to be in accordance with
relevant flight rules and legislation, as well as respect safety and security
implications. For the purpose of simplicity, this paper only focuses on the
artistic perspective.



Fig. 4: Drone 1 detects leader breakaway and starts following
him.

the “Director’s Dashboard”, a software interface that allows the
director to pre-specify and manage a UAV shooting mission
in the context of cinematographic requirements. As such,
the UAV shooting mission is a semantically, spatially and
temporally structured high-level definition of a mission plan
for the UAV fleet, i.e., “what” is to be filmed, “when” and
“how”. The output of the Dashboard is assumed to be fed
to a mission planning software, similar to the one proposed in
[50], in order to be checked in terms of feasibility, and thereby
produce low-level commands (flight path trajectories, camera
control commands) for each actor (drone) in the UAV fleet.
The Director’s Dashboard interacts with the mission planning
software, in order to manage the UAV fleet during production,
and perhaps even modify the shooting mission upon execution.

At the core of the mission plan, is the definition of Events of
editorial interest. Before shooting, a list of Events that have an
editorial relevance in a media production process are explored.
Such events may be defined as any real-world occurrence that
is (at least partially) spatially and temporally localized, with
a set of actors playing different roles in this action, e.g., the
start of a race. The key point is that a Shooting Mission is
always linked to Events and represents the (possibly planned)
reaction to their occurrence. Therefore, an Event reaction
maybe defined by a Shooting Action or more, i.e., a Shooting
Action Sequence. The conceptual framework is depicted in
Figure 5. The higher level process upstream of any Mission
Production is that of Event Management, i.e., the process by
which the Events are organized hierarchically and associated
to Shooting Action Sequences to be executed in reaction to
them.

A. Mission Preproduction

A Shooting Action Sequence is made up of an ordered
sequence of (Editorial) Shooting Actions. Such a high-level
Editorial Shooting Action may be subsequently translated into
one or more executable low-level UAV commands by the
mission planning software. A Shooting Action is characterized
by its type and parameters (modeled as a separate class named
Shooting Action Description). The type of a Shooting Action
carries all the information regarding the geometric properties
of the multiple-UAV formation that can be subject to param-
eterization during the Mission Preproduction (for example the

Fig. 5: Fundamental conceptualisation.

Fig. 6: Example of the relationship between the RT and the
origin of the UAV formation.

angular speed of a circular shooting formation). The Shooting
Action is normally aimed at having a reference target (RT)
around which the formation and the shooting will initially
take place. This aspect is tackled through several properties
giving account of the position in space and speed of the
formation origin, the geometric displacement of the RT from
the formation origin and the relative azimuth of the formation
axis w.r.t. the RT speed. If the RT is a fixed point, an absolute
azimuth can be also provided. All these parameters are valid
at the start of the Shooting Action (time t = 0). Figure 6
illustrates an example.

Variations of the tracking speed during the Shooting Action
(for 0 < t < d, where d is the duration of the shooting action)
are modeled with the Tracking Variation class. The default
situation is that there is no tracking variation, i.e., the constraint
is that the formation speed must be equal (vectorially) to
the RT speed, resulting in a situation where the formation
is “locked” to the trajectory of the RT. Different situations
can be modeled, specifying the type of functional variation
of the tracking and possible parameters thereof. In general,
the situation is that of Figure 7, where the vector d is the
displacement between the origin of formation and the RT
and O = r(t) is the origin of a reference coordinate system
(x,y, z) local to the RT w.r.t. which all vectors are defined
over time. O = r(t) is thus the RT trajectory and p(t) is a
constant vector w.r.t. O. Through the interface, the director
has the possibility to define the tracking variation vectorial
parameter k(t). Depending on the desired shooting effect, this
tracking variation parameter can be 0 (null vector, formation



Fig. 7: Relative speeds.

Fig. 8: An example of different Shooting Roles.

locked), a constant vector different than 0 (uniform straight
motion relative to the RT trajectory) or a generic parametric
vectorial function of time t. Thus, if k(t) is periodical, zero-
average and bounded in [0, T ], it is ensured that the formation
will not drift from the RT trajectory during the duration of the
Shooting Action. The set of usable parametric functions for
k(t) depends on the implemented UAV shot types.

If a prediction of the RT trajectory is available, following
the equations of Figure 7, the director can have an estimation
of the final positions as well. In fact, by simple integration:

q(T ) = q(0)+

∫
T

0

k(t)dt+p(T )−p(0) = q(0)+

∫
T

0

k(t)dt

(1)
where T is the Shooting Action duration. The final position
of the origin of formation w.r.t. O(T ) is the final position
of the RT plus a displacement that depends on the tracking
variation function. This information can be shown on the map
and evaluated by the director, who can then recursively update
the parameters until satisfaction. If the trajectory of the RT is
available (e.g., the Shooting Action is planned along the road
of a bicycle race or along a river or it is fixed), it can be also
added by the director.

In each Shooting Action a set of Shooting Roles can be
identified as part of its description. A Shooting Role is a role
acted by one or more drones of the UAV team that has a
specific editorial meaning. Figure 8 shows an example in which

the three UAVs of the formation have three distinct roles (top
view, right follower, left follower). Each role may have specific
parameters. These different parameters are modeled with a
specific distinct class Shooting Role Description. Shooting
Action Description and Shooting Roles are linked through an
association class carrying information about the composition
of the roles output videos. This information, when present,
represents the way in which the video streams of each of the
drones playing a role in the Shooting Action should be handled
from the compositional point of view during the Shooting
Action. This includes both spatial and temporal information.
The spatial information provides information about how to
compose the multiple sources in a single picture, while the
temporal information about when individual video sources are
to be considered in the composition (i.e., when switching
between one source and the other has to take place).

Each Shooting Role has a specific Shooting Target, which
can be identified either by direct radio link (e.g., via RFID
technology), or via visual examples (i.e., supported by some
visual tracking/identification technology), or by role (e.g.,
“leader of a breakaway”) or by trajectory. In the latter case,
when the RT is considered as the target of a Shooting Role,
the target trajectory coincides with the RT trajectory. It is
important to stress that the RT is not necessarily a shooting
target. For example, in a football match the RT can be the
central point of the goal line of the guest team, but the Shooting
Action associated to the occurrence of a goal can have the
scorer of the goal, the goalkeeper and the audience as its target.
Each Shooting Role can have its own Tracking Speed Variation
as well (e.g., expressed as parametric functions of some
geometrical parameters of the formation) which vectorially
sums up with the possible formation Tracking Speed Variation.
A RT can also be fixed in space (e.g., a certain fixed landmark),
in which case the RT trajectory is a single point. All these data,
where relevant, are input during the Mission Preproduction
process.

B. Mission Production

The Mission Production process is made up of two tem-
porally consecutive sub-processes: Mission Planning and Mis-
sion Execution. The latter depends on the first one. Mission
Planning is the phase where all aspects related to a Shoot-
ing Mission, i.e., Shooting Action Sequences, Actors, Roles,
Reference Targets, UAV formations, etc., can be defined and
configured through the mission planning user interface. The
Mission Planning process is broken down into a Mission
Configuration process, involving GUI windows where the
Mission Plan parameters are given as input to the system, and
a Mission Simulation process, that simulates possible flight
path trajectories which could be executed by the UAV fleet for
that requested input.

A fundamental sub-process of Mission Planning is Mission
Validation, i.e., the process by which an Editorial Shooting
Mission is analyzed and checked in terms of feasibility. That
is, depending on the introduced parameters (e.g., the number
of available UAVs, the types of requested Shooting Actions
etc.), the system decides to a priori approve or reject the



Fig. 9: Configuring the reference target in the Dashboard.

Fig. 10: Configuring drone formation in the Dashboard.

Shooting Mission. Therefore, only feasible Shooting Missions
are allowed to be managed during Mission Execution. During
Mission Planning, several Mission Missions could be defined,
as main or backup plans.

Mission Execution is broken down into two distinct sub-
processes: Mission Management and Shooting Management.
Mission Management is the process by which the director
takes final decisions about which among the several Shooting
Missions associated to an Event and which among the planned
Shooting Actions composing the selected Shooting Mission
have to be executed. Shooting Management is performed by
the cameraman who acts on camera parameters to optimize the
quality of each drone’s shooting. The director contributes to
the Mission Planning and Mission Management processes. The
cameramen are involved in the Shooting Management process.
Example prototype GUI windows for managing target and fleet
status parameters are shown in Figures 9, 10 and 11.

VII. CONCLUSIONS

Since the emerging field of autonomous UAV shooting is
expected to revolutionize media production, this paper presents
an overview of the area and proposes a taxonomy of cine-
matographic building blocks, in the context of filming outdoor

Fig. 11: Configuring a Shooting Action in the Dashboard.

events with moving targets. This taxonomy is then extended
to formulate the concept of multiple-UAV cinematography,
having important advantages over the current state-of-the-art.
The above contributions are deemed as necessary for further
progress in autonomous UAV shooting, e.g., by exploiting
specific UAV shot type properties for optimizing energy con-
sumption and scene coverage. Exploiting the proposed taxon-
omy, novel media production tools for managing a partially
autonomous multiple-UAV fleet from the director’s point of
view are presented.
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Abstract—The emerging field of autonomous UAV cinematog-
raphy is examined through a tutorial for non-experts, which
also presents the required underlying technologies and connec-
tions with different UAV application domains. Current indus-
try practices are formalized by presenting a UAV shot type
taxonomy composed of framing shot types, single-UAV camera
motion types and multiple-UAV camera motion types. Visually
pleasing combinations of framing shot types and camera motion
types are identified, while the presented camera motion types
are modelled geometrically and graded into distinct energy
consumption classes and required technology complexity levels
for autonomous capture. Two specific strategies are prescribed,
namely focal length compensation and multidrone compensation,
for partially overcoming a number of issues arising in UAV
live outdoor event coverage, deemed as the most complex UAV
cinematography scenario. Finally, the shot types compatible with
each compensation strategy are explicitly identified. Overall,
this tutorial both familiarizes readers coming from different
backgrounds with the topic in a structured manner and lays
necessary groundwork for future advancements.

Keywords—UAV cinematography, intelligent shooting, au-
tonomous drones, UAV shot types

I. INTRODUCTION

The rapid popularization of commercial, battery-powered,
camera-equipped, Vertical Take-off and Landing (VTOL)
Unmanned Aerial Vehicles (UAVs, or “drones”) during the
past five years, has already affected media production. UAVs
have proven to be an affordable, flexible means for swiftly
acquiring impressive aerial footage in diverse scenarios. They
are suitable for movie/TV filming, outdoor event coverage for
live or delayed broadcast, advertising or newsgathering, partially
replacing dollies and helicopters. They offer fast and adaptive
shot setup, the ability to hover above a point of interest, access
to narrow spaces, as well as the possibility for novel aerial shot
types not easily achievable otherwise, at a minimal cost. UAVs
are expected to continue rising in popularity, for amateur and
professional filmmaking alike [1] [2].

An illuminating example regarding the creative possibilities
made available by UAV cinematography can be found in the
introductory scene of the animated movie “The Secret Life of
Pets” (2016). The film starts with a low-altitude aerial shot
of the Statue of Liberty that climbs rapidly toward its head,
bypassing it and then flying swiftly along a nearby suspension

bridge. The virtual camera looks vertically down, towards
the deck, from a constant altitude. Subsequently, the camera
abandons the bridge and starts orbiting around a neighbouring
skyscraper, until suddenly flying-by it to reveal an establishing
shot of New York City. The camera then dives into the nearby
Central Park, flying above the pedestrians, until the protagonist
is seen riding a bicycle. Finally, the virtual camera starts
tracking the linearly moving bicycle from the side, maintaining
a steady distance and matching its speed. Although it could be
argued that the above sequence mostly illustrates the artistic
freedom inherent in 3D computer graphics, it is also true that
UAVs are the best medium for filming such a sequence in
live-action footage.

However, a number of challenges arise along with the
new opportunities. Severe battery autonomy limitations, finite
bandwidth in the wireless communication channel (e.g., WiFi,
4G cellular or radio link) and safety-motivated legal restrictions,
complicate UAV usage and highlight issues that are not present
in conventional filming. Legal restrictions typically require
a direct line-of-sight between pilot and vehicle at all times,
while also defining a maximum permissible flight altitude and
a minimum distance from human crowds. Energy consumption
restrictions are also important, given the UAV continuous flight
time possible with current battery technology (typically, less
than 25 minutes). Related limitations on processing power and
payload weight derive from the fact that these are factors further
reducing battery life.

Single-UAV filming with a manually controlled drone
is the norm in media production today, with a direc-
tor/cinematographer, a pilot and a cameraman typically required
for professional coverage. Initially, the director specifies the
targets to be filmed, i.e., subjects or areas of interest within
the scene. Then, he designs a cinematography plan in pre-
production, composed of a temporally ordered sequence of
target assignments, UAV/camera motion types relative to the
current target (e.g., Orbit, Fly-By, etc.) and framing shot
types (e.g., Close-Up, Medium Shot, etc.)1. The pilot and
the cameraman, acting in coordination, attempt subsequently
to implement this plan during mission execution. In such a

1We do not consider here other elements of cinematography, i.e., scene
lighting and depth-of-field/focus, since we assume natural lighting in outdoor
settings and fully focused images, so as to facilitate their analysis by computer
vision algorithms.



setting, each target may only be captured from a specific
viewpoint/angle and with a specific framing shot type at any
given time instance, limiting the cinematographer’s artistic
palette. Moreover, there can only be a single target at each
time, restricting the scene coverage and resulting in a more
static, less immersive visual result. Finally, the “dead” time
intervals required for the UAV to travel from one point to
another, in order to shoot from a different angle, aim at a
different target, or return to the recharging platform, impede
smooth and unobstructed filming.

Swarms/fleets of multiple UAVs, composed of many cooper-
ating drones, are a viable option for overcoming the above limi-
tations. They eliminate dead time intervals and maximize scene
coverage, since the participating drones may simultaneously
view overlapping portions of space from different positions.
Due to the possibly large number of swarm members, a degree
of cognitive autonomy would significantly ease their control, by
lightening the burden on human operators. However, currently,
drone swarms are mainly restricted to military applications,
while full autonomy is still in embryonic stage. Existing
swarms operate best at a human-oriented semi-autonomy
level, i.e., a human operator regularly sends commands to a
swarm leader (either pre-selected, or dynamically assigned) and
receives back periodic status reports plus sensor information
[3]. Additionally, swarm members interact with each other
and with the leader UAV for purposes of coordination, task
assignment and simple decision-making. Human supervision
from the ground is not absolutely necessary, but typically
facilitates more effective swarm behaviour, since humans tend
to perform better at target identification and action prediction
[4], while autonomous operation is superior in lower-level
tasks, such as path planning and target following [5]. A
leader-follower architecture combined with autonomous intra-
swarm coordination allows easier operation by a single ground
supervisor [6], permitting him to treat the swarm as a single
entity.

The situation is currently different in civilian applications,
where it is typical for a human pilot per UAV to be legally
required, due to safety considerations and lack of reliable
vehicle autonomy. In media production, employing a pilot and
a cameraman per drone may increase filming costs prohibitively.
Additionally, the cooperation of multiple UAVs inherently gives
rise to various coordination challenges, such as that the swarm
members need to avoid collisions between them and stay out
of each other’s field-of-view (FoV avoidance), in order for the
filming process to be transparent.

Facing the above issues without prohibitive resource expen-
diture or human intervention, as well as in a manner that takes
into account UAV-specific concerns (e.g., battery autonomy
limitations, FoV/collision avoidance, restricted flight zones,
etc.), requires intelligent algorithms for automating UAV flight
and filming in concert. To achieve this, a formally standardized
vocabulary of UAV cinematography building blocks and a
systematic identification of UAV-related issues in the context of
media production/broadcasting, along with possible solutions, is
required. However, since UAV cinematography is an emerging
topic, it has only recently been brought under research focus
and, therefore, no clearly defined taxonomy of shot types achiev-

able with a single UAV, or a swarm of multiple cooperating
UAVs, has been specified.

The purpose of this article is both to familiarize readers
coming from different backgrounds with the topic, as well as to
lay exactly the necessary groundwork for future advancements.
Thus, it attempts to formalize current practices, based on
accumulated professional experience, in order to catalyze further
research. Below, the recently formed field of autonomous
UAV cinematography, firmly located at the intersection of
aerial cinematography, aerial robotics, computer vision/machine
learning and intelligent filming, is introduced and examined
from multiple aspects. Background is tersely provided for
readers who are not specialists in robotics or cinematography.
Following preliminary research work ([7], [8], [9], [10], [11],
[12], [13], [14], [15]), the main focus is on outdoor live event
coverage, deemed as the most complex application of UAV
cinematography. Different production scenarios involve either
only subsets of the challenges presented here, or significantly
more controlled filming settings (e.g., movie sets). Therefore,
this tutorial is relevant to any kind of UAV media production.

The remainder of the article is organized in the following
way. Section II briefly introduces the field of intelligent filming,
paying particular attention to the use of UAV-mounted cameras.
Section III reviews the underlying technologies which make
autonomous UAV filming possible, including robotics and com-
puter vision/machine learning modules. Additionally, connec-
tions with different, non-cinematography UAV applications are
examined. Sections IV and V present an organized vocabulary
of single-UAV cinematography, focusing on framing shot types
(FSTs) and camera motion types (CMTs), respectively. Visually
pleasing combinations of FSTs and CMTs are identified, while
the presented camera motion types are mathematically modeled,
clustered into four separate groups and graded into distinct
energy consumption and required technology complexity levels.
Thus, a complete UAV shot type taxonomy is detailed. Section
VI extends this taxonomy to cinematographically meaningful
multiple-UAV camera motion types. Section VII provides
examples of how this formalized taxonomy can be exploited for
facilitating UAV cognitive autonomy algorithms. Section VIII
offers two specific strategies, namely focal length compensation
and multidrone compensation, for partially overcoming a
number of issues arising in UAV outdoor event coverage. The
shot types compatible with each compensation strategy are
explicitly identified. Section IX briefly presents conclusions
drawn from the preceding discussion and prescribes future
research directions.

II. TECHNOLOGIES FOR INTELLIGENT FILMING

Intelligent filming/editing is a recent research topic, with
autonomous UAV filming being a currently emerging subfield.
In general, the goal is to automate as much of the media
production process as possible, while ensuring adherence to
artistic and cinematographic constraints. Although a few low-
hanging fruits have been grabbed, the general problem is still
open and unsolved. Below, the relevant state-of-the-art is briefly
reviewed, with an emphasis on UAV filming.

In [16] an optimization-based algorithm is presented that
processes off-line a single high resolution video from a static



camera filming a staged event. It outputs a set of virtual pan-
tilt-zoom (PTZ) moving camera feeds obeying cinematographic
principles and user-provided constraints, regarding which actors
should be contained and how they should be framed. The
algorithm exploits face recognition/tracking sub-modules as a
pre-processing step for the identification of actors, with no 3D
perception of the stage involved.

In [17] the video input from a robotic camera visually
tracking and physically following a pre-defined region (e.g.,
the current centroid of all players in a basketball game) is
processed in real-time. It produces a virtual camera video
output following a smooth, aesthetically pleasing trajectory, by
employing a path planning algorithm and frame resampling.
In contrast to most intelligent filming methods, this approach
exploits special hardware.

In the case of UAV filming, the feasibility of manually
designed drone trajectories with regard to vehicle physical
limits is an important concern. The method in [18] re-times
such a trajectory and outputs an optimized variant guaranteed
to be feasible, without disturbing the intended visual content
in the captured footage. A more general approach that is
not specifically designed for cinematography applications is
presented in [19], where custom high-level user goals are taken
into account (e.g., codifying cinematography goals).

Intelligent filming/editing with multiple cameras presents
additional challenges, highlighting the editing aspect. In [20] an
optimization-based algorithm is presented for the computation
of a single, aesthetically pleasing video, conforming to basic
editing guidelines (such as the 180-degree rule and jump
cut avoidance [21]), from raw feeds coming separately from
multiple cameras. Operating also within a multi-camera context,
the work in [22] approaches automated editing as a problem
of camera selection over time and models it with a Partially
Observable Markov Decision Process over temporal windows.
A research effort oriented towards multi-camera UAV footage
is [23], presenting an autonomous system that calculates the
appropriate number of drones, in order to provide maximum
coverage of targets from appropriate viewpoints.

End-to-end systems able to execute single-UAV filming
missions have been developed as well. Such a system is
presented in [24], capable of guiding an UAV outdoors so
as to autonomously capture high-quality footage based on
cinematographic rules. Static shots and transitions between
them are computed automatically, based on well-established
visual composition principles and a list of canonical shots. In
[25], the authors present a tool that allows the user to implicitly
specify the UAV path and the shot types to be filmed before
executing a drone mission. This is done by prescribing desired
“key-frames”, i.e., actual, temporally ordered example video
frames of the intended shot, so as to subsequently capture them
autonomously during flight. In both cases, as well as in [26], the
flight process is automated based on the cinematography plan,
but no dynamic adaptation or active environment perception is
involved.

A few commercial applications, also oriented towards outdoor
single-UAV cinematography planning, have been released
recently. Notably, Skywand [27] is a virtual reality system,
allowing the user to aerially explore a 3D graphics model of the

scene he wants to cover and identify/place desired key-frames
within the virtual environment. The system then computes the
real UAV trajectory, as well as the corresponding sequence of
camera rotations, required for a smooth shot containing these
key-frames to actually be filmed. Freeskies CoPilot [28] is a
mobile software suite, offering similar functionality but with
a simple 3D map instead of a VR interface. In both cases,
the resulting drone autonomy and environment perception is
minimal, the cinematography plan consists in example key-
frames, the computed flight paths are not on-the-fly adjustable
and legal restrictions are not being considered.

Little effort has been expended towards investigating auto-
mated filming of dynamic scenes in unstructured environments
using multiple cooperating UAVs, under battery autonomy,
FoV/collision avoidance and flight zone restrictions. Notably,
in [29], an on-line real-time planning algorithm is proposed
that jointly optimizes feasible trajectories and control inputs
for multiple UAVs filming a cluttered dynamic scene with
FoV/collision avoidance, by processing user-specified aesthetic
objectives and high-level cinematography plans. This method
extends a previous, single-UAV method [30] that only optimizes
local trajectory segments. Since both algorithms are designed
for controlled indoor settings, UAV energy consumption is
not taken into account and flight zone restrictions are not
considered.

III. TECHNOLOGIES FOR AUTONOMOUS UAV FILMING

Currently, commercial UAVs employed in media production
are mostly manually controlled, with only a few rudimentary
functionalities being performed autonomously. In state-of-the-
art drones2, such functionalities are obstacle avoidance, landing,
physical target following or target orbiting (for low-speed,
manually pre-selected targets), as well as automatic central
composition framing, i.e., continuously rotating the camera so
as to always keep the pre-selected target properly framed at the
center. Both these basic functions and any future algorithms
for more advanced, automated UAV flight and filming, require
a number of underlying enabling technologies to be in place.

Below, these technologies are introduced and presented
according to the functionality they provide, i.e., they are
partitioned into the following subjects: perception, planning
and control, swarming and communications. Within the first
two of these subjects, each presented technology is further
assigned a label of one out of two “complexity groups” we
identified, based on the complexity of the required hardware.
The two complexity groups are the vision- and the 3D-group.
The former one consists of visual Simultaneous Localization
and Mapping (SLAM), 2D visual target detection, 2D visual
target tracking and image-based visual servoing algorithms.
In principle, it is feasible for these tasks to be performed in
real-time by computer vision and machine learning algorithms,
using only the monocular camera also employed for filming.
The latter group consists in a set of methods and devices that
allow functioning in global 3D Cartesian space. This is mainly
achieved by the presence of Global Positioning System (GPS)

2E.g., the popular DJI Phantom 4, or Skydio R1



receivers [31] on-board the UAV, as well as (ideally) on the
targets being filmed.

In general, the methods contained in the vision-group suffice
for autonomously achieving physical target following and
rudimentary cinematic coverage by the drone, as well as
effective obstacle/collision avoidance and landing. However,
technologies clustered under the 3D-group are essential to
achieve more advanced, fully autonomous, non-trivial UAV
cinematography, therefore it is imperative for them to start
appearing in non-prototype drones. Hardware and software
advancements are expected to allow this in the following years.

Finally, connections are made to different UAV application
domains, such as surveillance, inspection, or rescue and
recovery operations.

A. Perception

Visual SLAM [32] [33] [34] [35], a vision-group technology
in its basic form, can be used to detect and avoid obstacles
during flight time, by mapping the immediate environment and
localizing the drone with respect to that 3D map. Localization
includes an estimation for both the position and the orientation
of the UAV-mounted camera at each time instance. Visual
SLAM performs an incremental 3D scene reconstruction based
on the camera feed, using a real-time, on-line variant of
Structure-from-Motion algorithms [36], augmented by visual
place recognition [37], graph-based map modelling [38] and
loop closure [39] modules. The computed map is typically a
3D point cloud, either sparse, semi-dense or dense, with the
first estimated location of the UAV employed as the arbitrary
origin of the map coordinate system.

Despite the fact that visual SLAM can, in principle, be
performed using a single camera, additional sensors may greatly
enhance its effectiveness. Such sensors include a secondary
stereoscopic camera and an Inertial Measurement Unit (IMU)
[40] for more robust operation. Actually, these sensors constitute
standard equipment for all professional drones. On the other
hand, Light Detection and Ranging sensors (LiDARs) are
more rarely employed visual sensors that can be used instead
of stereoscopic 3D cameras in order to achieve increased
accuracy and performance, as well as robustness to variable
environmental lighting conditions [41]. Their main strength
derives from the dense 3D scene reconstructions of unmatched
quality they can provide. Although, currently, top LiDARs have
lower refresh rate, lower resolution, lack of color perception
and significantly higher cost than a good camera, it is very
likely that future technology improvements will increase their
appeal.

LiDAR-based SLAM is also a high-end option for integrating
obstacle and collision detection with generic environment
mapping and self-localization. However, traditionally, separate,
simple altimeter and ultrasound sensors can be employed to
this end; such inexpensive sensors are found in virtually all
professional drones.

2D visual target detection is necessary for localizing the
target’s image (i.e., the Region-of-Interest, or ROI) on a
video frame, so that the system knows exactly how to rotate
the camera in order to achieve central composition framing.

Additionally, visual target detectors can also be exploited for
identifying a possible obstacle or an on-ground UAV landing
site. The extracted ROI is a rectangle (described in pixel
coordinates) that encloses the target’s image. In currently
available drones, similar methods are already employed to better
adjust a manually pre-specified ROI, based on the video content.
In the future, more fully automated UAVs are expected to rely
solely on automatic visual target detection. Relevant state-of-
the-art algorithms [42] [43] [44] [45] [46], based on deep
neural networks [47], are impressively accurate and optimized
for parallel execution on General-Purpose Graphical Processing
Units (GP-GPUs) [48]. Such high-performance hardware has
recently been commercialized in small, power-efficient form
factor for embedded systems, ideal for on-board inclusion
in UAVs3. However, current processing power and energy
consumption restrictions limit what is possible on a UAV, in
comparison to desktop computers.

2D visual target tracking tracks a pre-specified ROI on the
consecutive frames of a video sequence, by taking advantage
of spatiotemporal locality constraints, and updates the ROI
pixel coordinates at each video frame. Although tracking can
be performed be simply re-detecting the target at each video
frame, a better approach is to periodically re-initialize the ROI
using a 2D visual target detector and employ a separate visual
tracker for the intermediate intervals. Correlation filter-based
trackers are suitable for real-time operation [49] [50]. Although
it is very difficult to achieve top accuracy in real-time with
current state-of-the-art 2D visual detectors and trackers, given
the processing power limitations of UAV hardware, future
progress is expected to alleviate this issue. Novel research in
lightweight neural networks [51] is a promising avenue to this
end.

Obviously, 2D visual target detection and tracking are
vision-group technologies. Assuming GPSs are available and
operational, further possibilities are opened up. E.g., the 3D
maps built by visual SLAM can be aligned with the common
GPS coordinate frame, using a similarity transformation [52],
and employed for assisting in global target, obstacle and
UAV localization, leading to more robust operation exploiting
multiple information sources.

The fusion of IMU, GPS and visual SLAM information, in
principle, allows accurate, real-time, global UAV localization
in both position and orientation. Targets, on the other hand, can
only be localized with regard to their position. However, target
orientation must be known in order to accurately steer the UAV
and guide the filming process so as to autonomously capture
specific, non-trivial shot types. Luckily, operating in global
3D Cartesian coordinates makes it meaningful to integrate a
3D visual target pose estimation algorithm into the vision-
group pipeline. There are two main approaches to achieve this:
a) the computer vision approach, where predefined landmark
points are detected/tracked on the target’s image and used to
solve the Perspective-n-Point problem [53], or b) the machine
learning approach, where the target’s pose is directly regressed
by a trained model that only uses the visual input [54] [55].
The first approach requires a 3D model of the target to be

3E.g., the NVIDIA Jetson TX2



known, while the second solution requires a regressor properly
trained on a representative, fully annotated image dataset. The
machine learning approach is not only more robust, but also, if
a deep neural regressor is employed, such an algorithm may be
incorporated into the 2D visual target detector and run entirely
on GP-GPU in real-time, as a unified neural network. However,
no commercial UAV offers such capabilities yet.

The existence of the global, dynamic 3D map also makes it
meaningful to detect human crowds in the 2D visual input. This
process can also be integrated into the vision-group, using a
deep neural network running on GP-GPU in real-time [56] [57].
Subsequently, the detected crowd ROI (in pixel coordinates)
may be corresponded to the relevant terrain areas of the 3D
map by perspective back-projection [58], so as to achieve a
semantic annotation of the map [59]. This is important, due to
legal regulations restricting UAV flight above human crowds. A
similar process can be followed for recognizing and localizing
potential emergency landing sites and flying towards them if
needed. As in the case of 3D visual target pose estimation, such
capabilities are entirely missing from current state-of-the-art
UAVs.

Typically, the GPS signal is not available indoors and it
may even be temporarily lost outdoors. Additionally, its usual
position error is in the range of approximately up to 5 meters
[31]. These problems can be bypassed by employing differential
GPS units (accurate in the range of approximately 20 cm
[60]), by IMU/GPS/visual SLAM fused localization and by
replacing GPS with an Active Radio-Frequency IDentification
(RFID) positioning system [61] in GPS-denied environments.
These solutions, however, come with associated monetary and
computational costs, which explains the fact that state-of-the-art
commercial UAVs completely lack capabilities depending on
the 3D-group, despite being universally equipped with simple
GPS receivers.

B. Planning and control

The dynamic 3D map built and constantly maintained by the
drone can then serve as input to a 3D path planning algorithm.
Such algorithms for UAVs [62] [63] are currently able to deal
with complex dynamic and kinematic constraints in real-time,
resulting in nearly-optimal collision-free paths being computed
on-line. Thus, everything seen by the camera may be mapped
onto a common 3D world coordinate system and elaborate
UAV motion trajectories can be planned, so as to autonomously
capture any cinematic shot type desired. Due to the dynamic
nature of the environment, path planning may take place in
two levels: a) a high-level, long-term plan must be devised
periodically, or when important events are detected, while
b) a low-level plan can locally adjust that path during the
intermediate intervals according to the current situation (e.g.,
in case a moving target suddenly changes motion direction) or
cinematography requirements.

The need for such a partitioning, however, can be minimized
if the vehicle paths are always being planned in a variable,
target-centered coordinate system, thus outputting a set of tem-
porally ordered waypoints relative to the target. Subsequently, at
each time instance during the actual execution of the path plan,

the next relative waypoint can be located on-the-fly in the global
3D map, by utilizing the known, current target 3D position
in the GPS coordinate frame. Then, low-level replanning is
reduced to simple reactive obstacle avoidance.

Low-level motion control is an issue directly related to path
planning, since it involves the actual execution of the current
path plan. For VTOL UAVs, such as quadrotors, motion control
relying on GPS-IMU fusion is already a mature technology. In
general, Proportional-Integral-Derivative (PID) [64] or Linear-
Quadratic Regulator (LQR) [65] controllers are employed for
related tasks. The PixHawk/PX4 Autopilot [66], a popular
low-level flight trajectory control system, offers a commercial
off-the-shelf PID cascade control solution for UAVs that allows
vehicle steering at various levels, ranging from designating
path waypoints to directly feeding raw motion commands to
the motors.

Besides traditional 3D path planning and motion control algo-
rithms, a reinforcement learning approach can be alternatively
employed for proper UAV trajectory planning and following,
so as to capture desired target shots. Learning in a 3D context
allows complex UAV/camera motion types to be implemented,
such as a subset of the motion types described in Section V, but
it has not yet been investigated for cinematography applications.

Beyond the 3D-group technologies presented above for
planning and control, purely vision-group approaches can be
employed that rely only on video input. Image-based visual
servoing may be used for properly rotating the camera and
sending suitable motion commands to the UAV motors, so as
to achieve a specific cinematography (e.g., maintaining central
composition framing) or control (e.g., landing [67]) purpose
in an autonomous manner. In essence, it is a visual feedback
control loop that only requires a target ROI, possibly automati-
cally derived from 2D visual detection/tracking, as input. More
advanced visual servoing can also be employed for controlling
UAV motion so as to autonomously capture a number of desired
shot types based solely on visual input, similarly to how state-of-
the-art commercial drones implement physical target following
and orbiting. A number of UAV/camera motion types that can
be autonomously implemented in such a manner are identified
and described in Section V, while methodological examples of
autonomous filming are briefly discussed in Section VII.

An alternative to image-based UAV motion control methods
is reinforcement learning employing raw video input and
outputting direct motor commands. Thus, any need for accurate
vehicle or environment models is bypassed and the resulting
controller is more adaptive to dynamic situations, at the cost
of losing precise, analytic solutions and requiring advanced
robotics simulator software and/or large properly annotated
image datasets. Deep neural networks have recently been
employed in similar settings for UAV collision avoidance [68],
indoor flight control in search and recovery operations [69] or
high-level flight navigation [70]. An imitation learning variant
has also been explored for drone racing [71], where a neural
network learns to map video input to proper motor control
commands in a supervised setting, using datasets obtained by
employing human pilots in a photorealistic simulator. However,
such approaches are currently under research (nowhere near
commercial deployment) and have not yet been investigated



for cinematography applications.

C. Swarming

No commercial civilian multiple-UAV platform exists, al-
though semi-autonomous swarms of military fixed-wing UAVs,
supported by automated intra-swarm coordination and task
assignment, are regularly employed in the field (typically, under
the leader-follower paradigm). Extending this model to civilian
media production scenarios using VTOL drones is necessary,
if autonomous multiple-UAV cinematography is to become a
reality.

In general, typical swarm formation control methods [72]
[73], aiming to enforce a synchronized group motion on all
swarm members, are not readily applicable to cinematography
applications for the entirety of a filming mission, since different
swarm members may have to follow very different trajectories
at a given time, in order to capture the desired shots and cover
large areas. However, temporary swarm formations composed
of a few UAVs may be employed for efficiently capturing
individual multiple-UAV shots, such as the ones defined in
Section VI. In such a scenario, it is not difficult to conceive the
moving target being filmed acting as a reference point for intra-
swarm position coordination. Although several paradigms for
UAV swarm formation control exist, including leader-follower,
behavioural and virtual structure approaches [74], there is no
relevant research dedicated to cinematography applications.

Moreover, optimal autonomous task assignment based on
directorial guidelines (namely, which UAV will cover each
target, at what time interval and with what shot type) is a
relatively unexplored area [8]. Any requirement for assignments
to be able to dynamically change on-the-fly, based on detected
semantic events (e.g., significant change in rank position of
lead contestants during a sports race), further complicates the
issue and highlights the importance of autonomous semantic
event detection. In the simplest scenario, the latter may consist
in a set of rules regarding the relative positions of targets in
the 3D map, but more elaborate methods can be exploited (e.g.,
on-line activity recognition from the visual input [75]).

Multiple-UAV coordination in a swarm context also allows
cooperative variants of algorithms from the vision and the
3D-group to be employed, e.g., cooperative visual SLAM [76]
or cooperative path planning [77]. However, as in the case of
formation control and task assignment, cinematography/media
production applications impose constraints that have not been
researched up to now.

In all the above methods, a choice has to be made regarding
whether they will be implemented in a centralized or a
distributed manner. In the first case, where a swarm member (or
a ground control station) serves as “master”, algorithm design is
more efficient, the result is more optimal and the computational
load is reduced at the “slave” members. However, a single
point of failure and a possible communication/computational
bottleneck, i.e., the master, are introduced to the swarm. The
choice resulting in the optimal balance depends on the specific
application and on the available hardware/infrastructure. This
is one more aspect from which multiple-UAV cinematogra-
phy/media production has not yet been systematically examined.

D. Communications

Communication issues in autonomous multiple-UAV cine-
matography can be seen as having both “data streaming” and
“networking” aspects. In general, infrastructure for communica-
tions and related issues is critical for successful deployment of
UAV swarms in practical scenarios [78], especially in live event
media coverage applications. Even in single-UAV missions it
is challenging to stream high-resolution video (especially 4K
UHD, i.e., the norm in media production) down to a ground
station with Quality-of-Service (QoS) guarantees, while simul-
taneously executing all of the previously described algorithms
in real-time. Video acquisition, compression, synchronization
and transmission are procedures easily implemented using
professional cameras and open-source software, although the
lack of media production-quality camera models with Camera
Serial Interface (CSI) connectivity (allowing rapid and stable
capture for reliable on-line processing) is an existing practical
issue. However, they jointly consume significant processing
power and energy, on a computing platform already strained in
these resources. The issue cannot simply be solved by dedicated
hardware, since the latter would come with additional energy
consumption, monetary and weight overhead. Therefore, at the
current stage of technology, a trade-off has to be made between
the broadcast video resolution, the hardware cost and the level
of vehicle cognitive autonomy.

In simpler, non-live coverage, i.e., when filming for deferred
broadcast, or filming a scripted sequence, on-the-fly video
transmission is not required (video may simply be stored on-
board and retrieved later). In fact, if all processing is performed
on-board in a completely autonomous manner, there is not even
need for networking. However, communications are required in
all other cases, including the non-live single-UAV filming where
a subset of the less critical algorithms previously described,
e.g., crowd/landing site detection and high-level path planning,
are executed on a computationally powerful ground station,
at the cost of significant latency (at best, about one hundred
milliseconds). In general, a private QoS-guaranteeing 4G/LTE
infrastructure suffices for the task, given the high mobility of the
UAVs and the possibly long distances that need to be covered
in outdoor event filming. Traditional WiFi is a less costly,
suboptimal alternative with higher latency and significantly
smaller range, while public LTE networks are not reliable due
to the lack of a way to prioritize UAV communications over
telephony. The main challenge lies in live broadcasting; even
private LTE will not allow consistent 4K UHD video streaming,
unavoidably leading to a fall back on FullHD resolution.

If a swarm of multiple cooperating UAVs is employed,
additional issues arise. Most importantly, in live coverage,
the available bandwidth may not be enough to support live
FullHD video streaming from all drones concurrently, resulting
in a hard upper limit on the number of drones (a simple
linear relation exists between the required total bandwidth
and the number of employed UAVs). Furthermore, if direct
coordination between the drones themselves is required (so
as to autonomously capture a multiple-UAV shot, to execute
distributed variants of algorithms such as SLAM, or simply
for redundancy/fault tolerance), then an intra-swarm Flying Ad



Hoc Network (FANET) should be employed. It supports ad hoc
routing and accounts for high node mobility, long distances
and rapidly varying network topology. Despite recent advances,
FANETs are not yet a mature technology; for actual deployment,
either custom, optimized WiFi extensions must be developed,
or falling back to LTE infrastructure is unavoidable, at the cost
of increased latency.

E. Autonomous UAV Video Capture in Other Application
Domains

Most of the technical issues and solutions described above
also apply to any UAV application domain involving video
capturing, besides cinematography applications. These include
area surveillance and/or moving target monitoring [79], rescue
and recovery operations, infrastructure inspection (e.g., of
wind turbines [80], or agricultural production [81]), scientific
exploration and 3D scene reconstruction tasks. In all of these
scenarios, both UAV and target 3D localization, 2D target
detection/recognition and tracking, 3D mapping, path planning
and potential emergency landing site detection are directly
relevant. Less significant issues in a non-cinematography setting
include 3D target pose estimation, target central composition,
human crowd detection and live data streaming.

For instance, with the possible exceptions of 3D scene
reconstruction and surveillance applications, no human crowds
are typically present near the UAV, while no framing shot type
constraints are in place. Thus, autonomous cinematographic
outdoor live event coverage arguably proves to be the most
technically challenging single-UAV application overall, despite
the existence of very narrowly defined, domain-specific prob-
lems (such as weed classification for agricultural inspection
applications [82], or changes detection for area surveillance
[79]).

On the other hand, swarming issues and methods are
possibly more significant in non-cinematography applications.
For instance, tight temporal deadlines and/or a very extended
area of coverage, which are commonly found in all of the above
scenarios, increase the relevance of UAV swarm deployment
and coordination, as well as, in turn, of cooperative algorithms
for SLAM, path planning, etc. In contrast, although multiple-
UAV coverage is beneficial when filming events, as explained
in Section I, the relative importance of swarm approaches
is lower in cinematography applications, where employing
multiple UAVs enriches the creative potential, but is not an
absolute requirement for properly performing the desired task
in time.

A special note must be made for the intelligent UAV
filming systems and methods presented in Section II. Although
the consideration of aesthetic criteria commonly found in
such systems is only relevant to cinematography applications,
their ability to pre-compute feasible drone trajectories for
capturing desired footage is significant for all the different
UAV application scenarios discussed above. However, typically,
current intelligent UAV filming systems only operate in known
environments under controlled settings. This is almost never
the case in surveillance, rescue and recovery, or scientific
exploration applications, rendering them almost useless for
such tasks.

Nevertheless, future advances have the potential to change
this situation. For instance, a search and rescue operation could
benefit significantly from a similar system able to function in a
partially unknown environment. The mission could be implicitly
planned by simply specifying properties of the desired footage.
Subsequently, actually capturing such footage in an autonomous
manner would imply that the target has been detected and is
being inspected from the requested view angles (e.g., to check
for visible signs of damage or injuries).

IV. UAV CINEMATOGRAPHY FRAMING SHOT TYPES

The various shot types in UAV cinematography can be
described using two complementary criteria: the framing shot
type (FST) and the UAV/camera motion trajectory (CMT).
Each CMT can be successfully combined with a subset of the
possible FSTs, according to director’s specifications, so as to
achieve a pleasant visual result. FSTs are primarily defined by
the relative size of the main subject/target being filmed (if any)
to the video frame size. They are mostly derived/adapted from
the ones found in traditional ground and aerial cinematography
[21] [1] [2].

Based on visual inspection of sample UAV video coverage
of outdoor events, we have defined eight FSTs in UAV
cinematography: Extreme Long Shot, Long Shot, Medium Shot,
Medium Close-Up, Close-Up, Two-Shot/Three-Shot and Over-
the-Shoulder. Traditional cinematography also includes Extreme
Close-Ups, a very “zoomed in” FST that typically depicts a
human head from the lips to the forehead, in order to empha-
size subject emotions. In practice, based on extensive visual
inspection of professional and semi-professional UAV footage
from multiple sources, we have not determined a corresponding
FST to be regularly employed in UAV cinematography.

Table I summarizes the six basic FSTs using thresholds on
the target ROI width/height to video frame width/height ratio
(“coverage”). The other two FSTs (Two-Shot/Three-Shot, Over-
the-Shoulder) can be seen as specific combinations of more
basic ones. Verbal descriptions for all eight FSTs are provided
below:

1) Extreme Long Shot (ELS): The target appears so distant
from the camera that it may not even be visible (at least
not in detail). The emphasis is on showing an expansive
view of its surroundings. This FST typically provides
scene context to the viewer and establishes the theater
of action. In general, less than approximately 5% of the
video frame width and/or video frame height is covered
by the target. An example is depicted in Figure 1a.

2) Very Long Shot (VLS): The target is barely visible and
perceived to be at a large distance from the camera,
appearing small. The purpose of this FST is to firmly
localize the target in his surroundings in the mind of
the viewer. In general, approximately 5 − 20% of the
video frame width and/or video frame height is covered
by the target. An example is depicted in Figure 1b.

3) Long Shot (LS): The entire target is visible and perceived
to be at an intermediate distance from the camera. This
FST depicts both the target and its surroundings clearly.
In general, the target covers at most 20 − 40% of



the video frame width and/or video frame height. An
example is depicted in Figure 1c.

4) Medium Shot (MS): The target is perceived to be at a
fairly short distance from the camera, appearing quite
large. This FST places emphasis mainly on the target
being filmed. In case the target is a person, a MS would
depict him from the waist up. In general, the target
covers at most 40 − 60% of the video frame width
and/or video frame height. An example is depicted in
Figure 1d.

5) Medium Close-Up (MCU): Either the entire target, or a
large portion of it is visible and perceived to be at a very
short distance from the camera. This FST showcases
the most interesting portion of the target. In case the
target is a person, a MCU would depict him from the
chest up. In general, the target covers at most 60− 75%
of the video frame width and/or video frame height. An
example is depicted in Figure 1e.

6) Close-Up (CU): The most interesting part of the target
appears to be at a very short distance from the camera,
spanning almost the entire foreground. This FST em-
phasizes a specific detail of the target’s image. In case
the target is a person, a CU would depict him from the
neck up. In general, the target covers more than 75%
of the video frame width and/or video frame height. An
example is depicted in Figure 1f.

7) Two-Shot/Three-Shot (2S/3S): Two/three subjects appear
simultaneously in the video frame, arranged so that they
are equally visible. With regard to the perceived camera
distance from the target, 2S/3S is typically a Long Shot
or a Medium Shot. Examples are depicted in Figures
1g,h.

8) Over-the-Shoulder (OTS): The main target is clearly
visible and perceived to be at a fairly short, or short,
distance from the camera, while a secondary target is
visible at the left or right edge of the video frame and
appears to be at a significantly shorter distance from the
camera. OTS can be regarded as a variant of the Two-
Shot, with the main target being filmed as in a Very Long
Shot, Long Shot or Medium Shot, and with the secondary
target being filmed as in a Medium Shot, Medium Close-
Up or Close-Up, respectively. Either the main or the
secondary target can be a geographical landmark (e.g.,
a historical monument). This is an adaptation from the
traditional OTS shot in movie/TV dialogue scenes, where
the two targets are persons talking to each other and the
secondary target is shown from behind. An example is
depicted in Figure 1i.

Typically, the on-board camera is suspended from a gimbal
that allows rapid, arbitrary camera rotation around its yaw, pitch
and roll axis, within orientation limits prescribed by mechanical
gimbal stops. Given a fixed, constantly visible target, the FST in
UAV cinematography can be adjusted, in principle, by suitably
modifying any combination of the following: the zoom level
(controlled by the camera focal length f ), the camera gimbal
rotation and the UAV/camera world position. However, in most
situations, simply altering f should be sufficient for achieving

TABLE I: Basic FSTs and their corresponding target ROI to
video frame width/height ratio percentage.

FST Coverage

Extreme Long Shot (ELS) < 5%
Very Long Shot (VLS) 5− 20%
Long Shot (LS) 20− 40%
Medium Shot (MS) 40− 60%
Medium Close-Up (MCU) 60− 75%
Close-Up (CU) > 75%

the desired FST. E.g., transitioning between any of the single-
subject types (ELS, VLS, LS, MS, MCU, CU) is not only
trivially performed by adjusting the zoom level, but such an
approach is the least energy-consuming. When the multiple-
subject FSTs are also considered (2S, 3S, OTS), transitions
among FSTs may also require adjusting the camera gimbal
rotation (e.g., so as to orient towards a midpoint between
many subjects, instead of towards a single subject) and the
UAV/camera position in world coordinates, in order for the
proper filming angle to be achieved (especially in OTS shots).
In the latter case, adherence to flight zone and legal restrictions
must be ensured during the transition.

Besides the above issues, single-subject FSTs are also
affected by a directorial choice regarding the visual arrangement
of the target within the video frame. The most common option
is “central composition”, where the image of the target being
filmed is located at the center of the video frame, with the “Rule
of Thirds” providing an alternative. According to the latter, a
video frame is conceived as divided into a 9×9 rectangular grid,
with the center of the target’s image located at an intersection
point of a vertical and a horizontal grid line [83]. In the more
visually crowded multiple-subject FSTs, the “Rule of Thirds”
should be the preferred composition, according to conventional
cinematography guidelines.

Filming one or more moving targets imposes a demand
for the above adjustments to be performed on top of, and in
combination with, any gimbal or UAV parameter adaptations
required by the target and/or UAV motion. Thus, the desired
UAV/camera motion trajectory comes into play.

V. SINGLE-UAV CAMERA MOTION SHOT TYPES

Several standard types of UAV/camera motion trajecto-
ries/types (CMTs) have emerged since the popularization of
UAVs. As in the case of FSTs, most of them are derived/adapted
from the ones found in traditional ground and aerial cine-
matography. A significant subset of these motion types (“target-
oriented”) are relative to a (still or moving) target being filmed,
while the rest do not depend on a specific subject and emphasize
capturing the scene (“scene-oriented”). Moreover, a small subset
of the presented types do not involve actual UAV motion and
have been included for reference purposes. In the sequel, they
are referred to as “static shots”, in contrast to “dynamic shots”.

Below, a taxonomy of 26 CMTs is provided, complemented
by mathematical modeling (details per CMT are in the
Appendix). Verbal descriptions for a subset of them can be
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Fig. 1: Examples of different UAV shot types when filming boat targets from their side (Lateral Tracking Shot): a) Extreme Long
Shot (ELS), b) Very Long Shot (VLS), c) Long Shot (LS), d) Medium Shot (MS), e) Medium Close-Up (MCU), f) Close-Up
(CU), g) Two-Shot (2S), h) Three-Shot (3S) and i) Over-the-Shoulder (OTS). Notice that, in CU, the visual emphasis is on the
boat crew.

found in recent photography/cinematography literature [1] [2].
The main focus is on coverage of outdoor events in dynamic,
unstructured environments with moving targets/subjects (e.g., in
live sports broadcasting), which represents the most challenging
application. In different production scenarios, either only
subsets of the shot types presented here are employed, or
the scenes to be filmed consist in significantly more controlled
settings (e.g., movie sets).

In terms of energy consumption, the following UAV operation
ordering may be defined, from the least to most battery-
intensive: camera operations (gimbal rotations, zoom), flying
down, flying horizontally/hovering, flying up. In general, the
direction of UAV flight dominates the energy-related behavior,
with camera operations being relatively negligible. Thus,
wherever possible, each presented CMT has been classified into
one out of three possible energy consumption levels: “low”,
“medium” and “high”.

In terms of framing, an assessment is provided regarding
the FSTs compatible with each CMT. In general, the scene-
oriented CMTs fit well only with ELS and VLS, since no real
subject is being filmed, while the framing types that fit with
target-oriented CMTs vary depending on the latters’ purpose.
For instance, in a Chase shot (where the UAV follows/leads a
moving target from behind/from the front, maintaining a steady
distance), the viewer is meant to experience a “simulation” of
the target’s motion within its environment, while the target is
fully visible. Thus, a CU that excludes most of the surroundings
from the video frame is an unsuitable FST. Moreover, in the
extreme case of a Bird’s Eye shot (a scene-oriented CMT, where
the UAV flies vertically up, while the camera stays stable and
focused vertically down), no specific FST fits well, since the
distance from the ground starts small and increases steadily.

In terms of the required technology complexity level,
each of the proposed CMTs is assigned to the minimum
hardware/software combination necessary for autonomously
capturing it in an unstructured, dynamic environment, based
on the discussion in Section III. Three levels are possible:
“minimum”, “vision” and “vision+3D”. The first one implies
that no visual input analysis, GPS-based target localization, or
any of the methods contained in the vision or the 3D-group
is required for filming with this CMT. For instance, scene-
oriented shots with simplistic UAV trajectories fall under this
category. The second level refers to CMTs that require the
vision-group methods to be available. The third level implies
that methods contained in both the vision and the 3D-group are
required, i.e., both on-target and on-drone GPS receivers (or
equivalent positioning systems) must be active. Vision methods
may be necessary even in scene-oriented dynamic shots, e.g., for
assisting in mapping/localization and/or human crowd detection,
therefore no pure “3D” (with no vision) designation has been
given.

The presented mathematical treatment assumes that, given a
camera frame-rate of T , time t is discrete, non-negative and
proceeds in steps of 1

T
seconds. The ijk-axes convention is

employed for the 3D coordinate system. A separate timeline is
employed for each shot type description, i.e., t = 0 indicates
the start of a shot type filming session. At each time instance t
the 3D positions of the UAV (x̃t) and the target (p̃t), as well
as an estimated 3D target velocity vector (ũt), are assumed
known in a fixed, orthonormal, right-handed World Coordinate
System (WCS), with its k-axis vertical to a local tangent plane



(hereafter shortened to “ground plane”).4 For instance, a local
East-North-Up (ENU) coordinate system may be employed [84].
Additionally, at each time instance t, a current, orthonormal,
right-handed target-centered coordinate system (TCS) is defined.
Its origin lies on the current target position, its k-axis is
vertical to the ground plane and its i-axis is the ℒ2-normalized
projection of the current target velocity vector onto the ground
plane. In case of a still target, the TCS i-axis is defined as
parallel to the projection of the vector p̃0− x̃0 onto the ground
plane. In both coordinate systems, the ij-plane is parallel to
the ground plane and the k-component is called “altitude”.
Below, vectors expressed in TCS are denoted without the tilde
symbol (e.g., xt, pt and ut). In mobile robotics literature,
an additional, vehicle-centered coordinate system is typically
employed, having its origin located at a fixed distance from
the UAV-mounted camera. Since the scope of this article does
not include UAV control per se, we do not make use of such
a coordinate frame and limit our analysis to cinematography
issues.

Since the origin and the axes of TCS in terms of the WCS
are fully defined, transforming between the two coordinate
systems is trivial, allowing us to provide descriptions either
in TCS or in WCS, depending on which approach is more
succinct for each case. A subset of the presented motion types
require pre-specification of motion parameters meant to adapt
the UAV motion trajectory to concrete directorial guidelines
(e.g., distance to be covered by the UAV).

We assume standard measurement units for the above
quantities, i.e., distance is measured in meters, speed in meters
per second and the frame-rate in frames per second. Moreover,
in the mathematical description of scene-oriented motion types
we assume a known “virtual target” (a 3D world point located in
the visible scene) as a reference point for the TCS. Therefore,
p̃t and pt are considered meaningful both in target and in
scene-oriented motion types.

The 3D scene point at which the camera looks at time
instance t is denoted by lt (in TCS). It depends on the specific
FST combined with each CMT. That is, for single-subject FSTs
with central composition it holds that lt = pt, while in the
case of a “Rule of Thirds” composition lt has to be suitably
adjusted. When a multiple-subject FST has been selected, lt
must be computed based both on pt and the 3D positions of
neighboring, secondary targets.

To simplify the following analysis, a single-subject FST with
central composition is assumed (therefore, it usually holds that
lt = pt and ot = −xt). In several cases, the shot type is only
meaningful if the target is moving linearly. Moreover, such an
assumption is additionally made below in cases where the future
position of the target or the UAV needs to be predicted, for
reasons of modeling convenience (these cases are appropriately
marked in the following analysis). Constant linear motion
is assumed for both these scenarios, although extending the
formulas for the case of constantly accelerated linear motion
is trivial (assuming a target acceleration vector can be reliably

4Following widespread convention, we employ the term “local tangent plane”
for a plane parallel to the local sea level, while the term “terrain tangent plane”
is reserved for the plane instantaneously tangent to the local terrain inclination.

estimated).
The 26 CMTs have been clustered into four groups containing

similar motions. Geometrical description for each CMT is
provided in the Appendix, while in Table III each one is
assigned a list of compatible FSTs, an energy consumption
grading and a required technology complexity level. In case
the battery consumption varies depending on a parameter, the
latter has been identified.

A. Static shots

Static shots are CMTs (either target-oriented, or scene-
oriented) where there is no UAV motion. There are five CMTs
falling under this category, with graphical examples provided
in Figure 2:

1) Static Shot (SS) (scene-oriented), 2) Static Shot of Still
Target (SSST) (target-oriented) and 3) Static Shot of Moving
Target (SSMT) [2] (target-oriented) are the simplest, non-
parametric CMTs. In all cases, the UAV simply hovers. In
SS and SSST, the camera gimbal stays stable during filming,
while in SSMT it rotates slowly so as to always keep the
moving target properly framed. In SS, p̃t refers to a fixed,
virtual target position in WCS, selected by the director, while
in SSST and SSMT it refers to the position of a real target in
WCS.

4) Static Aerial Pan (SAP) is a scene-oriented, parametric
CMT, where the camera gimbal rotates slowly (with respect
to the yaw axis), in order to capture the scene context, while
the UAV simply hovers [2]. p̃t refers to a fixed, virtual target
position selected by the director.

5) Static Aerial Tilt (SAT) is a scene-oriented, parametric
CMT, where the camera gimbal rotates slowly (with respect to
the pitch axis), in order to capture the scene context, while the
UAV simply hovers [1] [2]. p̃t refers to a fixed, virtual target
position selected by the director.

B. Dynamic scene shots

Dynamic scene shots are CMTs where the UAV is moving,
while the emphasis is on conveying the scene context to the
viewer and/or achieving a visually pleasing cinematographic
effect. Thus, the target is virtual. There are seven CMTs falling
under this category, with graphical examples provided in Figure
3:

1) Moving Aerial Pan (MAP) and 2) Moving Aerial Tilt
(MAT) [2] are two parametric CMTs, where the camera gimbal
rotates slowly (with respect to the yaw/pitch axis, in MAP/MAT,
respectively), in order to capture the scene context, while
the UAV is slowly flying at a steady trajectory with constant
velocity. p̃t refers to a varying, virtual target position moving
identically to the UAV, with initial p̃0 selected by the director.
Therefore, during filming, the UAV position remains constant
in TCS, but varies in WCS.

3) Pedestal/Elevator Shot (PS) [1] [2] and 4) Bird’s Eye Shot
(BIRD) [2] are parametric CMTs, where the UAV is slowly
flying up or down, along the k-axis, with a constant velocity,
while the camera gimbal remains stable. In PS the camera axis
is parallel to the ground plane and p̃t refers to a varying, virtual



TABLE II: UAV/Camera Motion Description Nomenclature.

p̃𝑡 = [p̃𝑡1, p̃𝑡2, p̃𝑡3]
𝑇 The 3D target position in WCS, at time instance t

p𝑡 = [p𝑡1, p𝑡2, p𝑡3]
𝑇 The 3D target position in TCS, i.e., the current TCS origin at

time instance t. It is always equal to [0, 0, 0]𝑇 .

x̃𝑡 = [x̃𝑡1, x̃𝑡2, x̃𝑡3]
𝑇 The 3D UAV position in WCS, at time instance t

x𝑡 = [x𝑡1, x𝑡2, x𝑡3]
𝑇 The 3D UAV position in TCS, at time instance t

ũ𝑡 = [ũ𝑡1, ũ𝑡2, ũ𝑡3]
𝑇 The estimated 3D target velocity in WCS, at time instance t

u𝑡 = [u𝑡1, u𝑡2, u𝑡3]
𝑇 The estimated 3D target velocity in TCS, at time instance t

ṽ𝑡 = [ṽ𝑡1, ṽ𝑡2, ṽ𝑡3]
𝑇 The 3D UAV velocity in WCS, at time instance t

v𝑡 = [v𝑡1, v𝑡2, v𝑡3]
𝑇 The 3D UAV velocity in TCS, at time instance t

l̃𝑡 ∈ R
3 The 3D position at which the camera looks (known as the

“LookAt point”) in WCS, at time instance t

l𝑡 ∈ R
3 The 3D position at which the camera looks in TCS, at time instance t

õ𝑡 = l̃𝑡 − x̃𝑡 The LookAt vector in WCS, at time instance t. It is a

scalar multiple of the camera axis.

o𝑡 = l𝑡 − x𝑡 The LookAt vector in TCS, at time instance t

ĩ, j̃, k̃ The WCS axes unit vectors

i, j,k The TCS axes unit vectors

T The camera frame-rate

target position moving identically to the UAV (with initial p̃0

selected by the director), while in BIRD the camera axis is
facing vertically down and p̃t refers to a static virtual target
position directly beneath the UAV. Therefore, in PS, the UAV
position remains constant during filming in TCS, but varies in
WCS, while in BIRD the UAV altitude constantly increases or
decreases (in both coordinate systems).

5) Moving Bird’s Eye Shot (MOVBIRD) and 6) Survey Shot
(SURVEY) are two parametric CMTs where the camera gimbal
remains stable, while the UAV is slowly flying in parallel to
the terrain tangent plane with constant velocity. The camera
is facing vertically down in the case of MOVBIRD, while
in SURVEY it is facing ahead. p̃t refers to a varying, virtual
target position moving identically to the UAV, therefore the UAV
position remains constant in TCS. In the case of MOVBIRD,
the initial target position p̃0 depends on the initial UAV position
x̃0. In SURVEY p̃0 is selected by the director, while the camera
axis is approximately parallel to the terrain tangent plane.

7) Fly-Through (FLYTHROUGH) is a parametric CMT,
where the camera gimbal remains stable, with the camera
typically facing ahead, and the UAV is flying forward and
through an opening/gap/hole with constant velocity [2]. p̃t

refers to a varying, virtual target position moving identically to
the UAV. This is an aerial CMT only achievable with small-form
UAVs, thus especially important for UAV cinematography.

C. Target tracking shots

Target tracking shots are CMTs where the UAV motion
directly depends on the trajectory of a real target. There

are eleven CMTs falling under this category, with graphical
examples provided in Figure 4:

1) Moving Aerial Pan with Moving Target (MAPMT) and 2)
Moving Aerial Tilt with Moving Target (MATMT) are parametric
CMTs, where the camera gimbal rotates slowly (mainly
with respect to the yaw/pitch axis, for MAPMT/MATMT
respectively) so as to always keep the linearly moving target
properly framed, while the UAV is slowly flying at a steady
trajectory with constant velocity. p̃t refers to the position of
a real target, varying over time in such a manner that the
target and the UAV trajectory projections onto the ground
plane are approximately perpendicular/parallel to each other,
for MAPMT/MATMT respectively.

3) Lateral Tracking Shot (LTS) [1] [2] and 4) Vertical
Tracking Shot (VTS) are non-parametric CMTs, where the
camera gimbal remains stable and the camera always focused
on the moving target. In LTS, the camera axis is approximately
perpendicular both to the target trajectory and to the WCS

vertical axis vector k̃, while the UAV flies sideways/in parallel
to the target, matching its speed if possible. In VTS, the camera
axis is perpendicular to the target trajectory and the UAV flies
exactly above the target, matching its speed if possible. In
both cases, p̃t refers to a real, varying target position in WCS.
During filming, the UAV position remains constant in TCS,
but varies in WCS.

5) Orbit (ORBIT) A parametric CMT, where the camera
gimbal is slowly rotating, so as to always keep the still or
linearly moving target properly framed, while the UAV (semi-
)circles around the target and, simultaneously, follows the
latter’s linear trajectory (if any) [1] [2]. During filming, the
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Fig. 2: Examples of different static UAV CMTs: a) Static Shot (SS), b) Static Shot of Still Target (SSST), c) Static Shot of
Moving Target (SSMT), d) Static Aerial Pan (SAP) and e) Static Aerial Tilt (SAT).

UAV altitude remains constant in TCS, but may vary in WCS.
p̃t refers to a real, varying or static target position in WCS.

6) Fly-Over (FLYOVER) and 7) Fly-By (FLYBY) [2] are
parametric CMTs, where the camera gimbal is slowly rotating
(mainly along the pitch axis, in the case of FLYOVER), so
as to always keep the still or linearly moving target properly
framed. The UAV intercepts the target from behind/from the
front (and to the left/right, in the case of FLYBY), at a steady
altitude (in TCS) and with constant velocity, flies exactly above
it/passes it by (for FLYOVER/FLYBY, respectively) and keeps
on flying at a linear trajectory, with the camera still focusing on
the receding target. The UAV and target trajectory projections
onto the ground plane remain approximately parallel during
filming. p̃t refers to a real, varying or static target position in
WCS.

8) Descent (DESCENT), 9) Descent Over (DESCENTOVER)
and 10) Ascent (ASCENT) are parametric CMTs, where the
camera gimbal is slowly rotating (mainly along the pitch axis),
so as to always keep the still or linearly moving target properly
framed. The UAV linearly intercepts/backs away from the target
(for DESCENT,DESCENTOVER/ASCENT, respectively) from
behind or from the front, at a steadily decreasing/increasing TCS

altitude (for DESCENT,DESCENTOVER/ASCENT, respec-
tively), with constant velocity. In DESCENT, the shot ends with
the UAV flying exactly above the target, in DESCENTOVER
the UAV passes the target by, while in ASCENT the UAV keeps
flying away from the target, with the camera still focusing on
the latter. The UAV and target trajectory projections onto the
ground plane remain approximately parallel during filming. p̃t

refers to a real, varying or static target position in WCS.

11) Chase/Follow Shot (CHASE) is a non-parametric CMT,
where the camera gimbal remains stable and the camera always
focused on the target [2]. The UAV follows/leads the target from
behind/from the front, at a steady trajectory, steady distance
and matching its speed if possible. p̃t refers to a real, varying
target position in WCS.

D. Dynamic target shots

Dynamic target shots are CMTs where the target is real, but
UAV motion does not depend only on the target trajectory.
In such scenarios, the FST can be either allowed to vary
automatically according to the UAV-target distance at each
time instance, or can be actively held fixed (via appropriately
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Fig. 3: Examples of different dynamic scene UAV CMTs: a) Moving Aerial Pan (MAP), b) Moving Aerial Tilt (MAT), c)
Pedestal/Elevator Shot (PS), d) Bird’s Eye Shot (BIRD), e) Moving Bird’s Eye Shot (MOVBIRD), f) Survey Shot (SURVEY)
and g) Fly-Through (FLYTHROUGH).

adapting the zoom level). There are three CMTs falling under
this category, with graphical examples provided in Figure 5:

1) Constrained Lateral Tracking Shot (CONLTS) is a para-
metric CMT, where the camera gimbal remains stable and the
camera always focused on the moving target. The UAV flies
along the projection of the target trajectory onto a pre-defined
“flight plane”, vertical to the ground plane, while maintaining
a constant TCS altitude during filming. This is relevant, for
instance, in football match coverage, where the UAVs are
allowed to fly only above the pitch sidelines. p̃t refers to a
real, varying target position in WCS.

2) Pedestal/Elevator Shot With Target (PST) is a parametric
CMT, where the UAV is slowly flying up or down, along the k-
axis, with constant velocity [1] [2]. The camera gimbal rotates
slowly (mainly along the pitch axis), so as to always keep the
linearly moving target properly framed. The projections of the
camera axis and of the target trajectory on the ground plane
are approximately lying on the same line during filming. p̃t

refers to a real, varying target position in WCS.

3) Reveal Shot (RS) is a parametric CMT, where the camera
gimbal is stable, with the target initially out of frame (e.g.,
hidden behind an obstacle) [2]. The UAV flies at a steady
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g) h) i)

i) j) k)

Fig. 4: Examples of different target tracking UAV CMTs: a) Moving Aerial Pan with Moving Target (MAPMT), b) Moving Aerial
Tilt with Moving Target (MATMT), c) Lateral Tracking Shot (LTS), d) Vertical Tracking Shot (VTS), e) Orbit (ORBIT), f) Fly-Over
(FLYOVER), g) Fly-By (FLYBY), h) Chase/Follow (CHASE), i) Descent (DESCENT), j) Descent Over (DESCENTOVER) and
k) Ascent (ASCENT).

a) b)

c)

Fig. 5: Examples of different dynamic target UAV CMTs: a) Constrained Lateral Tracking Shot (CONLTS), b) Pedestal/Elevator
Shot With Target (PST) and c) Reveal Shot (RS).



TABLE III: Single-UAV CMT properties: “Framing” refers to compatible FSTs, ”Energy” refers to expected energy consumption,
while “Technology” refers to required technology complexity level for autonomous capture. Light blue, yellow, green and red
cells denote static, dynamic scene, target tracking and dynamic target shots, respectively. * denotes that energy consumption
depends on UAV velocity direction, while ** denotes that energy consumption depends on target velocity direction. ↓ denotes a
case where the energy consumption is low because the UAV is flying down, while ↑ denotes a case where the energy consumption
is high because the UAV is flying up.

Camera Motion Framing Energy Technology

SS ELS, VLS medium minimum

SSST All medium vision

SAP ELS, VLS medium minimum

SAT ELS, VLS medium minimum

SSMT All medium vision

MAP ELS, VLS any * vision+3D

MAT ELS, VLS any * vision+3D

PS ELS, VLS ↓ or ↑ minimum

BIRD None ↓ or ↑ minimum

MOVBIRD ELS, VLS any * vision+3D

SURVEY ELS, VLS any * vision+3D

FLYTHROUGH ELS, VLS any * vision+3D

MAPMT LS, MS, MCU, OTS, 2S/3S any * vision+3D

MATMT LS, MS, OTS, 2S/3S any * vision+3D

LTS VLS, LS, MS, MCU, OTS, 2S/3S any ** vision

VTS VLS, LS, MS, MCU, 2S/3S any ** vision

ORBIT LS, MS, MCU, CU, 2S/3S any ** vision

FLYOVER LS, MS, MCU, CU, 2S/3S any ** vision+3D

FLYBY LS, MS, MCU, CU, 2S/3S any ** vision+3D

DESCENT LS, MS, MCU, CU, 2S/3S low vision+3D

DESCENTOVER LS, MS, MCU, CU, 2S/3S low vision+3D

ASCENT LS, MS, MCU, 2S/3S high vision+3D

CHASE VLS, LS, MS, OTS, 2S/3S any ** vision

CONLTS LS, MS, MCU, OTS, 2S/3S any ** vision

PST LS, MS, 2S/3S ↓ or ↑ vision

RS LS, MS, 2S/3S any * vision+3D

trajectory with constant velocity, until the target becomes fully
visible. p̃t refers to a real, varying or static target position in
WCS.

VI. MULTIPLE-UAV CAMERA MOTION TYPES

Employing a swarm of cooperating UAVs for video coverage
of outdoor events, not only offers great opportunities for novel
cinematographic effects, but also a way to deal with many
issues arising in single-UAV cinematography. As discussed in
Section I, the main advantages are the ability to concurrently
film the same target from multiple viewpoints and with multiple
FSTs, elimination of dead time intervals due to UAV traveling
and maximization of scene coverage.

The CMTs described in Subsection V can, in principle, be
assembled in various combinations in order to produce an unlim-
ited number of composite, multiple-UAV CMTs. However, only
a percentage of these combinations are cinematographically
meaningful and have the potential to significantly improve the
resulting visual experience. In this Subsection, a minimal list of
four specific, standardized relevant configurations is proposed.
In all cases, the employed UAVs should stay out of each other’s
FoV at all times, in order to preserve transparency of the filming
process for the viewer. Obviously, in movie/TV production or
in advertising, this is not merely a recommendation, but an
absolute requirement.

The multiple-UAV CMTs that have been identified are



detailed below. In all cases, the concurrently deployed UAVs
may employ different FSTs, among the fitting ones, while the
final broadcasted/edited video feed can alternate between the
different UAV inputs, resulting in an exciting visual result.
Graphical examples are provided in Figures 6 and 7.

(a) (b)

(c)

Fig. 6: Examples of three multiple-UAV CMTs: a) 2-UAV
Chase (2CHASE), b) 3-UAV Orbit (3ORBIT) and c) 3-UAV
Track (3TRACK).

1) 2-UAV Chase (2CHASE): A non-parametric CMT involv-
ing two UAVs, each one performing a CHASE on the selected
moving target. The first drone leads, thus viewing the target
from the front, while the second drone follows, thus viewing
the target from behind. The distances between each of the
UAVs and the target remains approximately constant during
filming. However, the two distances need not be identical, i.e.,
the first drone can be a lot closer to the target than the second
one, or vice versa. The FSTs compatible with 2CHASE are
derived from single-UAV CHASE: VLS, LS, MS, OTS and
2S/3S. The mathematical description can be trivially derived
from single-UAV CHASE.

In a 2CHASE scenario, alternating the active video feed
between a frontal MS and a rear LS, for instance, has the
potential to provide a novel, pleasing and dynamic visual
experience.

2) 3-UAV Orbit (3ORBIT): A parametric CMT involving
three UAVs, each one performing an ORBIT at the selected
moving target with a common angular velocity. The (semi-
)circular components of the three trajectories coincide, but the
drones fly along it with a phase difference. Therefore, the three
UAVs remain at all times at the vertices of a spinning triangle,
that also moves linearly following the target motion. The FSTs
compatible with 3ORBIT are derived from single-UAV ORBIT:
LS, MS, MCU, CU and 2S/3S.

The mathematical description is easily derived from that of
single-UAV ORBIT, under the following assumptions:

θ2
0
= θ1

0
+

2π

3
, (1)

θ3
0
= θ1

0
+

4π

3
, (2)

where θ1
0
, θ2

0
and θ3

0
are the initial angles of the first, the second

and the third UAV, respectively.

3) 3-UAV Track (3TRACK): A non-parametric CMT in-
volving three UAVs: two performing an LTS from opposing
sides of the selected moving target (“lateral” UAVs), and one
simultaneously performing a VTS (“vertical” UAV). Thus, the
two lateral UAVs provide a comprehensive view of the target
moving in its environment, while the vertical UAV provides on
overview of the target motion from above, with all the cameras
being “locked” on the target while simultaneously precisely
“tracking” its trajectory. Both the mathematical description and
the compatible FSTs can be trivially derived from single-UAV
LTS and VTS.

Alternating the active video feed between these three views
can provide an aesthetically pleasing and comprehensive shot
of the moving target in its surrounding. It must be noted that,
although the target itself will prevent the lateral UAVs from
being visible to each other, FoV avoidance is more complex
when examining whether the lateral UAVs are visible from the
vertical one. It depends on the interplay between the vertical
UAV’s FST, its TCS altitude and the distance between each
of the lateral UAVs from the target, thus possibly requiring
careful coordination.

4) Dancing Drones (2DD): Dancing Drones, depicted in
Figure 7, is a parametric CMT involving two UAVs, each one
performing the first half of a FLYOVER and the second half
of a FLYBY on the selected still or moving target. The first
drone initially leads, thus viewing the target from the front
and moving in the opposite direction from the latter, while the
second drone initially follows, thus viewing the target from
behind and moving to the same direction as the latter. Thus,
the first step of 2DD corresponds to the first half of a double
FLYOVER, with the two drones flying at very different speeds
(the rear one must “catch up” with the moving target and
get past it, while the frontal UAV flies towards it). When the
two UAVs are about to pass exactly above the target, they
avoid colliding by flying perpendicularly to their trajectory up
to that point, in opposite directions, without slowing down
or losing focus on the target. This intermediate step of 2DD
lasts until a pre-specified distance d is covered by each UAV.
Subsequently, the two drones turn 90o once more and start
flying in parallel to their original directions. This step of 2DD
actually corresponds to the second half of a double FLYBY.
Subsequently, each drone flies to its closest position lying upon
the target trajectory and a new cycle of 2DD may begin, with
the frontal and the rear UAV having exchanged roles.

During the entire filming session, both cameras stay focused
on the target and the two UAVs remain at a steady altitude
(in WCS). 2DD fits well with LS, MS, MCU, CU and 2S/3S
FSTs. The mathematical description can be trivially derived
from single-UAV FLYOVER and FLYBY, with pre-specified
distance d also serving as the parameter d of FLYBY.

VII. COGNITIVE AUTONOMY EXPLOITING A UAV SHOT

TYPE TAXONOMY

The presented UAV shot type taxonomy and the accompa-
nying mathematical modelling may easily be employed for
facilitating cognitive autonomy algorithms. Three examples are
briefly described in this Section, in order to showcase the value
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Fig. 7: One cycle of the Dancing Drones (2DD), depicted
in consecutive steps: a) first half of a double FLYOVER, b)
intermediate step, c) second half of a double FLYBY and d)
final step that sets the stage for the next 2DD cycle.

of such a formalized taxonomy. In future research, each of these
examples may be expanded to detailed, cinematography-aware
algorithms.

A. Autonomous UAV Shot Capturing

According to Table III, all 26 single-UAV CMTs can be
autonomously captured assuming a vision+3D operational
environment, where 3D coordinates of both the target and
the UAV are available at all times in global 3D Cartesian space.
In fact, this is rather straightforward by employing black-box,
low-level UAV/gimbal controllers, 3D baseline path-planning
algorithms and the mathematical description of the CMTs that
is provided in the Appendix. This is a task with immediate
commercial impact, that clearly showcases the value of the
proposed taxonomy.

Additionally, as shown in Table III, a subset of the CMTs
could be implemented by relying only on vision technologies
(i.e., no GPS-based localization). For instance, instead of relying
on the formulas found in the Appendix, several target tracking
CMTs can be alternatively defined as a set of requirements
that relate 2D visual information, UAV trajectory and camera
orientation. A good example would be CHASE, that can be
described as the following set of requirements:

∙ The UAV velocity direction and the camera axis should
always form and retain a yaw angle ωφ equal either to 0
or π rad.

∙ The camera axis pitch angle should remain fixed to θC <
0. This is an external parameter that implicitly determines
the UAV altitude relative to the target.

∙ Camera focal length f should remain constant.
∙ Target 2D ROI area Ra should remain approximately

fixed to da. da is an external parameter that implicitly
determines the desired FST.

∙ Target ROI center [Rx, Ry]
T should always remain at

the video frame center/principal point.

Then, a vision-based UAV controller could be implemented
which exploits the above requirements to form an error

signal, driving a PID controller that controls instant UAV
motion parameters. Thus, a target tracking shot could be
executed without needing 3D target/UAV coordinates. The
only requirement is for the target to initially be visible and
detectable on the video frame.

As in the 3D-group-based capturing scenario, this approach
is made possible only by the presence of a formalized UAV
shot type taxonomy.

B. Object detection on video

A number of 2D object detection algorithms exploit spa-
tiotemporal locality constraints found in video footage, instead
of simply processing each video frame independently, in
order to augment detection accuracy. Such algorithms may
impose inter-frame spatial position constraints (e.g., encoding
knowledge that the target ROI trajectory is smooth over time
in the video footage), so as to better model expected apparent
target motion on the video frames [85] [86] [87].

Assuming that the video being analyzed is derived from a
known UAV shot type capture session, additional constraints can
be inserted in order to further augment detection accuracy. For
instance, in a LTS footage of a bicycle race, all visible bicycles
are expected to mainly move horizontally across consecutive
video frames (in pixel coordinates), or not move at all in the
case of the specific target which the UAV physically tracks.
Vertical apparent ROI motion should be negligible-to-none.
This knowledge could be encoded as an additional constraint
on the spatiotemporal detection algorithm.

Obviously, this would not be possible without a standardized
UAV shot type taxonomy.

C. UAV video summarization

UAV video summarization methods have mostly been de-
veloped for post-processing geospatial aerial survey footage.
This application directly maps to the SURVEY CMT, described
in Section V, and typically leads to continuous, long-duration
videos with a virtual target. In this case, summarization is a
necessary analysis step that automatically selects the most
interesting parts for human browsing. The most common
algorithmic approach is first to construct a geo-registered
video mosaic, either global one, or composed from multiple
mini-mosaics that draw their content from different temporal
segments of the original footage [88], and then detect objects
and/or unusual activity patterns inside this material (e.g.,
by identifying outlying object trajectories that cannot be
reconstructed well after sparse encoding [89]). Saliency-based
scoring has also been employed for ranking visible object
motion patterns within each video segment. Subsequently, all
“interesting” object trajectories from each video segment are
superimposed on the same background video frame [90].

However, if different CMTs from the proposed taxonomy
are employed during video capturing, the entire process could
be augmented with constraints deriving from knowledge of the
cinematographic specifications. For instance, in target tracking
CMTs, only specific video frames could be pre-selected for
analysis, in order to reduce the computational overhead of



summarization. Thus, during an ORBIT circle around the target,
only the 4 video frames captured when the UAV is directly
behind, directly in front of and to the two sides of the target
could be used. This is trivial when operating in a global 3D
Cartesian space (e.g., if the targets are equipped with GPSs),
but it may require advanced visual 3D target pose estimation
algorithms otherwise.

An additional example would be a DESCENT CMT, where
only the initial/final video segments at the start/end of the shot
could be retained for further analysis, i.e., the video frames
where the camera lies the farthest from the target and (almost)
directly above it. In general, awareness of the CMT equips us
with a priori knowledge regarding the most interesting parts of
the footage.

VIII. COMPENSATION STRATEGIES

In practice, UAV cinematography involves issues outlined
in Section I: battery autonomy limitations, finite bandwidth
in the wireless video transmission channel, restricted flight
zones arising from safety-motivated legal requirements, as
well as collision/FoV avoidance (in case of multiple-UAV
filming). In this Section, two general compensation strategies
for alleviating a number of these issues are presented, i.e., focal
length compensation and multidrone compensation. Specific
scenarios where each of these strategies is applicable are also
identified.

Focal length compensation refers to continuously varying
the camera focal length (therefore, zoom level) while the UAV
either hovers, or follows a different trajectory than the expected
one, in order to partially compensate for an inability to fly along
the trajectory specified by the selected shot type. The reasons
for such an inability may be flight zone restrictions (e.g., a
UAV is not permitted to fly over human crowds), or excessively
high target speed in target tracking CMTs, given that maximum
UAV speed is constrained. Limited battery autonomy may also
be responsible, given that hovering is a less energy-consuming
operation than flying up.

Multidrone compensation refers to on-line replacing one
primary UAV with another (“auxiliary”) in the middle of a
continuous filming session. Transitioning the active video feed
from the primary UAV to the auxiliary one must incur minimal
disruption to the visual result. As before, the reasons for
employing this strategy may be limited battery autonomy, i.e.,
the primary drone is expected to run out of power soon, or flight
zone restrictions. In the latter case, focal length compensation
may also be required to be employed on the primary UAV
immediately before the transition.

In order for this strategy to work, a pool of auxiliary UAVs
must be maintained available at all times, located at carefully
selected scene positions dispersed throughout the scene to be
covered. An auxiliary UAV must get notified and start flying
to the appropriate location as soon as the filming session starts,
so that it is already optimally placed during the transition.

Two concrete examples of focal length compensation are
provided below. The first one is a CHASE from behind with a
LS framing type, where a target moves uphill along an inclined
plane. The expected UAV trajectory is also inclined upwards,

following the terrain tangent plane. Due to energy consumption
considerations, the UAV may stop physically following the
target and start hovering. From that point in time on, the camera
gimbal must begin rotating in order to keep the target properly
framed (as in SSMT), while the focal length steadily increases
(the camera zooms in) so as to retain the LS framing. The
visual result obviously differs from that of a pure CHASE, due
to different perspective, and the filming session may need to
terminate early, since the target could hide behind an obstacle
and the maximum focal length is limited. However, for a time,
focal length compensation provides a good approximation of
CHASE at a reduced energy cost. This example is illustrated
in Figures 8a,b.

(a) (b)

Fig. 8: Example of focal length compensation: a) The UAV
shoots the target using a CHASE, b) The UAV starts hovering
and transitions to a SSMT, while constantly increasing its focal
length for as long as possible.

The second example is a semicircular ORBIT around the
still target with a LS framing type and with a restricted flight
zone in the middle part of the semicircular trajectory (e.g., a
human crowd is present). Instead of following the expected
trajectory, the UAV simply flies linearly from the initial point
to the endpoint of the semicircle (thus performing a FLYBY),
while continuously adjusting the focal length in the process, so
as to maintain a LS of the target. As before, due to the different
perspective, focal length compensation may only provide an
approximation of ORBIT. This example is illustrated in Figures
9a,b.

(a) (b)

Fig. 9: Example of focal length compensation: a) the UAV
shoots the still target using an ORBIT, but the main part of the
semicircular trajectory is located within restricted flight area
(denoted by light red color), b) the UAV flies linearly instead,
actually performing a FLYBY, while constantly adjusting its
focal length to maintain proper FST.

Two examples of multidrone compensation are also provided.



The first one is a LTS where the primary UAV is soon expected
to enter a low-battery mode, requiring its emergency return to
a recharging platform. An auxiliary UAV gets notified at the
start of the filming session and begins travelling to the expected
transition point with appropriate speed. When the transition
between the two UAVs occurs, the active video feed is passed
on to the auxiliary UAV, while the primary UAV stops filming
and flies to the closest recharging platform. Since during the
transition the two UAVs must keep a safety distance between
them, the auxiliary UAV may initially, for a very short time
interval, begin filming with SSMT CMT, before resuming the
LTS. This example is illustrated in Figures 10a,b,c.

(a) (b)

(c)

Fig. 10: Example of multidrone compensation: a) The primary
UAV shoots the target using a LTS, b) During the transition,
the primary UAV departs while the auxiliary UAV starts filming
using an intermediate SSMT, c) The auxiliary UAV resumes
the LTS.

The second multidrone compensation example is a MATMT
where the primary UAV is soon expected to enter a restricted
flight area. An auxiliary UAV gets notified at the start of
the filming session and begins travelling to that point on
the expected UAV trajectory that lies just beyond the end
of the restricted flight area (position B). When the primary
UAV reaches the restricted zone (position A) it starts hovering
with focal length compensation, i.e., it keeps zooming on the
approaching target, until the moment of transition. Then, the
active video feed is passed on to the auxiliary UAV, while
the primary UAV stops filming and returns to the recharging
platform. Simultaneously, the auxiliary UAV resumes the
MATMT from position B. This example is illustrated in Figures
11a,b,c.

Table IV depicts whether focal length compensation can be
successfully employed for each of the single-UAV CMTs, in a
cinematographically meaningful way. For instance, the purpose
of MAP is to depict the scene context under a constantly
changing perspective, therefore focal length compensation
(although possible, with the UAV hovering) would not be
a good strategy. Multidrone compensation may always be
employed for reasons of limited battery autonomy, assuming
a pool of auxiliary UAVs is available. In the case of flight
zone restrictions, it can be reasonably used if focal length
compensation is also compatible with the current shot type.
The only requirement is that the restricted flight area is not so

(a) (b)

(c)

Fig. 11: Example of multidrone compensation: a) The primary
UAV films the approaching target using a MATMT, but is
unable to continue flying forward due to the restricted flight
area just ahead (denoted by light red color), b) The auxiliary
UAV is travelling to position B, while the primary UAV hovers
at position A with focal length compensation, c) The auxiliary
UAV resumes MATMT from position B, while the primary
UAV stops filming and withdraws.

extended that the visual result would severely deviate from the
expected one with the selected shot type.

IX. DISCUSSION AND FUTURE PROSPECTS

During the 21st century, UAVs have evolved from remotely
controlled curiosities with purely military applications into a
technological revolution, taking multiple industries by storm and
paving the way for massively available embodied autonomous
agents. Aerial cinematography has already been transformed by
the easy availability of advanced VTOL drones, but there is still
a lot of room for improvements in multiple aspects. Directions
for advancement derive from the currently limited UAV
decisional and functional autonomy, the lack of commercial
off-the-self cooperative UAV swarm platforms, the multitude of
complications arising from legal or technological restrictions, as
well as the absence of multiple-UAV cinematography expertise.

Outdoor event coverage in dynamic, unstructured environ-
ments is undeniably the most difficult and variable task relating
to UAV media production. We can easily imagine an ideal
scenario where a director gives high-level, concise event
coverage instructions in near-natural language before the event.
Subsequently, a fully autonomous UAV swarm would acquire
the desired footage, while constantly and optimally adapting
to the ever-changing situations arising within the event area,
under the minimal oversight of a single flight supervisor. In a
less ambitious variant, arguably more realistic at the current



TABLE IV: Compensation strategy compatibility with each of the single-UAV CMTs. Light blue, yellow, green and red cells
denote static, dynamic scene, target tracking and dynamic target shots, respectively.

Camera Motion Compensation Strategies Camera Motion Compensation Strategies

SS ✗ MATMT ✓

SSST ✗ LTS ✗

SAP ✗ VTS ✗

SAT ✗ ORBIT ✓

SSMT ✗ FLYOVER ✓

MAP ✗ FLYBY ✓

MAT ✗ DESCENT ✗

PS ✗ DESCENTOVER ✗

BIRD ✓ ASCENT ✓

MOVBIRD ✗ CHASE ✓

SURVEY ✗ CONLTS ✗

FLYTHROUGH ✓ PST ✗

MAPMT ✓ RS ✗

level of technology, the director would come up with a detailed
cinematography plan and, if deemed necessary, would be able
to manually intervene during production. For both scenarios, a
deep understanding of UAV cinematography is required in order
to realize them. Further advancements in sensor technology and
computational hardware, as well as progress in UAV cognitive
and functional autonomy, enabled by improvements in real-time
image/video analysis and mobile networking, are expected to
facilitate the process.

This tutorial serves both as an introduction to the topic,
and as a step towards achieving a greater understanding of
UAV cinematography, by exploiting accumulated industry
experience. A wave of further research is needed towards
realizing autonomous UAV swarms for dynamic, aerial media
coverage requiring minimal human intervention from pilots
or directors. Possible future directions include algorithms for
on-line, real-time, optimal compensation strategy evaluation,
fully autonomous filming (involving all UAV shot types) that
considers optimal transitions between different shots, intra-
swarm coordination and task assignment interacting with on-
line semantic event detection, as well as tight integration of
camera control with UAV path planning algorithms, under
cinematography-aware guidelines. In all cases, energy efficiency,
legal flight restrictions, collision/FoV avoidance and limited
communication channel bandwidth are factors to be considered.
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APPENDIX: Mathematical Description

of Single-UAV Camera Motion Types
The 26 CMTs, clustered into four groups, are described

geometrically below according to the mathematical framework
presented in Section V. Table V summarizes the relevant
notation.

A. Static shots

1) Static Shot (SS) (scene-oriented), 2) Static Shot of Still
Target (SSST) (target-oriented) and 3) Static Shot of Moving
Target (SSMT). The base mathematical description for all three
is terse:

x̃t = x̃t−1, l̃t = p̃t, ∀t (3)

Additionally, for SS and SSST, it also holds that:

p̃t = p̃t−1, ∀t. (4)

4) Static Aerial Pan (SAP). The mathematical description (in
TCS) employs pt as a reference point marking the center of a
line segment S = (lmin, lmax). The panning rotation consists
in moving lt along this line segment, thus lmin and lmax are
defined based on an absolute maximum yaw camera rotation
angle parameter θ (measured in degrees). When lt = pt, the
current yaw camera rotation angle is zero and the camera axis is
perpendicular to S. An additional angular velocity parameter ω
(measured in degrees per second) affects how fast the panning
rotation is performed. Therefore5:

x̃t = x̃t−1, ∀t (5)

p̃t = p̃t−1, ∀t (6)

n = ‖xt‖ tan θ (7)

lmin = n
xt × k

‖xt × k‖
(8)

lmax = −lmin (9)

lt = lmin + p(t)(lmax − lmin) (10)

p(t) ∈ [0, 1], p(0) = 0, p(t) = p(t− 1) +
ω

2θT
(11)

Figure 12 depicts the line segment connecting lmin and pt,
along which lt moves during the first half of a SAP shot.

5) Static Aerial Tilt (SAT). The mathematical description
(in TCS) is similar to that of SAP, but with the line segment
S = (lmin, lmax) now being vertical to the ground plane.
Parameters θ and ω should also be specified, as in SAP, with
θ referring to absolute maximum pitch camera rotation angle.
Therefore:

x̃t = x̃t−1, ∀t (12)

p̃t = p̃t−1, ∀t (13)

5Operator × denotes the cross product.

Fig. 12: Geometry of the Static Aerial Pan (SAP): the line
segment connecting lmin and pt is depicted. It is one half
of the line segment S = (lmin, lmax), along which lt moves
during a SAP shot.

Fig. 13: Geometry of the Static Aerial Tilt (SAT): the line
segment connecting lmin and pt is depicted. As shown, its
length is equal to n1 + n2. k is the vertical TCS unit axis
vector.

d̂ =
√︁

x2

t1 + x2

t2 (14)

θ̂ = arcsin
xt3

‖xt‖
(15)

n1 = xt3 (16)

n2 = d̂ tan (θ − θ̂) (17)

n3 = d̂ tan (θ + θ̂)− xt3 (18)

n = n1 + n2 = xt3 + d̂ tan (θ − θ̂) (19)

lmin = nk (20)

lmax = −n3k (21)

lt = lmin + p(t)(lmax − lmin) (22)

p(t) ∈ [0, 1], p(0) = 0, p(t) = p(t−1)+
ω

2θT
, θ <

π

2
−θ̂

(23)

The line segment connecting lmin and pt, as well as the
one connecting lmax and pt, are depicted in Figures 13 and
14, respectively. Thus, the entire line segment along which lt
moves during a SAT shot is visualized.

B. Dynamic scene shots

1) Moving Aerial Pan (MAP) and 2) Moving Aerial Tilt
(MAT) [2]. The mathematical description of MAP is similar to
that of SAP, but also incorporates synchronized UAV and virtual



TABLE V: UAV/Camera Motion Type description nomenclature.

p̃𝑡 = [p̃𝑡1, p̃𝑡2, p̃𝑡3]
𝑇 The 3D target position in WCS, at time instance t

p𝑡 = [p𝑡1, p𝑡2, p𝑡3]
𝑇 The 3D target position in TCS, i.e., the current TCS origin at

time instance t. It is always equal to [0, 0, 0]𝑇 .

x̃𝑡 = [x̃𝑡1, x̃𝑡2, x̃𝑡3]
𝑇 The 3D UAV position in WCS, at time instance t

x𝑡 = [x𝑡1, x𝑡2, x𝑡3]
𝑇 The 3D UAV position in TCS, at time instance t

ũ𝑡 = [ũ𝑡1, ũ𝑡2, ũ𝑡3]
𝑇 The estimated 3D target velocity in WCS, at time instance t

u𝑡 = [u𝑡1, u𝑡2, u𝑡3]
𝑇 The estimated 3D target velocity in TCS, at time instance t

ṽ𝑡 = [ṽ𝑡1, ṽ𝑡2, ṽ𝑡3]
𝑇 The 3D UAV velocity in WCS, at time instance t

v𝑡 = [v𝑡1, v𝑡2, v𝑡3]
𝑇 The 3D UAV velocity in TCS, at time instance t

l̃𝑡 ∈ R
3 The 3D position at which the camera looks (known as the

“LookAt point”) in WCS, at time instance t

l𝑡 ∈ R
3 The 3D position at which the camera looks in TCS, at time instance t

õ𝑡 = l̃𝑡 − x̃𝑡 The LookAt vector in WCS, at time instance t. It is a

scalar multiple of the camera axis.

o𝑡 = l𝑡 − x𝑡 The LookAt vector in TCS, at time instance t

ĩ, j̃, k̃ The WCS axes unit vectors

i, j,k The TCS axes unit vectors

T The camera frame-rate

Fig. 14: Geometry of the Static Aerial Tilt (SAT): the line
segment connecting lmax and pt is depicted. As shown, its
length is equal to n3. k is the vertical TCS unit axis vector.

target motion prescribed by the UAV/target velocity vector ṽt.
Because of this synchronized motion xt remains constant in
TCS for all time instances, while x̃t in WCS varies over time
according to ṽt. Similarly, lmin and lmax are constant in TCS
but vary over time in WCS, since p̃t changes according to ṽt.
The parameters that must be specified are θ, ω and ṽt, with
θ referring to absolute maximum yaw camera rotation angle.
Therefore, the equations describing MAP are the Eqs. (7)-(11)
from SAP, plus the following ones:

ṽt = ṽt−1, ∀t (24)

ũt = ṽt (25)

x̃t = x̃0 +
ṽt

T
t (26)

p̃t = p̃0 +
ũt

T
t (27)

xt = xt−1, ∀t (28)

The mathematical description of MAT is similar to that
of MAP, but with the line segment S = (lmin, lmax) now
being vertical to the ground plane. The parameters that must be
specified are θ, ω and ṽt, with θ referring to absolute maximum
pitch camera rotation angle. Therefore, the equations describing
MAT are the Eqs. (14)-(23) from SAT, plus the Eqs. (24)-(28)
from MAP.

3) Pedestal/Elevator Shot (PS) [1] [2] and 4) Bird’s Eye Shot
(BIRD). The parameters that must be specified are d, i.e., the
vertical distance to be traversed by the UAV during filming, and
vt3, i.e., the scalar speed of the UAV during filming (constant
over time). The base mathematical description for both CMTs
is the following:

ṽt = ṽt−1 = vt3k̃, ∀t (29)

x̃t = x̃0 + t
ṽt

T
(30)

lt = pt (31)

t ∈ [0,
Td

|vt3|
] (32)



Additionally, the following hold for PS:

ũt = ṽt (33)

p̃t = p̃0 + t
ũt

T
(34)

õT
t k̃ ≈ 0 (35)

xt = xt−1, ∀t (36)

p̃03 = x̃03 =⇒ x03 = 0 (37)

and the following hold for BIRD:

p̃0 = [x̃01, x̃02, 0]
T (38)

p̃t = ˜pt−1, ∀t (39)

õt × k̃ ≈ 0 (40)

5) Moving Bird’s Eye Shot (MOVBIRD) and 6) Survey Shot
(SURVEY). The parameter that must be specified is the direction
and speed of flying, i.e., the velocity vector ṽt, lying on the
terrain tangent plane. The latter differs from the ground plane
in case of inclined terrain, otherwise they coincide. The base
mathematical description for both CMTs is the following:

ũt = ṽt (41)

p̃t = p̃0 + t
ũt

T
(42)

x̃t = x̃0 + t
ṽt

T
(43)

lt = pt (44)

Additionally, the following holds for MOVBIRD:

p̃0 = [x̃01, x̃02, 0]
T (45)

and the following holds for SURVEY:

õt × ṽt ≈ 0 (46)

7) Fly-Through (FLYTHROUGH). The parameters that must
be specified are the time K (in seconds) until the gap is reached
and the 3D position of the gap center (x̃KT ) in WCS. The
mathematical description is the following:

t ∈ [0,KT ] (47)

d̃ = x̃KT − x̃0 (48)

ṽt = ṽt−1 =
d̃

K
(49)

p̃0 = x̃KT ũt = ṽt (50)

p̃t = p̃0 + t
ũt

T
(51)

x̃t = x̃0 + t
ṽt

T
(52)

lt = pt (53)

C. Target tracking shots

1) Moving Aerial Pan with Moving Target (MAPMT) and 2)
Moving Aerial Tilt with Moving Target (MATMT). Parameter
ṽt must be specified. The base mathematical description for
both is fairly simple:

ṽt = ṽt−1∀t =⇒ x̃t = x̃0 +
ṽt

T
t (54)

lt = pt (55)

Additionally, the following relation holds for MAPMT:

[ũt1, ũt2, 0][ṽt1, ṽt2, 0]
T ≈ 0 (56)

and the following relation holds for MATMT:

[ũt1, ũt2, 0]
T × [ṽt1, ṽt2, 0]

T ≈ 0 (57)

3) Lateral Tracking Shot (LTS) [1] [2] and 4) Vertical
Tracking Shot (VTS). The base mathematical description for
both is fairly simple:

ṽt = ũt (58)

õT
t ũt ≈ 0 (59)

xt = xt−1, lt = pt∀t (60)

Additionally, the following relations hold for LTS:

ot × j ≈ 0, x03 ≈ 0 (61)

while the following relations hold for VTS:

oT
t j ≈ 0, x03 > 0 (62)

5) Orbit (ORBIT). The parameters that must be specified are
the desired 3D Euclidean distance λ3D = ‖x̃t − p̃t‖2 = ‖xt‖2
(constant over time), the angle of the entire rotation to be
performed around the target (θ) and the desired UAV angular
velocity ω. Additionally, we can easily derive the initial angle
θ0 formed by the TCS i-axis (of time instance 0) and the vector
from p0 to the projection of the known initial position x0 onto
the TCS ij-plane. Then, ORBIT may be described in TCS
using a planar circular motion:

t ∈ [0,
T θ

ω
] (63)

θ0 = arctan

(︂

x02

x01

)︂

(64)

xt3 = x03, ∀t (65)

λ =
√︁

λ2

3D − x2

t3 (66)

xt = [λ cos (t
ω

T
+ θ0), λ sin (t

ω

T
+ θ0), xt3]

T (67)

lt = pt (68)

The projection of the initial UAV position onto the TCS
ij-plane (x0) is shown in Figure 15.

6) Fly-Over (FLYOVER) and 7) Fly-By (FLYBY). The
common parameter that must be specified is K, i.e., the time



Fig. 15: Geometry of the Orbit (ORBIT): the projection of the
initial UAV position onto the TCS ij-plane (x0) is depicted. i
and j are two of the TCS unit axis vectors.

(in seconds) until UAV is located exactly above the target (for
FLYOVER), or until the distance vector between the target
and the UAV is minimized in Euclidean norm (for FLYBY).
Additionally, d, i.e., the length of the projection of that minimal
distance vector onto the ground plane, must be specified
for FLYBY. Below, the target velocity is assumed constant
for reasons of modeling convenience. The base mathematical
description common to both CMTs is the following:

v0 = [
u01K − x01

K
, 0, u03]

T (69)

ṽt = ṽt−1, ũt = ũt−1, ∀t (70)

x̃t = x̃0 +
t

KT
(x̃KT − x̃0) (71)

[ũt1, ũt2, 0]
T × [ṽt1, ṽt2, 0]

T ≈ 0 (72)

lt = pt, t ∈ [0, 2KT ] (73)

Additionally, the following hold for FLYOVER:

x̃KT = [p̃01 + ũ01K, p̃02 + ũ02K, x̃03 + ũ03K]T (74)

xt2 ≈ 0, xT
t j ≈ 0, ∀t (75)

and the following hold for FLYBY:

|x02| = d > 0 (76)

xt2 = x02, ∀t (77)

xKT = [0, x02, x03]
T (78)

8) Descent (DESCENT), 9) Descent Over (DESCENTOVER)
and 10) Ascent (ASCENT). The common parameter that must be
specified is θ, i.e., the constant angle formed between the UAV
and the TCS i axis. Additionally, K, i.e., the time (in seconds)
until UAV is located exactly above the target, must be specified
for DESCENT and DESCENTOVER. The smaller K is, the
faster the UAV will move. Based on this observation, K may
also be employed for parameterizing ASCENT, although in
this motion type the UAV actually moves away from the target.
Below, the target velocity is assumed constant for reasons of
modeling convenience, while Rj refers to a 3× 3 matrix that
clockwise-rotates any vector multiplied with it along the j-axis.
The base mathematical description common to DESCENT and
DESCENTOVER is the following:

v′

0
= [

u01K − x01

K
, 0, 0]T (79)

Rj =

[︃

cos θ 0 − sin θ
0 1 0

sin θ 0 cos θ

]︃

(80)

v0 = Rjv
′

0
(81)

ṽt = ṽt−1, ũt = ũt−1, ∀t (82)

xKT = [p̃01 + ũ01K, p̃02 + ũ02K, x̃03 + ṽ03K]T (83)

x̃t = x̃0 +
t

KT
(x̃KT − x̃0) (84)

[ũt1, ũt2, 0]
T × [ṽt1, ṽt2, 0]

T ≈ 0 (85)

xt2 ≈ 0, xT
t j ≈ 0, lt = pt, ∀t (86)

Additionally, the following holds for DESCENT:

t ∈ [0,KT ] (87)

and the following holds for DESCENTOVER:

t ∈ [0, 2KT ] (88)

The mathematical description for ASCENT is similar. It is
given by Eqs. (79), (80), (82), (85) and (86), while Eq. (81) is
replaced by the following one:

v0 = −Rjv
′

0
(89)

11) Chase/Follow Shot (CHASE). The mathematical descrip-
tion is the following:

ṽt ≈ ũt (90)

xt2 = x02 ≈ 0, ∀t (91)

xt = xt−1, ∀t (92)

lt = pt (93)

D. Dynamic target shots

1) Constrained Lateral Tracking Shot (CONLTS). The
parameters that must be specified are ñ = [ñ1, ñ2, 0]

T and
s̃ = [s̃1, s̃2, s̃3]

T , i.e., a normal vector and a scene point jointly
defining the flight plane in WCS. The mathematical description
is based on determining the intersection of the flight plane with
a line perpendicular to the plane, passing through p̃t:

a = x̃03 − p̃03 (94)

dt =
(s̃− p̃t)

T ñ

ñT ñ
(95)

x̃t = dtñ+ p̃t + [0, 0, a]T (96)

l̃t = p̃t (97)

2) Pedestal/Elevator Shot With Target (PST). The parameters
that must be specified are d, i.e., the vertical distance to be
traversed by the UAV/target during filming, and vt3, i.e., the



scalar speed of the UAV/target during filming (constant over
time). The mathematical description includes the Eqs. (29) -
(32) from PS, plus the following relation:

xT
t j ≈ 0 (98)

3) Reveal Shot (RS). The parameters that must be specified
are K, i.e., the time (in seconds) until the target becomes fully
visible, and x̃KT , i.e., a proper UAV position in 3D space
from which the target will be fully visible in K seconds. The
mathematical description is the following:

x̃t = x̃0 +
t

KT
(x̃KT − x̃0) (99)

lt = pt, t ∈ [0,KT ] (100)
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Abstract

During the past years, camera-equipped Unmanned Aerial Vehicles (UAVs) have rev-

olutionized aerial cinematography, allowing easy acquisition of impressive footage.

In this context, autonomous functionalities based on machine learning and computer

vision modules are gaining ground. During live coverage of outdoor events, an au-

tonomous UAV may visually track and follow a specific target of interest, under a

specific desired shot type, mainly adjusted by choosing appropriate focal length and

UAV/camera trajectory relative to the target. However, the selected UAV/camera trajec-

tory and the object tracker requirements (which impose limits on the maximum allow-

able focal length) affect the range of feasible shot types, thus constraining cinematog-

raphy planning. Therefore, this paper explores the interplay between cinematography

and computer vision in the area of autonomous UAV filming. UAV target-tracking

trajectories are formalized and geometrically modeled, so as to analytically compute

maximum allowable focal length per scenario, to avoid 2D visual tracker failure. Based

on this constraint, formulas for estimating the appropriate focal length to achieve the

desired shot type in each situation are extracted, so as to determine shot feasibility.

Such rules can be embedded into practical UAV intelligent shooting systems, in order

to enhance their robustness by facilitating on-the-fly adjustment of the cinematography

plan.

Keywords: UAV cinematography, shot type, target tracking, autonomous drones

1. Introduction

Automation in applications involving cinematic video footage (e.g., TV/movie pro-

duction, outdoor event coverage, advertising, etc.) is constantly improving, both in the

post-production stage (e.g., shot cut/scene change detection [26], automated editing [3]

or framing [1], etc.) and during production (e.g., [6]). Relevant algorithms typically
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utilize expert knowledge about the film creative process and the cinematic grammar, in

order to assist in footage shooting, indexing, annotation, and/or post-processing.

While filming, the most important creative decisions made by the director pertain

to the shot type and the camera motion type. The shot type is defined mainly by the per-

centage of the video frame area covered by the target being filmed. In traditional film

grammar the target is assumed to be a human subject, but this is not strictly necessary

(for instance, it can be a static or moving vehicle). If the distance between the target

and the camera remains constant, the shot type is controlled primarily by changing the

camera focal length f , hence adjusting the zoom level. The camera motion type refers

to the camera motion trajectory relative to the target for the duration of a shot.

Despite the presence of a large body of research dedicated to automated shot type

and camera motion type recognition in existing footage during post-production (e.g.,

[37] [4] [11] [8]), little work has been performed on autonomously capturing new

videos with desired shot type/camera motion type combinations. Such methods are

typically given the label of intelligent shooting. In dynamic environments, relevant ap-

proaches require robotic cameras that partially rely on real-time machine learning and

computer vision algorithms, for visually detecting/tracking [25] [38] [19] [27] [31] [32]

and physically following a specific desired target (e.g., the lead athlete in a race). How-

ever, to the best of our knowledge, the interplay between 2D visual tracker operation

and cinematographic properties, i.e., shot type and camera motion type, has not been

thoroughly investigated.

An important issue from this respect is determining the range of feasible shot types

at each time point, so that visual tracking algorithms do not fail. The selected shot

type severely affects the perceived 2D displacement of a moving target image between

consecutive video frames, due to the effects of zooming. Thus, real-time visual object

tracking [18] is heavily influenced by cinematography decisions, given that virtually all

trackers search a restricted video frame region for the next target instance, positioned

around the previously found one. Although the size of this search region in pixels is

partially adaptive, according to the target’s image area on the previous video frame, it

is practically limited by the video frame dimensions. Thus, the shot type requested by

the director for a particular scenario at a certain time instance may not be feasible, de-

pending on the specifics of the target and the camera motion velocities and trajectories.

Vertical Take-off and Landing (VTOL) Unmanned Aerial Vehicles (UAVs, or “drones”)

equipped with professional cameras have recently become an indispensable asset in the

cinematographer’s arsenal. They permit rapid capture of impressive footage, flexible

shot setup, novel shot types and access to narrow or hard-to-reach spaces, at a small

fraction of the cost associated with spidercams, helicopters and cranes. Essentially,

they provide a level of camera motion freedom that, so far, was only available in an-

imation. Typically, in professional productions, the UAV and its mounted camera are

manually remote-controlled by two different operators, acting in synchronization under

a rough cinematography plan defined by the director. The latter can be conceived as a

sequence of desired target assignments, shot types and UAV/camera motion trajectories

relative to the target.

There is, however, a growing trend of increasing automation in drone functions,

so as to reduce the challenges arising from fully manual operation [21] [24]. This

is especially important in cinematography applications, where great precision and co-

2



ordination may be required in order to properly capture the desired shot. Thus, in

the near future, production costs are expected to be significantly reduced, with semi-

autonomous or fully autonomous drones replacing human crews currently required and

shifting production focus to the direct realization of the director’s creative vision, rather

than the minutiae of drone operation.

Autonomous UAV filming is, therefore, a promising emerging offshoot of intelli-

gent shooting with potentially exceptional industrial impact. However, challenges such

as tracking fast and unpredictably moving targets in real-time, as well as the lack of

standardization in UAV shot types and meaningful UAV/camera motion trajectories,

are a reality interfering with the ability to on-the-fly adjust the cinematography plan,

according to dynamic environment conditions. The restrictions imposed on the feasi-

ble shot types by the requirements of the 2D visual tracker, especially, are particularly

significant for autonomous UAVs, when contrasted with indoor robotic cameras, due to

the possibly higher target speed in outdoor settings and the increased camera mobility

offered by a drone.

Therefore, although the above apply to autonomous filming in general, this pa-

per focuses on outdoor target-following UAV cinematography applications (e.g., for

live sports event coverage). By significantly extending preliminary work [23] [40]

[20] [22], it presents a theoretical study of the constraints imposed on cinematography

decision-making during autonomous UAV shooting. The contributions of this paper

are:

• Formalizing and geometrically modelling a range of common, target-following

UAV motion types.

• Analytically determining the maximum permissible camera focal length fmax,

so that 2D visual object tracking does not get lost, for each UAV motion type.

• Extracting formulas for determining the feasibility of the requested shot type

(dependent on fmax and on the appropriate focal length fs for that shot type).

• Providing specific examples and simulated scenarios that showcase the practical

applicability of the proposed study.

Current industry practice simply ignores constraints implicitly imposed on zoom

level/shot type by 2D visual tracker requirements. This is problematic, since it dis-

regards the possibility of the target ROI going out of frame (or simply getting too

spatially displaced in 2D pixel coordinates) among consecutive time instances, due to

the target’s abrupt 3D motion and too high a focal length, thus breaking visual track-

ing. Therefore, to the best of our knowledge, our proposed, analytically derived rule

set marks the first time this issue is studied in-depth in the context of autonomous UAV

cinematography.

Incorporating shot type permissibility rules into media production automation soft-

ware, such as intelligent UAV shooting algorithms [15] [16] [30] [35], is expected

to greatly enhance the robustness of autonomous drones deployed in cinematography

applications, by facilitating tracker-aware on-the-fly adjustment of the pre-computed

cinematography plan.
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Table 1: Shot types and their corresponding ROI to video frame height ratio percentage.

Shot type Video frame height coverage

Extreme Long Shot (ELS) < 5%
Very Long Shot (VLS) 5− 20%
Long Shot (LS) 20− 40%
Medium Shot (MS) 40− 60%
Medium Close-Up (MCU) 60− 75%
Close-Up (CU) > 75%

2. UAV Cinematography Modelling

In cinematography, each camera motion type can be combined with a subset of the

available shot types, so as to achieve an aesthetically pleasing visual result. Thus, a

shot can be described by the combination of a camera motion type and a shot type.

Below, shot types and camera motion types are studied for the specific case of UAV

cinematography.

Each shot type is mainly defined by the ratio of the Region-of-Interest (ROI) height

to the video frame height. The ratio can vary from less than 5% for the Extreme Long

Shot, to more than 75% for Close-Up shot. The taxonomy presented in Table 1 is

derived/adapted from traditional ground and aerial cinematography [5] [7] [34], based

on extensive visual inspection of professional and semi-professional UAV footage.

In a typical scenario, the on-board camera is mounted on a gimbal that allows rapid

camera rotation around its yaw, pitch and roll axes. Additionally, a zoom lens with

adjustable focal length f (within certain limits) is employed. Simply altering f is

typically sufficient for achieving the shot type desired by the director and prescribed

in the cinematography plan. Thus, any constraints on the maximum permissible focal

length directly correspond to restrictions in the range of feasible shot types at each time

instance.

Regarding UAV/camera motion, several industry-standard types have emerged since

the popularization of UAVs, with most of them being derived/adapted from traditional

ground and aerial cinematography. For outdoor events (e.g., in live sports broadcast-

ing), the most important motion types are relative to a still or moving target being

tracked.

Recent aerial videography literature [7] [34] contains a description of a few such

UAV motion types. However, no systematic analysis has been presented in the literature

so far. Below, 8 UAV industry-standard camera motion types are detailed, geometri-

cally modelled and matched to compatible shot types, based on our extensive visual

survey of professional UAV footage. For instance, in a Chase shot (where the UAV

follows/leads a moving target from behind/from the front, while maintaining a steady

distance), the viewer is meant to experience a “simulation” of the target motion within

its environment, while the target is fully visible. Thus, a CU that excludes most of

the surroundings from the video frame is an unsuitable shot type in this context. Such

findings are summarized in Table 2.

The mathematical treatment in this paper assumes a realistic setting similar to [35],

where the autonomous UAV operates in a consistent, global, Cartesian 3D map, upon
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Table 2: Compatibility of UAV camera motion and shot types.

Camera motion Shot types

MAPMT LS, MS, MCU

MATMT LS, MS

LTS VLS, LS, MS, MCU

VTS VLS, LS, MS, MCU

ORBIT LS, MS, MCU, CU

FLYOVER LS, MS, MCU, CU

FLYBY LS, MS, MCU, CU

CHASE VLS, LS, MS

which both the drone itself and the target are constantly localized. This can be achieved

by employing Global Positioning System (GPS) receivers [10] on both the UAV and

the target. For increased robustness, GPS-derived drone localization information can

be aligned and fused with Visual SLAM results [28], preferably derived by jointly

exploiting stereoscopic 3D camera and Inertial Measurement Unit (IMU) [29] inputs,

based on a similarity transformation [13]. Issues such as the possibility of temporarily

losing the GPS signal, or the usual GPS position error (in the range of up to 5 me-

ters [10]), may be overcome by fusing IMU/GPS and Visual SLAM localization, or

by replacing GPS with an Active Radio-Frequency IDentification (RFID) positioning

system [14]. Regarding the target, the output of 2D visual tracking itself can also be

exploited for augmenting target localization precision (assuming a calibrated camera),

thus making it even more imperative to reduce the chance of visual tracker failure.

Below, given a camera frame-rate F , time t is discrete and proceeds in steps of
1

F
seconds. A separate timeline is employed for each shot description, i.e., t = 0

indicates the start of a shot shooting session. At each time instance t, the 3D positions

x̃t = [x̃t1, x̃t2, x̃t3]
T , p̃t = [p̃t1, p̃t2, p̃t3]

T of the UAV and the target respectively

(assuming they are 3D points), as well as an estimated 3D target velocity vector ũt, are

assumed known (as in [35]) in a fixed, orthonormal, right-handed World Coordinate

System (WCS), ĩ, j̃, k̃ with its k̃-axis perpendicular to a local tangent plane (hereafter

shortened to “ground plane”). A local East-North-Up (ENU) coordinate system may be

employed [9]. Note that the term “local tangent plane” is employed for a plane parallel

to the local sea level, while the term “terrain tangent plane” is reserved for the plane

instantaneously tangent to the local terrain surface.

Additionally, at each time instance t, a current, orthonormal, right-handed target-

centered coordinate system (TCS), i, j, k, is defined. Its origin lies on the current

target position, its k-axis is perpendicular to the ground plane and its i-axis is the L2-

normalized projection of the current target velocity vector onto the ground plane. In the

case of a still target, the TCS i-axis is defined as parallel to the projection of the vector

p̃0 − x̃0 onto the ground plane. In both coordinate systems, the ij-plane is parallel to

the ground plane and the k-component is called “altitude”. Below, vectors expressed

in TCS are denoted without the tilde symbol (e.g., xt, pt, qt and ut).

Transforming between the two coordinate systems is trivial. A subset of the pre-

sented motion types require pre-specification of motion parameters meant to adapt the
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UAV motion trajectory to concrete directorial guidelines (e.g., distance to be covered

by the UAV).

In mobile robotics literature, an additional, vehicle-centered coordinate system is

typically employed, having its origin located at a fixed distance from the UAV-mounted

camera. Since the scope of this paper does not include UAV control per se, we do not

make use of such a coordinate frame and limit our analysis to cinematography issues.

Additionally, for reasons of simplicity, the employed modelling ignores the distinction

between the drone and its mounted camera, since it is typically trivial to compute the

3D pose of the one given the other and gimbal feedback.

The 3D scene point where the camera looks at time instance t, is denoted by lt (in

TCS). The LookAt vector at time instance t is a scalar multiple of the camera axis and

denoted by ot = lt − xt (or õt, when expressed in WCS). Below, it is assumed that

lt = pt and, therefore, ot = −xt. As a result, the selected target point is visible at

the center of the video frame. This is a simple and common framing approach, called

“central composition”. Standard measurement units for the implicated quantities are

also assumed, i.e., distance is measured in meters, speed in meters per second and the

video frame-rate in frames per second.

In a number of cases, the UAV/camera motion type is only meaningful if the target

is moving linearly. Moreover, such an assumption is additionally made below in cases

where the future target or UAV position needs to be predicted, for reasons of modelling

convenience (these cases are appropriately marked in the following analysis). Constant

linear motion is assumed for both these scenarios, although extending the formulas

for the case of constantly accelerated linear motion is trivial (assuming that the target

acceleration vector can be reliably estimated).

The eight target-tracking UAV motion types are illustrated in Figure 1 and de-

scribed below:

1) Lateral Tracking Shot (LTS) [7] [34] and 2) Vertical Tracking Shot (VTS) are

non-parametric camera motion types, where the camera gimbal does not rotate and the

camera is directly locked on the moving target. In LTS, the camera axis is approxi-

mately perpendicular both to the local target trajectory and to the WCS vertical axis

vector k̃, while the UAV flies sideways/in parallel to the target, matching its speed (if

possible). In VTS, the camera axis is perpendicular to the target trajectory and the

UAV flies exactly above the target, matching its speed (if possible). In both cases, p̃t

refers to a varying target position in WCS. During shooting, the UAV position remains

constant in TCS, but varies in WCS.

The base mathematical description for both these UAV/camera motion types is

fairly simple:

ṽt = ũt, õT
t ũt ≈ 0, xt = xt−1, lt = pt, ∀t. (1)

Additionally, the following relations hold for LTS and VTS, respectively:

ot × j ≈ 0, x03 ≈ 0, (2)

oT
t j ≈ 0, x03 > 0. (3)
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a) b)

c) d)

,

e) f)

g) h)

Figure 1: Examples of different target-tracking UAV camera motion types: a) Lateral Tracking Shot (LTS); b)

Vertical Tracking Shot (VTS); c) Moving Aerial Pan with Moving Target (MAPMT); d) Moving Aerial Tilt

with Moving Target (MATMT); e) Fly-By (FLYBY); f) Fly-Over (FLYOVER); g) Chase/Follow (CHASE);

and h) Orbit (ORBIT) .
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3) Moving Aerial Pan with Moving Target (MAPMT) and 4) Moving Aerial Tilt

with Moving Target (MATMT) are parametric camera motion types, where the cam-

era gimbal rotates (mainly with respect to the yaw/pitch axis, for MAPMT/MATMT,

respectively) so as to always keep the linearly moving target centrally framed, while

the UAV is flying at a linear trajectory with constant velocity. p̃t refers to the target

position, varying over time in such a manner that the target and the UAV velocity vec-

tor projections onto the ground plane are approximately perpendicular/parallel to each

other, for MAPMT/MATMT, respectively.

The drone velocity vector ṽt = [ṽt1, ṽt2, ṽt3]
T must be specified. The base mathe-

matical description for both these UAV/camera motion types is given by:

ṽt = ṽt−1, x̃t = x̃0 +
ṽt

F
t, lt = pt, ∀t. (4)

Additionally, the following relations hold for MAPMT and MATMT, respectively:

[ũt1, ũt2, 0][ṽt1, ṽt2, 0]
T ≈ 0, (5)

[ũt1, ũt2, 0]
T × [ṽt1, ṽt2, 0]

T ≈ 0. (6)

5) Fly-By (FLYBY) and 6) Fly-Over (FLYOVER) [34]. They are parametric camera

motion types, where the camera gimbal is rotating, so that the still or linearly mov-

ing target is always centrally framed. The UAV intercepts the target from behind/from

the front (and to the left/right, in the case of FLYBY), at a steady altitude (in TCS)

with constant velocity, flies exactly above it/passes it by (for FLYOVER/FLYBY, re-

spectively) and keeps on flying at a linear trajectory, with the camera still pointing at

the receding target. The UAV and target velocity vector projections onto the ground

plane remain approximately parallel during shooting. They can have either identical or

opposite direction. p̃t refers to a varying or static target position in WCS.

The common parameter that must be specified is K, i.e., the time (in seconds) until

UAV is located exactly above the target (for FLYOVER), or until the distance between

the target and the UAV is minimized (for FLYBY). Additionally, the length d of the

projection of that minimum distance vector onto the ground plane, must be specified

for FLYBY. Below, the target velocity is assumed constant for reasons of modelling

convenience. The mathematical description common to both camera motion types is

the following one, for t ∈ [0, 2KF ]:

v0 = [
u01K − x01

K
, 0, u03]

T , (7)

ṽt = ṽt−1, ũt = ũt−1, lt = pt, ∀t, (8)

x̃t = x̃0 +
t

KF
(x̃KF − x̃0), (9)

[ũt1, ũt2, 0]
T × [ṽt1, ṽt2, 0]

T ≈ 0. (10)
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Additionally, the following relations holds for FLYOVER:

x̃KF = [p̃01 + ũ01K, p̃02 + ũ02K, x̃03 + ũ03K]T , (11)

xt2 ≈ 0, xT
t j ≈ 0, ∀t, (12)

and the following hold for FLYBY:

|x02| = d > 0, xt2 = x02, ∀t, (13)

xKF = [0, x02, x03]
T . (14)

7) Chase/Follow Shot (CHASE) is a non-parametric camera motion type, where the

camera gimbal does not rotate and the camera always points at the target [34]. The

UAV follows/leads the target from behind/from the front, while maintaining a steady

distance by matching its speed, if possible. p̃t refers to a varying target position in

WCS. The mathematical description is the following:

ṽt ≈ ũt, (15)

xt2 = x02 ≈ 0, xt = xt−1, lt = pt, ∀t. (16)

8) Orbit (ORBIT). It is a parametric camera motion type, where the camera gimbal

is slowly rotating, so as to always keep the still or linearly moving target properly

framed, while the UAV (semi-)circles around the target and, simultaneously, follows

the target linear trajectory (if the target is moving) [7] [34]. During shooting, the UAV

altitude remains constant in TCS, but may vary in WCS. p̃t refers to a varying or static

target position in WCS.

The parameters that must be specified are the desired 3D Euclidean distance d3D =
‖x̃t − p̃t‖2 = ‖xt‖2 (constant over time), the rotation angle θ around the target and

the desired UAV angular velocity ω. Additionally, we can easily derive the initial angle

θ0 formed by the TCS i-axis (of time instance t = 0) and the vector from p0 to the

projection of the known initial position x0 onto the TCS ij-plane. Then, ORBIT may

be described in TCS using a planar circular motion, for t ∈ [0, Tθ
ω
]:

θ0 = arctan

(

x02

x01

)

, (17)

xt3 = x03, ∀t, (18)

λ =
√

λ2
3D − x2

t3, (19)

xt = [λ cos (t
ω

F
+ θ0), λ sin (t

ω

F
+ θ0), xt3]

T , (20)

lt = pt. (21)

9



3. Constraints on Maximum Focal Length

In order for a visual tracker to operate properly, the location (in pixel coordinates)

of the target ROI should differ no more than a threshold between successive video

frames/time instances. This requirement places a constraint on the maximum target

speed and on the maximum camera focal length f (the main factor determining max-

imum achievable zoom level), since a given 3D target displacement (in WCS) corre-

sponds to a greater 2D ROI displacement (in pixels) at a greater zoom level. Proper

estimation of the maximum allowable f in each shooting case is of utmost importance

in cinematography applications, since it directly affects the range of permissible shot

types.

Without loss of generality, we always consider time instance t = 0 and, thus,

examine an entire shooting session as a sequence of repeated transitions between the

“first” (t = 0) and the “second” video frame (t + 1 = 1). We also assume that the

target ROI center is always meant to be fixed at the principal point (image center) of

all video frames (central composition). Target position p̃t is initially known and p̃t+1

can be predicted using the estimated velocity vector ũt, i.e., p̃t+1 = p̃t + ũt
1

F
. If

the prediction is accurate, the target ROI indeed remains at the center of the (t+ 1)-th
video frame.

In contrast, if the actual current target motion differs from the predicted one by the

unknown velocity deviation vector q̃t = [q̃t1, q̃t2, q̃t3]
T , the target ROI at time t + 1

has to be explicitly localized via 2D visual tracking (in pixel coordinates), so that it can

be exploited for 3D target position p̃t+1 estimation and/or for adjusting the framing.

Since q̃t and, therefore, p̃t+1 are unknown, the following analysis utilizes the TCS

defined by the expected/predicted target position at time instance t+ 1.

Whenever q̃t is a non-zero vector and, therefore, prediction of p̃t+1 fails, the re-

sults of 2D visual tracking and actual p̃t+1 estimation must be employed for updating

the target velocity vector and, hopefully, achieving a better prediction during the next

time instance. Given that tracker behavior varies per algorithm, we simply assume a

maximum search radius Rmax (in pixels) defining the video frame region within which

the tracked object ROI of time instance t+1 must lie, relatively to the video frame cen-

ter, in order to permit successful tracking. Thus, a distance Rt+1 between the actual

target ROI center of t + 1 and the center of that video frame, where Rt+1 > Rmax,

implies tracking failure. The case where Rt+1 = Rmax marks the limit scenario where

the tracker marginally succeeds. Note that Rmax is not fixed, since modern trackers

adapt the size of their search region to the current ROI size.

3.1. Maximum focal length

In order to find the maximum focal length so that there is no target tracking failure,

we assume that the expected position of the target in TCS is always at [0, 0, 0]T . Let

ot = lt − xt be the LookAt vector at time instance t and dt =
√

x2
t1 + x2

t2 is the

distance between the target and the UAV, projected on the ij-plane.

Based on the above and the camera projection equations [36], the following hold:

xd(t+ 1) = ox −
f

sx

rT1 (pt+1 − xt+1)

rT3 (pt+1 − xt+1)
, (22)
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yd(t+ 1) = oy −
f

sy

rT2 (pt+1 − xt+1)

rT3 (pt+1 − xt+1)
, (23)

where xd(t + 1), yd(t + 1) are the target center pixel coordinates at the time instance

(t + 1), ox, oy define the image center in pixel coordinates and sx, sy denote the

pixel size (in mm) along the horizontal and vertical directions. r1, r2 and r3 refer,

respectively, to the first, second and third row of the rotation matrix R that orients the

camera gimbal according to the LookAt vector.

In general, the coordinate transform matrix from TCS to the camera coordinate

system can be found by two rotations and one translation of the unit TCS vectors. The

required rotations are around the TCS k-axis and j-axis. Thus, R can be described as

follows [2]:

R =





cos(θz)cos(θy) −sin(θz) cos(θz)sin(θy)
sin(θz)cos(θy) cos(θz) sin(θz)sin(θy)

−sin(θy) 0 cos(θy)



 , (24)

where θz and θy are the appropriate angles of rotation for Rz and Ry respectively.

However, given that R is an orthogonal change-of-basis matrix and that, in most of the

motion types, the UAV does not fly exactly above the target, it is easier to obtain the

rows of R as follows. Since the camera axis points directly at the target, the unit vector

of the k-axis for the Camera Coordinate System, i.e., r3, can be obtained from xt+1 as

follows:

r3 =

(

−xt+1

‖ xt+1 ‖

)T

. (25)

For motion types where the UAV does not fly exactly above the target, r1 is the cross

product of r3 with the unit vector k:

r′1 =

(

k×
−xt+1

‖ xt+1 ‖

)T

, (26)

r1 =
r′1

‖ r′1 ‖
. (27)

Thus, r2 is given by the cross product r3 × r1:

r′2 =

(

−xt+1

‖ xt+1 ‖
×

(

k×
−xt+1

‖ xt+1 ‖

))T

, (28)

r2 =
r′2

‖ r′2 ‖
. (29)

In our approach we consider central composition, thus the target ROI center should

be located at (ox, oy) at all times. Assuming that in time instance t the target ROI center

is aligned with the frame center, in time instance t′ = t+ 1, the target ROI center will

be translated to a new pixel coordinates, due to camera and target movement in the real

world. The central pixel translation of the ROI, R, can be calculated by employing

11
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Figure 2: ROI translation between two consecutive video frames for time instance t and t′ = t + 1. The

distance between the central pixels of the two ROIs, R can be calculated by employing the results of Eqs.

(22) and (23).

Eqs. (22) and (23), and simple geometrical rules, as depicted in Fig. 2. By setting

a maximum R value, thus applying the limit constraint Rt+1 = Rmax, we derive the

following equation:

Rmax =
√

(xd(t+ 1)− ox)2 + (yd(t+ 1)− oy)2. (30)

Assuming that xt′ = [xt′1, xt′2, xt′3]
T and pt′ = [ qt1

F
, qt2

F
, qt3

F
]T , where t′ = t + 1,

and substituting Eqs. (22) and (23) in Eq. (30), Rmax can be obtained by:

Rmax =

√

f2
max ‖ xt′ ‖2

(E2
3

s2x
+

(qt3N − E2xt′3)2

s2y(N + x2
t′3)

)

(31)

where

N = (x2
t′1 + x2

t′2)

Eq. (31) can be solved for f to obtain the maximum focal length fmax for motion

types having dt′ > 0:

fmax =
Rmaxdt′sxsy|E1 + F ‖ xt′ ‖

2 |
√

(sxqt3d2t′ − sxxt′3E2)2 + s2yE
2
3 ‖ xt′ ‖2

, (32)

where

E1 = −qt1xt′1 − qt2xt′2 − qt3xt′3,

E2 = qt1xt′1 + qt2xt′2,

E3 = qt2xt′1 − qt1xt′2.

Since most of the UAV motion types are not affected by target altitude changes

between successive video frames, which are less likely to happen than direction and

12



speed changes, pt′ can be expressed as follows:

pt′ = [
qt1

F
,
qt2

F
, 0]T . (33)

In this case, the maximum focal length is given by:

fmax =
Rmaxdt′sxsy| − E2 + F ‖ xt′ ‖

2 |
√

s2xE
2
2x

2
t′3 + s2yE

2
3 ‖ xt′ ‖2

. (34)

When the UAV/camera is located exactly above the target for the (t + 1)-th video

frame, i.e., xt′ = [0, 0, xt′3]
T , R cannot be derived as described in Eqs. (25)-(29),

since r1 × k = 0. In this special case, where dt′ = 0, it is easier to calculate the

rotation matrix using (24), for θz = 0 and θy = 180o:

R =





−1 0 0
0 1 0
0 0 −1



 . (35)

Then, the maximum focal length is given by:

fmax =
RmaxFxt′3sxsy
√

s2yq
2
t1 + s2xq

2
t2

. (36)

As it can be seen from the above, in general, the derived formulas rely on knowing,

predicting or estimating a velocity deviation vector qt that models the degree to which

instantaneous target 3D motion differs from uniform linear motion. Several options are

available for obtaining qt. A reasonable choice would be to assume an instantaneously

constant acceleration vector at each time instance. A more strict policy would be to

derive fmax for various candidate velocity deviations, which displace the target towards

different spatial directions, and output the minimum among the computed fmax values.

3.2. Simulations for specific UAV/camera motion types

In order to investigate the maximum possible focal length for a specific motion

type shot, we simulated the motion for various representative UAV shooting scenarios.

We studied 8 different cases for the deviation vector qt. In the first two cases, the

target linearly accelerates/decelerates, i.e., qt1 = [7.5, 0, 0]T , qt2 = [−7.5, 0, 0]T .

Velocity deviations are expressed in meters/second. In the third and fourth cases, the

target is moving along a different direction than the expected one (qt3 = [0, 7.5, 0]T ,

qt4 = [0,−7.5, 0]T ), but remains on the TCS j-axis. In the remaining cases, the target

is moving diagonally to the TCS axes (qt5 = [7.5, 7.5, 0]T , qt6 = [−7.5,−7.5, 0]T ,

qt7 = [−7.5, 7.5, 0]T , qt8 = [7.5,−7.5, 0]T ). Figure 3 depicts the expected against

the actual position of the target in each case.

The following parameters have been used in the performed simulations. Maximum

tracker search radius Rmax was generously fixed to 360 pixels, so as to model the

obvious constraint that the central target ROI pixel stays visible among consecutive

video frames (when using High Definition camera sensor), otherwise visual tracking

13
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Figure 3: The expected against the actual target position in the (t+ 1)-th time instance, for the 8 simulated

cases. TCS i and j axes are denoted by black and grey color, respectively.

fails. This is a hard upper bound on Rmax, thus bypassing the need for adaptive Rmax

in this set of experiments. The pixel size was set to sx = sy = 0.009 mm and video

frame rate to F = 25 fps. All of the experiments were carried out on a Linux PC

equipped with an Intel i7 CPU and 32 GB of RAM. However, the proposed rules can

be easily computed in real-time on an embedded system (e.g. nVidia Jetson, Intel NUC,

etc.), in conjunction with a fast 2D visual tracker.

3.2.1. Lateral Tracking Shot

In LTS, the UAV flies alongside the target, as described in Section 2. In this

shot type, even small target altitude variations have a great impact on picture framing.

Therefore, we assume that qt3 6= 0. The UAV position is given by xt+1 = [0, xt2, 0]
T .

As pt+1 = [ qt1
F
, qt2

F
, qt3

F
]T , Eq. (32) can now be rewritten as follows:

fmax =
Rmaxsxsy|qt2 − Fxt2|

√

s2yq
2
t1 + s2xq

2
t3

. (37)

The LTS simulation was performed for varying values of qt3. The horizontal distance

between the UAV and the target was chosen to be λ = xt2 = 30m. Simulation results

are shown in Figure 4. As expected, variations in altitude affect all study cases 1 - 8.

When the target deviates from its expected TCS position [0, 0, 0]T , but is located on

the j-axis, i.e., pt+1 = [0, qt2
F
, 0]T , fmax is only affected by altitude changes. This

behavior is reasonable, since the camera k-axis unit vector can be expressed in TCS

as kc = [0,−1, 0]T . Consequently, the projected ROI center will not change in pixel

coordinates, therefore, this target deviation should have no impact at all on fmax, when

qt3 = 0. The other results are affected by linear target acceleration/deceleration along

the TCS i-axis. As expected, fmax is maximized for these cases (1, 2 and 5 - 8) when

the target altitude does not vary between successive video frames. Due to the position

of the UAV, target acceleration and deceleration have identical impact on fmax.
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Figure 4: Simulation results for LTS: fmax against qt3.
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Figure 5: Simulation results for VTS: fmax against altitude (xt3).

3.2.2. Vertical Tracking Shot

In VTS, the UAV flies exactly above the target, therefore, the maximum focal length

is given by Eq. (36). The UAV is positioned at xt+1 = [0, 0, xt3]
T . The 8 case studies

were simulated for various UAV TCS altitudes, i.e., for various values of xt3. Thus,

we obtained the maximum focal length allowed in the VTS scenario for various UAV

altitudes, under the assumption that target altitude remains approximately constant be-

tween successive video frames, i.e., qt3 = 0. Target position at time t + 1 is given

by: pt+1 = [ qt1
F
, qt2

F
, 0]T . The results are presented in Figure 5, where the horizontal

axis unit is meters and the vertical axis unit is millimetres. As expected, the maximum

focal length increases linearly with xt3. When the target is moving diagonally to the

TCS axes (cases 5 - 8) the maximum possible focal length is lower than in cases 1 -

4. Target motion along the j-axis (cases 3 and 4) and target linear acceleration (cases

1 and 2) have similar effect on the maximum allowed focal length, since the UAV is

positioned exactly above the target.
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3.2.3. Moving Aerial Pan with Moving Target/Moving Aerial Tilt with Moving Target

Given the mathematical description for MAPMT/MATMT in (4) and the fact that

the target is moving along the i-axis, we can assume that xt+1 = [xt1, xt2 +
vt2
F
, xt3]

T

for MAPMT and xt+1 = [xt1 +
vt1
F
, xt2, xt3]

T for MATMT. For the UAV position at

time instance t+1, the target position in the next video frame is given by Eq. (33). By

substituting xt+1 in Eq. (34), the following relations hold:

fmax =
Rmaxdmpsxsy| − Emp1 + F ‖ xt+1 ‖2 |

√

s2xE
2
mp1x

2
t3 + s2yE

2
mp2 ‖ xt+1 ‖2

(38)

fmax =
Rmaxdmtsxsy| − Emt1 + F ‖ xt+1 ‖2 |

√

s2xE
2
mt1x

2
t3 + s2yE

2
mt2 ‖ xt+1 ‖2

(39)

for MAPMT and MATMT, respectively, where:

dmp =

√

x2
t1 + (xt2 +

vt2

F
)2,

Emp1 = qt1xt1 + qt2(xt2 +
vt2

F
),

Emp2 = qt2xt1 + qt1(xt2 +
vt2

F
),

dmt =

√

x2
t2 + (xt1 +

vt1

F
)2,

Emt1 = qt2xt2 + qt1(xt1 +
vt1

F
),

Emt2 = qt1xt2 + qt2(xt1 +
vt1

F
).

For simulation purposes, fmax was studied for varying distances between the target

and the UAV, corresponding to consecutive time instances of the UAV/camera motion

type execution. The following initial values were selected: x01 = 30m, x02 = −60m
(MAPMT), x01 = −60m, x02 = 30m (MATMT), x03 = 10m, vt2 = 10 m

s
(both).

The similarities between Figures 6 and 7, for MAPMT and MATMT, respectively, are

evident. As expected, cases 1, 2/3, 4 of MAPMT correspond to cases 3, 4/1, 2 of

MATMT, since these two motion types differ only in the UAV motion direction: it is

parallel to the j-axis/i-axis in MAPMT/MATMT, respectively. The impact on fmax

for target motion deviation along the TCS j-axis for MAPMT will be the same as the

impact for target motion deviation along the TCS i-axis for MATMT, and vice versa,

as Figure 8 demonstrates. Therefore, cases 5, 6 and 7, 8 produce identical results in

both motion types.

Studying the results of cases 1 and 2 for MAPMT and cases 3 and 4 for MATMT,

fmax takes its maximum value when xt2 = 0 and xt1 = 0, respectively. The reason

is that, in these positions, the UAV in MAPMT is above the i-axis, while in MATMT

above the j-axis, thus any deviations in target motion affect minimally the ROI location

in the next video frame. On the other hand, in all other cases, these UAV positions are

approximately where any target motion deviations have the greatest impact on the next

ROI location.
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Figure 6: Simulation results for MAPMT: fmax against xt2.
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Figure 7: Simulation results for MATMT: fmax against xt1.
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Figure 8: Target velocity deviation vectors as seen from the UAV camera, when the camera axis lies on: a)

the j-axis and b) the i-axis. Black dot denotes target expected position. Black vectors correspond to cases 1

and 2, grey vectors to cases 3 and 4 and, finally, the dashed lined vectors to cases 5-8. In a) target velocity

deviation on the j-axis will affect less the fmax than target linear speed changes, while in b) the opposite.

3.2.4. Fly-By/Fly-Over

In these motion types, where shot duration is specified by K, we can determine the

maximum focal length directly over time (t ∈ [0, 2K]). For FLYBY, the UAV position

in TCS is given by xt+1 = [−x01

K
t + x01, x02, x03]

T . We study these motion types

together, since FLYOVER is a special case of FLYBY, where x02 = 0.

By substituting xt+1 in Eq. (34), fmax is given by:

fmax =
Rmaxdfbsxsy| − Efb1 + F ‖ xt+1 ‖2 |

√

s2xE
2
fb1x

2
t3 + s2yE

2
fb2 ‖ xt+1 ‖2

, (40)

fmax =
Rmaxdfo1sxsy| − Efo1 + F ‖ xt+1 ‖2 |

√

s2xE
2
fo1x

2
t3 + s2yE

2
fo2 ‖ xt+1 ‖2

, (41)
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for FLYBY and FLYOVER, respectively, where:

dfb =

√

(
−x01

K
t+ x01)2 + x2

02,

Efb1 = qt1(
−x01

K
t+ x01) + qt2xt2,

Efb2 = qt2(
−x01

K
t+ x01)− qt1xt2,

dfo = |(
−x01

K
t+ x01)|,

Efo1 = qt1(
−x01

K
t+ x01),

Efo2 = (qt2(
−x01

K
t+ x01)).

The following parameter values where chosen for the simulation: x01 = −30m, x03 =
10m, K = 10, thus t ∈ [0, 20]. Additionally, x02 = 15m for FLYBY. Results

are shown in Figures 9 and 10, for FLYBY and FLYOVER, respectively. The gap in

FLYOVER for t = 10 stems from the fact that the UAV is actually above the target

and, thus, the motion type is momentarily converted to VTS.

In cases 1 and 2, both motion types produce similar results. As the UAV approaches

the target, the maximum focal length decreases, before increasing again as the UAV is

flying parallel to the i-axis. When the drone is positioned far from the target, any

change in target speed corresponds to a small change in the distance between the UAV

and the target.

In general, for cases 3 and 4 of FLYBY, where the target deviates from its expected

position but remains on the j-axis, fmax increases with rising distance between the

UAV and the target. Additionally, fmax also slightly increases when the UAV is very

close to the target. Then, the latter’s velocity deviation corresponds to a small change

in distance between the target and the UAV, mapped to a small ROI displacement and,

thus, greater focal length tolerance. In FLYOVER, where any deviation of the target

motion on the j-axis will always displace the target ROI to the left or right of the video

frame, fmax is significantly smaller for cases 3 and 4.

Finally, in cases 5-8 of FLYBY, fmax depends on the angle between the LookAt

vector and the i-axis: it has lower values when this angle is close to π
2

(t = 10 in

the simulation). In FLYOVER, the overall minimum values of fmax are also obtained

for cases 5-8 when t = 10, since, then, the 3D distance between the expected and

the actual target position is slightly greater compared to cases 1-4, as it can be seen in

Figure 3, leading to greater 2D ROI displacement.

3.2.5. Chase

The focal length constraint for this motion type is a special case of Eq. (34) where

xt2 = 0. Since the UAV is always located in front of/behind the target and at a steady

distance, its position at time instance t + 1 is given by xt+1 = [xt1, 0, xt3]
T . Target

position in the next time instance is given by Eq. (33). By combining (33) and (34),
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Figure 9: Simulation results for FLYBY: fmax over time t.
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Figure 10: Simulation results for FLYOVER: fmax over time t.
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Figure 11: Simulation results for CHASE: fmax against distance from target.

the following relation holds:

fmax =
Rmaxsxsyφc| − Fφ2

c + xt1qt1|

xt1

√

s2yφ
2
cq

2
t2 + s2xx

2
t3q

2
t1

, (42)

where

φc =
√

x2
t1 + x2

t3. (43)

For simulation purposes, we studied fmax using varying distances between the

target and the UAV, as well as constant TCS altitude (xt3 = 10m). The results are

shown in Figure 11. As expected, the maximum focal length increases with rising

distance between the UAV and the target. In cases 1 and 2, fmax is much larger than

in the other cases, since an increase or a decrease of the target speed will simply move

the target slightly away or closer to the UAV. When distance between the UAV and

the target is increased, the target has to deviate more from its expected position, so

that Rt+1 > Rmax in the next video frame. This is due to the fact that target speed

deviation has less effect on target position in the next video frame, as this UAV/camera

motion type starts to produce a visual result similar to that of LTS, but with the UAV

located ahead/behind the target.

On the contrary, for cases 3 and 4 where the target deviates along the j-axis in

the next video frame, this UAV/camera motion type is highly affected. As Figure 8b

demonstrates, if the target moves along the j-axis, the ROI center in the next video

frame is displaced according to target motion velocity deviation. However, this dis-

placement is also inversely proportional to the distance between the target and the

UAV/camera, due to perspective projection. Thus, lower focal length tolerances and

a more linear increase in fmax as xt1 rises is expected. Similar conclusions can be

drawn for cases 5 - 8.

21



3.2.6. Orbit

For the ORBIT motion type, the target position is given by Eq. (33). By using Eqs.

(17) - (21), fmax is given by substituting

xt+1 = [λ cos (
ω

F
+ θ0), λ sin (

ω

F
+ θ0), xt3]

T (44)

in (34):

fmax =
Rmaxdorsxsy| − Eor1 + F ‖ xt+1 ‖2 |

√

s2xE
2
or1x

2
t3 + s2yE

2
or2 ‖ xt+1 ‖2

, (45)

where:

dor =

√

(λ cos (
ω

F
+ θ0))2 + (λ sin (

ω

F
+ θ0))2,

Eor1 = qt1λ cos (
ω

F
+ θ0) + qt2λ sin (

ω

F
+ θ0),

Eor2 = qt1λ sin (
ω

F
+ θ0) + qt2λ cos (

ω

F
+ θ0).

The following parameter values where used in the simulations: λ = 30 m, x03 =
10 m, ω = π

20
rad/sec. The results are depicted in Figure 12. The horizontal axis

represents the current θ0, i.e., the angle denoting the current UAV position relative

to the target along a circular trajectory. The estimated fmax complies with intuitive

expectations in all cases. For instance, in case 1, the target linearly accelerates. If

the UAV lies exactly behind the target (θ0 = 0◦), fmax takes its maximum value,

since, from that perspective, a linear acceleration will not significantly alter the target

ROI center pixel coordinates. In contrast, linear acceleration will have a much greater

impact from a lateral perspective (θ0 = 90◦). Indeed, fmax takes its minimum value

in this case. As expected, fmax varies periodically as the UAV view changes from a

lateral one to a collinear one and vice versa. Similar conclusions can be drawn for the

scenario of linear target deceleration (case 2), where the target trajectory also remains

identical to the expected one.

In cases 3 and 4, if the UAV is positioned collinearly to the estimated target velocity

vector (θ0 = 0◦), it has in fact a lateral view of the actual target motion. If it is

positioned perpendicularly to the estimated velocity vector (θ0 = 90◦), it has in fact

a collinear (frontal/rear) view of the actual target motion. Therefore, the plots of the

cases 1, 2 and of the cases 3, 4 have a relative phase difference of π
2

, as one would

expect.

As shown in Figure 12, in cases 5 and 6, where the target moves diagonally to

its expected trajectory, the corresponding plots have an absolute phase difference of
π
8

relative to the previously described plots. Additionally, the fmax values are lower

than those of cases 3 and 4. These observations are reasonable, since, when θ0 = 45◦,

the UAV has in fact a frontal/rear view of the actual target motion. Also, this scenario

presents the greatest difference (in pixel coordinates) between the expected and the

actual target ROI center location. Therefore, greater limitations are naturally imposed

on fmax, so that 2D visual tracking is successful.
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Figure 12: Simulation results for ORBIT motion type: fmax against θ0.

Finally, cases 7 and 8 produce similar results, since the target again moves diago-

nally to the TCS axes. However, when compared to cases 5 and 6, the perpendicularity

of the motion directions leads to a phase difference of π
4

.

4. Shot Type Feasibility

In cinematography planning, it is important to be able to determine whether a de-

sired shot type is feasible, given a specific camera motion type and the target’s physical

dimensions. The shot type is primarily defined by the ratio of the target ROI height to

the video frame height, therefore, it is linked to the video frame area being covered by

the target ROI. Thus, below, video frame coverage refers to the ROI-to-video-frame-

height ratio.

In order to examine the feasibility of a shot type, the appropriate focal length fs
leading to the desired target video frame coverage must be calculated. For motion

types where the distance between the target and the UAV varies over time, keeping a

constant target video frame coverage by constantly adjusting the camera focal length

simulates the cinematographic “dolly zoom” effect [5].

The shot type can be achieved without risking 2D visual tracking failure, if the

following relation holds:

fs ≤ fmax (46)

In order to calculate the appropriate fs for achieving the shot types described in

Section 2 with respect to the desired UAV/camera motion type, we model the target as

a sphere, with its center located at the TCS point [0, 0, 0]T and having constant radius

Rt. Simple sphere-modelling allows us to consider its image on the video frame as a

circle, with no perspective distortion when lt = [0, 0, 0]T .

This rather simplistic target volume modelling facilitates us in deriving closed

forms for fs, without much deviation from reality when the object is not very flat-

tened. In the case of significantly flattened targets, which could be better modelled
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with a rectangular parallelepiped, sphere-based modelling results in an overestimation

of fs. Then, a simple solution is to perform the same analysis considering three differ-

ent sphere radii, i.e., one for each parallelepiped dimension, and use either their mean,

their maximum or their minimum. However, in the case of human heads, which is

very important in cinematic media imaging, simple bounding sphere-based modelling

is already quite accurate.

Below, the deviation vector qt is assumed to be equal to [0, 0, 0]T for the desired

fs calculations. Thus, no target motion deviations are taken into consideration, since

they do not significantly affect the resulting video frame coverage percentage.

4.1. Constant target video frame coverage

Determining the video frame coverage for every UAV/camera motion type would

normally include projecting the target sphere onto the video frame, finding the cor-

responding radius of the projected circle and computing the resulting coverage. This

requires a search for the radius of the projected circle. The parameters determining

the video frame coverage are the distance between UAV/camera and target, the camera

focal length f and the physical target dimensions. Thus, without loss of generality,

instead of directly projecting the target onto the current image plane, we determine the

video frame coverage as if the UAV/camera was positioned exactly above the target in

an altitude equal to the actual distance between them. Thus, it is trivial to find a 3D

point being projected on the target image circle. Then, the latter’s radius is the distance

between the projection of the above 3D point and the principal point. This projec-

tion can be obtained by Eqs. (22) and (23) in pixel coordinates. The corresponding

continuous coordinates of xim and yim on the image sensor are given by:

xim = xdsx, yim = ydsy. (47)

Thus, the video frame coverage percentage for the circular target ROI is given by:

cs =
2Rim

Hsy
, Rim =

√

x2
im + y2im. (48)

where H is the height of the video frame in pixels and sy the physical height of one

pixel.

The above equations can be further simplified by defining Rim as the perspective

projection of pr = [Rt, 0, 0]
T (in TCS), where Rt is target radius, and by positioning

the UAV/camera at x′ = xt+1 = [0, 0, zd]
T where zd =

√

x2
t′1 + x2

t′2 + x2
t′3 is the

distance between the target and the camera. Then, yim = 0, thus, Rim = xim and:

xim =
1

2
csHsy (49)

By utilizing Eqs. (22) and (47), and setting ox = 0:

xim = −fs
r1(pr − x′)

r3(pr − x′)
. (50)

The rotation matrix in this case is described by Eq. (35), and the appropriate focal

length can be obtained by:

fs =
csHsyzd

2Rt

. (51)
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Table 3: Shot type feasibility for UAV/camera motion types with constant distance from the target.

Motion type min fmax fs, when cs = 25% fs, when cs = 85%
LTS 194.4mm 78.57mm 267.14mm

CHASE 142.4mm 78.57mm 267.14mm

ORBIT 241.5mm 78.57mm 267.14mm
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Figure 13: Maximum focal length fmax and fs for Medium Shot and Close-Up Shot, against various UAV

altitude, for VTS.

4.2. Simulations for constant target video frame coverage

In order to investigate the target tracking feasibility for specific shot type-UAV/camera

motion type combinations, one can repeat the simulations described in Section 3.2 and

determine if the desired fs is below the minimum value of fmax for all cases. A triv-

ial addition, which is omitted here for brevity, would include a check for violations of

lens-specific upper/lower focal length limits.

For the UAV/camera motion types where the distance between the camera and the

target remains constant (i.e., CHASE, ORBIT, LTS), the desired fs is also constant

for the entire shot. On the contrary, when the distance between the target and the

UAV/camera varies (i.e., MAPMT, MATMT, FLYBY, FLYOVER, VTS), the appropri-

ate fs varies correspondingly. Although VTS is normally a UAV/camera motion type

where the distance between the UAV and the target remains constant, it was studied for

varying zd in our simulations. Hence, in the first group of camera motion types, shot

feasibility can be determined simply by two values, the minimum fmax and the desired

fs. In the second group, feasibility should be examined for the entire shot duration, or

for a range of zd values in the case of VTS.

For simulation purposes, we assume a sphere-shaped target positioned in p =
[0, 0, 0]T (in TCS), with radius Rt = 1m (e.g., a racing bicycle during sports event

coverage). In all motion types, the UAV and target position/motion/deviation proper-

ties comply with the descriptions in Section 3.2. In addition, the video frame resolution

was set to W = 1280 pixels and H = 720 pixels. Simulations were carried out for

two desired video frame coverage percentages, i.e., cs = 25% and cs = 85%, corre-
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Figure 14: Maximum focal length fmax and fs for Medium Shot and Close-Up Shot, against time t, for

FLYBY.
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Figure 15: Maximum focal length fmax and fs for Medium Shot and Close-Up Shot, against time t, for

FLYOVER.
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Figure 16: Maximum focal length fmax and fs for Medium Shot and Close-Up Shot, against various UAV

positions, for MAPMT.
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positions, for MATMT.
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sponding to a Long Shot and a Close-Up Shot, respectively. Table 3 indicates that a

Long Shot is achievable for the UAV/camera motion types CHASE, ORBIT and for

LTS, while a Close-Up not feasible for any of these motion types.

For VTS, FLYBY, FLYOVER, MAPMT and MATMT the results are presented in

Figures 13, 14, 15, 16 and 17 respectively. In these motion types, a Long Shot is

achievable at all times (fs < fmax), but a Close-Up could cause visual tracking failure

in the presence of target velocity deviations.

The simulation results lead to the conclusion that 2D visual tracking of a real target

is indeed a fairly challenging task at greater zoom levels, if the target deviates non-

negligibly from the expected position on the next video frame.

4.3. Maximum permissible velocity deviation vector

By inverting the analysis made for fmax and fixing focal length to the fs needed

for a specific shot type, we can define the maximum permissible norm of the target

velocity deviation vector qt = [qt1, qt2, 0]
T . This way, one can pre-determine whether

a shot type is feasible from known/expected target/target route characteristics.

Below, we assume for simplicity that:

qt = qt1 = qt2, (52)

to demonstrate the process. By denoting t′ = t + 1, then qt is given by solving the

following equation, derived from Eq. (34):

(f2
sDq −A2

qB
2
q )q

2
t + 2A2

qBqCqqt −A2
qC

2
q = 0, (53)

where Aq = Rmaxdt′sxsy , Bq = xt′1+xt′2, Cq = F ‖ xt′ ‖
2 and Dq = s2xx

2
t′3B

2
q +

s2y ‖ xt′ ‖
2 (xt′1 − xt′2)

2.

When qt > 0, as in case 5 of the performed simulations, qt can be directly obtained

by:

qt =
AqF ‖ xt′ ‖

2

fs
√

Dq +Aq(xt′1 + xt′2)
. (54)

The maximum qt can be obtained similarly for other cases and UAV/camera motion

types, in order to estimate the range of permissible target velocity deviations for a

specific shot type-UAV/camera motion type combination.

4.4. AirSim simulations for evaluating shot feasibility rules

In order to evaluate the presented shot feasibility rules under actual media produc-

tion conditions, a realistic simulation was developed that implements the platform setup

discussed thus far and incorporates the proposed rules. To this end, AirSim [33] was

employed, i.e., an open source, highly realistic UAV simulation environment (based on

the Unreal 4 real-time 3D graphics engine). For the evaluation purposes two differ-

ent scenarios were developed (bike and track and field scenarios). In both scenarios,

the generated shots involve a moving target (cyclist or running athlete) and a UAV

equipped with a cinematographic camera, controlled by an API script, that follows the

target according to the desired shot type/camera motion type combination. Snapshots
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Figure 18: Snapsot from the synthetic, realistic evaluation environment. The UAV follows the target (bicycle)

while performing an ORBIT motion type. The focal length of the camera is set to 50mm, resulting in a Long

Shot shot type.

Figure 19: Snapsot from the scenario in the synthetic, realistic evaluation environment. The UAV follows a

running athlete while performing an ORBIT motion type.

from the generated footage are depicted in Figures 18 and 19, while an example 2D

plot of the target and UAV trajectories, during an ORBIT, are shown in Figure 20.

The various parameters (e.g., focal length, UAV height, initial position relative to

target etc.) were set similarly to the evaluation in Section 3.2. Rmax was set adaptively

to min( 1
2
H, wk

sy
Rim), where the latter term is the search region size, defined by the 2D

target ROI radius (in pixels) 1

sy
Rim, a constant scaling factor w (set here to 1.5, as is

the default value in [12]) and a varying scaling factor k ∈ [0, 1] that shrinks the search

region according to the proximity of the current ROI to the video frame borders, so as

to restrict out-of-frame ROI translations that would cause 2D tracker drift and gimbal

control failure.

Datasets created in such a manner can produce fully accurate results for both the

target and UAV 3D location. However, this is not in line with a real-world scenario

involving noisy GPS sensors. Thus, the 3D positions of both the target and UAV for

every time instance t were distorted according to a Gaussian noise distribution, so as

to simulate GPS measurements.

The experiments were carried out for all motion types, while attempting to achieve

three different shot types: Long Shot (LS), Medium Close-Up (MCU) and Close-Up
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Figure 20: 2D plot of the UAV and target trajectories in WCS, during an ORBIT session in the AirSim

simulator.

(CU). For evaluation purposes, we obtained the noisy 3D positions of both the target

and the UAV at every time instance t. Additionally, the previous noisy 3D position of

the target (from time instance t− 1) was employed to calculate its velocity. Assuming

that the target will follow momentarily a linear trajectory, we estimate its 3D position

in the next time instance (t′ = t + 1) and adjust the UAV motion, so that the desired

central composition framing is maintained. Then, at time instance t′, we compare the

2D projection of the estimated 3D target position with the 2D projection of the ground-

truth 3D target position. If the distance of the two ROI center points, Rf , is above the

Rmax limit, ground-truth tracking failure is assumed (Rf > Rmax). This is then com-

pared with the predictions of Eqs. (32) for the current maximal permissible focal length

and (51) for the desired one, regarding the current shot’s feasibility, given the noisy 3D

positions of the target and the UAV, the calculated target velocity and the estimated

target position on the next video frame. By employing the above the proposed method

assumes tracking failure when the desired focal length given by Eq. (51) is greater than

the result of Eq. (32), as described by Eq. (46). The velocity deviation vector qt in

Eq. (32) is simply calculated as the difference between the estimated target velocity at

time instance t− 1 and the actual target velocity at time instance t (distorted by noise).

Therefore, a reasonable assumption of temporally localized constant target accelera-

tion is made. Thus, true/false positive/negative prediction labels (TP, FP, TN, FN) are

computed for each time instance. Then, precision is calculated as P = TP
TP+FP

, recall

rate R = TP
TP+FN

and F-Measure as F = 2TP
2TP+FP+FN

.

In the first evaluation scenario of cycling, the mean precision, recall and F-Measure

of the proposed rules over all motion types were 0.929, 0.994 and 0.960, respectively.

Table 4 depicts the evaluation results per shot type, while Figure 21 contains the F-

Measure box-plots for all motion types, separately for each shot type. In the second

scenario of the running athlete, the mean precision, recall and F-Measure were 0.961,

0.927, 0.995 while the individual results per shot types are depicted in Table 5. Figure

22 demonstrates the F-Measure box-plots for all motion types in the second scenario,
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Figure 21: Box-plot of F-Measure for the three different shot types in the AirSim cycling evaluation test.

The line inside the boxes demonstrates the median value in each case. Overall, CHASE performed the best

and FLYOVER the worst.

L
S

M
C

U

C
U

0.8

0.9

1

Figure 22: Box-plot of F-Measure for the three different shot types in the AirSim track and field evaluation

test. The line inside the boxes demonstrates the median value in each case. Overall, VTS performed the best

and LTS the worst.
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Table 4: Mean evaluation results for the proposed shot feasibility rules over all motion types, in the realistic

AirSim cycling setup.

Shot type F-Measure Precision Recall

LS 0.992 0.991 0.997
MCU 0.956 0.923 0.993
CU 0.926 0.872 0.990
Mean 0.960 0.929 0.994

Table 5: Mean evaluation results for the proposed shot feasibility rules over all motion types, in the realistic

AirSim track and field setup.

Shot type F-Measure Precision Recall

LS 0.999 0.991 0.997
MCU 0.971 0.944 0.991
CU 0.913 0.845 0.999
Mean 0.961 0.927 0.995

separated per shot type.

In addition, the target ROI size calculation methodology was evaluated. As already

mentioned, we treat the target as a sphere-shaped object in order to derive the desired

focal length fs. This can lead to approximation errors in video frame coverage estima-

tion, especially with flattened targets. The focal length necessary to keep the desired

shot type was calculated for each video frame, using the noisy 3D UAV and target

positions, as well as the target ROI prediction for the next video frame.

The actual ROI-to-video-frame-height ratio was calculated at each time instance

and compared with the desired value of cs, as defined by each shot type. Figure 23 de-

picts the distribution of the actual video frame coverage vs the estimated one. Despite

variations in the actual target ROI size, the proposed fs calculation manages to keep

the estimated target ROI size within the video frame coverage range of the desired shot

type. Table 6 demonstrates the mean video frame coverage values for the three eval-
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Figure 23: Box-plot of the estimated vs the actual target video frame coverage for the three desired framing

shot types. Despite the simple sphere-based target modeling and the target/UAV localization noise, the

estimated target ROI size lies within the range of the same shot type as the actual target ROI size.
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Table 6: Desired, actual and estimated mean video frame coverage.

Shot type Desired cs Actual cs Estimated cs
LS 0.3 0.307 0.310
MCU 0.6 0.606 0.620
CU 0.85 0.872 0.880

uated shot types, over all the simulated motion types. Desired cs is the video frame

coverage percentage requested by the director, actual cs is the video frame coverage

percentage achieved by the produced ROIs, while estimated cs refers to the coverage

percentage that would be achieved if ground-truth, non-noisy UAV and target 3D posi-

tions were available. The largest deviation is observed in the CU case where, as already

demonstrated in Section 4, target tracking is not feasible most of the time.

5. Conclusions

In this paper, a close examination of the shot type constraints arising in computer

vision-assisted UAV active target following for cinematography applications has been

performed.To this end, a number of industry-standard target-tracking UAV motion

types have been strictly defined and geometrically modelled, while compatible shot

types have been identified for each case. Subsequently, maximum permissible cam-

era focal length, so that 2D visual tracking does not fail, as well shot type feasibility

conditions were analytically determined. The relevant derived formulas can be readily

employed as low-level rules in UAV intelligent shooting and cinematography planning

systems. Practical simulations showcase the validity of our findings, since results com-

ply with intuitive expectations in all cases.

Several extensions can be envisioned for the proposed rules. For instance, tighter

integration with a specific real-time 2D visual tracker may lead to improvements. Ad-

ditionally, since our formulas rely on the estimated velocity deviation vector q at each

time instance, learning to predict this vector from visual data (e.g., expected target

route) would be a promising avenue for future research. Such a prediction may con-

currently benefit the 2D visual tracker itself, as in [17] [39].
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3D Object Pose Estimation using Multi-Objective

Quaternion Learning
Christos Papaioannidis and Ioannis Pitas, Fellow, IEEE

Abstract—In this work, a framework is proposed for object
recognition and pose estimation from color images using con-
volutional neural networks (CNNs). 3D object pose estimation
along with object recognition has numerous applications, such as
robot positioning vs a target object and robotic object grasping.
Previous methods addressing this problem relied on both color
and depth (RGB-D) images to learn low-dimensional viewpoint
descriptors for object pose retrieval. In the proposed method,
a novel quaternion-based multi-objective loss function is used,
which combines manifold learning and regression to learn 3D
pose descriptors and direct 3D object pose estimation, using only
color (RGB) images. The 3D object pose can then be obtained
either by using the learned descriptors in a Nearest Neighbor
(NN) search, or by direct neural network regression. An extensive
experimental evaluation has proven that such descriptors provide
greater pose estimation accuracy compared to state-of-the-art
methods. In addition, the learned 3D pose descriptors are almost
object-independent and, thus, generalizable to unseen objects.
Finally, when the object identity is not of interest, the 3D
object pose can be regressed directly from the network, by
overriding the NN search, thus, significantly reducing the object
pose inference time.

Index Terms—3D object pose estimation, convolutional neural
networks, multi-objective learning, object recognition, quater-
nion.

I. INTRODUCTION

O
BJECT recognition and 3D pose estimation is a very

challenging computer vision task. It has been heavily

researched recently, due to its importance in robotics and

augmented reality applications. However, there is still a large

room for improvement, as occlusion, background clutter, scale

and illumination variations highly affect object appearance,

and, hence, reduce pose estimation accuracy.

3D object pose estimation typically derives object orienta-

tion in a camera coordinate system (Oc, Xc, Yc, Zc), e.g. in a

form of a quaternion q ∈ R
4. The rotation R ∈ R

3×3 between

the object coordinate system (Oo, Xo, Yo, Zo) and the camera

coordinate system can be defined by a unit quaternion, as

shown in Fig. 1. The 3D object pose estimation problem can be

considered as a regression problem, if q is continuous over R4

[1]–[3] or as a classification problem, if the 3D pose space has

been quantized in a predefined number of orientation classes

[4]–[6]. An alternative approach to 3D object pose estimation
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is transforming the 3D object pose regression problem into a

nearest neighbor (NN) one, by matching hand-crafted [7] or

extracted [8]–[11] image descriptors with a set of orientation

class templates via NN search. It has to be mentioned that the

3D object pose estimation problem addressed by this work

is a sub-case of 6D object pose estimation, where both the

rotation R ∈ R
3×3 and translation T ∈ R

3 between the

object coordinate system and the camera coordinate system

are estimated. Also note that, in this paper, we focus on

rigid object pose estimation, and articulated objects are not

considered (e.g., human body) [12].

Both classification and regression are typical machine learn-

ing problems. Deep learning and especially Convolutional

Neural Networks (CNNs) [13] showed remarkable perfor-

mance in such computer vision tasks, e.g. object detection

[14]–[16], recognition [17], [18] and instance segmentation

[19]. Deep CNNs were also successfully used for 6D object

pose estimation [20]–[24], where both the 3D rotation and 3D

translation of the object are estimated. CNNs usually require a

huge amount of training data, and there is limited availability

of object images annotated with their ground truth 3D pose,

due to the inherent difficulty in estimating such a ground

truth. However, 3D object models, if available, can be used

to create large amounts of synthetic object images along with

their ground truth poses for CNN training [8]–[11], [25]. In the

proposed method, a lightweight CNN model is trained using

both real and synthetic color object images.

Since most pose estimation methods rely on deep network

architectures and/or RGB-D data, our goal is to offer a

lightweight and reliable RGB only-based 3D object pose

estimation method, which can be utilized in embedded sys-

tems. Inspired by [10], the proposed method utilizes siamese

and triplet CNNs to calculate 3D object pose features. By

combining manifold learning and regression, the CNN learns

to produce pose features from which both the object identity

and 3D pose can be inferred. However, in contrast to [10],

the proposed CNN model is forced to learn features, whose

distance in the feature space is proportional to the correspond-

ing quaternion distance. To this end, a novel quaternion-based

multi-objective loss function is proposed, which combines

the strengths of both manifold learning and regression. The

trained CNN model demonstrates state-of-the-art 3D object

pose estimation accuracy along with object classification. In

addition, the object identity and 3D pose are estimated in real

time, hence, rendering it suitable for embedded computing

in autonomous robotic systems, such as drones. In drone

cinematography [26]–[34], 3D target (object) pose estimation

is essential for autonomous navigation and visual drone control

Copyright © 2019 IEEE. Personal use of this material is permitted. However, permission to use this material for any other purposes must be obtained from
the IEEE by sending an email to pubs-permissions@ieee.org. Please cite the publisher maintained version in your work. DOI: 10.1109/TCSVT.2019.2929600
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to achieve the desired cinematography planning objectives,

e.g., to get object views from various view angles (poses).

To summarize, this paper offers the following novel contri-

butions:

• introduction of a novel loss function that utilizes quater-

nions and forces the CNN to learn robust pose features

along with direct 3D pose regression;

• improvement in 3D object pose estimation accuracy com-

pared to state-of-the-art (SoA), while using only color

images as input (without depth information);

• demonstration of the generalization ability of the pro-

posed method by performing experiments with previously

unseen objects;

• examination of various quaternion distance metrics that

resemble the real 3D pose differences, to be used in the

proposed loss function.

Previous pose estimation methods are reviewed in section

II. The proposed QL object pose estimation method and its

advantages over previous work are presented in section III.

The experimental setup and the extensive evaluation of the

proposed method compared to SoA methods can be found in

section IV. Finally, conclusions are presented in section V.

II. RELATED WORK

Object recognition and 3D pose estimation have been very

active research topics. Early methods were based on sparse

feature matching [35] or used 3D point clouds and Point-to-

Point matching [36], [37] for 3D object recognition. By using

depth information, good 3D object pose estimation results

have been achieved for textureless objects [7], [9], [38]–

[43]. A template matching framework for object detection and

pose estimation from RGB-D images was presented in [7].

However, it was sensitive to occlusions. This approach was

later extended to be used in heavily cluttered and occluded

scenes by employing Latent-Class Hough Forests [40]. In

another direction, random forests were used to estimate the

3D coordinates and the labels of every pixel of the input

image, in order to subsequently retrieve the 3D pose [41]. This

was extended in [42], by exploiting the uncertainty over pixel

3D coordinates and labels with an auto-context framework to

improve 3D pose estimation accuracy.

Recently, CNNs were used to accurately estimate the 3D

pose of specific objects. Pre-trained object classification CNNs

have been further trained to perform object recognition along

with pose estimation from RGB-D images [43]. Pre-trained

CNNs were also used in [3] to estimate the camera pose and

location from RGB images in an end-to-end manner, while

using a quaternion representation for 3D rotations. Also, a

pre-trained VGG-M [44] network on ImageNet was used as a

base network, coupled with a trained pose estimation network

in [45] to perform 3D pose regression. However, a separate

pose network for each object of interest is needed in this

case. Convolutional auto-encoders were used in [9] to regress

descriptors of locally-sampled RGB-D patches for 6D pose

estimation.

More recent deep learning methods utilize state-of-the-art

object detection [14], [15] and instance segmentation [19]

Xo

Yo

Zo

Yc

Zc

Xc

Oc

Oo

R,q

Fig. 1. 3D object pose definition.

network architectures to the 6D object detection problem.

A 6D object pose estimation pipeline was introduced in

[21]. Two separate CNNs perform object segmentation and

estimation of the 2D location of the 3D object bounding

box projections, given the segmentation. The 6D object pose

can then be computed using a PnP algorithm [46]. A similar

method was used in [23] to regress the 6D object pose using

the estimation of the 2D location of the 3D bounding box

projections and a PnP algorithm, without the extra CNN

segmentation. A different pipeline was used in [22] where

a CNN regresses the 2D bounding box of the object. Based

on that, it further predicts the object depth, which is used to

calculate the object 6D pose. In contrast, the 6D object pose

can be directly regressed [20], by extending the Mask-RCNN

[19] network architecture by a pose estimation branch. Another

interesting approach is introduced in [24], where the SSD [14]

object detector is used to detect objects in an image, and then,

an Augmented Autoencoder is employed on the detections to

learn image features that represent rotations. At test time, the

calculated image features are matched with a precomputed

codebook using a NN search and the corresponding 3D object

poses are returned as estimations.

A different approach for 3D object pose estimation using

lightweight CNNs was introduced in [8], where a framework

involving siamese [47], [48] and triplet networks [49] was

utilized to learn discriminative features. A NN search is then

used on the learned features, in order to obtain the 3D object

pose and the object identity label. Later, a dynamic margin was

employed in the loss function to improve the robustness of the

resulting low-dimensional features [11]. In another approach,

the ground truth 3D object poses were used in the optimization

process [10] to learn more discriminative features for simul-

taneous 3D object pose estimation and object recognition. By

enforcing a direct relationship between the learned features

and the real pose label differences, the model yielded pose

features that greatly improved the 3D object pose estimation

performance compared to [8]. However, all aforementioned

methods rely mostly on RGB-D images to achieve high 3D

object pose estimation accuracy. Furthermore, 3D object pose

estimation in [8], [10], [11], exclusively employs NN search,

which can be slow as the number of objects increases. As depth

sensors, in contrast to color cameras, are not always available,

e.g. in drones operating outdoors primarily due to cost and

weight considerations, a reliable RGB-based 3D object pose
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(a) quaternion Euclidean distance (b) 3D cosine distance (c) inverse cosine distance

Fig. 2. The three different quaternion distances plotted against d(Ri,Rj).

estimation method is needed.

III. 3D OBJECT POSE ESTIMATION

Let an input image x ∈ R
D (where D = H ×W × C is

the number of elements in a vectorized form, with height H ,

width W and color channels C) depict an object at a specific

pose. The objective of 3D object pose estimation methods

is to learn a function φ(x,w), in order to map x to the

3D pose space. The function φ(x,w) can be a continuous

differentiable CNN function equipped with parameter vector

w. To this end, three approaches can be considered. The most

obvious one is to train a CNN to regress an object image to its

pose, without employing any additional information about the

object identity. Alternatively, the same goal can be achieved

by classification, if the 3D pose space is quantized to represent

3D pose classes. Finally, another approach is to obtain the pose

implicitly, by employing the same CNN architecture as feature

extractor, while discarding the regression or classification layer

completely. That is, the focus is shifted towards learning lower

dimensional 3D pose features, which are then matched with a

set of precomputed image database features via NN search

[8], [10], [11]. By following this pipeline, besides the 3D

object pose, the identity of the object can also be predicted at

the same time: the estimated object identity and 3D pose are

the ones associated with the retrieved closest image from the

database.

A. Unit quaternions and quaternion distance

All possible 3D object orientations in space can be described

by the Special Orthogonal Group SO(3), where each rotation

is represented by an orthonormal matrix R ∈ R
3×3,

R =
[

cosφ cosψ cosφ sinψ sin θ − sinφ cos θ cosφ sinψ cos θ + sinφ sin θ
sinφ cosψ sinφ sinψ sin θ + cosφ cos θ sinφ sinψ cos θ − cosφ sin θ
− sinψ cosψ sin θ cosψ cos θ

]

,

where φ, θ, ψ are the so-called Euler angles that describe 1D

rotations around axes X,Y, Z, respectively. Matrix R satisfies

RTR = I3, det(R) = 1. A geometrically meaningful distance

metric between two rotation matrices Ri,Rj can be defined

as follows [50]:

d(Ri,Rj) = ‖ log(RT
i Rj)‖2, (1)

where log(R) is the matrix logarithm and ‖ · ‖2 is the

Frobenius norm. This distance metric measures the length of

the shortest path between two points (Ri,Rj) on the SO(3)
[50]. However, using rotation matrices to represent rotations

in embedded systems has some drawbacks. A rotation matrix

R ∈ R
3×3 consists of 9 variables which are not independent

and have only 3 degrees-of-freedom, making the training

process difficult. Also, each rotation matrix requires 9 floating

point numbers, which can be problematic when limited storage

space is available. In addition, estimating rotation matrices

can result in matrices that are no longer orthonormal [50], i.e.

RTR 6= I3, due to estimation errors. Training the CNN to esti-

mate the Euler angles (φ, θ, ψ) can also be problematic, as the

Euler angle representation suffers from the gimbal lock [51]

problem, which can cause ambiguity problems during CNN

training [2]. Alternatively, every rotation can be determined by

its unit rotation axis u ∈ R
3, u = [ux, uy, uz]

T and its rotation

angle θ ∈ R. Using this so-called axis-angle representation,

unit quaternions can be defined. A unit quaternion q ∈ R
4,

q = [q0, q1, q2, q3]
T = ±[cos θ

2 ,u
T sin θ

2 ]
T , ‖q‖2 = 1, also

represents a rotation of angle θ around the rotation axis u.

Unit quaternions offer a preferable alternative for rotations

representation, as they offer a more compact representation

compared to rotation matrices. Moreover, although estimation

errors can also cause a unit quaternion to have magnitude

different than 1, it is more straightforward to re-normalize it to

unity in comparison to re-normalizing a noisy rotation matrix

[50] via SVD. Unit quaternion representation is also preferred

over Euler angle representation as it avoids the gimbal lock

problem. It has to be noted that unit quaternions double-cover

the SO(3) as q and −q represent the same rotation. However,

by enforcing q0 ≥ 0, there is a one-to-one correspondence

between rotation matrices and quaternions [52].

In this work, the unit quaternion rotation representation

is used, due to its advantages (compact, numerically sta-

ble). Therefore, a need for a distance metric that uses

unit quaternions is obvious. Three different quaternion dis-

tances are examined to find the best approximation of (1),

a) the squared Euclidean distance dE = ‖qi − qj‖
2
2, b)

the 3D cosine distance, which is simplified to the squared

Euclidean distance between Full-Angle Quaternions qfaq ,

dC = ‖qfaqi − qfaqj‖
2
2 [53] and c) the inverse cosine
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distance, dIC = 2arccos(|qT
i qj |) [11], [50]. Ideally, a linear

relationship between the quaternion distance metric and (1) is

desirable.

All three quaternion distance metrics are plotted against

(1) in Fig. 2. The squared Euclidean distance between unit

quaternions cannot be used as a rotation distance metric due

to the highly non-linear relation to d(Ri,Rj). The 3D cosine

distance offer a better rotation distance metric using quater-

nions but can also be problematic, especially in small pose

differences. The inverse cosine distance offers a quaternion

distance that best resembles the distance between rotation

matrices (1) and thus, is the one used in the proposed method.

B. Previous state-of-the-art pose feature learning methods

The pose feature learning approach offers significant ad-

vantages over direct 3D pose regression or classification, as it

only requires a lightweight CNN architecture and is scalable

to the number of objects [11]. In this case, in order to obtain

discriminative and robust pose features, a manifold learning

loss function is needed for CNN training. The learned features

can then be used in the NN search for 3D object pose and

identity retrieval. The overall loss function can be defined as

follows:

L = Ld + λ‖w‖22, (2)

where Ld focuses on feature learning, λ is a regularization

parameter and ‖w‖2 is the L2-norm of the network parameter

vector. This framework is based on a training dataset with each

sample si being of the form si = {xi, ci,pi}, i = 1, . . . , N ,

where xi is the input object image, ci is the object identity

label and pi is the 3D object pose. Then, different training

samples form sets of pairs P = {si, sj} and triplets T =
{si, sj , sk}, which are used in (2) to train the CNN to learn

features f , from which the 3D object pose and identity class

can be retrieved.

Previous work [8], [10], [11] followed this framework by

utilizing siamese and triplet networks to learn features for

3D object pose estimation. Manifold learning for 3D pose

estimation was first introduced in [8], by employing the overall

loss function:

L = Lpairs + Ltriplets + λ‖w‖22. (3)

If sample si = {xi, ci,pi} is an anchor sample coming from

the training dataset, sample pairs {si, sj} coming from the

same object and corresponding to very similar poses contribute

to the pairwise loss:

Lpairs =
∑

(si,sj)∈P

‖fi − fj‖
2
2. (4)

Also, triplets {si, sj , sk} were defined in the following way:

• either si, sj belong to the same object and sk to any

different object or,

• all three samples si, sj , sk belong to the same object,

with pi, pj being similar 3D poses, while pi, pk being

dissimilar ones.

Triplets were used to define the triplet loss Ltriplets as follows

[8]:

Ltriplets =
∑

(si,sj ,sk)∈T

max

(

0, 1−
∆−

∆+ + ε

)

, (5)

where ε is a margin value and ∆+ = ‖fi − fj‖2, ∆− =
‖fi − fk‖2 are the Euclidean feature distances between the

similar (si, sj) and dissimilar (si, sk) samples in the triplet

{si, sj , sk}.

As indicated by (3), a direct pose regression term is absent.

Therefore, the estimated pose can only be obtained via NN

search. Furthermore, the absence of a regression loss term

in the total loss function leads to inferior performance, as

demonstrated in [10].

The total loss function (3) introduced by [8] was extended

in [11], where a dynamic margin εd was used in (5) instead

of the static ε. The dynamic margin εd, which utilized unit

quaternions and the inverse cosine distance, was defined as:

εd =

{

2 arccos(|qT
i qj |) if ci = cj ,

n else, for n > π.
(6)

It should be noted that in both works [8], [11] the real

sample 3D poses were not utilized in the training process, in

contrast to [10], where the total loss function is given by:

L = Lpose + Lobject + Lregression + λ‖w‖22, (7)

having the regression term Lregression. The pairwise loss

Lpose used sample pairs {si, sj} from the same object that

may have different 3D poses:

Lpose =
∑

si,sj

{‖fi − fj‖
2
2 − δ(pi,pj)}

2, (8)

where δ is the squared Euclidean distance ‖pi−pj‖
2
2 between

the ground truth poses pi,pj . In addition, depth information

was also used to weigh the contribution of each sample

pair. Lpose was used to impose 3D object pose difference

information on the pose feature vectors fi, fj . Lobject used

triplets {si, sj , sk} in order to train the model to deal with

samples coming from different objects and was defined as:

Lobject =
∑

si,sj ,sk

∆+

∆− + ε
, (9)

where si, sj belong to the same object identity and sk to any

other object identity. The regression loss, Lregression, used in

their method was a RMS error ‖p − p̂‖22 over all samples,

again weighted by a depth-related term, where p, p̂ is the

ground truth and the regressed 3D object pose, respectively.

C. Proposed QL object pose estimation method

The total loss function used in the proposed quaternion

learning (QL) 3D object pose estimation method is:

L = Ldesc + Lqreg + λ‖w‖22. (10)

The novel loss function Ldesc aims at learning robust features

from which, both the object identity and the 3D pose can be

inferred. The quaternion regression loss function Lqreg , apart
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from allowing the network to directly predict object 3D poses,

also enhances feature learning, by inferring extra information

about the 3D object poses in the optimization process.

Unit quaternion regression needs some special care, as

the four quaternion entries q0, q1, q2, q3 are not independent.

The term sin θ
2 is found in all three entries q1, q2, q3, while

cos θ
2 contributes to q0. As a result, direct regression to unit

quaternions leads to inferior performance [2], as it is difficult

for the CNN to learn this dependence between q0, q1, q2, q3. In

contrast, in the proposed method, the independent axis-angle

rotation representation entries r = [θ′, u1, u2, u3]
T , θ′ = θ

2
are regressed, as depicted in Fig. 3. Ultimately, the 3D pose

quaternion regression error can be defined as follows:

Lqreg = ‖q− q̂‖22, (11)

where:


















q̂0 = cos(θ′)

q̂1 = u1 sin(θ
′)

q̂2 = u2 sin(θ
′)

q̂3 = u3 sin(θ
′).

(12)

It is worth mentioning that the output of the network q̂ is

not strictly forced to have magnitude 1 (e.g. by applying

L2 normalization), as it makes the CNN training harder [2].

Nevertheless, by using unit quaternions as labels, the regressed

q̂ norm does not diverge too much from the unit norm.

During testing, L2 normalization can be applied to ensure unit

quaternion estimation.

Note that, the inverse cosine distance 2arccos(|qT q̂|) could

have been used as the regression loss function Lqreg , since it

is proven to be a better quaternion distance metric (III-A).

However, in the case of using the inverse cosine distance

for regression, the partial derivative of 2arccos(|qT q̂|) with

respect to q̂i needs to be calculated. This derivative causes

problems during training. More specifically, the gradient is

not continuous in the interval (−1, 1) at point 0 and gets

extreme values at the points where 2arccos(|qT q̂|) → 0, i.e.,

its optimal position, as can be seen below:

∂

∂q̂i
(2arccos(|qT q̂|)) = −

2qi(q
T q̂)

√

1− (qT q̂)2|(qT q̂)|
, (13)

where qi is an element of q. The proposed regression loss

function (11) in fact minimizes the inverse cosine distance

indirectly. Lqreg is minimized when q̂ approaches q, and since

q is a unit quaternion, the dot product between q and q̂ will be

close to 1. Therefore, minimizing (11) leads to minimizing the

inverse cosine distance as well, avoiding convergence issues.

3D pose descriptor learning requires a discriminative fea-

ture space, in order to exploit the learned features in the

NN search and obtain accurate 3D object pose and identity

estimation. Ideally, features coming from different 3D ob-

jects should be distinct, forming distinguishable and compact

classes. Moreover, the distance between features of samples

with similar poses should be small and their distance for ones

with dissimilar poses should be large, in order to form 3D

object pose sub-clusters within the object identity classes. To

accomplish these requirements, a triplet loss function must

be utilized in conjunction with a pairwise loss function for

f r
q

w

x

Fig. 3. CNN architecture for 3D object pose regression.

CNN training. The triplet loss function ensures the formation

of object clusters in the feature space, while the pairwise loss

function is used to infer 3D pose similarity or dissimilarity.

In order for such loss functions to be used, the data used

for CNN training Strain = {s1, . . . , sN} consist of N data

samples, where each sample si = {xi, ci,qi}, i = 1, . . . , N
contains an RGB image xi of an object, its assigned object

identity label ci ∈ C = {c1, . . . , cL} and the corresponding 3D

pose quaternion qi ∈ R
4. Let P = {si, sj}, T = {si, sj , sk}

be sets containing training sample pairs and triplets, respec-

tively. The proposed feature learning loss function is of the

following form:

Ldesc = Lp + Lo (14)

The pairwise loss Lp is computed on pairs {si, sj} ∈ P , where

the samples si, sj belong in the same object identity cl, l =
1, . . . , L. Lp is used to enforce pose similarity within the same

object identity cl. Therefore, if fi = f(xi) ∈ F ⊂ R
d are the

features obtained from the last fully connected CNN layer

having xi as input, the pairwise loss is defined as:

Lp =
∑

si,sj

{‖fi − fj‖
2
2 − 2 arccos(|qT

i qj |)}
2, (15)

where |qT
i qj | is the absolute value of the inner product

between the ground truth 3D object pose quaternions qi, qj .

Essentially, Lp forces the Euclidean feature distance between

two samples from the same object identity to be equal to the

quaternion distance between the corresponding 3D poses qi,

qj . Thus, if the quaternion distance is small, the optimization

process forces the corresponding feature distance to be small

as well. The same applies if the quaternion distance between

the pair 3D poses is large. Therefore, Lp leads to the formation

of pose-related clusters in the feature space F . Based on

this, the features obtained from the proposed method will be

referred as 3D pose descriptors and, thus, the feature space F
as descriptor space.

The triplet loss term Lo in (14) enforces the 3D pose

descriptors coming from same-object class samples to have

smaller distances in the descriptor space, when compared

to the distances of descriptors calculated from different ob-

ject identity samples. For this purpose, the sample triplets

{si, sj , sk} ∈ T , consist of samples si, sj coming from the

same object identity cl, l = 1, . . . , L, while sk is a sample

coming from any different object identity. Lo is similar to

(9) so that the distance in the descriptor space between the
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TABLE I
TOTAL LOSS FUNCTIONS USED IN THE METHODS OF [8], [10], [11] AND THE PROPOSED METHOD.

[8] L =
∑

‖fi − fj‖
2
2 +

∑

max
(

0, 1−
∆

−

∆++ε

)

+ λ‖w‖22

[11] L =
∑

‖fi − fj‖
2
2 +

∑

max
(

0, 1−
∆

−

∆++εd

)

+ λ‖w‖22, εd =











2 arccos(|qT
i qj |) if ci=cj ,

n else,for n>π











[10] L =
∑

{‖fi − fj‖
2
2 − ‖pi − pj‖

2
2}

2 +
∑ ∆+

∆
−
+ε

+
∑

‖pi − p̂i‖
2
2 + λ‖w‖22

ours L =
∑

{‖fi − fj‖
2
2 − 2 arccos(|qTi qj |)}

2 +
∑ ∆+

∆
−
+ε

+
∑

‖qi − q̂i‖
2
2 + λ‖w‖22

same object identity is forced to be smaller than the distance

between object descriptors coming from different classes. ε

is a small regularizing constant, that also prevents having a

zero denominator in (9). Essentially, Lo minimizes the within

object class cluster distance in the descriptor space.

The critical difference of the proposed QL object pose

estimation method compared to previous work is that we

use the quaternion distance between the ground truth 3D

object poses in the pairwise loss function (15) instead of

the Euclidean distance δ used in [10]. Furthermore, inspired

by [2], a regression loss function (11) that enables 3D pose

quaternion estimations is also used, in conjunction with (14)

for CNN training. These two novelties provide superior 3D

object pose regression performance, as shown in the next

sections. The total loss functions used in [8], [10], [11] and

the proposed method are presented in Table I.

IV. EXPERIMENTAL RESULTS

In this section, a detailed description of the dataset genera-

tion is given, along with implementation details. In addition,

the employed baseline models and performance evaluation, are

presented.

A. Object pose dataset generation

Since all related methods [8], [10], [11] used the LineMOD

dataset [54] for their experiments, all our experiments were

performed using the same dataset, to ensure a fair comparison.

The LineMOD dataset consists of RGB-D sequences of

fifteen different every-day objects, along with their 3D poses.

In addition, for each object, a 3D mesh model is available.

These data were used to create three separate sets, the training

Strain, template Stempl and test Stest sets, respectively. In the

proposed method, each set consists of samples s = {x, c,q}
where x is only the RGB object image (by dropping depth

information) and c, q are the corresponding object identity

label and the assigned ground truth 3D pose quaternion,

respectively. The Strain set is used in the training process

of the network. The template Stempl set is used in 3D object

pose estimation performance evaluation, where it acts as a

database: its elements are matched to the test images via NN

search. The Stest set is used only in the test stage, where the

trained network is evaluated using the appropriate performance

evaluation metrics. It has to be noted that Strain set contains

a mixture of real and synthetic RGB images, while Stest,

Stempl consist only of real and synthetic images, respectively.

Synthetic images were rendered from the corresponding 3D

mesh models, as described below.

The synthetic data were created by rendering the available

object mesh models by positioning a virtual camera at various

viewpoints on a half dome over the 3D object model [8].

At first, the camera viewpoints were at the vertices of a

regular icosahedron. By recursively subdividing each triangle

into 4 sub-triangles, more viewpoints were defined, and thus,

a denser viewpoint sampling was created. For the Stempl

database viewpoints, the subdivision was applied only two

times, resulting in 301 evenly distributed viewpoints. For

the synthetic data used in the training set, the subdivision

was performed one more time, ending up in 1241 different

viewpoints. The object was then rendered as seen from each

such viewpoint. After rendering the synthetic images of Strain,

background fractal noise [55] was added. Using fractal noise to

simulate backgrounds is a common technique [8], [10], [11]

and it was proven to be the most suitable type of synthetic

noise to be used as background, when the test set environment

is not known beforehand [11]. Since it is desirable our model

to generalize well to different image domains and fractal noise

was also used as background for synthetic images in the

most similar methods [8], [10], we also use fractal noise as

background for the synthetic images.

The real world data were included both in the training and

test datasets, by ensuring a uniform viewpoint distribution over

the viewing domain (hemisphere). The samples were roughly

50%-50% split over the training and test set, as in [8]. Given

that the camera intrinsic parameters were provided with the

dataset, RGB image patches x were extracted from a bounding

cube centered at the object center and all values beyond this

bounding cube were clipped. These image patches were then

stored along with their objects class c and the corresponding

3D pose quaternion q, forming a sample s.

It has to be noted that the synthetic images used in Stempl

have no added noise, as the network should map the noisy

synthetic and the real world input images to the same location

in the descriptor space, with the map of clean template images.

Examples of real and synthetic images are shown in Fig. 4.

Rotationally invariant objects. Some of the LineMOD

dataset objects are rotationally invariant to different degrees,

as also pointed out in previous work [8], [10]. Specifically,

the objects bowl, cup, eggbox and glue needed to be treated

differently from the rest, when creating our pairs and triplets

for the training process. Similar to [8], we treated the bowl

object as fully rotationally invariant, meaning that the az-

imuth of the viewing angle should not be considered, as

the bowl appearance is the same over all different azimuth

angles. Moreover, the objects eggbox and glue were treated
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TABLE II
3D OBJECT POSE ESTIMATION AND OBJECT CLASSIFICATION ACCURACY.

Angular threshold t

5° 10° 15° 20° 30° 40° 45° Mean (Median) ± Std

Object

classification

3DPOD [8] 36.47% 64.11% 77.32% 83.87% 89.37% 91.78% 92.71% 16.38°(8.10°) ± 27.24° 96.11%

PEDM [11] ⋆ - 60.00% - 93.20% - 98.00% - - 99.30%

PGFL [10] 37.19% 80.30% 92.73% 96.26% 98.49% 99.14% 99.26% 7.61°(6.12°) ± 8.57° 98.80%

QL (ours) 40.15% 79.42% 93.66% 97.77% 99.63% 99.93% 99.95% 6.87°(5.91°) ± 5.08° 98.80%

PGFLd [10] † 34.11% 75.02% 90.53% 95.36% 98.35% 98.96% 99.20% 8.07°(6.51°) ± 8.78° 97.23%

QLd (ours) † 36.13% 74.05% 91.15% 96.72% 99.34% 99.74% 99.79% 7.51°(6.38°) ± 6.32° 97.78%

⋆ The results of PEDM are directly cited from [11] with RGB-D setting.
† Refers to training the models without regression loss.

(a) real (b) synthetic (c) template (d) cyclist

Fig. 4. Examples of images used for CNN training and testing.

as 180° symmetric around the z-axis. As also stated in [8],

the cup object is a special case, because, when the handle

is not visible, it can be treated as a rotationally invariant one.

However, this is not always the case, as, for example, when its

handle is visible. In this work, we also treated it as rotationally

invariant, as in [8].

B. CNN implementation details

The CNN used in the proposed method has the same

architecture to [8], [10], [11], while, in our case, the input

layer has only 3 channels (RGB). The first two network layers

are convolutional ones with max-pooling and a rectified linear

(ReLU) activation function, followed by two fully connected

layers. The final fully connected layer produces the 3D pose

descriptor vector f ∈ F ⊂ R
d. In all the experiments, the

descriptor dimensionality was set to d = 32, as we have

seen no benefit by its further increase. For the quaternion

regression, an extra fully connected layer is added after the

descriptor layer. Then, as depicted in Fig. 3, this layer is

followed by the quaternion activation layer, which maps the

regressed r vector to q̂, according to (12). The overall CNN is

trained using the stochastic gradient decent method [56], with

momentum 0.9 and initial learning rate of 0.01, as in [10].

The learning rate is reduced in every epoch and the batch size

was set to 120. Keras [57] with Tensorflow [58] backend, were

used for the proposed method implementation.

C. Evaluation procedure

In all experiments the models were trained using the

LineMOD dataset as modified by [8]. The proposed method is

compared to the baseline methods of [8], [10], [11]. It has to

be noted, that the method of [10] was implemented in Python,

as the code was not publicly available. At first, a CNN model

was trained by following the method described in [10] and

using the RGB-D sequences of the LineMOD dataset. This

was only to ensure that our implementation of [10] had a

similar performance with the one reported in [10], which is

based on RGB-D data. Then, by using the same optimization

framework, a different model was trained from scratch, this

time using only RGB images as inputs and by omitting any

depth-related information in the total loss function. This RGB-

based CNN model is denoted by PGFL, where the estimated

3D object pose is obtained by NN search. In addition to the

PGFL model, which was trained using the total loss function

(7), another model was trained using again RGB images as

inputs and only the Lpose, Lobject terms. This new CNN model

is referred as PGFLd. Similarly, two different CNN models

of the proposed method were trained, denoted as QL and QLd.

QL is trained with the full multi-objective loss function (10)

and the QLd model is trained using only the proposed pose

descriptor learning term Ldesc in (10) (without the quaternion

regression term Lqreg). Moreover, using the available code for

[8], a model was trained with the RGB setting and is denoted

by 3DPOD. Also, the method of [11] is denoted by PEDM .

Note that, in all models reported in Table II, the estimated 3D

object pose is the ground truth pose assigned to the closest

Stempl sample retrieved by the nearest neighbor search.

Given a test sample s = {x, c,q} coming from Stest, the

3D object pose estimation error between the ground truth pose

q and the corresponding estimated pose q̂, is the angular error

in degrees, calculated using the inverse cosine distance:

err(q, q̂) = 2 arccos(|qT q̂|). (16)

The 3D pose estimation accuracy at threshold t is then defined

as the percentage of test samples, for which the angular error

between the estimated and the ground truth pose is below

a threshold angle t, err(q, q̂) < t. It should be noted that,

the pose estimation accuracy is calculated only for the test

samples that were correctly matched to their corresponding

object identity. A comparison of the performance between

the proposed CNN model QL and the baseline CNN models

3DPOD, PEDM and PGFL for threshold angle values
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TABLE III
3D OBJECT POSE ESTIMATION ACCURACY OF THE PROPOSED QL AND PGFL [10] METHODS FOR EACH LINEMOD OBJECT, FOR ANGLE THRESHOLDS

t ∈ [5o, 15o, 30o].

ape benchv bowl cam can cat cup driller duck eggbox glue holep iron lamp phone

5°
PGFL [10] 33.53% 34.57% 72.74% 36.32% 35.42% 32.35% 33.14% 29.87% 37.68% 37.13% 34.41% 29.74% 35.71% 36.82% 37.82%

QL (ours) 32.56% 32.23% 97.70% 33.43% 32.40% 35.80% 39.91% 27.23% 31.06% 49.02% 48.66% 31.71% 34.58% 34.00% 37.72%

15°
PGFL [10] 95.05% 91.90% 98.66% 95.36% 91.22% 91.48% 93.63% 86.63% 91.06% 89.84% 96.29% 91.35% 92.20% 91.46% 94.63%

QL (ours) 93.83% 93.10% 100% 93.95% 91.24% 91.86% 95.50% 85.92% 91.44% 98.04% 99.10% 92.86% 91.88% 92.53% 92.63%

30°
PGFL [10] 99.40% 98.75% 99.85% 98.80% 98.11% 98.45% 99.42% 94.96% 99.12% 97.91% 99.53% 98.58% 98.70% 96.10% 99.42%

QL (ours) 99.69% 100% 100% 100% 99.53% 99.85% 100% 97.65% 99.71% 100% 100% 99.43% 99.03% 99.54% 99.86%

t ∈ [5◦, 10◦, 15◦, 20◦, 30◦, 40◦, 45◦] is shown in Table II,

where the object classification accuracy is also reported. It

should be noted that, since the code of [11] could not be

made available, the results reported in [11] are directly cited

in Table II only for threshold angle values t ∈ [10◦, 20◦, 40◦].
The proposed method improves the 3D object pose estimation

accuracy, particularly when high pose estimation accuracy

is needed, e.g. err(q, q̂) < 5◦. Also, note that, if we are

just interested on coarse 3D object pose estimation, i.e., by

classifying it to frontal, side, back, top views, the threshold

t = 45◦ should be used.

To further evaluate the 3D object pose estimation per-

formance of the proposed method, the mean and standard

deviation values of the pose estimation error (16), are also

presented in Table II. These values were also calculated using

the estimations of the proposed and all baseline CNN models

for samples coming from Stest, that were correctly classified to

their object identity. The proposed model QL have lower mean

and standard deviation values of the angular error compared

to all baseline models.

The effect of using the quaternion distance in (15) can be

seen by comparing the performance of PGFLd and QLd

reported in Table II. The quaternion distance used in the

pairwise loss, boosted the 3D object pose estimation perfor-

mance both in terms of accuracy and mean angular error.

Since the quaternion distance used in the proposed method is a

better metric for 3D pose differences, the similar-pose clusters

formed in the descriptor space by Lp are more compact,

allowing the network to more successfully retrieve the closest

Stempl sample. Also, the object classification rate is slightly

increased, meaning that the object identity clusters in the

descriptor space were less affected by the quaternion distance.

Moreover, the comparison between QLd and QL shows that,

when the quaternion regression term Lqreg is also included in

the total loss function during the training process (QL), the 3D

object pose estimation accuracy, the mean angular error and

the object classification results are further improved. As the

pose estimations are obtained by NN search on the descriptor

space, this means that Lqreg , when combined with Ldesc,

forces the CNN to learn more robust 3D pose descriptors.

The 3D pose estimation accuracy for each object in the

LineMOD dataset is presented in Table III. The comparison

is conducted between the proposed method QL and the

second best performing method PGFL for threshold values

t ∈ [5o, 15o, 30o], which cover the high, medium and low

TABLE IV
PROPOSED METHOD 3D OBJECT POSE ESTIMATION ACCURACY BY CNN

REGRESSION OR VIA NN SEARCH.

Angular threshold t

5° 15° 30° 45° Mean (Median) ± Std
Inference

time

QLR 21.18% 72.53% 86.79% 89.93% 23.32°(8.99°) ± 42.07° 2.8 ms

QL 40.15% 93.66% 99.63% 99.95% 6.87°(5.91°) ± 5.08° 5.3 ms

TABLE V
3D OBJECT POSE ESTIMATION PERFORMANCE ON AN UNSEEN OBJECT.

Angular threshold t

5° 15° 30° 45° Mean (Median) ± Std

PGFL [10] 31.99% 59.31% 73.57% 77.68% 33.28°(10.57°) ± 48.70°

QL (ours) 49.00% 82.35% 90.81% 93.23% 15.88°(5.06°) ± 35.37°

PGFLd [10] † 30.37% 53.26% 64.94% 71.79% 40.10°(12.59°) ± 53.15°

QLd (ours) † 36.26% 63.17% 76.14% 83.00% 29.16°(8.58°) ± 46.79°

† Refers to training the models without regression loss.

accuracy areas, respectively. The reported results show that

the performance for the rotationally invariant objects (bowl,

cup, glue, eggbox) is increased, especially in the high accuracy

threshold (t = 5o). This can be explained by the fact that the

model should only learn to encode the elevation in the case

of fully rotationally invariant objects (bowl), or half of the

azimuth angles and the elevation of the objects that are 180o

symmetric around the z-axis (cup, glue, eggbox). These results

also highlight the need to treat non-trivial object symmetries

by using only RGB images. In addition, the comparison

between the performance of the proposed method QL and

PGFL for each object, show that the proposed loss function

better imposes the 3D pose information to the model, as the

accuracy of QL at threshold t = 30o is nearly 100%, for

all objects. Moreover, the proposed method accuracy is over

95% for all rotationally invariant objects even in the medium

accuracy threshold (t = 15o).

The quaternion regression term (11), not only enhances the

3D object pose estimation performance, but also offers the

CNN the ability to directly regress the 3D object pose. By

directly regressing the 3D object pose, the NN search is com-

pletely omitted and, thus, faster 3D object pose estimations
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are possible. When the estimated 3D object pose is obtained

by direct regression, the CNN model is denoted as QLR.

Note that, QLR and QL are the same CNN model, with

the only difference being that during testing, the 3D object

pose estimations are obtained by direct network regression in

the case of QLR, instead of employing a NN search on the

learned pose descriptors (QL). As shown in Table IV, the 3D

object pose estimation performance of QLR is significantly

lower compared to the performance of QL that uses NN

search. Nevertheless, direct 3D object pose regression can be

effectively used in cases where only coarse 3D object pose

estimation is desirable (e.g. for t = 45◦). Also, it must be

noted that QLR speed is nearly double that of QL, as shown

in Table IV. Computational speed was calculated using Ubuntu

and a GeForce GTX 1080 Ti graphics card.

D. Generalization ability to unseen objects

In addition to the experiments with the LineMOD dataset,

an evaluation of the generalization ability of the proposed QL

method to previously unseen objects was performed. To this

end, the best performing CNN models QL, PGFL and QLd,

PGFLd, which were trained using the full LineMOD dataset,

were tested on synthetic cyclist images, like the one shown in

Fig. 4d. These images were rendered using a 3D mesh model

and the pipeline described in IV-A. The choice of synthetic

cyclist images as test images was made in order to evaluate

the ability of the CNN models to generalize to unseen objects

having more complex appearance (cyclist on a bicycle) than

the ones used in training.

As shown in Table V, both CNN models QL, QLd, obtained

from the proposed method, greatly outperform the baseline

ones PGFL, PGFLd, proving again that the pose descriptors

learned by the proposed quaternion-based loss function better

encapsulate the 3D object pose information. In particular,

when comparing the performance between QL and PGFL, a

great increase of the pose accuracy is observed for all threshold

values, especially in the high accuracy thresholds t = 5◦

and t = 15◦, where the 3D object pose estimation accuracy

increase is 17% and 23%, respectively. As also shown in

Table V, the mean and standard deviation angular error values

calculated for the proposed QL method pose estimations are

significantly smaller than the ones calculated for the baseline

method. It should be noted that the object classification rate in

these experiments is 100%, as only cyclist object samples were

included in the Stempl set. This was to specifically evaluate

the 3D object pose estimation performance of both methods

on an unseen object.

The results obtained by the CNN models QLd and PGFLd

shown in Table V, show the impact of the regression terms

Lqreg , Lregression on performance, when it comes to unseen

objects. When the the total loss function (10) is used for

CNN training (QL), the 3D object pose estimation accuracy is

improved by 12.74% for the angle accuracy threshold t = 5◦

and by 19.18% for t = 15◦ compared to QLd performance.

The corresponding increase obtained by using the total loss

function (7) of the baseline method PGFL, when compared

to PGFLd model, is only 1.62% and 6.05% for t = 5◦ and

(a) five objects (b) single object

Fig. 5. Descriptor visualization of test images in 3D space.

Fig. 6. Retrieved top 5 nearest neighbors for 6 query (test) images. Left
column shows the query images and the rest columns depict the retrieved
closest nearest neighbors from left to right.

t = 15◦, respectively. These results prove that the proposed

quaternion regression loss function Lqreg makes the CNN

model more sensitive to 3D object pose differences, regardless

the object.

E. Qualitative evaluation

Apart from the 3D object pose estimation accuracy reported

in Tables II - V, a qualitative evaluation of the proposed

method is also performed. This is to give a more intuitive

demonstration of the 3D object pose estimation capabilities of

the proposed QL object pose estimation method.

At first, we present a visualization of the learned 3D pose

descriptors fi. Such descriptors of test images coming from

five of the fifteen different objects in the LineMOD dataset

are depicted in Fig. 5a, in a 3D dimensional space. The selec-

tion of five random objects was made only for visualization

purposes. The dimensionality reduction from d = 32 to 3,

was performed using the t-SNE algorithm [59] provided by

the Python library scikit-learn [60]. All five object identity

clusters appear to be easily distinguishable. A more clear view

of each of the formed class clusters is given in Fig. 5b, where

the learned 3D pose descriptors of test images coming from

a single random object are shown. Each point represents an

image depicting the object at a specific pose.
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In addition, the images of the top 5 Stempl samples retrieved

by NN search for each query image, are presented in Fig. 6.

The query images either belong to the test set Stest or are

synthetic images of the unseen cyclist object. In both cases, the

proposed method matches the query images to Stempl sample

images that have very similar 3D pose, with the 3D pose

difference between them being imperceptible in most cases.

V. CONCLUSION

In this work, a framework for 3D object pose estimation

along with object recognition using a lightweight CNN was

presented. In contrast to previous work, it is proven that RGB

images are sufficient for accurate 3D object pose estimation

without using depth information. This fact allows various ap-

plications in robotics, e.g., view selection for drone cinematog-

raphy. By examining the most appropriate 3D pose distance

metric, a multi-objective loss function based on quaternions,

is proposed. The proposed QL object pose estimation method

yielded more discriminating 3D pose descriptors, hence in-

creasing the 3D object pose accuracy compared to the state-

of-the-art. It also provided the CNN generalization ability to

unseen objects. In addition, when the object identity is not

important, the 3D object pose can be directly regressed from

the CNN, thus, reducing the 3D object pose inference time.

Future work can extend this method to take into account

object symmetries that are non-trivial, while using only RGB

images. In addition, the ability of the CNN model to generalize

to different image domains should also be examined, as it

would allow training models only with synthetic images.

Finally, training the CNN model to treat heavily occluded

images should also be considered.
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Abstract

In this paper, a novel method for introducing multiplex data relationships to the SVM optimization process
is presented. Different properties about the training data are encoded in graph structures, in the form of
pairwise data relationships. Then, they are incorporated to the SVM optimization problem, as modified
graph-regularized base kernels, each highlighting a different property about the training data. The con-
tribution of each graph-regularized kernel to the SVM classification problem, is estimated automatically.
Thereby, the solution of the proposed modified SVM optimization problem lies in a regularized space, where
data similarity is expressed by a linear combination of multiple single-graph regularized kernels. The pro-
posed method exploits and extends the findings of Multiple Kernel Learning and graph-based SVM method
families. It is shown that the available kernel options for the former can be broadened, and the exhaustive
parameter tuning for the latter can be eliminated. Moreover, both method families can be considered as
special cases of the proposed formulation, hereafter. Our experimental evaluation in visual data classification
problems denote the superiority of the proposed method. The obtained classification performance gains can
be explained by the exploitation of multiplex data relationships, during the classifier optimization process.

Keywords: Multiplex data relationships, Support Vector Machine, Graph-based Regularization, Multiple
Kernel Learning.

1. Introduction

Computer vision/visual analysis methods have
found industrial applications in several areas such
as in robotic systems e.g., unmanned aerial ve-
hicles and virtual reality, and their growth over
the past few years have been immense. Such vi-
sual analysis applications including face recognition,
object recognition, human action recognition, hu-
man/object tracking and many other applications,
are commonly addressed as classification problems
[1, 2]. One of the most widely studied classifica-
tion methods in visual analysis applications is the

Support Vector Machines (SVM) classifier. SVM-
based methods and extensions have been employed
in mathematical/engineering problems including one-
class and multiclass classification, regression and
semi-supervised learning [3, 4, 5, 6]. In its simplest
form, SVM learns from labeled data examples orig-
inating from two classes, the hyperplane that sepa-
rates them with the maximum margin, at the train-
ing data input (or feature) space. After its first pro-
posal, SVM has been extended to determine deci-
sion functions in feature spaces obtained by employ-
ing non-linear data mappings, where data similarity

Preprint submitted to Pattern Recognition August 20, 2018



is implicitly expressed by a kernel function. The ex-
plicit data mapping is not required to be known, if
the adopted kernel function satisfies Mercer condi-
tions [7]. Common practices for determining a fea-
ture space where SVM provides satisfactory perfor-
mance to a given classification/regression problem,
involve selecting a kernel function from a set of widely
adopted kernel functions e.g., polynomial, sigmoid,
Radial Basis Function (RBF), and thereby tuning
the corresponding hyperparameters using e.g., cross
validation, based on previous knowledge about the
problem at hand. In every case, the performance of
SVM heavily depends on the adopted kernel function
choice, since the optimal solution for each problem
might lie in unknown feature spaces.
In order to determine the optimal feature space

for SVM operation, Multiple Kernel Learning (MKL)
methods have been proposed. Their basic assumption
is that the optimal underlying data mapping, i.e., the
optimal kernel function, is a weighted combination
(either linear or non-linear) of multiple kernel func-
tions, the so-called basis kernels [8, 9, 10, 11]. The
participation of each kernel to the optimal solution is
determined by the kernel weights. The weights of the
basis kernels are estimated in an automated fashion
along with the SVM hyperplane, by an additional op-
timization procedure (e.g., single-step sequential op-
timization, two-step optimization). Standard MKL
methods employ Lp or L1 regularization in their opti-
mization procedure, with the latter producing sparse
solutions and the former providing fast convergence
[12, 13]. Besides the important theoretical advance-
ments of MKL methods, only few base kernel com-
binations have found to be successful in realistic ap-
plications, i.e., MKL methods method might suffer
from overfitting issues or limited performance gains
[11, 12, 13].
A different approach for improving classification

performance, are methods that introduce additional
optimization criteria to the standard SVM optimiza-
tion problem, such as discriminant/manifold learning
[6]. That is, alternative optimization problems have
been proposed in order to determine SVM solutions
in regularized spaces, expressed by a geometric trans-
formation of the derived SVM hyperplane with the
adopted criteria. For example, employing discrimin-

inant learning information e.g., within-class variance
information [14], promotes hyperplanes that span
along low data variance directions [15, 16]. Alterna-
tively, methods initially proposed for semi-supervised
learning, by integrating SVM and manifold learning
[6], have shown that enhanced classification perfor-
mance can be obtained for the supervised learning
case as well, by exploiting k−Nearest Neighborhood
(k-NN) graphs. Since advances in graph-theory al-
low several manifold/discriminant learning criteria to
be expressed using graph-based representation [17],
methods incorporating the undelying data geome-
try in the SVM optimization problem can be imple-
mented through generic graph-based SVM methods
[18, 19, 20]. The adoption of generic graph struc-
tures within the SVM optimization process, contain-
ing e.g., intrinsic (within-class), or between-class data
relationships, promotes solutions that are less prone
to over-fitting. The disadvantage of graph-based
SVM methods is that deriving the optimal classifica-
tion space requires the evaluation of different graph
settings, as well as tuning the additional introduced
hyperparameters.

In visual analysis applications, MKL and graph-
based SVM methods have been succesfully employed
over the past few years. Their success can be
mainly attributed to the expoitation of the multi-
modal/multiplex structure of images and video data
[21]. The multimodal/multiplex structrure can be
related to spatial and temporal information, infor-
mation extracted by multiple descriptor types, or
even noise generated by camera movement, multiple
viewing angles and illumination changes. In order to
handle such information, adopting more than a sin-
gle kernel [11], or adding more than a single graph
[22, 23, 24, 25, 26], is beneficial to performance, since
it enables more accurate representation of the un-
derlying multiplex data relationships. Our work was
inspired by the successful implementation of multi-
ple graphs in related application scenarios, e.g., la-
bel propagation [22]. To this end, we have devised a
method that introduces multiple graphs to the SVM
optimization problem, by exploiting the intuitions of
both MKL and graph-based SVM method families.

In this paper, a novel classification method that in-
corporates multiplex data relationships to the SVM
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optimization process, is presented. Multiplex data
relationships are encoded in the form of multiple
graph structures, containing pairwise data relation-
ships, each corresponding to a specific data property.
We propose a modified SVM optimization problem,
that incorporates this information to its optimiza-
tion problem. As an effect, the generated SVM hy-
perplane is driven to directions where the most dis-
criminant training data properties are highlighted.
From our derivations, it is shown that the solution of
the proposed optimization problem lies in a modified
space, where data similarity is explicitly determined
by a linear combination of graph-regularized kernel
matrices. Moreover, it is proven that both Multi-
ple Kernel Learning and Graph-based SVM method
families method families can be formulated as special
cases of the proposed method, hereafter. Finally, the
proposed method exploits and extends the findings
of Multiple Kernel Learning and graph-based SVM
method families, by broadening the available kernel
options for the former, and eliminating exhaustive
parameter tuning for the latter.

2. Related Work

In this section, we overview the preliminary ma-
terial required to introduce the proposed method.
Section 2.1 contains the description of the generic
MKL-SVM optimization problem and Section 2.2
contains an overview of the recently proposed Graph-
Embedded Support Vector Machines, exploiting a
single graph in its optimization problem for regular-
ization purposes.

2.1. Multiple Kernel Learning Support Vector Ma-

chines

Let a set of labeled data S = {xi, yi}, i =
1, . . . , N sampled from X × Y, where X ∈ R

D and
Y ∈ {−1, 1}, that is employed in order to train
an SVM classifier. MKL-SVM methods optimize
for implicitely determining the optimal feature space
for solving the SVM optimization problem. Sim-
ilarity in that space is reproduced by a linear or
non-linear combination of multiple kernel functions
[10, 13, 27, 28, 29, 30]. Let M mapping functions

φm(·) 7→ Hm,m = 1, . . . ,M that have been employed
as base data mappings. Similarity in the respective
spaces is reproduced by the associated base kernel
function κm(·, ·) = φm(·)Tφm(·), and Hm is a Re-
producing Kernel Hilbert Space (RKHS). Assuming
M base kernels have been linearly combined, then
the obtained space H is also a RKHS, reproduced by
kernel κ(·, ·). Similarity in that space can be calcu-
lated explicitly by a weighted summation of the base
kernels, as follows:

κ(·, ·) =
M
∑

m=1

µmκm(·, ·), (1)

where κm is the m−th kernel function weighted by a
parameter µm ≥ 0.

In order to learn the kernel weighting parameters
µm and the optimal SVM hyperplane at the same
time, the MKL-SVM optimization problem is formed
as a max-min optimization problem:

max
α

min
µ

N
∑

i=1

αi −
1

2

N
∑

i=1

N
∑

j=1

αiαjyiyj

M
∑

m=1

µmκm(xi,xj)

(2)

s. t. 0 ≤ αi ≤ c and

M
∑

m=1

µp
m = 1,

where a is the support vector coefficient vector and
p ≥ 1 is a parameter that affects the sparsity of the
obtained kernel weighting parameters. The above de-
fined optimization problem can be solved sequentially
or in an iterative manner, keeping a or µ as con-
stants in the respective optimization steps. Assum-
ing that the kernel weighting parameters µ have been
determined, then K =

∑M
m=1

µmKm is the kernel
matrix that can be employed for solving the stan-
dard SVM classification problem. According to Rep-
resenter Theorem [7], the relevant SVM hyperplane
w = Φa that lies in the RKHS H, can be recon-
structed by the determined support vector coefficient
vector a and the arbitrary training data representa-
tions Φ ∈ H. Data similarity in that space can only
be reproduced by the base kernel combination, since
the kernel K cannot be calculated, otherwise.
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After training the classifier, a test sample x is clas-
sified to the positive or negative training class, ac-
cording to the outputs of the following decision func-
tion:

f(x) =

N
∑

i=1

yiαi

M
∑

m=1

µmκm(xi,x) + b, (3)

where b is the standard SVM bias term. Finally,
the test sample is classified to the positive class if
sign(f(x)) ≥ 0 or the negative class, otherwise.

2.2. Support Vector Machines exploiting geometric

data relationships

Graph-based SVM methods exploit data relation-
ships expressed by a single graph in the SVM op-
timization problem [18, 20]. To this end, it is as-
sumed that the training data X = {x1, . . . ,xN}
have been embedded in an undirected weighted graph
G = {X ,W}, where W ∈ R

N×N is the graph weight
matrix. It should be noted that non-linear data re-
lationships might be expressed as well, by employing
the explicit data mappings in a feature space i.e.,
X = {φ(x1), . . . , φ(xN )}, where φ(·) : RD 7→ H is
mapping function. In either case, the matrix S can
be employed to preserve data relationships expressed
by G, in the feature space H. The definition of S is
the following:

S =
1

2

N
∑

i=1

N
∑

j=1

Wij (φ(xi)− φ(xj)) (φ(xi)− φ(xj))
T

=ΦLΦT , (4)

where L ∈ R
N×N is the graph Laplacian matrix de-

fined by L = D − W , where D ∈ R
N×N is the

(diagonal) degree matrix having elements [D]ii =
∑

i6=j [W ]ij , i = 1, . . . , N , and Φ is a matrix con-
taining the data representations in H. Depending
on the exploited graph type [17], L can be used in
order to describe geometric data relationships em-
ployed in several dimensionality reduction and mani-
fold learning techniques, such as Principal Compo-
nent Analysis (PCA), Linear Discriminant Analy-
sis (LDA), Clustering-based Discriminant Analysis
(CDA), Laplacian Eigenmap (LE) and Locally Linear

Embedding (LLE) [17, 19, 20]. Finally, the Graph-
Embedded SVM (GE-SVM) optimization problem is
defined as follows [18, 20]:

min
w,ξ,b

1

2
‖w‖2 +

λ

2
wTSw + c

N
∑

i=1

ξi + b, (5)

s. t. yi
(

wTφ(xi) + b
)

≤ 1− ξi, i = 1, . . . , N,

ξi ≥ 0,

while an additional constraint wTSw > 0 is also im-
posed demanding that the matrix S is positive semi-
definite. Compared to standard SVM, an additional
parameter λ ≥ 0 is introduced, that controls the
amount of regularization introduced by the second
term. GE-SVM can be considered a generalization
of other SVM-based methods, e.g., given a value of
λ = 0, the method degenerates to standard SVM.
Depending on the definition of S, GE-SVM is equiv-
alent to previously devised regularized SVM methods
such as the Minimum Variance SVM [15] or Lapla-
cian SVM [6].
The equivalent dual problem is defined as follows:

max
α

N
∑

i=1

αi− (6)

−
1

2

N
∑

i=1

N
∑

j=1

αiαjyiyjφ(xi)
T (I + λS)

−1
φ(xj),

s. t. 0 ≤ αi ≤ c.

Finally, in order to classify a test sample, the stan-
dard SVM decision function is employed, by employ-
ing a regularized kernel of the following form:

κ̃(xi,xj) = φ(xi)
T (I + λS)

−1
φ(xj). (7)

GE-SVM can be solved using standard SVM im-
plementations, by replacing the standard kernel ma-
trix with the one defined above. As have been shown
in recent work, GE-SVM outperforms the standard
SVM [18, 20], in almost every SVM classification
task, including one-class classification [19], and in
some cases by a large extent. However, the increased
classification performance comes with the cost of in-
creased computational complexity, related to ineffi-
cient parameter tuning. The required parameters to
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be tuned include the standard SVM parameter c and
the introduced parameter λ, and moreover, depend-
ing on the adopted graph type, even more hyperpa-
rameters are required to be tuned as as well, e.g., k
for the kNN graph case. Graph-hyperparameter se-
lection is even more complex for the state-of-the-art
performing positive and negative graph exploitation
case [20]. The demanding computational complexity
of GE-SVM limit its exploitation options in realistic
application scenarios.

3. Multiplex data relationships in Support
Vector Machines

In this Section, we describe in detail the proposed
method, which extends the standard SVM prob-
lem, by incorporating additional optimization crite-
ria, in addition to maximizing the classification mar-
gin. These criteria include incorporating geomet-
ric or semantic information about the training data,
e.g., within-class variance information, local geomet-
ric data relationships information, expressed with
multiple graph structures, i.e., multiplex data rela-
tionships. Their detailed mathematical description
is given in Section 3.1. The introduced terms have
the effect of projecting the SVM hyperplane in such
directions, where the respective information of each
additional term is emphasized. Moreover, a weighting
parameter is introduced, that determines the contri-
bution of each term to the final solution. From our
derivations, analytically described in Subsection 3.2,
it is proven that each of the proposed additional opti-
mization term can also be expressed with a separate
regularized kernel matrix. Thus, the proposed opti-
mization problem can be solved using standard MKL-
SVM methods, only by employing graph-regularized
kernel matrices as base kernels, instead of standard
ones, while the optimal weighting parameters are op-
timally estimated. Finally, computational complex-
ity of the proposed method, as well as its generaliza-
tion properties are discussed in Subsection 3.3.

3.1. Multiplex data relationships

Multiplex data relationships can be expressed by
using a set of graphs, each describing a different pair-

wise property about the training set. Pairwise prop-
erties of the training data may include e.g., local geo-
metric data information (encoded by kNN graphs) or
global geometric data information (encoded in fully
connected graphs). In addition, hand-crafted graph
types or graphs that might be introduced in the fu-
ture could be employed, as well. Let us denote by
Gm = {X ,Wm},m = 1, . . . ,M the m-th graph with
Wm its corresponding graph weight matrix, contain-
ing the weights of the connections between the graph
vertices X = {φ(x1), . . . , φ(xN )}.

In order to express local geometric data informa-
tion for our multiplex graph paradigm, let us denote
by Gl a kNN graph. Also let Ni be the neighborhood
of each vertex xi, connecting it with the k most sim-
ilar vectors. Then, the corresponding graph weights
can be initiated with a heat kernel function:

W l
ij =

{

exp
(

−γ||xi − xj ||
2

2

)

, if xj ∈ Ni

0, otherwise,
(8)

where γ is a free parameter that scales the Euclidean
distances between the graph vertices xi and xj . Let
Sl encode the local geometry of the training data,
defined in a similar manner as in (4):

Sl = ΦLlΦ
T , (9)

where Ll is the corresponding Laplacian matrix.

In order to encode the global geometry of the train-
ing data, fully connected graphs (k = N) of similar
definition could be employed. Alternatively, we ex-
ploit a different fully connected graph type defini-
tion. From a disciminant analysis point of view [17],
we would require that items belonging to the same
class (e.g., class c, c = 1, . . . , C) to be connected with
equal weights, expressed in the graph Gw, using the
following weight matrix:

Ww
ij = 1/Nc, if yi = yj , (10)

where Nc is the number of items belonging to the
c−th class. In fact, the corresponding matrix Sw

that expresses global geometric data relationships as
in equation (4), is the within-class scatter matrix, as
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can be shown below:

Sw =
C
∑

c=1

Nc
∑

i=1

(φc
i − φ̄c)(φc

i − φ̄c)T =

= Φ

(

I −
C
∑

c=1

1

Nc

ece
T
c

)

ΦT = ΦLwΦ
T , (11)

where c is an index denoting the class of sample xi,
φi is a shorthand for φ(xi), φ̄c is the mean sample
of class c in the feature space, ec ∈ R

N is a vector
of ones in the positions where yi = c, or zeros, oth-
erwise, and Lw is the corresponding graph Laplacian
matrix.
In the following Subsection, we describe how mul-

tiplex data relationships are introduced to the SVM
optimization problem.

3.2. Proposed method

The proposed method aims at generating a deci-
sion function in a space where multiplex data re-
lationships are emphasized. In order to model the
multiple data relationships, we employ the matri-
ces Sm,m = 1, . . . ,M , where the m−th matrix en-
code the data properties that are described by the
m−th graph type. Then, a decision function can be
obtained, by combining SVM hyperplanes wm that
have been regularized with the corresponding matrix
Sm, where the introduced regularization effect is con-
trolled by the parameters λm > 0. Finally, multiplex
data relationships are weighted according to their ef-
fect in the final decision function with the parame-
ters µm. In order to determine the weighting parame-
ters µm, and obtain the decision function at the same
time, we propose the following optimization problem:

min
{w},ξ,b,µ

1

2

M
∑

m=1

µ−p
m

(

‖wm‖2 + λmwT
mSmwm

)

+

+ c
N
∑

i=1

ξi + b, (12)

s. t.
M
∑

m=1

yi
(

wT
mφm(xi) + b

)

≤ 1− ξi,

ξi ≥ 0,

M
∑

m=1

µp
m = 1, µm > 0,

where each hyperplane wm, as well as each of the
matrices Sm are defined in the feature space Hm,
and p ≥ 1 is a parameter that affects the sparsity of
the solution, similar to MKL methods. For simplicity
reasons, we consider the case where p = 1, hereafter.
The Lagrangian function corresponding to the pro-
posed optimization problem is of the following form:

L =
1

2

M
∑

m=1

1

µm

wT
m (I + λmSm)wm + b−

−
N
∑

i=1

αi

(

M
∑

m=1

yi
(

wT
mφm(xi) + b

)

− 1 + ξi

)

+

+

N
∑

i=1

(c− βi)ξi −
M
∑

m=1

γmµm − δ

(

M
∑

m=1

µm − 1

)

,

(13)

where αi, βi, γm and δ are the Lagrange multipliers
corresponding to the constraints of (12) and I is an
identity matrix of appropriate dimensions.
By setting the partial derivative of the Lagrangian

with respect to each hyperplane equal to zero, ∂L
∂wm

=
0, we obtain:

1

µm

(I + λmSm)wm =
N
∑

i=1

αiyiφ(xi). (14)

By setting the partial derivatives of L with respect to
ξi and β equal to zero, i.e., ∂L

∂ξ
= 0 and ∂L

∂b
= 0, we

obtain βi = c − αi and
∑N

i=1
αiyi = 1, respectively.

Then, by replacing back in the Lagrangian, the pro-
posed optimization problem takes the following form:

max
α

min
µ

N
∑

i=1

αi− (15)

−
1

2

N
∑

i=1

N
∑

j=1

αiαjyiyj

(

M
∑

m=1

µmφm(xi)
T (I + λmSm)

−1
φm(xj)

)

s. t. 0 ≤ αi ≤ c and
M
∑

m=1

µm = 1.

We observe that the above defined optimization
problem is similar to the standard SVM optimiza-
tion problem, if we employ a kernel q(xi,xj) =
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∑M
m=1

µmφm(xi)
T (I + λmSm)

−1
φm(xj). This ker-

nel can be explicitly determined by a linear combina-
tion of multiple base kernels κ̃m, weighted by param-
eters µm, such that:

q(xi,xj) =
M
∑

m=1

µmκ̃m(xi,xj), (16)

where κ̃m(xi,xj) = φm(xi)
T (I + λmSm)

−1
φm(xj)

contains data similarity in the space where the m−th
training data property is emphasized. We recall that
Sm = ΦLmΦT , where Lm is the Laplacian ma-
trix of the m−th graph. In order to obtain the
base kernel matrix, we first calculate the inversion
(I + λmSm)

−1
, by exploiting the Woodbury matrix

inversion identity [31]:

(

I + λmΦLmΦT
)−1

= I−Φ

(

1

λm

L−1

m +ΦTΦ

)−1

ΦT ,

(17)
where ΦTΦ = K, which is a Kernel matrix that ex-
presses similarity in the space associated with the
employed mapping function. Moreover, this formula
can be further simplified by exploiting the Searle ma-
trix inversion identity [31]:
(

1

λm

L−1

m +K

)−1

= K−1
(

λmLm +K−1
)−1

λmLm,

(18)
Finally, each regularized kernel matrix can be explic-
itly calculated as follows:

K̃m = ΦT
[

I −ΦK−1
(

λmLm +K−1
)−1

λmLΦT
]

Φ =

= K −
(

λmLm +K−1
)−1

λmLmK =

=
[

I −
(

λmLm +K−1
)−1

λmLm

]

K. (19)

By replacing the calculated base kernels back to the
Lagrangian, we obtain a MKL-SVM optimization
problem:

max
α

min
µ

N
∑

i=1

αi −
1

2

N
∑

i=1

N
∑

j=1

αiαjyiyj

M
∑

m=1

µmκ̃m(xi,xj)

(20)

s. t. 0 ≤ αi ≤ c and
M
∑

m=1

µm = 1,

which is similar to the optimization problem defined
in (2), only by replacing the base kernels Km with
K̃m. In order to solve this optimization problem,
any MKL-SVM method can be employed [12]. To
this end, we have employed the recently proposed
soft-margin MKL-SVM method [11] in all our ex-
periments, since it outperforms other widely adopted
MKL methods [32, 33] in video classification prob-
lems, by providing an efficient compromise between
sparse solutions and fast convergence. That is, the
min-max optimization problem is broken into two
quadratic programming optimization problems that
are solved sequentially, one for the standard SVM,
and a separate soft-margin optimization one for de-
termining the parameters µm. Finally, in order to
classify a test sample, we employ the MKL decision
function (3), using the appropriate matrices.

3.3. Discussion

The proposed method employs multiple graphs
for regularization purposes, in the form of multiple
single-graph regularized kernels. The optimization
problem is formulated as a MKL-SVM optimization
problem. The advantage of our approach is the elim-
ination of exhaustive parameter fine-tuning, related
to graph-hyper-parameters. Their effect, along with
the parameter λ, are implicitly determined only by
optimally calculating the kernel contribution param-
eters µm, inside a separate optimization problem. In
order to demonstrate how important is this property,
let us consider the following example. Let a set of
M kNN graphs with weights initiated with an RBF
heat kernel function, that are available to be exploit
in the SVM optimization process. The parameters
for each graph include the number of nearest neigh-
bors k and the RBF parameter γk. By introducing
them in the SVM problem, we have another addi-
tional RBF γ parameter for the SVM kernel func-
tion, the amount of the introduced regularization λ
and the standard SVM parameter c, totaling 5 pa-
rameters. Without an optimization procedure, i.e.,
the proposed approach, determining the optimal pa-
rameter combination with traditional methods, e.g.,
grid search, is computationally intensive.

On the other hand, we consider the complexity of
the proposed method. Since the proposed method

7



can be solved using any MKL-SVM solver, its com-
putational complexity in the training phase is equal
to the complexity of the solver, along with the com-
plexity required to calculate the regularized basek-
ernels using equation (19). Let us consider that all
of the employed kernels are regularized versions of
the same standard basekernel K (e.g., RBF), having
size equal to N × N , where N is the number of the
employed training data. First, the basekernels need
to calculated and inverted. Then, in order to ob-
tain each regularized basekernel version, a Laplacian
matrix Lm of size N × N needs to be determined.
Then, an additional inversion of the quantity inside
the parenthesis of size N×N is required. Finally, this
quantity is multiplied with Lm, and this result is then
saved and stored, since this result will be employed
for deriving the regularized basekernel at the infer-
ence stage, as well. Therefore, the complexity of the
training stage is equal to the complexity of the MKL-
SVM solver, plus two inversions of size N × N , the
calculation of the Laplacian matrix and two matrix
multiplications of size N ×N for each basekernel. In
the inference stage, the computational complexity is
equal to standard MKL-SVM, plus one matrix multi-
plication for each of the resulted basekernels. Thus,
assuming hardware restrictions e.g., embedded sys-
tems, adopting sparse solutions is preferred.

Finally, another aspect of the proposed method in-
cludes its generalization features. The proposed for-
mulation is general, since related methods may be im-
plemented as special cases of the proposed method,
hereafter. That can be achieved by changing the
basekernel matrix combination. For example, by re-
placing the derived kernel matrix Q with the stan-
dard SVM kernel matrix K and µ = 1, the proposed
method degenerates to standard SVM. By using a
set of standard SVM kernel matrices derived by em-
ploying several mapping functions, or similar map-
ping functions with different parameters, the pro-
posed method represents the basic MKL formulation.
Finally, by introducing only a single graph (µ = 1) in
the SVM optimization process, the proposed method
degenerates to GE-SVM.

4. Experiments

In order to evaluate the performance of the pro-
posed method, we have conducted experiments in vi-
sual analysis classification problems. To this end,
we have employed publicly available datasets for
face recognition, object classification, human action
recognition. The employed datasets were carefully
selected to demonstrate the effectiveness of the pro-
posed method in various circumstances, i.e., various
type of input is given to the proposed method, in-
cluding pre-extracted feature vectors, deep features,
pre-computed kernel matrices, features having mini-
mal pre-processing i.e., pixel luminosities and hand-
crafted features. Since all employed datasets are well
balanced in terms of instances per class, for both
training and testing purposes, the Classification Rate
(CR) was employed as performance metric.

Along with the proposed method, we have also im-
plemented the standard SVM [5], the GE-SVM [18]
and MKL-SVM [11]. For comparison fairness, the
same SVM solver was employed for all methods [34],
and the parameter settings were also set to be equal
for all methods, where applicable. Our experimen-
tal platform was a PC with 32GB of RAM on a i7
processor, using a Matlab implementation. In all our
experiments, we have employed the kernel versions
of the competing algorithms for each experiment, by
employing the RBF kernel:

k(xi,xj) = exp
(

−γ‖xi − xj‖
2

2

)

, (21)

where γ = 1/2aσ2, σ2 is the standard deviation of
the training data, which is the normal scaling factor
and the optimal γ was determined by setting values
to a equal to a = −1, 0, 0.5, 1, 5, 10. The SVM pa-
rameter c was set equal to 10ℓ , ℓ = −2, . . . , 6. The
optimal parameter settings for each method were de-
termined using a 5−fold cross validation procedure
on the training set. In MKL-SVM, all RBF kernel
matrices were employed in the training phase. Re-
garding GE-SVM, the additional parameter λ was
set equal to 10s, s = −3, . . . , 3, and two types of reg-
ularizers were employed, i.e., Sl from equation (9)
and Sw from equation (11). The kNN graph being
employed in Sl was containing local geometric data
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relationships from k = 5, 10, 15 neighbors. In GE-
SVM, the best performing regularized kernel during
cross validation was employed for testing the classi-
fier. All of the constructed regularized kernels con-
structed for GE-SVM were also employed in the pro-
posed method, with the difference that only a value
λm = 10−1 was used, since its effects are controlled
by the parameters µm.

Detailed description for the experimental protocol
followed for each classification problem is analytically
described in Sections 4.1, 4.2 and 4.3, respectively.
Finally, we describe the conducted significance anal-
ysis of the obtained results in Section 4.4.

4.1. Experiments in face recognition

In our experiments in face recognition, we have
employed the PubFig+LFW [35], AR [36], Yale [37]
and ORL [38] datasets. The PubFig+LFW [35] is a
benchmark dataset for open-universe face identifica-
tion, consisting of 13, 002 facial images representing
83 individuals from PubFig83, divided into 2/3 train-
ing (8720 faces) and 1/3 testing set (4, 282 faces), as
well as 12, 066 images representing over 5, 000 faces
which form the distractor set from LFW. For each
facial image, the extracted features include the His-
togram of Oriented Gradients (HOG), Local Binary
Patterns (LBP) and Gabor wavelet features. The
extracted features were reduced to 2048 dimensions
with Principal Component Analysis (PCA), from
which we only employed the first 1536 dimensions,
as adviced by the dataset providers [35]).

Moreover, we have also employed classic face recog-
nition datasets, i.e. the AR [36], Yale [37] and ORL
[38] datasets, containing 2600, and 2432 and 400
frontal facial images belonging to 100, 38 and 40 sub-
jects, respectively. As feature vectors, we have em-
ployed the grayscale resized images to 40× 30 pixels,
and vectorized them so that to produce a D = 1200
dimensional vector for each facial image. Since no
standard experimental protocol have been defined on
these datasets, we have performed a 5−fold cross-
validation procedure and report the average obtained
performance among the folds.

Experimental results are drawn in Table 1. As
can be seen, the proposed method outperformed all

competing methods in every case, in terms of clas-
sification accuracy. More specifically, by observing
the performance of all competing methods in Pub-
Fig+LFW dataset, whose feature vectors include in-
formation from hand-crafted descriptors, employing
Multiple Kernel matrices seem to have been beneficial
to classification performance. This can be explained
by the fact that the extracted features may lie in
multiple distributions, not modeled adequately by a
single normal distribution (i.e., the standard SVM
case), or even a regularized one (i.e., the GE-SVM
case). The performance of MKL-SVM denoted that
exploiting multiple distributions for modeling data
similarity was beneficial to performance. In every
case, the proposed method outperformed the compe-
tition, by exploiting the additional global and local
geometric particularities of each class, modeled by
the added graph structures. This information acted
as an advanced regularizer to the solution, offering
more accurate feature representation, in comparison
with the competition.

In our experiments on classic face recognition
datasets, we have observed that employing the MKL-
SVM, seem to have not influenced positively the clas-
sification performance, maybe related to over-fitting
issues. This effect is supported by the performance
of GE-SVM, which outperformed the standard SVM
and MKL-SVM, by having one graph regularizing the
classification space. However, the proposed method
was able to alleviate the negative over-fitting effects,
by optimally determining the most efficient regular-
ized kernel combination.

Table 1: Classification rates (CR) in Face Recognition datasets

Algorithm/Dataset PubFig+LFW ORL AR Yale
SVM 36.24 98.75 99.11 97.94
GE-SVM 34.35 98.75 99.19 97.94
MKL-SVM 84.17 98.75 90.57 96.08
PROPOSED 88.77 99.25 99.42 98.06

4.2. Experiments in object classification

In our experiments on object classification, we have
employed the CIFAR-100 [39] and Caltech101 [40]
datasets.
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In CIFAR-100 dataset, we have employed pre-
extracted features [41]. That is, the feature vectors
were computed by performing a forward pass to a
pre-trained CNN network from the fully connected
layer ‘fc2’, having feature dimensionality D = 255,
based on a Hadamard coding preprocessing [41, 42].
We have employed the small dataset version, which
includes 5000 training and 1000 testing samples, be-
longing to 10 classes, corresponding to ones prede-
fined by the dataset providers [39]. We have con-
structed the RBF kernel matrices by employing the
above mentioned features, and employed them to the
SVM and MKL-SVM methods. Their regularized al-
ternatives were employed for the GE-SVM and the
proposed method. In Caltech101 dataset, we have
employed 10 pre-computed kernel matrices [43], de-
rived from employing the Geometric blur [44], dense
visual words [45] and Self-similarity [46] descriptors.
In standard SVM, we have reported the maximum

performance obtained by employing each of the 10
pre-computed kernel matrices. In GE-SVM, we have
employed the regularized kernel versions, by employ-
ing Sl with k = 5, 10, 15 neighbors and Sw with
λm = 10−1, leading to a total of 40 kernel matrices.
Finally, these kernel matrices were employed by pro-
posed method, as well. Classification rates on both
datasets is shown in Table 2. As can be seen in both
cases, the proposed method greatly outperformed the
competition. The proposed method outperformed
MKL-SVM by 1.5%. This demonstrates the effec-
tiveness of the proposed method, for the case where
pre-computed kernel matrices have been employed.

Table 2: Classification rates (CR) in object recognition
datasets

Algorithm/Dataset CIFAR-100 Caltech101
SVM 73.20 66.17
GE-SVM 72.30 66.56
MKL-SVM 75.40 72.42
PROPOSED 79.80 73.39

4.3. Experiments in human action recognition

In our experiments in human action recognition,
we have employed the the i3DPost multi-view action

database [47], the IMPART Multi-modal/Multi-view
Dataset [48], the Olympic Sports [49] and the Holly-
wood3D [50] publicly available datasets.

In i3DPost and IMPART datasets, we have em-
ployed a 3-fold cross validation procedure, where we
have split the datasets in 3 mutually exclusive sets,
having 6/8 people for training purposes, and 2/8 for
testing in i3DPost dataset, and 2/3 and 1/3 in IM-
PART dataset, respectively. This procedure was re-
peated 3 times, and the reported performance is the
average obtained classification rate among the 3 folds.
In Hollywood 3D and Olympic Sports datasets, we
employed the standard training and test videos, pro-
vided by the dataset providers [49, 50, 51]. In or-
der to obtain vectorial video representations for each
video segment depicting each action, we have em-
ployed the dense trajectory-based video description
[52]. This video description calculates five descrip-
tor types, namely the Histogram of Oriented Gra-
dients, Histogram of Optical Flow, Motion Bound-
ary Histogram along direction x, Motion Boundary
Histogram along direction y and the normalized tra-
jectory coordinates on the trajectories of densely-
sampled video frame interest points that are tracked
for a number of consecutive video frames (7 frames
are used in our experiments). Thereby, each video
segment is then described by 5 vectors. We have
employed these video segment descriptors in order
to obtain five video segment representations by using
the Bag-of-Words model [53, 54], creating a video de-
scription of having 5 descriptors of 100, 500, 4000 and
4000 dimensions, for i3DPost, IMPART, Olympic
sports and Hollywood3D, respectively. In GE-SVM
and standard SVM methods, in order to fuse infro-
mation from all descriptors, we combined the 5 de-
scriptor types with kernel methods using a late fusion
approach [55], i.e.,:

k(Xi,Xj) = exp

(

−
1

d
γd
∑

d

‖xd
i − xd

j‖
2

2

)

, (22)

xd
i ∈ R

D is a video feature vector for d = 5 (num-
ber of descriptor types) and γd = 2σ2

d is a parameter
scaling the Euclidean distance between xd

i and xd
j .

In MKL-SVM and the proposed method, besides the
fused kernel matrix, each separate kernel matrix con-
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taining data similarity from each descriptor type was
also given as input.
Experimental results in human action recognition

are drawn in Table 3. As can be observed, the pro-
posed method outperformed the competition in al-
most every case. Using MKL-SVM for fusing infor-
mation from the specific descriptor types provided
slightly improved classification performance in com-
parison with standard SVM. In addition, by observ-
ing the performance of GE-SVM, employing graph-
based regularization provided furthermore increased
classification performance. The proposed method
combined the performance gains by both worlds, con-
sisting itself superior from the competition.

Table 3: Classification rates (CR) in Human Action Recogni-
tion datasets

Algorithm/Dataset I3DPost IMPART Olympic Sports Hollywood 3D
SVM 94.39 85.32 73.13 29.87
GE-SVM 94.87 86.47 74.63 29.87
MKL-SVM 94.39 85.33 73.88 30.52
PROPOSED 95.51 85.75 74.63 32.14

4.4. Significance analysis

After obtaining the performance of the competing
methods in all experiments, we determined whether
the observed differences of the proposed method with
the competition are statistically significant, or not,
by using the implementation from [56, 57, 58]. To
this end, we have tested the null hypotheses that
all classifiers perform the same, using the Friedman’s
test. The mean ranks for each algorithm according
to their performance in all classification problems are
shown in Table 4. By employing 10 datasets and
4 classifiers, the degrees of freedom is equal to 27.
The Friedman statistic is equal to χ2

F = 16.14, and
the critical value was 7.81. Therefore, the null hy-
potheses that all classifiers perform the same, was
rejected. After employing the Nemenyi post-hoc pro-
cedure for pairwise comparison, using a significance
level of 95%, i.e., a = 0.05, the Critical Distance
(CD) was found at 1.48, which means that the pro-
posed method performed significantly better than all
competing methods. Moreover, we have also used the
Bergman-Hommel’s posthoc procedure, which ampli-
fies the test power by using an exhaustive sets of

hypothesis, i.e hypothesis that can be true at the
same time. The critical distance was calculated at
1.38. Therefore, the proposed method performs sig-
nificantly better than the competition.

Table 4: Statistical test details

Mean ranks SVM GE-SVM MKL-SVM Proposed
3.35 2.65 2.85 1.15

Posthoc Procedure Nemenyi Bergman-Hommel’s
α 0.05 0.0083
CD 1.48 1.38

5. Conclusion

We have presented a novel method for introduc-
ing multiplex data relationships to the SVM op-
timization process, by exploiting pairwise data in-
formation expressed in multiple graph structures.
Our experiments denoted that the proposed method
provided increased classification performance consis-
tently against related methods, in different visual
data classification problems. The improved classi-
fication accuracy was mainly achieved, due to the
exploitation of advanced graph-based regularization
settings in an optimal fashion, representing the mul-
timodal/multiplex image and video data characteris-
tics. Since the proposed method provided enhanced
classification performance using different descriptor
settings, it may perform well in other standard clas-
sification problems, as well.

Moreover, since the proposed method is a generic
formulation for Graph-based SVM methods and Mul-
tiple Kernel methods, evolution in both fields shall
favor the proposed method as well. That is, by in-
cluding advanced regularization settings using novel
graph combinations or improved Multiple Kernel
Learning solvers. This can also serve as a feature
research direction.
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Abstract—In this paper, we propose a novel human crowd detection

method that uses deep Convolutional Neural Networks for drone flight

safety purposes. The first contribution of this work is to provide lightweight

architectures, as restricted by the computational capacity of the specific

application, capable of effectively distinguishing between crowded and non-

crowded scenes from drone-captured images, and provide crowd heatmaps

which can be used to semantically enrich the flight maps by defining no-fly

zones. The second contribution of this work is to propose a novel generic

regularization technique, based on the Graph Embedding framework, appli-

cable to different deep architectures for generic classification problems. The

experimental validation is performed on a new dataset constructed for the

task of human crowd detection from drone-captured images, and indicates

the effectiveness of the proposed detector, as well as of the proposed

regularizers in terms of classification accuracy. Finally, since the proposed

regularization scheme is applicable in generic classification problems, we

have also conducted experiments on two additional datasets, where the

enhanced performance of the regularizers is also validated.

Index Terms—Drones, Crowd detection, Deep Learning, Regularization,

Graph Embedding, Convolutional Neural Networks.

1 Introduction

The recent introduction of drones in a wide spectrum of ap
plications including rescue, surveillance, and entertainment, is
accompanied by the requirement of their safe operation. Except
for the robustness to failures, a primary step to settle the issue of
safety constitutes in defining nofly zones for crowd avoidance,
since a drone may fly in vicinity of crowds, and is potentially
exposed to environmental hazards or unpredictable errors and
malfunctions, that render the emergency landing inevitable.
Furthermore, drone flight regulations in several Countries’ na
tional legislation, especially in European Countries, request a
safe distance to be maintained between the drone and crowds,
and the drone to never fly over a crowd. For example, the drone
flight regulation rules for UK1 define that drones should not
be flown within 50m of people and within 150m of a crowd
of over 1000 people, in Italy2 it is not allowed for the drone

1. http://www.caa.co.uk/Commercialindustry/Aircraft/Unmanned
aircraft/Smalldrones/Permissionsandexemptionsforcommercialwork
involvingsmalldrones/

2. http://www.enac.gov.it/repository/ContentManagement/information/
N1220929004/Regulation_RPAS_Issue_2_Rev%202_eng.pdf

to operate at a distance less than 50m, whereas in Germany3

it is prohibitive for a drone to operate at a distance of less
than 100m from crowds (where an assemblage of more than
12 individuals is defined as crowd). Therefore, it is crucial
for the drone to be capable of detecting crowds in order to
define nofly zones and proceed to replanning during the flying
operation. This could also allow for diminishing the restrictions
for autonomous flying of drones ensuring the crowds’ safety in
the flying area. Towards this end, in this work we deal with the
problem of crowd detection from drones, for crowd avoidance
using the stateoftheart deep Convolutional Neural Networks
(CNN), [1], [2].

During the recent years, deep CNNs have been proven as one
of the most promising research directions in computer vision,
providing significant results in a plethora of computer vision
tasks. More specifically, deep CNNs have been successfully ap
plied in image classification [3], [4], object detection [5], [6], [7],
face recognition [8], image retrieval [9], digit recognition [10],
[11], pose estimation [12], pedestrian detection [13], and scene
recognition [14]. The major reasons underlying their success are
the availability of large annotated datasets, and the Graphics
Processing Units (GPUs) computational power and affordability.

Deep CNNs consist of a number of convolutional and sub
sampling layers with nonlinear activations, usually followed
by fully connected layers. That is, the neural network accepts
as input a three dimensional tensor with dimensions (i.e., width
and height) equal to the dimensions of the input image, and
depth equal to the number of color channels (that is three in
RGB images). Three dimensional filters/kernels are learned and
applied in each layer where convolution is performed and the
output is propagated to the neurons of the subsequent layer for
nonlinear transformation, using appropriate activation func
tions. After a series of convolutional and subsampling layers,
the structure changes to fully connected layers and single di
mensional signals. These activations are usually used as feature
representations in classification, retrieval, and clustering.

In this paper, we propose a crowd detection method for
drone flight safety purposes that utilizes fully convolutional
deep CNNs. That is, we predict for each patch a probability of
crowd existence, and then we provide a semantic heatmap of

3. http://www.lba.de



2

the estimated probability of existence of crowd in each location
within the captured scene, instead of a box surrounding the
crowded area. Therefore, we describe the whole procedure as
detection. We aim to provide a lightweight deep CNN model,
as restricted by the computational capacity of the specific appli
cation, that can effectively distinguish between crowded and
noncrowded scenes, in dronecaptured images, and provide
semantic heatmaps that can be used to semantically augment
the flying zones. The fully convolutional nature of the proposed
model is crucial in handling input images with arbitrary dimen
sion, and estimating a heatmap for the crowded areas. This will
allow for semantically annotating the corresponding maps and
defining nofly zones. Furthermore, this will allow for handling
low computational and memory resources ondrone whenever
other processes occur (e.g., replanning, SLAM, etc.), and only
lowdimensional images can be processed on the fly for crowd
avoidance.

Additionally, a principal direction of this work is to propose
regularization techniques in order to prevent overfitting and
enhance the generalization ability of our model. Generally, this
constitutes a major issue in deep learning algorithms, since neu
ral networks are prone to overfitting due to their high capacity.
To this end, we propose a regularization scheme based on the
Graph Embedding (GE) framework [15]. Recently, the Extreme
Learning Machine algorithm [16], as well as a novel dimension
ality reduction algorithm that uses the Mutual Information as
an optimization criterion [17], have been successfully integrated
in the GE framework. Thus, in this work we aim to introduce
the ideas described in the GE framework in Deep Learning, by
proposing a multipleloss architecture as a regularized training
method. The above method is generic and can be applied in sev
eral deep learning architectures for classification purposes. Note
also, that the proposed regularization scheme acts in activation
level, as compared with other regularizers, like the standard
L1/L2 ones, which act in weights level, penalizing large weights
during the network optimization. The experimental evaluation
on the constructed drone crowd dataset, as well as on two
additional classification datasets, validates the effectiveness of
the proposed regularizers in accomplishing better performance
in terms of accuracy.
Generally, multitasklearning [18] constitutes a way of im
proving the generalization performance of a model. In [19]
the authors introduced techniques emerged in semisupervised
learning into the deep learning domain. That is, they combined
a supervised learner with an unsupervised regularizer perform
ing semisupervised learning. Subsequently, in [20] stimulated
training of deep neural networks for network regularization
and robust adaptation is investigated. More specifically, first
stimulated deep neural network regularization is applied to large
vocabulary recognition tasks, achieving consistent gains, and
second, based on the activation patterns obtained by stimulated
learning, a smoothing approach is proposed to regularize the
deep neural network adaptation schemes. Finally, in [21] con
temporaneous with our work, the authors propose a framework
for activation regularization aiming to improve interpretabil
ity and regularization in deep neural models. Specifically, the
framework allows appropriate target patterns to be interpreted
on activation function outputs. The target patterns are intro
duced to induce desired information such as smoothness, and
a regularization term is added to the cost function, encouraging
activation outputs to perform similarly to the target pattern.

The main contributions of this paper can be summarized as
follows:

• A fully convolutional deep neural model for crowd detec
tion from drones towards crowd avoidance is proposed.

• A novel regularization scheme, based on the GE frame
work, applicable to different deep architectures for generic
classification problems is proposed.

• A new drone crowd dataset has been constructed, in order
to validate the proposed method since there is no such
dataset publicly available.

The remainder of the manuscript is structured as follows.
Section 2 discusses the related work. The proposed fully con
volutional model for crowd detection, a brief review of GE
framework, as well as the proposed graph embedded CNN are
presented in detail in Section 3. In Section 4 we present the
constructed drone crowd dataset. Subsequently, in Section 5 we
provide the implementation details of the proposed method as
well as the experimental evaluation of our method. Finally, the
conclusions are drawn in Section 6.

2 RelatedWork

To the best of our knowledge, crowd detection in images
captured from drones is an uncharted territory. A first attempt
utilizing the stateofart deep CNNs is presented in [22], where
a CNN pretrained model is finetuned for the task of crowd
detection, proposing a twoloss architecture. In this section we
review the existing literature regarding the crowd detection task
from images that are not captured by drones, while we also
briefly refer to research works in the general field of crowd
analysis that utilize deep learning techniques.

Even though there are a lot of works in the crowd analysis
domain (e.g. crowd counting [23], abnormal crowd behaviour
analysis [24] etc.), the research in crowd detection is very
limited, since these works consider crowded scenes. In [25], the
authors propose a crowd detection method based on spatiotem
poral analysis of the video sequence. Subsequently, an algorithm
for crowd detection in still images, utilizing a statistical, Pois
son model of occurrences of quantized SIFT words across an
image [26], is proposed. Finally, in [27] the authors proposed
texture classification methods for detecting high density crowds
in aerial nondrone images.

Over the last few years, several works that use deep CNNs
have been emerged in the field of crowd counting, analysis and
understanding. A deep learning framework for crowd density
estimation in extemely dense crowd images, is proposed in
[28]. In [29] the authors also propose a model, trained with
two related learning objectives for crowd counting, while in
[30] the authors propose a Multicolumn Convolutional Neural
Network architecture to estimate the crowd count. Subsequently,
in [31] the authors develop a multitask deep model to jointly
learn and combine appearance and motion features towards
crowd understanding, while in [32] a crowd abnormal event
detection method using deep CNNs is proposed. In [33] a
switching CNN that leverages variations of crowd density in
an image in order to enhance the accuracy and localization
of the estimated crowd count, is proposed. In [34] a method
for computing an estimation of the amount of individuals in
highly dense crowd images relying on multiple sources, like
low confidence head detections, repetition of texture elements,
and frequencydomain analysis to estimate counts, is proposed.
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Subsequently, in [35], the authors address the problem of human
detection in dense crowd, exploring the utilization of spatial
or contextual constraints for improving human detection. In
[36] a tracker capable of tracking hundreds of people in ex
tremely dense crowds is proposed, by formulating online crowd
tracking as Binary Quadratic Programing. Subsequently, in [37]
a deep learning approach to detect realworld anomalies in
surveillance videos is proposed, exploiting both normal and
anomalous surveillance videos. Finally, in [38] a new approach
for autonomous navigation for lowaltitude UAVs in urban
areas is proposed. The method for a given mission computes
safe waypoints, that dynamically adapt the flight plan to the
UAVs surroundings by avoiding objects like cars or pedestrians.
However, we note that all these works do not consider images
captured from drones, and they also consider crowded scenes.
Thus, since the crowd first need to be detected, this highlights
the demand for algorithms able to efficiently distinguish between
crowded and noncrowded scenes.

3 Proposed Method

In this work, we propose a deep learning regularization tech
nique utilizing the concepts described in the GE framework,
for human crowd detection in images captured from drones. To
this aim, we utilize the deep CNNs. Specifically, we train a fully
convolutional neural model.

3.1 Fully Convolutional Neural Network

The underlying reasons behind the fully convolutional architec
ture are presented below. Firstly, the convolutional neural layers
preserve spatial information due to the spatial arrangement of
the activations, in opposition to the fully connected layers that
discard it since they are connected to all the input neurons. That
is, the convolutional layers inherently produce feature maps
with spatial information. This attribute is generally beneficial in
a series of computer vision tasks. For example, in [9], [39] it is
shown that the utilization of the convolutional layers for feature
extraction provides superior performance in the retrieval task.
In this way, the proposed classifier also benefits from the con
volutional layers, since it decides on the crowd existence based
on the convolutional features. Additionally, an architecture
without fully connected layers drastically decreases the amount
of the model parameters, and therefore the computational cost is
restricted, since the fully connected layers of deep CNNs usually
occupy the most of the model parameters. For example, in VGG
[40] the fully connected layers comprise 102M parameters out
of a total of 138M parameters, while in AlexNet [3] they occupy
59M out of the 61M parameters. Furthermore, this also allows
arbitrarysized input images, as the fixedlength input demand
concerns the fully connected layers. As a result, this allows
for using lowresolution images, that can be proven beneficial
in the specific application, since it can further restrict the
computational cost. We should note that the fully convolutional
choice does not affect the memory bandwidth needed, however
it allows for adjusting the complexity, e.g. with stride, which
is not feasible in models with fully connected layers. Finally,
we note that stateoftheart object detectors, like SSD [6], and
YOLO9000 [7] also use fully convolutional architectures.

3.2 Graph Embedding and Dimensionality Reduction

GE [15] unifies a series of dimensionality reduction algorithms
within a common optimization scheme. That is, in GE each
algorithm can be considered as the direct graph embedding that
describes certain desired statistical or geometrical properties of
the dataset. More specifically, let G = {X,W} be an undirected
weighted graph, with vertex set the data points xi ∈ Rd arranged
in a data matrix X = [x1, , . . . , xN], where N is the number
of samples, d is the feature dimension, and W ∈ RN×N is the
similarity matrix. The GE of the graph G is then defined as an
algorithm to find the desired low dimensional representation
of the data that best preserves the relationships between the
vertex pairs of G. The graph G can be seen as an intrinsic
graph. Additionally, a penalty graph Gp

= {X,Wp} can also
be defined, such that the weight matrix, Wp ∈ RN×N , of the
graph penalizes specific characteristics of the data structure. For
simplicity, we present the onedimensional case, assuming that
y = [y1, , . . . , yN]T is the vector containing at each element yi the
projection of each data sample xi.
Thus, the generic graph criterion to be optimized is:

y∗ = arg min
yT By=q

N
∑

i, j=1,
i, j

‖yi − y j‖22 Wi j = arg min
yT By=q

yT Ly, (1)

where L is the graph Laplacian defined as L = D −W, D is
the diagonal degree matrix defined as Dii =

∑

i, j Wi j,∀i, B is
the constraint matrix to avoid trivial solutions and is typically a
diagonal matrix for scale normalization, or the graph Laplacian
of Gp, that is B = Lp

= Dp − Wp, and q is a constant. The
matrices W and B allow to formulate different dimensionality
reduction algorithms.

If we assume that the vector y is obtained by the linear
projection y = XTw, where w ∈ Rd is the projection vector, then
the objective becomes:

w∗ = arg min
wT XBXT w=q,

or wT w=q

N
∑

i, j=1,
i, j

‖wT xi − wT x j‖22 Wi j =

arg min
wT XBXT w=q,

or wT w=q

wT XLXT w

(2)

The Principal Component Analysis (PCA) [41] seeks for a
projection that maximizes the variance of the data. That is,
it finds and removes the projection direction with minimal
variance, i.e.,

w∗ = arg min
wT w=1

wT Cw, (3)

with

C =
1

N

N
∑

i=1

(xi − x̄)(xi − x̄)T
=

1

N
X(I − 1

N
eeT )XT , (4)

where e is an Ndimensional vector with ones, I is an identity
matrix, C is the covariance matrix and x̄ is the mean of all
samples. In graph embedding, the intrinsic graph characterizes
the properties of the projections that need to be found and
discarded, that is, the directions of small variance in PCA.
Thus, over the GE view, the similarity matrix W and and the
constraint matrix B are as follows for the PCA algorithm:
Wi j =

1
N
, i , j, B = I.
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The Linear Discriminant Analysis (LDA) [42] algorithm
seeks for the most discriminative projection directions by mini
mizing the ratio between the intraclass and interclass scatters:

w∗ = arg min
wT SBW=d

wT SWw = arg min
w

wT SWw

wT SBw
= arg min

w

wT SWw

wT Cw
, (5)

with

SW =

N
∑

i=1

(xi − x̄ci )(xi − x̄ci )T
= X(I −

Nc
∑

c=1

1

nc

ececT )XT , (6)

SB =

N
∑

i=1

nc(x̄c − x̄)(x̄c − x̄)T
= NC − Sw, (7)

where x̄c is the mean of the cth class, and ec is an N
dimensional vector with ec(i) = 1, if c = ci and 0 otherwise.

Hence, the similarity matrix W and and the constraint
matrix B are as follows for the LDA algorithm:

Wi j =
δli ,l j

nli

, B = I − 1
N

eeT .

3.3 Graph Embedded CNN

In this work, considering a deep neural architecture for clas
sification purposes with a Softmax Loss, we propose to attach
one or multiple additional Loss layers which impose certain
constraints, motivated by the GE algorithms. The Euclidean

Loss (sum of squares) layer can be easily employed to implement
them, however more sophisticated losses can also be defined.
We should also note that in this work we utilize the widely
used Softmax Loss layer in deep neural networks [40], [43],
[3], however the Hinge Loss layer could also utilized for the
classification task.

Thus, for a set of N input images X = {Xi, i = 1, . . . ,N} we
consider the corresponding representations, yL

i
, of the feature

space generated by a specific deep neural layer, L, as the
corresponding projection of training data in the GE concept.
Then, the Softmax Loss is defined as:

Ls = −
1

N

N
∑

i=1

K
∑

k=1

li,klog(pi,k), (8)

where K is the number of classes, li,k ∈ {0, 1} is a binary
indicator that takes the value 1 if the class label k is the correct
classification for the sample i, and pi,k is the predicted softmax
probability the sample i to belong to the class k.

The Euclidean loss for a target representation ti which is
determined by a specific GE algorithm is defined as:

Le =
1

2N

N
∑

i=1

‖yL
i − ti‖22 (9)

We note that the Euclidean loss can be attached to all the deep
neural layers. Thus, for a deep model of NL layers, the total loss
in the regularized training scheme is computed by summing the
above losses:

L = Ls +

NL
∑

i=1

ηiLe, (10)

where the parameter ηi ∈ [0, 1] controls the relative importance
of the Euclidean loss of each deep layer, and ηi = 0 means that
no regularizer is attached to the ith layer. The Euclidean loss
layer acts as a regularizer, which can transfuse the ideas of GE

in deep learning. It can be attached to all the layers of the deep
architecture, to individual layers, as well as to combinations
of layers. Furthermore, different regularizers, motivated by dif
ferent GE approaches, can be simultaneously applied to a deep
neural layer.

In the following subsection we describe the Discriminant
Analysis (DA) regularization approach and the Minimum En
closed Ball (MEB) regularization, and we accordingly define
their objectives using appropriate target representations in the
Euclidean Loss layer. We note that the proposed regularization
method is straightforward, and can materialize all the GE
algorithms (e.g. the Marginal Fisher Analysis [15], etc.).

3.3.1 Discriminant Analysis Regularization

Inspired by the LDA method, that aims at best separating
training samples of different classes, by projecting them into
a new lowdimensional space, that maximizes the betweenclass
separability while minimizing their withinclass variability, we
propose a new regularized training method. Thus, the new
model, except for the softmax loss layer that preserves the
between class separability, includes a Euclidean loss layer that
aims to bring the training samples of the same class closer to
the class centroid.

That is, considering a labeled representation (yL
i
, li), where

yL
i
is the image representation and li is the corresponding image

label, we aim to minimize the squared distance between yL
i
and

the mean representation of its class.
Let X = {Xi, i = 1, . . . ,N} be the set of N images of the

training set, YL
= {yL

i
, i = 1, . . . ,N} the set of N feature

representations emerged in the L layer of a deep neural model,
and Ci

= {ck, k = 1, . . . ,Ki} the set of Ki representations of
the ith image, belonging to the same class. We compute the
mean vector of the Ki representations of Ci to the certain image
representation yL

i
, and we denote it by µi

c. That is, µ
i
c =

1
Ki

∑

k ck.
Then our goal is defined by the following optimization

problem:

min
yL

i
∈YL
JDA = min

yL
i
∈YL

N
∑

i=1

‖yL
i − µi

c‖22, (11)

Thus, the total loss is formulated as:

L = − 1

N

N
∑

i=1

K
∑

k=1

li,klog(pi,k) +
1

2N

N
∑

i=1

‖yL
i − µi

c‖22 (12)

We solve the above optimization problem using gradient de
scent. It is noted that the proposed regularizer can be imple
mented over the entire dataset, for the mean vectors of all the
samples belonging to one class, as well as in terms of mini
batch training. In our experiments we implement it in terms of
minibatch training. That is, the mean vectors of each class are
computed for each batch of Nb training samples.

3.3.2 Minimum Enclosing Ball Regularization

In this regularization approach, we apply an objective which
aims at finding a projection that minimizes the variance among
the training samples, and we abbreviate it as MEB. The rationale
behind this idea is rooted in the radiusmargin based Support
Vector Machines (SVM) [44], [45], [46]. More specifically, in
[47], it is stated that the generalization error bound of the
maxmargin SVMs depends on not only the squared separating
margin, γ2, of the positive/negative training samples, but on
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the radiusmargin ratio, R2/γ2, where R is the radius of the
minimum enclosing ball (MEB) of all the training samples. For
a fixed feature space, the dependency of the error bound on the
radius can be ignored in the optimization procedure, since the
radius, R, is constant. However, when R is determined by the
MEB of the training data, the model has the risk that the margin
can be increased by simply expanding the MEB of the training
data in the feature space. In order to remedy this problem, an
algorithm that optimizes the error bound taking account of both
the margin and the radius, in the context of Multiple Kernel
Learning, is proposed in [45]. In [48], the authors also propose
to incorporate a radiusmargin bound as a regularization term
into a deep model for 3D human activity recognition.

Towards this end, as the softmax layer aims to distinguish
the training samples’ feature representations belonging to dif
ferent classes, since feature representation especially of the
negative class may extremely expanded in the feature space
generated by the neural layer, we propose to attach a regulariza
tion layer that aims at shrinking the radius of the MEB of the
training samples.

Let us denote by X = {Xi, i = 1, . . . ,N} the set of N training
images, and by YL

= {yL
i
, i = 1, . . . ,N} the set of N feature

representations of the deep neural layer, L. We abbreviate as
RMEB, the radius of the minimum enclosing ball of all the
training samples. The squared radius is formally expressed by
the following equation:

RMEB
2
= min

R,yL
0

R2, s.t. ‖yL
i − yL

0‖22 � R2, ∀i, (13)

where yL
0 is the centroid of all the training samples yL

i
.

However, this definition suffers from a major shortcoming.
That is, it can not be applied in terms of minibatch training,
since it requires the centroid of all the training data. In order
to tackle this issue, we utilize an approximation of the above
definition. We express the radius of the minimum enclosing
ball of the training data, using the maximum pairwise distance
over all pairs of training samples. That is:

R̃2
MEB = max

i, j
‖yL

i − yL
j ‖22 (14)

In [46] the authors proved that the radius RMEB is well
approximated by R̃MEB with the following inequality:

R̃MEB 6 RMEB 6
1 +
√
3

2
R̃MEB (15)

Thus, instead of minimizing the squared radius of the small
est sphere enclosing all the training samples, for simplicity we
minimize the squared diameter that is defined by the maximum
pairwise distance over all pairs of the training samples, since
this does not affect the solution of the minimization problem,
and following also the work in [46].

Subsequently, since the approximated radius is defined over
all the pairs of training samples, we first formulate the following
minimization problem utilizing the softmax function over the
max operator which is nonsmooth, as it is shown in [48]
and then we further relax the approximated radius to make it
appropriate for minibatch training:

min
yL

i
∈YL
JMEB = min

yL
i
∈YL

N
∑

i, j

ki j‖yL
i − yL

j ‖22, (16)

where

ki j =
ea‖yL

i
−yL

j
‖22

∑N
i, j e

a‖yL
i
−yL

j
‖22

(17)

measures the correlation of the two samples, while the
parameter a controls the approximation degree to max operator.
When a is infinite, the approximation is identical to the max
operator, while when a = 0, ki j =

1
N2 . The relaxed definition of

eq. (16) allows for defining the minimization objective in terms
of minibatch training, instead of the whole dataset. That is, for
a set B of training samples’ feature representations of a batch,
eq. (16) becomes:

min
yL

i
∈YL
JMEB = min

yL
i
∈YL

∑

yL
i
,yL

j
∈B

ki j‖yL
i − yL

j ‖22, (18)

Thus, for a = 0, ki j =
1
|B|2 , where |B| is the cardinality of set

B, the minimization problem can be formulated as follows in
terms of mini batch training:

min
yL

i
∈YL
JMEB = min

yL
i
∈YL

∑

yL
i
∈B
‖yL

i − µ‖22, (19)

where µ = 1
|B|
∑

yL
j
∈B yL

j
.

The analysis of the above equality can be found in A.
Hence, the total loss is formulated similarly to (12) and the

optimization problem is solved using gradient descent.

We note that Support Vector Data Description method, [49],
inspired by the Support Vector Classifier, proposes a MEBlike
objective in the One Class Classification problem, as the main
objective in order to find the outliers. However, the proposed
regularizer, as mentioned previously, is rooted in the radius
margin based Support Vector Machines (SVM) [44], [45], [46],
and proposes the MEB objective as a regularization in the main
classification objective, in order to improve the generalization
ability of the binary classifier.

3.3.3 Graph Embedded Regularization Framework

As we have already stated, different regularizers, motivated
by different GE approaches, can be defined, apart from the
DA and MEB. That is, the proposed regularization method is
straightforward, and can materialize all the GE algorithms, and
thus it can be seen as a generic graphembedded regulariza
tion framework. In this subsection, we define two additional
regularizers inspired by the Locally Linear Embedding (LLE)
algorithm, [50], as well as by Clusteringbased Discriminant
Analysis (CDA), [51].

LLEinspired regularization: Motivated by the LLE al
gorithm, which maps the input data to a lower dimensional
space in a manner that preserves the relationship between
the neighboring samples, a corresponding regularizer can be
implemented. That is, we consider a set X = {Xi, i = 1, . . . ,N} of
N images of the training set, and a set YL

= {yL
i
, i = 1, . . . ,N}

of their corresponding feature representations emerged in the L

layer of a deep neural model. For each feature representation
yL

i
, we consider the set N(i) that contains its nearest neighbors.

Then our goal is to minimize the Euclidean distance between
each feature representation yL

i
and the mean vector µi

nn of its
nearest representations.



6

Thus, the following optimization problem is defined:

min
yL

i
∈YL
JLLE = min

yL
i
∈YL

N
∑

i=1

‖yL
i − µi

nn‖22, (20)

where µi
nn =

1
|N(i) |
∑

yL
j
∈N(i)

yL
j
, and |N(i)| denotes the cardinality of

set N(i).
However, we should note that finding the nearest representa
tions for each training sample, comes with additional computa
tional cost.

Clusteringbased DA regularization: The problem
of crowd detection is a twoclass problem of crowded and
noncrowded scenes. Thus, in the proposed DA regularizer we
consider one centroid for crowded and one for noncrowded
scenes and the proposed regularizer brings each training sample
closer to the corresponding centroid. However, the nature of
the problem, that is the one class describes crowded scenes,
while the other class describes anything than crowd, motivates
us to explore the number of centroids, aiming at exploiting
the extremely wide variation of non crowded scenes, but also
variations in crowded scenes (e.g. crowd density, distance,
viewpoint etc.). Thus, inspired by the CDA, which assumes a
multimodal data distribution inside classes where each class
consists of several subclasses, and aims to enhance the between
class discrimination by minimizing the scatter within each
subclass, while separating subclasses belonging to different
classes, we propose the CDA regularizer.

That is, let X = {Xi, i = 1, . . . ,N} be the set of N images
of the training set, YL

= {yL
i
, i = 1, . . . ,N} the set of N feature

representations emerged in the L layer of a deep neural model.
Let also Sck be the set of all image representations yL

i
, that

belong to the kth subclass of the cth class.
Then, the following optimization problem is defined:

min
yL

i
∈YL
JCDA = min

yL
i
∈YL

N
∑

i=1

‖yL
i − µi

ck‖22, (21)

where µck =
1
|Sck |
∑

yL
j
∈Sck yL

j
, |Sck | is the cardinality of set Sck, and

µ
i
ck
= µck, if yL

i
∈ Sck.

However, this approach also comes with additional computa
tional cost of using a clustering algorithm in order to define
subclasses in each class.

4 Crowd-Drone Dataset Construction

We have constructed a new CrowdDrone dataset, in order to
evaluate the performance of the proposed method, since there is
no publicly available crowd dataset of dronecaptured videos
and images. That is, we created a new dataset by querying
specific keywords to the Youtube4 video search engine. More
specifically, we collected 57 drone videos using keywords that
describe crowded events (e.g. marathon, festival, parade, polit
ical rally, protests, etc). We also selected noncrowded videos
by searching for unspecified drone videos. Noncrowded images
(e.g. cars, buildings, bikes, etc.) also randomly gathered from
the senseFlyExampledrone5, as well as the UAV1236 datasets.
Sample frames from the gathered video sequences are provided

4. http://www.youtube.com/
5. https://www.sensefly.com/drones/exampledatasets.html
6. https://ivul.kaust.edu.sa/Pages/DatasetUAV123.aspx

Fig. 1: Sample frames of the selected videos.

Fig. 2: Sample regions of the CrowdDrone dataset.

in Fig.1. Subsequently, we manually annotated crowded regions
from the extracted frames. A total number of 5,920 crowded
regions and an equal number of noncrowded images formu
lated the CrowdDrone dataset. Sample annotated regions are
provided in Fig.2. The following preprocessing steps applied
to the formed dataset: channel swapping to BGR, rescaling to
[0, 255] and mean substraction.

5 Experiments

In this section, we present the experiments performed in order
to evaluate the proposed method. Throughout this work, we
use Test Accuracy to evaluate the proposed methods for the
crowd detection problem. Qualitative results are also provided
through the crowd heatmaps. The proposed CNN model serves
as baseline for the proposed regularization approaches. We
also compare the proposed approaches with the L1 and L2
regularization schemes. In the following, we first describe the
utilized CNN architecture, then we report the implementation
details of the proposed method, and finally we present the
evaluation results.
The proposed Crowd Detector as well as the links of the uti
lized drone videos are available at: https://github.com/mtzelepi/
GraphEmbeddedCNN.

5.1 CNN Model

The proposed CNN model contains six learned convolutional
layers. The network accepts RGB images of size 128 × 128 × 3.
The output of the last convolutional layer is fed to a Softmax
layer which produces a distribution over the 2 classes of crowd
and noncrowd. Each convolutional layer except for the last one
is followed by a Parametric Rectified Linear Unit (PReLU) acti
vation layer which learns the parameters of the rectifiers, since
it has been proven to enhance the classification results [52].
Maxpooling layers follow the first and the fifth convolutional



7

256

27

27

25

25

256

23

23

Max

Pooling

Input Image (RGB)

CONV1 CONV2 CONV3 CONV4 CONV5

128
96

29

29
128

128

128

3

CONV6

63

63

Max

Pooling

1

1
2

OUTPUT

4

4

3

3

3

3

3

3

3

3

3

3

Fig. 3: Overview of the proposed CNN architecture
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(c)

Fig. 4: In (a) the DA regularizer is attached to the deep neural
layers of the proposed CNN model. In (b) the MEB regularizer
is correspondingly attached to all the neural layers, while in
(c) both the proposed regularizers are attached to the network
layers. In each of the three cases the regularizers can be attached
on not only all the layers but on individual ones as well as on
combinations of layers.

layers, aiming to reduce the spatial size of their input and the
number of the parameters contributing also to the overfitting
control, while a responsenormalization layer is utilized after
the first pooling layer, in order to aid generalization. A Dropout
layer [53] with probability 0.5 follows the fifth convolutional
layer aiming to reduce overfitting. An overview of the proposed
model is illustrated in Figure 3.

5.2 Implementation Details

The proposed CNN model was implemented and trained using
the Caffe Deep Learning framework [54]. We use the minibatch
gradient descent for the network training. That is, an update
is performed for every minibatch of Nb training samples. The
learning rate is set to 10−5, and the batch size is set to 64.
The weight decay is 0.0005, and the momentum is 0.9. All the
models are trained on an NVIDIA GeForce GTX 1080 with 8GB
of GPU memory.

As mentioned before, the proposed regularizers can be ap
plied on all the neural layers, on individual layers, as well as on
multiple layers. Additionally, both the proposed regularizers can
be applied on a certain layer. The idea behind this approach is
that the regularizers attempt to simultaneously shrink the train
ing samples, and bring closer samples of the same class, while
the softmax layer aims at separating the samples of different
classes. In our experiments, apart from the case we apply the
regularizers on all the convolutional layers, we also examine to
apply them on the CONV5, on both the CONV4 and CONV5, on
CONV3, CONV4 and CONV5, and finally on CONV2, CONV3,
CONV4 and CONV5. We also apply both the DA and the MEB
regularizers on all the convolutional layers. The above sets of
experiments are illustrated in Fig. 4. To do this, we attach

Training Approach Test Accuracy

Softmax 0.9405 ± 0.0079
Softmax & L1 0.9435 ± 0.009
Softmax & L2 0.9422 ± 0.005

Softmax & MEB 0.9541 ± 0.0072
Softmax & DA 0.9546 ± 0.0061

TABLE 1: Crowd Dataset: Test Accuracy

an additional pooling layer on each of these layers, the so
called Maximum Activations of Convolutions (MAC) [39] layer
that implements the maxpooling operation over the width and
height of the output volume, for each of the 128 feature maps of
the CONV5 layer, correspondingly of the 256 feature maps of
the CONV4 and CONV3 layers, and so on. The MAC layer on
CONV5 outputs a 128d vector, while the MAC layer on CONV4
and CONV3 layers outputs a 256d vector representation of
each input image. Subsequently, according to the regularization
approach we formulate the desired targets, and we attach the
Euclidean loss layer.

The Euclidean loss is initially significantly larger than the
softmax one. Thus, in order to control the relative importance of
the contributed losses, we first set the Euclidean loss parameter
η in (10) to 0.0001, and we fixed it to 0.01 at the 20 epochs up to
the final epoch, for all the convolutional layers. All the models
are trained for 100 epochs.

5.3 Experimental Results

In order to validate the performance of the proposed regulariz
ers, we use the 5fold crossvalidation, and we report the mean
Test Accuracy of the five cases and the standard deviation. We
note that the five folds are nonoverlapped and fixed for all the
compared methods. In Table 1 we present the performance of
the proposed regularizers against the softmaxonly approach, in
terms of classification accuracy. We also compare the regular
izers with the standard L1 and L2 regularization schemes. From
the demonstrated results, we can see that both the MEB and DA
regularizers improve the classification performance, while they
are also superior over the L1 and L2 regularizers which slightly
improve the results.

Subsequently, we use the tdistributed stochastic neighbor
embedding (tSNE) [55] algorithm, a nonparametric technique
for dimensionality reduction, widely used for data visualization,
to visualize the 128d feature representations generated by the
CONV5 layer of the proposed MEB and DA models, as well as
of the baseline Softmax model, for 100 crowded and 100 non
crowded images. Thus, in 5a, 5b, and 5c of Fig. 5 we illustrate
the 2d tSNE embedding of the CONV5 representations at 1
epoch, the tSNE embedding of the representations at 10 epochs,
and at 20 epochs of Softmax training, respectively. In 5d, 5e,
and 5f of Fig. 5 we illustrate the corresponding representations
of the MEB training, and in 5g, 5h, and 5i of the same figure
we provide the corresponding DA representations. As we can
observe, while the main Softmax Loss aims at separating the
samples of different classes, the DA regularizer seeks to bring
the training samples’ representations of the same class together,
and the MEB regularizer aims to shrink the radius of the MEB
of the training samples’ representations. Both the regularizers
induce the training samples’ representations to shrink, while
the DA regularizer also preserves discriminant power. That is,
if we push them to their extreme, the training samples would



8

Training Approach Test Accuracy

Hinge Loss 0.9488 ± 0.0009
Hinge Loss & MEB 0.9541 ± 0.0022
Hinge Loss & DA 0.9584 ± 0.003

TABLE 2: Crowd Dataset  Hinge Loss: Test Accuracy

collapse to one point for the MEB regularizer, and two points
for the DA regularizer (possibly even to one too).
In Fig. 6 and Fig. 7 we compare the proposed regularization
techniques, applied on all the convolutional layers, against the
oneloss training of the proposed CNN architecture. From the
demonstrated results, several remarks can be drawn. First, we
can notice that each of the proposed approaches accomplishes
improved results in terms of accuracy as compared to the one
loss model. Second, we observe that the regularizers cause weak
improvement up to 20 epochs, which is reasonable since the
weight parameter η in (10) for the DA regularizer and similarly
for the MEB one, is intentionally lower to the first epochs, as
stated previously. In Fig. 9 for the DA regularizer, as well as
in Fig. 10 for the MEB regularizer, it is shown that the number
of the regularizers attached to the deep neural layers affects
the classification accuracy. That is, the more layers we attach
the regularizer the better improvement we accomplish, as it is
clearly illustrated in the Figures. This also comes with impact
on the computational cost. Finally, in Fig. 8 we apply both the
DA and MEB regularizers, and we see the improvement against
the oneloss model.

Furthermore, as we have previously mentioned, the Hinge
Loss layer could also utilized for the classification task, instead
of the Softmax Loss layer. To this aim, we also perform exper
iments on the CrowdDrone dataset utilizing the Hinge Loss
instead of the Softmax one, and we apply the proposed MEB
regularizer, as well as the DA regularizer. As we can observe
in Table 2 we can indeed achieve improved results with the
proposed regularizers using the Hinge Loss as the classification
objective.

Subsequently, in order to validate our claim that the pro
posed regularization scheme can be applied for generic classifi
cation purposes, we also conducted additional experiments on
two additional datasets. We utilized two datasets, constructed
for Bicycle (i.e. bicycle with bicyclist) and Football Player Detec
tion, in the context of media coverage of certain sport events (e.g.
football match, bicycle race) by multiple drones with increased
decisional autonomy. The first dataset, namely Bicycle Dataset,
consists of 59,904 train images of bicycles and nonbicycles,
and correspondingly of 7,000 test images. The input images are
of size 64 × 64, and thus we modified the proposed architecture
for the crowd detection by removing the pooling layer which
follows the 5th convolutional layer. The second dataset, namely
Football Dataset, consists of 51,200 images of football players
and non football players. The input images are of size 32 × 32,
and hence, except for the aforementioned pooling layer, we have
also removed the first pooling layer in the proposed Crowd
architecture. In Table 3 we provide the evaluation results in
terms of classification accuracy, for the Bicycles Dataset. We
repeated the experiments five times, and we report the mean
value and the standard deviation. The batch size is set to 256.
As we can see the proposed regularizers significantly improve
the performance of the softmaxonly model. We also compare
the proposed regularizers with the L1 and L2 regularization

schemes. As we can observe the L1 regularization impairs
the classification performance, while the L2 one marginally
improves the performance.

Training Approach Test Accuracy

Softmax 0.9119 ± 0.004
Softmax & L1 0.8991 ± 0.0079
Softmax & L2 0.9134 ± 0.0021

Softmax & MEB 0.9448 ± 0.0057
Softmax & DA 0.9423 ± 0.0045

TABLE 3: Bicycle Dataset: Test Accuracy

In Table 4 we provide the evaluation results in terms of
classification accuracy, for the Football Dataset. We repeated
the experiments five times, and we report the mean value and
the standard deviation. The batch size is set to 256. We compare
the proposed regularizers with the softmaxonly approach as
well as the L1 and L2 regularizers. As we can see the proposed
regularizers are notably superior over both the softmaxonly and
the L1/L2 regularization approaches.

Training Approach Test Accuracy

Softmax 0.8850 ± 0.0051
Softmax & L1 0.8834 ± 0.005
Softmax & L2 0.8856 ± 0.0083

Softmax & MEB 0.9112 ± 0.01
Softmax & DA 0.9128 ± 0.003

TABLE 4: Football Dataset: Test Accuracy

Thereafter, for ranking the proposed regularization meth
ods and evaluating the statistical significance of the obtained
results, we performed a posthoc Bonferroni test [56]. The
performance of pairwise methods is significantly different, if the
corresponding mean ranks over the datasets differ by at least the
critical difference which is defined as:

CD = qa

√

m(m + 1)

6D
, (22)

where m corresponds to the number of the compared methods,
D to the number of datasets, and critical values qα can be found
in [56]. In the performed comparisons we set α = 0.05. In the
experiment we considered the five folds of the Crowd Dataset
as five discrete datasets, since the folds are nonoverlapped and
fixed for all the compared methods. Thus, the number of datasets
is seven in the performed test, including the Bicycle and Football
datasets. The compared methods are five, that is the proposed
regularizers, as well as the L1 and L2 regularizers are compared
with a control method which is the softmaxonly approach. The
ranking results are also illustrated in Fig. 11. On the vertical axis
the five compared methods are depicted, while on the horizontal
axis is depicted the performance ranking. The circles denote
the mean rank, while the intervals around them denote the
confidence interval, as it is defined by the CD value. Non
overlapping intervals between two compared methods indicate
that the methods are significantly different, while overlapping
intervals imply that there is not a statistically significant differ
ence between the corresponding ranks. As we can observe, both
the proposed regularizers are significantly different against the
softmaxonly training, while between L1/L2 regularization and
the softmaxonly approach there is not significant difference.

Qualitative results: In Fig. 12 we provide the heatmaps for
the class Crowd of the proposed DAregularized classification
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(a) Representations at 1 epoch of Softmax
training

(b) Representations at 10 epochs of Softmax
training

(c) Representations at 20 epochs of Softmax
training

(d) Representations at 1 epoch of MEB train
ing

(e) Representations at 10 epochs of MEB
training

(f) Representations at 20 epochs of MEB
training

(g) Representations at 1 epoch of DA train
ing

(h) Representations at 10 epochs of DA
training

(i) Representations at 20 epochs of DA
training

Fig. 5: Visualization by tSNE
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Fig. 6: DA Regularizer
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Fig. 7: MEB Regularizer
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model, trained on the entire dataset of 11,840 images, since
the test frames are not included in the dataset. That is, unseen
images of size 1024 × 1024 are fed to the network, and for every
window 128 × 128 with stride 8, we compute the output of the
network at the layer CONV6, for the label Crowd, which is
the desired heatmap. We should note that proposed method can
obtain pixellevel heatmaps, albeit it uses data labelled at image
level in the training procedure. That is, it produces a heatmap
as output, similarly to more complex methods [57] although it
is not trained in pixel level segmented images. More heatmaps
of crowded and totally noncrowded scenes are provided as
supplementary material.

5.3.1 Discussion on Speed

We tested the proposed crowd detector on a GeForce GTX 1080
GPU for various input sizes, and we compare it in terms of
frames per second (fps) with a common baseline model (i.e.
VGG16 [40]) for the latter’s fixed input. Since the deployment
of the crowd detector will be done on a drone, we also tested the
performance on a lowpower NVIDIA Jetson TX2 module with
8GB of memory, which is a state of the art GPU used for on
board drone perception. The experimental results are presented
in Table 5. As we can see, the proposed model operates at 49.7
fps for input of size 224× 224, against the baseline model which
runs at 9.36 fps for the same fixed input on the Jetson TX2

module, whereas it runs at 13.1 fps for input of size 512 × 512,
and at 2.1 fps for input of size 1024 × 1024.
Generally, utilizing a CNN pretrained model as a weight ini
tialization constitutes a common practice in deep learning,
in order to tackle the issue of limited data, or as a way to
boost the performance of a model. A common pretrained CNN
model like VGG, requires fixed input due to the fully connected
layers. However, this is prohibitive for the specific application,
since handling images with arbitrary dimension is required
in order to estimate a heatmap of the crowded areas. This
can be obtained using only convolutional layers. A way to
tackle the issue of the fully convolutional requirement of the
application, is to adapt the VGG pretrained model by removing
the fully connected layers. However, even if we discard the
fully connected layers of the model, the application imposes
a lightweight model, capable of being applied onboard. For
example, the modified fully convolutional VGG model runs at
28.16 fps for input 512 × 512 on the GTX 1080 (against 99.4 fps
of the proposed one), while for an input of size 1024 × 1024 it
is out of memory even in the GTX 1080 (the proposed model
runs at 23.45 fps, respectively). We should finally highlight that
even if it is feasible to apply such an architecture for the task
of crowd detection, this choice remains prohibitive, since the
crowd detector is one of a series of models that should be
deployed and run simultaneously onboard (e.g. bicycle/bicyclist
detection, football player detection, pose estimation, etc.) in the
context of media coverage of certain sport events by drones.

Model Input Jetson TX2 GeForce GTX 1080

VGG 224 × 224 9.36 89.52
Proposed 224 × 224 49.7 416.66
Proposed 512 × 512 13.1 99.4
Proposed 1024 × 1024 2.1 23.45

TABLE 5: Speed (FPS)

5.3.2 Training with limited data

Finally, we investigate the scenario of training with limited
data. That is, we conducted an additional experiment in order
to evaluate the performance of the proposed regularizers under
the extreme case where the available training samples are very
limited, and hence the utilization of a pretrained CNN model is
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Fig. 12: Initial images on the left and the corresponding detected
crowd heatmaps on the right for five test images

mandatory. More specifically, we have considered as training set
only 2,048 out of the 11,840 images of the Crowd dataset (using
1,024 images of crowd and 1,024 images of noncrowd), and as
test set 7,000 images. We used the fully convolutional portion
of the VGG16 model, and we added a convolutional layer with
kernels covering the entire input. The output of the additional
convolutional layer was fed to a Softmax layer, producing a
distribution over the 2 classes of Crowd and NonCrowd. We
trained an oneloss model using as weight initialization the
modified fully convolutional VGG model. Subsequently, we also
attached the two proposed regularizers. We note, that both in
the case of the softmaxonly training as well as in the twoloss
regularized training, we only trained the two last convolutional
layers. The experimental results are provided in Table 6. As we
can observe, the VGG initialization indeed helps the model,
trained with only 2,048 images, to perform well. Additionally,
from the demonstrated results it is deduced that the proposed
regularizers accomplish improved results as compared to the
softmaxonly approach, even in the case of the extremely lim
ited data, where we utilize a common CNN pretrained model
as weight initialization. That is, the proposed regularization
scheme is applicable for generic classification purposes, and for
different architectures, while it also enhances the generalization
ability of the model, regardless of the size of the training dataset.

Training Approach Test Accuracy

VGG  Softmax 0.9044 ± 0.003
VGG  Softmax & MEB 0.9136 ± 0.0039
VGG  Softmax & DA 0.9138 ± 0.0035

TABLE 6: Crowd Dataset  ModifiedVGG initialization, Lim
ited Training Samples

6 Conclusions

In this paper, a novel human crowd detection method, for drone
flight safety purposes, using fully convolutional deep CNNs
was proposed. Firstly, a fully convolutional architecture was
proposed, in order to satisfy the computational and the memory
limitations of our application, and also benefit from the fully
convolutional networks properties. Secondly, a novel regular
ization technique, that borrows ideas from the GE framework,
and is applicable to various deep learning models, for generic
classification problems, was proposed. Thirdly, a new Crowd

Drone dataset was constructed, for the specific task, since there
is no publicly available dataset with dronecaptured crowded
images. The experimental validation on the created dataset
proved the effectiveness of both the crowd detector, and the
regularizers. Finally, in order to better evaluate the performance
of the proposed regularizers, as well as to validate our claim
that the proposed regularization scheme is applicable in generic
classification problems, additional experiments were also con
ducted on two new datasets, where the enhanced performance
of the regularizers was also validated.
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Appendix

In this appendix we provide the analysis of equality 19. For
simplicity in notation we denote yL as y.
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For simplicity, 2

|B| can be omitted, since it does not affect the
solution of the minimization problem.
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1. Introduction1

In modern times, the mass availability of mobile devices equipped with2

cameras, such as mobile phones, camera vans used for city mapping purposes3

or dash cameras, and more recently, drones, has lead to increased public4

privacy concerns. As unknowingly photographed individuals often wish to5

maintain their anonymity, companies which manage databases of such im-6

ages opt for de-identification methods to provide this anonymity. This is7

now enforced, at least in the European Union, by the recent GDPR legis-8

lation [1]. Therefore, a good practice would be to install privacy by design9

systems as close as possible to surveillance cameras, and even cameras used10

for entertainment purposes, such as on drones, to ensure privacy protection.11

As a person’s face is amongst the most significant biometric features when12

it comes to person identification, both by humans [2], and by computers13

[3], typically face de-identification suffices for anonymity preservation. A14

standard de-identification method comprises of face detection as a first step15

and blurring of the detected facial regions to achieve de-identification. As an16

example, in the images shot by a Google Camera Car for mapping purposes,17

when a face is detected, the face is blurred to hinder the recognition of18

that person both by computers and humans alike. Although unimportant19

in this context, such blurring processes produce a visually unpleasing result.20

Furthermore, it has been shown that such naive techniques can be defeated,21

for example via parrot recognition [4]. In addition, recent studies show that22

pixelation and blurring do not ensure proper de-identification [5, 6], as in23

the absence of clear facial features, humans will look for contextual clues to24

recognize a person, with surprising success. Thus, more advanced face de-25

identification methods, in terms of effectiveness and utility of the resulting26

images, must be investigated.27

With the recent advances of Machine Learning (ML) in face detection and28

recognition, face de-identification methods can become much more effective29

and efficient. Face detection and recognition accuracy has been greatly im-30

proved [7, 8]. Thus, de-identification methods can be better evaluated using31

learned face verification and recognition models. Furthermore, the aesthetic32

quality of the de-identified images can be improved with Machine Learning,33

which offers more sophisticated solutions than face blurring.34

In this paper, we exploit Autoencoders (AEs), extracting meaningful low-35

dimensional feature representations of facial images, to tackle the problem of36

face de-identification. Interestingly, we find that the information loss caused37

2



Figure 1: Before (left) and after (right) application of the proposed de-identification
method. The identity of the subject is altered in a manner which preservers basic vi-
sual attributes, such as gender, pose, emotion and age, thus maintaining the naturalness
of the image.

by the dimensionality reduction that AEs perform, yields facial images which,38

while visually similar to the original ones, are recognized as different by39

state-of-the-art face recognition systems. We exploit this inherent ability for40

face de-identification, through the generation of facial images with different41

identity labels than the original one, both visually and quantitatively.42

The main contribution of this paper lies in finetuning the encoding part of43

a standard autoencoder to perform de-identification in the latent space. After44

finetuning the encoder, the network can then perform face de-identification45

in an end-to-end fashion, by forward passing the facial image through the46

modified encoder, which changes the identity of the face while preserving47

other attributes, and subsequently the decoder, which then reconstructs a48

new face. Extensive experimental results using both supervised and unsu-49

pervised learning for the encoder finetuning step indicate the effectiveness50

of the proposed method. Figure 1 demonstrates the ability of the proposed51

method to alter the identity of a subject effectively, while maintaining the52

naturalness of the image by creating a new face which inherently blends in53

with the context of the original face. Finally, a diversity measure is intro-54

duced, to quantify the quality of the generated faces, in terms of realism and55

utility of a de-identified image.56

The rest of this paper is organized as follows. Section 2 contains a state57

of the art review and theoretical comparisons to this work. In Section 358

the tools used in the proposed method are introduced, and the method is59

described in detail. Section 4 presents the results of our experimental study,60

while the conclusions drawn are summarized in Section 5.61
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2. Related Work62

Recent methods used for face de-identification focus on finding the bal-63

ance between preserving global facial attributes and simultaneously hinder-64

ing face recognition by altering the more refined facial attributes. The vi-65

sual quality of the de-identified image is addressed by using models which66

generate new facial images of high quality. An overview of various face de-67

identification methods can be found in [9]. Despite recent interest, there68

are no widely accepted benchmarks for face de-identification, and various69

face recognition datasets are used in conjunction with state-of-the-art face70

recognition systems to evaluate de-identification systems.71

2.1. De-identification and k-Anonymity Theory72

The k-Anonymity theory [10] imposes that in a set of de-identified people,73

each person cannot be distinguished from at least k − 1 other people in the74

same set. In [4], the k-Same algorithmic family was introduced, providing a75

de-identification method with theoretical guarantees of anonymization. The76

family was later enriched with the addition of the model-based k-Same-M77

method [11], which is more robust to alignment and other variation issues78

in a gallery set. Based on the k-Same-M family, in [12], multiple facial79

attribute classifiers as well as a face verifier are used in conjunction with80

a face image synthesis model, relying on heavily annotated datasets with81

multiple facial attribute features. The attribute classifiers are then used to82

measure the attribute similarity between a test sample and other samples83

from the gallery set. Compared against the k-Same-M method, the proposed84

method greatly reduces face recognition rates. In [13], the concepts of k-85

anonymity, l-diversity and t-closeness are directly tied to a proposed neural86

architecture, for effective anonymization of facial images.87

2.2. Neural Networks & De-identification88

Many tasks related to face analysis, such as face detection, recognition89

and verification [8, 7], have benefited from the recent success of Deep Learn-90

ing methods in the Computer Vision field. Convolutional neural networks91

revolutionized the way many face-related problems are handled, from face92

recognition [14], facial pose recognition in the wild [15], to attribute alteration93

[16]. Neural networks were used in [17], in combination with a background94

subtraction and segmentation scheme, for pedestrian face de-identification in95
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video. A style transfer algorithm is applied partially to change the appear-96

ance of a face detected in an image, after segmentation has revealed salient97

areas (i.e., people). The result is a de-identified image whose visual quali-98

ties depend heavily on the reference style image. However, it can be argued99

that changing the artistic style of a detected face doesn’t effectively hinder100

recognition, while providing a somewhat unrealistic result.101

In [18], a Generative Adversarial Network (GAN) is used for inpainting102

facial details after facial landmarks have been identified. This preserves the103

pose of the original face, while constructing a facial image of high quality104

which is visually pleasing and more effective than blurring methods for de-105

identification purposes. Generative networks were also used in [19], to gen-106

erate artificial faces which are then blended to create a new identity. Using a107

deep VGG-like network, feature vectors are extracted from a gallery set, and108

the k-Nearest Neighbors of each sample in the set are computed. These are109

then fed into the generative network which generates the new identity. The110

generated face is blended into the context of the original one in a separate111

step.112

More recently, GANs were used for full body as well as face de-identification113

[20], addressing the problem of identity recognition via non physiological114

characteristics. The networks are trained to produce new samples of cloth-115

ing as well as faces which match the probability distribution of the training116

dataset. Then, during deployment, new clothing items and faces are gener-117

ated and inpainted in place of the original ones, while attempting to protect118

the naturalness of the image against artifacts inserted by the GAN. GANs119

have also been used for style transfer purposes, which is closely related to120

de-identification, in [16]. Finally, adversarial training was used in [21], to121

train a generative network to produce new faces while preserving the action122

that the original person was performing. A deep resisual-based architecture123

was used with impressive results. However, despite the action preservation,124

no other attribute preservation occurs with regards to the faces themselves125

(e.g., gender, age or emotion).126

Autoencoders & This Work. In contrast to the above methods, in this work127

Autoencoders [22] are used, and it is shown experimentally that they are128

tools capable of achieving good de-identification performance, while produc-129

ing high quality reconstructions. Deep autoencoders have recently been pro-130

posed to solve tasks such as one-shot face recognition [23], unconstrained face131

recognition [24, 25], face alignment [26] and face hallucination [27] among132
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others. The features extracted by deep AEs have been shown time and time133

again to be significantly useful to such tasks. Adversarially trained autoen-134

coders were proposed in [28] for image generation and manipulation, and135

stacked Wasserstein autoencoders were proposed in [29] and applied to facial136

images with interesting results.137

Because of the information loss that occurs when extracting representa-138

tions of lower dimensionality, we show that even standard AEs reconstruct139

faces with altered identities. With an encoder finetuned for the purpose140

of de-identification, the de-identification performance increases even further141

and the produced images are also visually and quantitatively dissimilar to the142

original ones. The naturalness of the resulting images is quantified and mea-143

sured via faceness and diversity metrics, highlighting the ability of the pro-144

posed autoencoders to produce images which highly resemble diverse faces,145

with different identities than the original ones. Furthermore, the proposed146

method is very lightweight and capable of processing hundreds of faces at147

very high speeds, as it does not require online training or any additional148

processing, such as image segmentation. Thus, in conjunction with a fast149

face detector [30], a real-time de-identification system based on the proposed150

method can be deployed, even on mobile devices.151

3. Proposed Method152

3.1. Autoencoders153

Autoencoders (AEs) are neural networks which map their input data to154

itself, through multiple levels of non-linear neurons [22, 31, 32]. Thus, the155

input and output layers consist of as many neurons as is the dimension of156

the data. Such networks are comprised of an encoding part, which maps the157

input to an intermediate representation, and a decoding part, which maps the158

learned intermediate representation to the desired output, and is layer-wise159

symmetrical to the encoding part.160

Typically, an AE is used for dimensionality reduction as well as feature161

extraction, which means that the intermediate representation learned is of162

lower dimension than the input data. The layers of both parts of the network163

(l = 1, . . . , lenc, . . . , L, where lenc is the encoding layer), are accompanied164

by weights A(l) ∈ R
Dl×Dl−1 which multiply each layer’s input to produce165

an output, where Dl is the dimension the output at layer l. A bias term166

b(l) ∈ R
Dl is also added to the output of the neuron, and a non-linearity167
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s(·) called the activation function of the neuron is applied to this output to168

produce the neuron’s activation value.169

In the context of fully connected layers, the output x
(l)
out ∈ R

Dl of the l-th170

layer is given by:171

x
(l)
out = s(A(l)x

(l)
in + b(l)) (1)

where x
(l)
in is the input to the l-th layer, which is equal to the output of the172

previous layer, or:173

x
(l)
in =

{

x , l = 0

x
(l−1)
out , l > 0

(2)

where x ∈ R
D0 denotes an input sample, D0 being the dimensionality of the174

input.175

For convolutional layers, the network’s input is a three-dimensional tensor176

representing an image as its pixel intensities, i.e., x ∈ R
C

(0)
in

×H×W where177

H,W are the image’s height and width and C
(0)
in is the number of channels178

of the input image (e.g., 3 in RBG images). In this setting, each layer is179

parameterized by C
(l)
out filters f ∈ R

C
(l)
out

×n×n×C
(l)
in , and C

(l)
out biases b

(l)
c ∈ R.180

The output of the l-th layer is computed as:181

x
(l)
out,c = b(l)c +

C
(l)
in

−1
∑

k=0

f
(l)
c,k ∗ ∗x

(l)
in,k (3)

where x
(l)
out,c ∈ R

Hl×Wl is the c-th channel of the output tensor with c ∈182

{0, 1, . . . , C
(l)
out}, b

(l)
c is the c-th bias value, f

(l)
c,k ∈ R

n×n is the k-th channel of183

the c-th filter, x
(l)
in,k ∈ R

Hl−1×Wl−1 is the k-th channel of the input tensor and184

finally the double star symbol, ∗∗, denotes the 2D convolution function.185

As in standard convolution, the input image must be padded spatially in186

accordance with the size of the convolution filter to preserve its dimensions.187

When no padding is added, the dimensions of the resulting volume are smaller188

than the original. To reduce the dimension faster, strided convolutional189

or pooling layers may be used. As an example, a max pooling operation190

with a 2 × 2 kernel and stride 2 will reduce the input volume by a factor191

of two immediately, by choosing the maximum response out of each 2 × 2192

non-overlapping input region, due to the stride. Although this causes some193

information loss, it can be compensated for by increasing the number of filters194

in the convolutional layers, to assure sufficient information is encoded for the195

reconstruction process.196
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The network parameters, i.e., the weights or filters and biases, can be197

learned using the backpropagation algorithm [33], in combination with an198

optimization method, such as Stochastic Gradient Descent (SGD) [34], to199

optimize an objective function. For autoencoders, the objective is typically200

to minimize the reconstruction error, i.e., difference of the output and the201

input, in terms of a differentiable function, such as the squared l2-norm:202

ℓ(xi,x
(L)
i,out) = ∥xi − x

(L)
i,out∥

2
2 (4)

The objective of the network is to minimize the mean of errors over all data203

samples:204

L(X,X
(L)
out) = min

θ

1

N

N
∑

i=1

ℓ(xi,x
(L)
i,out) (5)

where X,X
(L)
out are the matrices containing all input samples xi and recon-205

structed samples x
(L)
i,out, for i = 1, . . . , N , and θ is the set of the network’s206

optimizable parameters, i.e., θ = {A(l),b(l)}Ll=1 for networks comprised of207

fully connected layers, or θ = {f (l),b(l)}Ll=1 for convolutional networks.208

As the network’s output is a function of its input and the network’s209

weights and biases, the optimization of this loss function is tied to updating210

the parameters of the network towards the minimization of the reconstruction211

error. The process of updating the network’s parameters is referred to as the212

network’s training process. As the training process converges, the activations213

of the intermediate layers can be used as representations of the input data214

for other tasks, such as classification and clustering. Let xenc denote the215

output of the lenc layer, i.e., xenc = x
(lenc)
out ∈ R

d, d < D. Then xenc can216

be used as the low-dimensional representation of the data in the subsequent217

classification task.218

It’s worth noting that the described process is fully unsupervised, meaning219

that the label information of the data is not utilized during the training220

process. However, when the label information is available, its utilization in221

the training process of an AE could intuitively improve the quality of the222

features produced [35].223

3.2. Autoencoders for Face De-identification224

Let xi represent a facial image and xi,enc represent its encoded feature225

vector, learned by a standard Autoencoder. Due to the dimensionality re-226

duction, the encoded feature vector is a lossy compressed version of the orig-227

inal image. As a direct result, the reconstruction will not be perfect even228
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though the network has been trained to minimize the error between the re-229

construction and the input. In fact, this loss of information is enough to230

hinder an artificial face recognition system’s accuracy, despite the fact that231

the reconstructed image may be visually very close to the original, much like232

adversarial examples designed for the sole purpose of confusing neural net-233

works [36]. This important AE property is further demonstrated in Section234

4.235

Based on this observation, and the fact that the encoded representation236

contains information more useful than pixel intensities, we disintegrate the237

autoencoder into its encoder and decoder parts and focus on finetuning the238

encoder to produce representations which visibly alter the identity of its239

input. To achieve de-identification for a given sample xi, a target represen-240

tation zi is defined, and the encoder is trained to learn this representation241

by minimizing the following loss function over all samples:242

ℓdeid(xi,enc, zi) = ∥xi,enc − zi∥
2
2. (6)

The choice of targets zi is detailed in the following subsections.243

Supervised Attribute Preserving De-identification. When attribute labels are244

available, i.e., each sample xi is accompanied by a set Ai of attributes such as245

identity, gender, ethnicity, pose, facial expression etc., these can be exploited246

to produce more visually pleasing de-identified faces. This can be achieved247

by forcing the encoded representation to lie away from the representation248

vectors with conflicting attributes and closer to representations with desirable249

attributes. We denote attributes as desirable or undesirable in the context250

of face de-identification. For example, identity is an undesirable attribute,251

and the representations should be shifted away from samples with the same252

identity. Other attributes, such as gender, pose and expression, are desirable253

for attribute preservation, so that the de-identified face will naturally blend254

into the context of the original face.255

Formally, we define the target representation of the i-th sample, yi, as:256

yi = (1− α)xi,enc + αPiXenc (7)

where P ∈ [0, 1]N×N is an attraction matrix, whose rows describe the effect257

of each sample in the set of encoded feature vectors Xenc ∈ R
N×Denc on the258

i-th sample, i.e., the i-th row Pi ∈ [0, 1]N contains weights by which all sam-259

ples are linearly combined, to form the new target. The hyperparameter α260
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weighs the effect of the shift on the original sample, i.e., small values main-261

tain more of the original features. For convolutional networks, the targets262

can be extracted either by reshaping the encoded feature representations as263

vector and subsequently reshaping them into tensors of the same size as the264

encoded tensor, or by extracting a target per each grid cell of the encoded265

representation.266

To ensure attribute preservation, the weight Pij linking sample xj to sam-267

ple xi must be large if both samples are characterized by the same desirable268

attribute, or close to zero if they have undesirable to retain (clashing) at-269

tributes such as the same identity, or different poses. Let us denote by Di270

the set of samples with the same desirable attributes as sample xi. Then,271

the weights Pij can be formulated as:272

Pij =

{

1
|Di|

, if xj ∈ Di

0 , otherwise
, (8)

indicating that each sample in the set of samples with desirable attributes Di273

contributes equally to the target feature yi, with force equal to the inverse274

of the set’s cardinality.275

For large datasets, the set of samples with desirable attributes can be276

constricted to only include the nearest neighbors of each sample. Denoting277

this set by Dn
i , the weights Pi can be extracted by Equation (8) by simply278

replacing Di by D
n
i . Thus, more complex weights can be produced by defining279

other sets of samples, such as for example, the nearest neighbors of each will280

also lie closer to the mean vector of all samples, or to the center of the same281

cluster as this sample.282

Although the above process preserves the desirable attributes, it does not283

by itself guarantee that the identity of the person will be changed. Thus, the284

target extraction process can be enhanced by defining a set of samples with285

clashing attributes, Ci, for each sample, such that the sample is moved away286

from the samples in this set. Formally, the new targets are defined as:287

zi = (1 + β)yi − βQiY (9)

where the matrix Q ∈ [0, 1]N×N defines the relationships to be suppressed288

in the resulting representation, acting on the targets Y ∈ R
N×Denc acquired289

by Equation (7). The repulsion matrix Q can be defined similarly to the at-290

traction matrix P from Equation (8), by defining the proper sets of samples291

with conflicting attributes. Let Ci denote the set of samples with attributes292
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clashing those of the i-th sample. Such attributes include the same identity,293

and different properties such as the pose, gender and expression of the de-294

picted people. After selecting this set, the repulsion weights for each sample295

are formulated as:296

Qij =

{

1
|Ci|

, if xj ∈ Ci

0 , otherwise
, (10)

where values close to one indicate strong repulsion, and values close to zero297

indicate little to no repulsion at all. Intuitively, if a sample lies far away298

from the i-th sample, it should not contribute to its target representation,299

whereas samples lying close to it should have a more significant effect on it.300

Thus, we can define a set of neighboring clashing samples as Cn
i for sample301

xi and encode this information into the target representation by replacing Ci302

in Equation (10) with Cn
i .303

By combining the attraction and repulsion matrices, the extracted tar-304

get representations force the encoder to learn an attribute-preserving de-305

identification function, whose output is fed to the decoder during the test306

phase and produces a new face that is both visually different and not rec-307

ognizable as the same person by state-of-the-art face recognition systems, as308

will be demonstrated in Section 4.309

Unsupervised De-identification. As the process of labeling data is very expen-310

sive, and unlabeled data exist in surplus, ideally Machine Learning methods311

should be capable of exploiting this vast volume of unlabeled data and still312

producing meaningful representations and results. Although labels are not313

required during the test phase of the proposed method, as described so far,314

they are still required in abundance for the training phase.315

To avoid this costly process and enable our method to work in a purely316

unsupervised manner, we exploit the autoencoder’s ability to uncover mean-317

ingful low-dimensional representations, in the sense that samples which lie318

close to each other in the latent subspace will have similar attributes whereas319

samples lying further away from each other will have dissimilar attributes.320

Autoencoders have been shown to be able to group samples by their at-321

tributes, as demonstrated in recent works on clustering which use autoen-322

coders as a feature extractor [37, 38].323

Based on this observation as well as the fact that the reconstructed facial324

images act as adversarial examples confusing state-of-the-art face recognition325
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systems, we formulate attraction matrices without explicit attribute informa-326

tion, which force the encoded representations to be decoded into visibly and327

quantitatively different identities. For each sample xi, we define a set DU
i328

of samples which are more probable to be characterized by the same set of329

attributes, for example its n closest neighbors, so as to preserve those in330

the reconstruction phase. As distances are also more meaningful in the low-331

dimensional space [39], neighbors found by measuring distances at the latent332

space are more likely to be semantically related to each other. In general,333

there will also be a set CU
i of samples with attributes conflicting with those334

of sample xi.335

It is thus intuitive to first cluster the faces in the low-dimensional space,336

using a clustering algorithm such as k-means, by considering the resulting337

clusters as groups of samples with the same attributes. As aforementioned,338

autoencoders are capable of producing representations which can then be339

grouped into semantically similar clusters. Thus, the assumption that sam-340

ples belonging to the same cluster will have the same or similar attributes, is341

not a far-fetched one, and one could define DU
i as the set of samples in the342

same cluster as xi. Respectively, the set of samples belonging to different343

clusters can be assumed to have different attributes, and thus constitute the344

set of repulsion samples CU
i. Having chosen the attraction and repulsion345

sets, the new targets can be acquired in the same way as in the supervised346

paradigm, i.e., by combining Equations (7) and (9) using these sets.347

However, this set of attributes may also include the identity of the de-348

picted person, which clashes with the purpose of de-identification. To combat349

this, we first compute mean representations corresponding to either an entire350

face or different facial parts, e.g., left and right eyes, nose, mouth etc., by351

extracting feature vectors from the corresponding grid cells of the encoded352

representations. We then restrict the samples contributing to the attraction353

matrix P, by choosing only one of the nearest neighbors to contribute to354

the shift. This leads to a more crisp target, whose identity is different than355

the original, but whose facial features are structurally close to the original356

ones. As an example, this neighbor can be chosen to be each sample’s n-th357

closest neighbor or the one lying the closest to the mean face or facial part358

out of this set, which we denote by ni. The latter process ensures attribute359

preservation, given the autoencoder produces semantically meaningful rep-360

resentations, while attempting to modify the identity of the depicted person361

by moving its latent representation towards one that is closest to the mean362

representation, whose identity is a mixture of all identities in the dataset,363
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i.e., it has been anonymized because it resembles all faces equally, and thus364

none of the faces more than any other at the same time.365

Formally, the target extraction can be summarized as:366

zi = (1− α)xi,enc + αni. (11)

In this unsupervised context, finding the balance between de-identification367

and attribute preservation depends on the number of neighbors chosen to fill368

the set DU
i with.369

Figure 2 illustrates the effect of some of the aforementioned shift types,370

for thirty samples of the LFW dataset [40], corresponding to ten facial im-371

ages from three different subjects, denoted by different shapes. Each subject372

is also characterized by an additional attribute, either “smiling” or not, de-373

noted by different colors. Figure 2a, shows the original samples encoded374

by a standard convolutional autoencoder and projected into 2D space via375

PCA [41]. Although samples with similar attributes lie close together, no376

prominent clusters of same-attribute samples appear. In Figure 2b, the sam-377

ples are shifted towards the mean of samples with the “smiling” attribute as378

well as away from the mean of samples without the attribute. The resulting379

representations are well separated in terms of the attribute in question.380

In Figure 2c, the original samples are shifted towards their nearest same-381

attribute neighbors and away from their closest neighbors without the at-382

tribute. The resulting representations are well separated in terms of the383

attribute, and the identities are entangled, which is a desirable side-effect.384

Finally, in Figure 2d, the samples are first clustered and then shifted towards385

their cluster centers. Although the separation is unsupervised, the formed386

clusters are quite uniform in terms of their attributes.387

4. Experimental Study388

4.1. Performance Measures389

Faceness. We measure the faceness of a de-identified facial image by its abil-390

ity to be confidently detected as a face by a neural network based face de-391

tector, provided by dlib [42]. Formally, for a set of N de-identified faces392

X̃:393

FCNS(X̃) =
1

N

N
∑

i=1

fdet(x̃i) (12)
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(a) (b) (c) (d)

Figure 2: Encoded samples from the LFW dataset corresponding to male and female
subjects (colors), with “youth” and “white” attributes (squares and circles respectively).
(a) Original encoded samples, projected into 2D space by PCA [41]. (b) Samples shifted
towards the center of their attribute and away from the center of samples without the
attribute. (c) Samples shifted towards their closest same-attribute neighbors and away
from their closest neighbors without the attribute. (d) Samples shifted towards their
cluster center, uncovered by k-Means.

where fdet returns 1 if the de-identified face is detected as a face and 0394

otherwise.395

De-identification. We measure the ability of the network to produce faces396

with different identities from the original samples by measuring the de-397

identified face’s similarity to other images of the depicted person. For this398

purpose, we use pretrained face recognition systems provided by dlib. For-399

mally, for a set of de-identified facial images X̃ and their original counterparts400

X:401

DEID(X̃,X) =
1

N

N
∑

i=1

1− frec(x̃i,xi) (13)

where the frec(·, ·), given two input facial images, returns 1 if they correspond402

to the same person and 0 otherwise. Internally, a face recognition system from403

dlib is used to extract feature vectors corresponding to the two input faces.404

Then, the euclidean between the features is measured and thresholded to405

produce the binary output. In our experiments we set this threshold to 0.6,406

adopted from the official dlib implementation1, which achieves an accuracy407

of 99.38% on the LFW benchmark.408

Although the final goal is of the proposed system for the person to be409

non-identifiable by both humans and computers, we believe the DEID metric410

1http://dlib.net/face recognition.py.html
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is a valid measure of de-identification especially in combination with the411

FCNS metric, based on the increasingly successful performance of modern412

face recognition systems.413

Diversity. We also measure the ability of the de-identification model to pro-414

duce diverse faces, by measuring their similarity using the face recognition415

system used for the DEID metric. We randomly select M = 10.000 pairs416

of de-identified faces and check their similarity, to maintain tractability and417

avoid the evaluation of all possible pairs. Formally:418

DIV (X̃) =
1

M

M
∑

m=1

1− frec(x̃
(1)
m , x̃(2)

m ), (14)

where x̃
(·)
m denotes a member of the m-th pair. Thus, this metric measures419

the amount of de-identified pairs of faces which are recognized as different.420

Although faceness and de-identification suffice in terms of quantitatively421

evaluating the de-identification results, we include diversity as a metric which422

quantizes the quality of the resulting faces in terms of realism of the photos423

after all faces have been de-identified.424

4.2. Datasets425

All of the datasets used to validate the proposed method have been an-426

notated exhaustively either manually, or automatically, by algorithms that427

have been trained on manually annotated datasets with publicly disclosed428

information, such as ethnicity, age, gender, etc.429

Labeled Faces in the Wild. For our experiments, we use the aligned LFW430

dataset [40], which consists of about 13.000 images containing faces as well431

as attributes for each image, including the depicted person’s identity, gender,432

ethnicity, facial expression etc. About 1.600 of the different people are only433

depicted in a single image. As the images from the raw dataset contain434

faces in context, we use the face detector provided by dlib to extract tight435

bounding boxes and crop the detected faces to 64 × 64 grayscale images.436

Recent works on face recognition achieve results comparable to or even better437

than human-level performance [8], making the dataset a great candidate for438

face de-identification purposes. The face recognition system from dlib, which439

we use for the purpose of measuring the de-identification effect, achieves an440

accuracy of 99.38% on this dataset.441
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CelebA. We also use the CelebA dataset [43], containing over 200K images442

of about 10K different people. Like LFW, we use the dlib provided face443

detector to extract tight bounding boxes around the depicted faces and crop444

grayscale images of size 64 × 64. The baseline faceness and diversity for445

CelebA is 98.63% and 99.1% respectively.446

4.3. Experimental Results447

We experiment with both fully connected and fully convolutional mod-448

els to compare both architectures. As the autoencoders tend to produce a449

blurred reconstruction, we also use a deblurrer network, trained to remove450

gaussian blur from images. This network is another, shallow autoencoder451

trained with blurred images and their uncontaminated counterparts as the452

target. The deblurrer is trained using images blurred with gaussian noise453

and the original images as their targets. Furthermore, as the deblurrer may454

introduce artifacts into the deblurred face, we make use of another autoen-455

coder which acts as a smoothener. This network is a standard autoencoder,456

trained on facial images. As it has not seen such artifacts during training, the457

smoothener will inherently remove them from the reconstruction. It should458

be noted that the deblurrer and smoothener are quite shallow networks and459

the AE is the deepest network. Still, the entire architecture is much more460

compact than other state-of-the-art networks, making it very fast. Further-461

more, the networks are trained separately as the goals of these two nets are462

more generic and not directly related to de-identification.463

Figure 3 illustrates the proposed system architecture, with a fully convo-464

lutional autoencoder as the base de-identification network. The de-identifier465

can be a fully connected or fully convolutional autoencoder trained with the466

objective proposed in Section 3. In deployment, a single forward pass of the467

image suffices to produce a de-identified face. The deblurrer is implemented468

as a fully convolutional autoencoder with four layers and no downsampling469

factors. The output of the deblurrer is a sharpened de-identified face, al-470

though the process might introduce artifacts. Finally, the smoothener re-471

moves these artifacts and outputs the final de-identified face. We found that472

the use of the deblurrer in combination with the smoothener lead to increased473

de-identification rates. The deblurrer significantly affects the faceness of the474

resulting images and has a small effect on the de-identification rate. The475

smoothener has a strong effect on the diversity measure, which can be at-476

tribute to the removal of artifacts which may negatively effect the recognizer.477

The entire procedure can be viewed as a sequential array of neural networks.478
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Table 1: Ablation study into the network architecture’s effect on various de-identification
metrics for the fully connected model.

Encoder Architecture FCNS DEID DIV

4096− 2048 74.53 85.44 69.80
4096− 1024 77.23 84.30 72.53
4096− 512 76.55 84.74 70.33
4096− 1024− 768 73.43 90.37 75.94

4096− 1024− 768− 512 74.44 94.40 75.94
4096− 2048− 1024− 762− 512 56.62 97.38 78.42

The final result is a more realistic face, which firstly boosts the faceness479

scores and secondly helps the face recognition system produce correct results480

by providing more face-like images.481

Figure 3: Deployment of the proposed de-identification system. The proposed modified
autoencoder first de-identifies an input face. The output becomes the input to the deblur-
rer network, which produces a sharper face. Artifacts are removed by the smoothener.
The entire system can be viewed as an end-to-end neural network sequence.

4.3.1. Fully Connected Model482

We experiment first with a autoencoder which only uses fully-connected483

layers, i.e., the input image is flattened into a 64 × 64 = 4096-dimensional484

feature vector before it is forwarded to the network.485

Training configuration. We perform an ablation study into the network ar-486

chitecture of a standard autoencoder, to find which one works the best for487

de-identification purposes while still producing images with high faceness488

scores. For this purpose, we fix the number of training epochs, and experi-489

ment with the depth and width of the model. The results of this study are490

summarized in Table 1, where the first column summarizes the architecture491

of the encoder — the decoder architecture is symmetrical. The results are492

obtained by training a standard autoencoder using the faces extracted from493

the LFW dataset and evaluating the model on a subset of the CelebA dataset494

consisting of 10K faces.495
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Table 2: Ablation study into the number of training epochs’ effect on various de-
identification metrics for the fully connected model.

Epochs FCNS DEID DIV

150 74.74 94.00 66.77
200 74.97 94.64 74.51
300 74.46 93.00 74.20

400 74.55 92.64 75.33

Figure 4: Examples of de-identified faces, as produced by a standard autoencoder trained
on LFW, which achieves 94.64% de-identification and 74.55% faceness at the CelebA 10K
test subset.

Although the best de-identification and diversity results are obtained us-496

ing the deepest architecture, this can be purely attributed to the signifi-497

cantly lower faceness score. Thus, we choose the second deepest architec-498

ture (4096 − 1024 − 768 − 512) as the one providing the best baseline de-499

identification score. We then examine the number of training epochs required500

to train this architecture, to achieve a good balance between the three met-501

rics. The results are summarized in Table 2. We get the best result in terms502

of both faceness and de-identification at 200 training epochs. Although the503

diversity score increases with the number of epochs, the loss in faceness and504

de-identification justifies our choice of stopping the training process at 200505

epochs.506

Although the de-identification scores achieved by this standard autoen-507

coder may seem encouraging, the resulting faces are of very low quality as508

corroborated by the low faceness scores and illustrated in Figure 4. Thus, a509

standard autoencoder cannot provide visually pleasing faces with identities510

different from the original ones.511

Evaluation. Having settled on the network architecture and number of train-512

ing epochs, we choose another subset of 10K faces from CelebA for the eval-513

uation of the model.514
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Supervised De-identification We experiment with various settings of515

the attraction and repulsion matrices P and Q, as defined by the attraction516

and repulsion sets of samples. We exploit the ethnicity (Ethn), mood (Mood)517

and mouth opening (Mth) as characteristics which accompany each face from518

the LFW dataset to train the encoder. For the supervised paradigm, we519

select the k-Nearest Neighbors of a sample with the same characteristics as520

the set of samples with desirable attributes Dn
i , and the sample’s k-Nearest521

Neighbors with different characteristics as the set of samples with conflicting522

attributes Cn
i .523

Table 3 presents a comparison between two experiments, one for k = 10524

and one for k = 20 nearest neighbors used for the shift. We experiment both525

with a single shift involving the ethnicity of the depicted people, which is526

arguably their most prominent attribute, as well as with multiple gradual527

shifts towards different characteristics. While all methods improve upon the528

baseline faceness and de-identification, the diversity of the resulting faces529

decreases as the number of shifts increases. The decrease in diversity is due530

to the averaging process which takes place when computing the attraction531

and repulsion matrices, the rows of which become the mean of k samples for532

each shift. Despite the decrease in diversity, the performance gain in terms533

of faceness and de-identification is significant, and more prominent in the534

case of k = 20 neighbors. The diversity is also larger in general for this case,535

which can be attributed to the larger number of identities contributing to536

each de-identified face.537

Table 3: Comparative results for k = 10 and k = 20 neighbors, in the supervised paradigm.
Shifting towards multiple attributes increases the faceness and de-identification results but
decreases the diversity of the de-identified faces.

Shift Method FCNS DEID DIV

No shift 92.88 85.22 59.47

k = 10 Ethn 96.82 88.12 59.27
Ethn+Mood 99.10 91.88 48.51
Ethn+Mood+Mth 98.25 91.87 43.40

k = 20 Ethn+Mood 99.76 92.36 51.44

Ethn+Mood+Mth 99.85 92.65 48.25

For successive shifts, the final attribute has the most prominent effect on538

the original sample. This is because the effect of the shift is gradually faded539

out — multiplied by (1 − α) — after each successive shift. Thus, we also540

19



Table 4: Comparative results for various orders of shifting towards multiple attributes.

Shift Method FCNS DEID DIV

Ethn+Mood+Mth 99.85 92.65 48.25

Ethn+Mth+Mood 99.78 92.56 48.96
Mood+Ethn+Mth 99.71 92.74 39.60
Mood+Mth+Ethn 99.76 92.94 51.28

Mth+Mood+Ethn 99.52 93.02 41.08
Mth+Ethn+Mood 99.62 93.22 34.00

experiment with the order of the shifts, for the k = 20 case. The results of541

this experiment are summarized in Table 4. The mouth opening and mood542

attributes mostly contribute to the general faceness of a face, i.e., how well543

it resembles a natural face and thus is recognizable as one by a face detector.544

Thus, if the samples are shifted towards these attributes last, the network545

should produce de-identified faces which resemble natural faces the most.546

This is corroborated by the faceness scores, which are the highest for these547

cases.548

Furthermore, as aforementioned, the ethnicity of the depicted people is549

their most prominent attribute. Hence, intuitively, it should contribute the550

most to the shift in order to achieve de-identification and diverse faces. As551

shown in Table 4, the highest de-identification scores are achieved when eth-552

nicity is the last or next-to-last attribute to contribute to the shift.553

Unsupervised De-identification For the unsupervised paradigm, we554

use the k-Means algorithm to first uncover clusters in the low-dimensional555

subspace learned by the autoencoder and define sets DU
i and CU

i . Then, each556

sample is shifted towards the center of the cluster it belongs to. For clusters557

with a large number of samples, all of the clusters samples will be shifted558

towards the same target. This will naturally lead to low diversity scores.559

This is illustrated in Figure 5 and Table 5, which presents the faceness, de-560

identification and diversity scores for various numbers of clusters K.561

On the contrary, for smaller clusters, there should be more diversity in562

the de-identified faces due to the larger availability of cluster centers to shift563

towards. Whereas in Figure 5, the attributes of the faces have been wiped564

out by the large number of samples contributing to their shift, in Figure 6,565

where each cluster consists of much fewer samples, most of the attributes566
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Table 5: Comparative results for shift towards the center of the closest cluster for various
number of clusters uncovered by k-Means.

K FCNS DEID DIV
10 100 97.74 7.42
50 100 95.76 27.37

180 99.83 95.10 44.93

300 99.53 94.91 44.77

Figure 5: Examples of de-identified faces, for K = 10 clusters. All samples have shifted
towards the same target, all of which have very similar features.

of the original faces are preserved after the de-identification process. This567

includes the ethnicity and mouth opening attributes, whereas in Figure 5,568

only the pose is preserved, which may be attributed to the k-Means algorithm569

clustering faces into group with more or less the same pose.570

In comparison to the supervised methods, unsupervised de-identification571

leads to lower diversity scores, undoubtedly due to the fact that multiple572

samples will have the same target (i.e., cluster center). As the number of573

clusters increases, so does the resulting diversity. However, the highest di-574

versity achieved using the unsupervised method is still much lower than the575

highest diversity achieved using supervised methods (44.93 and 51.28 respec-576

tively). However, the best setting in the unsupervised scenario yields slightly577

better faceness and significantly better de-identification, somewhat sacrific-578

Figure 6: Examples of de-identified faces, for K = 180 clusters. The de-identified faces
are visibly and quantitatively more diverse.
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ing naturalness for the sake of more effective de-identification.579

4.3.2. Fully Convolutional Model580

Training configuration. As in the fully connected model, we first perform a581

study into the most suitable network architecture. We make use of max pool-582

ing layers with stride 2 to quickly downsample the 64 × 64 input grayscale583

image into a volume with as few channels as possible, while maintaining low584

reconstruction errors. Finally, we chose an architecture which alternates be-585

tween convolutional layers with 3 × 3 filters and max pooling layers with586

stride 2, until the input is downsampled into a 2× 2 volume with 256 chan-587

nels. In this representation, each grid cell roughly corresponds to a spatially588

corresponding facial attribute, i.e., left eye, right eye, left cheek, right cheek.589

Thus we can choose to either shift the entire representation by first flatten-590

ing it into a 2× 2× 256 = 1024-dimensional vector, or to shift each feature591

vector extracted for each grid cell towards feature vectors extracted at the592

same spatial location.593

In our experiments with convolutional autoencoders, we found that they594

are more likely to create artifacts caused by misalignment of the faces seen595

during its training stage and faces used for evaluation. In general, the faces596

in CelebA are not as well aligned as the ones in LFW. For this reason, we597

incorporate 10K faces from CelebA into the training set of the autoencoder,598

and focus entirely on unsupervised de-identification methods.599

Evaluation. We evaluate various settings in the same set of 10K faces from600

CelebA as the previous experiments. We experiment first with flattening the601

learned representations and shifting them towards one neighbor to ensure602

crisp de-identification. We choose this neighbor out of a set of n neighbors603

to be the one which lies the closest to the representation of the mean face,604

thus only defining the set DU
i of samples with desirable properties. We si-605

multaneously perform a study into the effect of the number of neighbors n606

as well as the hyperparameter α controlling the degree of the shift towards607

this neighbor.608

The results are summarized in Table 6 for two different values of n and two609

values of α. The best faceness and de-identification scores are achieved for610

n = 9 neighbors, although all settings lead to almost perfect faceness. This611

isn’t true for the de-identification results, which are significantly improved612

by increasing the number of neighbors. However, as the number of neighbors613

increases, the diversity of the faces decreases. Although the shift is performed614
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using only one of those neighbors, the larger the number of neighbors in which615

we search for this sample, the higher the chance that multiple samples will be616

assigned the same target. This is evident by the decrease in diversity score617

both as n increases and as α, the degree of the shift, increases. The smaller618

the value of α is, the closer each sample remains to its original representation.619

The higher the value, de-identification increases but diversity decreases as620

shifted samples are clustered together. Effectively, α controls the similarity621

between the original and de-identified faces in the latent space uncovered by622

the autoencoder.623

Table 6: Study into the effect of the hyperparameters on the de-identification results.

FCNS DEID DIV

α = 0.4 n = 5 98.66 56.14 87.87

n = 7 98.92 72.46 78.00
n = 9 99.51 91.48 66.08

α = 0.8 n = 5 98.87 59.25 86.75
n = 7 99.15 76.43 76.72
n = 9 99.80 93.97 55.14

For the case where each grid cell feature vector, roughly corresponding624

to a facial characteristic, is shifted independently of each other, we choose to625

shift each one towards its n-th nearest neighbor, without taking into consid-626

eration the mean representation for that grid cell. This is to account for the627

higher diversity present in distinct facial characteristics when the faces to be628

de-identified are misaligned. For example, if a person is posed slightly to the629

left, it is counter intuitive to shift their upper left characteristic towards those630

of people who are depicted in a frontal view. The sample’s n-th neighbor,631

however, is very likely to be similar in pose and structure, but dissimilar in632

identity. Figure 7 shows examples of this variant on color images, the first633

row showing the original faces, whereas the reconstructions from a standard634

AE and a proposed AE are shown in the second and third rows respectively.635

The results are presented in Table 7, for various values of n. We start636

by moving each feature vector towards its closest neighbor, which yields the637

highest diversity but very low de-identification. The best results are given for638

n = 20 neighbors, in terms of de-identification, with also high faceness and639

diversity scores. This is in contrast with the results presented in Table 6.640

This is because, for each grid cell feature vector, its target representation641
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Figure 7: Examples of color images. First row shows the original faces, second one the
reconstructed ones by a standard AE, and third row shows de-identified faces using the
proposed method.

Table 7: Comparative results for the unsupervised paradigm, where each grid cell feature
is shifted towards its n-th closest neighbor.

FCNS DEID DIV

n = 1 98.04 59.72 88.76

n = 5 98.48 61.29 84.93

n = 10 98.62 57.55 87.43
n = 20 98.15 65.11 84.45

may belong to a different identity. In total, up to four identities may be642

combined to produce the final de-identified face.643

In comparison to the fully connected models, the convolutional networks644

yield significantly higher diversity scores at the cost of slightly reduced de-645

identification scores — more significantly in the case where each spatial fea-646

ture is modified separately. Figure 8 illustrates examples of new faces gener-647

ated by shifting each spatial feature towards its 10th closest neighbor. The648

generated faces are quite visually pleasing and maintain many of the origi-649

nal face’s properties, such as expression, gender, pose and facial accessories.650

However, this realism and diversity leads to decreased de-identification rates.651

From the results presented in Tables 3-7, it is clear that the fully con-652

nected models offer better de-identification rates, even in the unsupervised653

scenario, while sacrificing the diversity of the reconstructed faces in compari-654

son to the fully convolutional models. The faceness scores are similar in both655

cases. Furthermore, the unsupervised experiments indicate that AEs are656

capable of extracting representations which implicitly incorporate attribute657

information, allowing the proposed methods to work effectively even in the658

absence of attribute labels. Deciding on a variant depends on the desired659
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Figure 8: Examples of de-identified faces, for modification towards the 10-th neighbor.

application-specific de-identification to diversity trade-off.660

Although the used datasets mostly contain frontal images, the proposed661

methods are designed to work with any facial pose, as this can be considered662

a preservable attribute and added to the list of attracting attributes to force663

the samples to maintain the original pose. This is already implicitly imposed664

by the autoencoder, which even in the unsupervised training, learns to map665

images with similar attributes close together. Given appropriate training666

samples, the proposed method can handle all variations of the attributes667

that appear in the training dataset.668

4.4. Anonymization & Attribute Preservation669

We finally perform an experiment on the subset of 200 people used in670

[12], to compare the two methods and measure the anonymization and at-671

tribute preservation capability of the proposed method. Our results, using672

a fully connected AE model, with the encoded representations being shifted673

towards their cluster center, are summarized in Table 8. We choose this vari-674

ant of the proposed method for its high faceness scores and its relatively low675

diversity scores, which will lead to highly usable anonymized data. We mea-676

sure the anonymization (ANON), following k-Anonymity theory [10], i.e., by677

counting the minimum number of faces from the gallery (test) set that are678

indistinguishable from one another.679

Furthermore, we evaluate the attribute preservation ability of the pro-680

posed method, by calculating the micro-averaged Precision score over four681

attributes: one for gender and three for ethnicity (ATTR). We consider682

the attributes produced by an attribute classifier to be the groundtruth at-683

tributes2.684

2https://github.com/wondonghyeon/face-classification
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Table 8: Deidentification, anonymization and attribute preservation for a subset of 200
people used in [12], using a fully connected AE. The best variant of the competitive method
achieves a de-identification rate of about 90%.

K DEID ANON ATTR
10 99% 39 58%
50 99% 81 55%
180 100% 55 49%
300 99% 49 55%

The proposed method attains perfect de-identification scores while achiev-685

ing very high anonymization rates. Furthermore, based on the micro-averaged686

precision scores, the proposed method seems to sufficiently preserve the at-687

tributes of the original faces.688

4.5. Speed & Deployment on Embedded Devices689

Due to the lightweight architecture of the proposed de-identification pi-690

peline, including the deblurring and smoothening networks, it is capable of691

running on embedded systems. We investigate the speed of the proposed692

method on an NVIDIA Jetson TX2 module, to facilitate de-identification on693

videos captured by unmanned robots such as UAVs The Jetson TX2 is a694

very lightweight computer with a CUDA-enabled GPU, which supports fast695

computation of calculations, such as those performed by convolutional neural696

networks. De-identification on such videos is crucial, as flights on public areas697

raise several privacy concerns. For an input face of size 64×64, a de-identified698

face is produced at 0.65ms, while achieving very high de-identification rates699

and photorealistic results, as illustrated in the previous sections. Thus, in700

combination with a fast face detector [44, 30], a privacy preserving system701

based on face de-identification can run at real-time speed even on systems702

with limited computational resources.703

5. Conclusions704

We have presented multiple methods for face de-identification based on705

fully connected and fully convolutional autoencoders, by training the encoder706

to learn to shift the faces towards other faces with desirable attributes and707

away from samples with conflicting attributes. More specifically, we have708

presented various ways to acquire new encoding targets in both a super-709

vised and unsupervised setting. When attribute labels are available, we have710

26



presented straightforward ways to incorporate this information into the en-711

coder so as to produce faces which are de-identified while maintaining their712

faceness, i.e., their ability to be recognized as faces. Even when labels are713

unavailable, which is true for the majority of data massively available, we714

have proposed various intuitive ways to train the encoder to achieve high715

de-identification and faceness scores. Moreover, we introduce the diversity716

metric, to quantize the quality of the produced faces in terms of the aesthetic717

result, so that a photo with de-identified faces will remain as natural as pos-718

sible while achieving its purpose of maintain the anonymity of those depicted719

in it. Finally, due to the simplicity of the proposed de-identification system,720

it can be deployed on embedded devices. Thus it can be efficiently used to721

address privacy concerns in scenarios where privacy preservation is crucial,722

such as in autonomous UAV flights.723
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Training Lightweight Deep Convolutional Neural

Networks using Bag-of-Features Pooling
Nikolaos Passalis and Anastasios Tefas

Abstract

Convolutional Neural Networks (CNNs) are predominantly used for several challenging computer vision tasks achieving state-
of-the-art performance. However, CNNs are complex models that require the use of powerful hardware, both for training and
deploying them. To this end, a quantization-based pooling method is proposed in this paper. The proposed method is inspired from
the Bag-of-Features (BoF) model and can be used for learning more lightweight deep neural networks. Trainable Radial Basis
Function (RBF) neurons are used to quantize the activations of the final convolutional layer, reducing the number of parameters in
the network and allowing for natively classifying images of various sizes. The proposed method employs differentiable quantization
and aggregation layers leading to an end-to-end trainable CNN architecture. Furthermore, a fast linear variant of the proposed
method is introduced and discussed, providing new insight for understanding convolutional neural architectures. The ability of
the proposed method to reduce the size of CNNs and increase the performance over other competitive methods is demonstrated
using seven datasets and three different learning tasks (classification, regression and retrieval).

Index Terms

Bag-of-Features, Convolutional Neural Networks, Pooling Operators, Lightweight Neural Networks

I. INTRODUCTION

Convolutional Neural Networks (CNNs) are predominately used for several challenging computer vision tasks, e.g., action

recognition [1], image classification [2]–[4], and supervised hashing [5], [6]. A typical CNN is composed of a convolutional

feature extraction block followed by a fully connected block. The convolutional feature extraction block consists of a series

of convolutional layers and pooling layers. Several different architectures for the feature extraction block have been proposed

in the literature [7]–[11]. After extracting the feature maps from the convolutional feature extraction block, they are flattened

into a feature vector that is used by the fully connected block to perform the task at hand. Note that the parameters of a CNN

are learned using the well-known back-propagation algorithm [12].

Many CNN architectures require the input images to have a predefined size and are incapable of handling arbitrary sized

images, since the dimensionality of the output of the convolutional feature extraction block depends on the input image size.

Furthermore, the cost of feed-forwarding the network also depends on the size of the input images. Therefore, the cost of

the feed-forward process cannot be adjusted to fit the available computational resources without re-training the network. This

renders applications on embedded and mobile systems, e.g., real-time systems on drones, that often requires adjusting to the

available computational resources, especially difficult. Also, often the size of the feature vector extracted from the feature

extraction block is large, leading to exceptionally large fully connected layers. For example, it is worth noting that for the

well-known VGG-16 network [10], the 90% of the network’s parameters are spent on the fully connected block, while only

10% of the network’s parameters are used on the previous 13 layers of the network.

To overcome some of the previous limitations global pooling operators have been proposed [8], [13]. Global pooling methods

are capable of extracting a relatively small feature vector from the feature extraction layers, which is fixed and does not depend

on the size of the network’s input. However, even though global pooling allows a network to handle images of arbitrary size,

its ability to provide scale invariance is limited, as it is also shown in Section IV. This can be attributed to the fact that the

scale invariance is not achieved by learning a scale-invariant pooling layer along with the convolutional filters, but merely by

learning scale-invariant convolutional filters. Learning both the convolutional layers and the pooling layer can often provide

better scale-invariance, while also reducing the number of parameters needed, as demonstrated in this paper. Finally, note that

compression methods, e.g., [14]–[16], can be used in conjunction with the aforementioned methods to further reduce the size

of CNNs.

A novel layer inspired by the Bag-of-Feature model (also known as Bag-of-Visual-Words (BoVW) model) [17], [18], is

proposed in this paper. The proposed layer works as a trainable quantization-based pooling layer and allows for overcoming

the aforementioned limitations. The choice of the BoF model for this task was motivated by the fact that the BoF model

was originally proposed to resolve similar problems, i.e., to provide a compact representation, while handling objects that

are composed of a variable number of feature vectors, and provide better scale and position invariance. This can be better

understood by considering the way that the BoF model works: First, a feature extractor, e.g., SIFT extractor [19], is employed

Nikolaos Passalis and Anastasios Tefas are with the Department of Informatics, Aristotle University of Thessaloniki, Thessaloniki, 54124, Greece, e-mail:
passalis@csd.auth.gr, tefas@aiia.csd.auth.gr
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Fig. 1. Transforming feature maps into feature vectors that can be used with BoF-based techniques.

to extract multiple feature vectors from an image. The number of the extracted feature vectors might vary according to the type

of the feature extractor that it is used. Then, a quantization process follows, where the extracted feature vectors are assigned

to a predefined number of bins, that are called codewords. The set of all codewords is also called codebook or dictionary. The

representation of an object is compiled by counting the number of feature vectors in each bin and then extracting the final

histogram representation of the corresponding object. Note that a feature map can be readily converted into a set of feature

vectors, as shown in Figure 1. Therefore, the proposed BoF pooling is used to extract a compact histogram representation from

the last convolutional layer, instead of having the fully connected layer to directly handle the extracted feature maps, reducing

the size of the subsequent layers and allowing the network to operate with arbitrary sized images.

The main contribution of this work is the proposal of a neural formulation of the BoF model, called Convolutional BoF

(CBoF), that works as a trainable pooling layer. In this way, a unified end-to-end trainable convolutional architecture, that can

be optimized using the back-propagation algorithm, is formed. It is demonstrated that the proposed method can a) reduce the

number of parameters needed in a network, b) allow the network effectively handle images of any size, and c) provide better

distribution-shift invariance that competitive methods, such as the Spatial Pyramid Pooling (SPP) [8]. Note that the BoF model

ignores most of the spatial information, which is expressed by the position from which each feature vector was extracted, and

can be used to further increase the accuracy of the models. Therefore, a spatial pyramid scheme is also proposed to retain some

spatial information from the extracted feature vectors. Furthermore, note that it is straightforward to combine the proposed

CBoF model with fully convolutional networks [20], simply by setting the appropriate stride/window for the CBoF pooling.

This paper is an extended version of our previous work presented in [21]. We further extend our previous work by providing

a detailed derivation of a faster linear approximation of the proposed (highly non-linear) pooling technique, that can be

directly used for embedded applications where devices with limited resources are used [22], [23]. The proposed method is also

evaluated on a real problem, where lightweight models that can be used to aid drone-based cinematography tasks are needed.

Furthermore, we present additional experiments as well as a more thorough analysis of the proposed method. To demonstrate

the generality of the proposed method, the proposed pooling layer was also combined and evaluated with a deep supervised

hashing technique [6]. Finally, apart from providing a practical way to train and deploy lightweight CNNs, this paper aims

at linking the CNNs with the extensive BoF-based work that has been done before the deep learning era and providing new
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Fig. 2. Convolutional BoF Model

insight for understanding convolutional neural architectures. The proposed method can be extended beyond CNNs to any other

type of deep differentiable feature extractors, e.g., recurrent models [24]. It also provides a practical link between CNNs and

the existing literature on dictionary-based image representation [25]–[28]. An open-source implementation of the proposed

method is publicly available at https://github.com/passalis/cbof.

The paper is structured as follows. The related work is briefly introduced in Section II. The proposed methods are presented

and discussed in detail in Section III. Next, the proposed methods are evaluated and compared to other competitive methods

using seven different datasets and three different evaluation setups in Section IV. Finally, conclusions are drawn in Section V.

II. RELATED WORK

Reducing the size of CNNs and increasing the inference speed is an increasingly important issue with many recent methods

proposed to tackle this problem [8], [14]–[16], [29]–[31]. Some of these works employ pruning or compression methods to

reduce the size and increase the speed of CNN models [14]–[16], [31], [32]. However, these methods mainly aim to compress

an already trained CNN model, instead using a smaller/faster CNN architecture at the first place. Furthermore, they inherit

the limitations of the used architecture, i.e., they might not be able to work efficiently with smaller input images and adapt

to the available computational resources without re-training. It is worth noting that vector quantization is also employed by

some of these methods, e.g., [16]. However, in contrast to these works, that use quantization merely for reducing the size of

a neural layer, the proposed CBoF method utilizes a differentiable quantization scheme that is actually part of the network

architecture and allows for training the network in and end-to-end fashion. Thus, CNN models with less parameters can be

directly trained (instead of compressing them after training), while providing a way for natively handling differently sized

images. Furthermore, group convolutions can be also used to make networks more compact [33], while sparse representations

can be also utilized to reduce the storage requirements and increase the inference speed [34]. Of course, the proposed CBoF

method can be combined with these techniques, e.g., group convolutions [33], or use depth-wise separable convolutions, e.g.,

[30], to increase the speed of the feed-forward process and reduce the model size.

Several global pooling operators have been used to allow CNNs work with images of any size [8], [13], [35]. Spatial

global pooling [8], [35], has been used to overcome the loss of spatial information that occurs when naive global pooling

operators, such as Global Max Pooling (GMP) [13], are used. Both the proposed approach and the aforementioned methods

allow a CNN to handle images of any size and reduce the number of required parameters. However, the proposed CBoF

method significantly increases the accuracy of the networks and requires less parameters, as experimentally demonstrated in

Section IV. The proposed method learns how to perform pooling, which allows for increasing the distribution shift invariance

of the network, as well as for more efficiently compressing the extracted feature maps.

Cross Channel Parametric Pooling (CCPP) [36], was proposed as a way to recombine various channels of the extracted feature

maps and reduce the complexity of the network by performing dimensionality reduction. In contrast to the CCPP technique

the proposed method is capable of extracting a constant length representation and allowing the network to natively operate

with arbitrary sized input images. The Vector of Locally Aggregated Descriptors (VLAD) [37], and bilinear pooling [38], can

also be used to perform CNN pooling. However, for these methods the size of the extracted representation is still bound to

the original dimensionality of the extracted feature vectors. On the other hand, the BoF-based pooling completely decouples

the size of the learned representation from the architecture of the used convolutional feature extractor allowing for learning

significantly smaller networks. Some recently proposed methods attempt to reduce the dimensionality of the representation

extracted using bilinear pooling [39], [40], even though they still yield significantly larger representations than the proposed

approach (one to two orders of magnitude larger than the representations used in this work).

The proposed method is also related to traditional supervised dictionary learning methods [41]–[45]. In [44], and its extension

for large-scale retrieval [46], a neural formulation of the BoF model is employed to learn how to aggregate the extracted feature

vectors. However, these methods are designed to work with fixed handcrafted extractors instead of trainable convolutional

feature extractors. In [47], the features extracted from a CNN were combined with the BoF representation. However, in [47]
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the CNN was pretrained and it was not possible to fine-tune (or train from scratch) the resulting architecture. To the best of

our knowledge, this is the first method that allows for combining a BoF-based pooling layer with CNNs and allows for the

supervised end-to-end training of the resulting unified architecture using the back-propagation algorithm leading to extracting

smaller representations and deploying more lightweight networks.

III. PROPOSED METHOD

The proposed Convolutional BoF layer is used between the regular feature extraction layer block and the fully connected

classification block of a CNN. Figure 2 illustrates the structure of a CNN that includes the proposed BoF pooling layer. In

the next subsection, the structure of the proposed layer is described in detail and a learning algorithm is derived. Next, a

linear approximation of the BoF pooling layer is derived and discussed in detail. Finally, the computational complexity of the

proposed approaches is discussed and compared to other methods.

A. Convolutional BoF Pooling

Let X be a collection of N images. A feature map is extracted from the i-th image using the feature extraction layer block,

as shown in Figure 2. Note that there is no restriction on the architecture that can be used for the feature extraction process.

Let L denote the number of layers that the feature extraction block is composed of. The notation xij ∈ R
NF is used for the

j-th feature vector extracted for the i-th image of X , where NF denotes the number of channels of the L-th convolutional

layer (from which the features are extracted). Note that the size of the extracted feature map defines the number of the feature

vectors that will be available to the BoF layer. For example, if a 20 × 20 feature map is extracted, then 400 feature vectors

will be available for the quantization process. The notation Ni is used to refer to the number of feature vectors extracted from

the i-th image.

The i-th image can be represented by a set of Ni feature vectors xij ∈ R
NF (j = 1, . . . , Ni), extracted using a trainable

convolutional feature extractor. The BoF layer compiles a histogram vector for each image after quantizing the extracted feature

vectors. Note that this in contrast with existing naive global pooling methods, that either simply fuse the feature vectors [2],

[7], [9], [10], or employ pyramid-based polling to introduce spatial information into the extracted representation, like SPP

[8]. It is worth noting that the proposed approach completely decouples the size of the extracted representation from both the

number of the extracted feature vectors as well as from their dimensionality. This allows to independently control the size of

the extracted representation allowing for reducing the number of parameters needed in the fully connected layer and allowing

for handling images of any size.

Two sublayers are used to express the BoF model as a unified neural layer [44]: a layer that measures the similarity of the

input feature vectors to the codewords and quantizes the input feature vectors, and an accumulation layer that compiles the

final histogram representation by aggregating the quantized feature vectors. Therefore, these two layers form a unified pooling

architecture that can be used to extract a compact representation, which is then fed to the employed classifier.

Any differentiable similarity function can be used to measure the similarity between the extracted feature vectors and the

codewords. Following the soft BoF formulation proposed in [44], the RBF kernel is used as similarity metric. Therefore RBF

neurons, one for each codeword, are used in the first sublayer. The output of the k-th RBF neuron [φ(x)]k is defined as:

[φ(x)]k = exp(−||x− vk||2/σk) ∈ R, (1)

where x is a feature vector and vk is the center of the k-th RBF neuron. A scaling factor σk is also used to individually adjust

the Gaussian function of each RBF neuron. The size of the extracted representation can be controlled by adjusting the number

of RBF neurons used in the BoF layer. The notation NK is used to refer both to the size of the extracted representation and

the number of neurons used in the BoF layer.

Following the l1 scaling, which is used in soft BoF formulations [44], [48], a normalized RBF architecture is employed.

The output of the k-th RBF neuron is calculated as:

[φ(x)]k =
exp(−||x− vk||2/σk)∑NK

m=1
exp(−||x− vm||2/σm)

∈ R. (2)

The normalization employed in (2) contributes to the ability of the proposed method to withstand, to some extent, mild

distribution shifts, improving the scale invariance of the method. This can be better understood by observing that (2) effectively

quantizes the extracted feature vectors, ensuring that a meaningful normalized membership vector, that correctly identifies the

codewords with the highest similarity to the feature vectors, will be always obtained after this process. The improved scale

invariance of the proposed method is experimentally demonstrated in Section IV and in the supplementary material (Fig. 3).

The final representation of each image is extracted by accumulating the responses of the RBF neurons for each feature

vector that is fed to the BoF layer:

si =
1

Ni

Ni∑

j=1

φ(xij) ∈ R
NK , (3)
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Spatial Level 0 Spatial Level 1 

Fig. 3. A spatial pyramid scheme is used to introduce spatial information into the representation extracted using the proposed model.

where φ(x) = ([φ(x)]1, . . . , [φ(x)]NK
)T ∈ R

NK is the output vector of the RBF layer. The histogram si defines a distribution

over the RBF neurons and describes the visual content of each image. The vector si, which have unit l1 norm, is then fed to

the fully connected layer.

The BoF model compiles a histogram that expresses only the distribution of the extracted feature vectors, discarding most

of the spatial information (expressed by the position from which they were extracted). To this end, spatial information is re-

introduced to the extracted representation using a spatial pyramid scheme, similar to the Spatial Pyramid Matching method [17].

The image is segmented into a number of regions and a separate histogram is extracted from each one. Then, the extracted

histograms are fused together to form the final histogram representation, as shown in Figure 3. The size of the extracted

representation is NKNS , where NS denotes the number of spatial regions.

A classifier must be used to infer the class of an image after extracting its histogram representation si. Any classifier/model

with differential loss function can be used to this end. To simplify the presentation of the proposed method, it is assumed

that a multilayer perceptron (MLP) with one hidden layer is used. The number of hidden neurons is denoted by NH , while

one output neuron is used for each class leading to an output layer with NC neurons (for a classification problem with NC

different classes). When regression is performed, only one output neuron is used, i.e., NC = 1. The elu activation function

[49], with the default hyper-parameters, is used for the hidden layer. Using the elu activation function in the layer that receives

the extracted histograms improves the convergence speed of the network over other evaluated activation functions (such as the

plain ReLU). The softmax activation function is used for the output layer for classification, while no activation function is used

for regression. For training the network, the categorical cross-entropy loss is used for classification tasks and the squared error

loss function is used for regression tasks. Dropout with rate p = 0.5 is used for the hidden layer, except otherwise stated.

Gradient descent is employed to learn the parameters of the proposed architecture:

(4)∆(WMLP ,V,σ,Wconv) = −(ηMLP

∂L

∂WMLP

, ηV
∂L

∂V
, ησ

∂L

∂σ
, ηconv

∂L

∂Wconv

),

where the notation L is used to refer to the used loss function, σ to the vector of scaling factors (σ = (σ1, . . . , σNK
)),

and V = (v1, . . . ,vNK
) denotes the centers of the RBF neurons. The parameters of the classification layer and the feature

extraction layer are denoted by WMLP and Wconv respectively. The learning rates for each of the parameters are denoted by

ηMLP , ηV , ηsigma and ηconv respectively. In this work, the Adam (Adaptive Moment Estimation) method [50], is employed

for performing the optimization. The derivatives of the CBoF layer used in (4) are analytically derived in the supplementary

material.

The convolutional feature extractor can be either pre-trained or be randomly initialized. In the Section IV it is demonstrated

that the proposed method can efficiently handle both cases. For the RBF neurons, k-means initialization is used: all the feature

vectors S = {xij |i = 1, . . . , N, j = 1, . . . , Ni} are clustered into NK clusters and the centroids (codewords) vk ∈ R
NF (k =

1, . . . , NK) are used to initialize the centers of the RBF neurons. It is worth noting that this process is also used by the BoF

model for learning the codebook. However, the proposed method employs this step only for initializing the centers, which are
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then further optimized according to the employed objective. The scaling factors for the RBF neurons are initially set to 0.1.

Finally, random orthogonal initialization is used for initializing the parameters of the employed MLP [51].

B. Linear BoF Pooling Block

The key idea in the Linear BoF pooling is to replace the highly non-linear similarity calculations, that involve calculating

the pairwise distances and then transforming them into similarities using an RBF kernel, as described in (1), with a faster

linear operator. That is, the highly non-linear exponential operator and the scaling factor used in (1) are omitted obtaining the

following (unbounded) similarity function:

[φ(x)]k = −||x− vk||2 ∈ R. (5)

Eq. (5) can be expanded into (6) by simply using the square of the distance between the feature vectors and the codewords:

[φ(x)]k = −||x− vk||
2

2
= 2xTvk − ||x||2

2
−||vk||

2

2
. (6)

Therefore, the similarity between a codeword and an input feature vector can be expressed as the inner product between these

vectors after subtracting their l2 norm. Note that (after completing the training process) the norm of each codeword is constant,

i.e., ||vk||
2

2
= ck. Assuming that the norm of the input feature vector is also constant (this can be easily ensured using a simple

normalization scheme), i.e., ||x||2
2
= cf , (6) is simplified into: [φ(x)]k = 2xTvk − c, where c = ck + cf is just a fixed constant

for each codeword. Therefore, by omitting the additive factor c the similarity function can be expressed as:

[φ(x)]k = xTvk (7)

Eq. (7) actually expresses the cosine similarity metric ( x
T
vk

||x||2||vk||2
) under the unit length assumption, i.e., ||x||2= ||vk||2= 1.

However, when the unit length assumption does not hold, (7) ranges from −∞ to ∞, while the cosine similarity always ranges

from -1 to 1.

To avoid costly normalizations during the training/deployment of the network, the absolute value operator is used to ensure

that (7) properly encodes a similarity metric, leading to the similarity metric used in the Linear CBoF:

[φ̃(x)]k = |xTvk| ∈ R (8)

where |·| is the absolute value operator. Large similarity values indicate a high degree of correlation (either positive or negative)

between the two vectors, while values close to 0 indicate orthogonality (no correlation) [22]. Note that the proposed similarity

metric ignores the sign of the correlation. This is not expected to harm the accuracy of the method, since a high degree of

correlation between two vectors, i.e., being collinear, conveys important information about them. Furthermore, the employed

feature extractor is adapted to the used similarity metric, since the gradients that are back-propagated to the corresponding

layers ignore the sign of the correlation.

Similarly to the soft quantization employed in the regular CBoF pooling (described in (2)), the membership vector for a

feature vector x is calculated as:

[φ̃(x)]k =
|xTvk|∑NK

m=1
|xTvm|

∈ R. (9)

Then, as in the regular CBoF pooling, the histogram representation is extracted by averaging over the extracted membership

vectors (described in (3)).

Gradient descent is used for learning the parameters of the Linear CBoF layer, as before, and the corresponding derivatives are

analytically derived in the supplementary material. Also, note that using k-means initialization does not improve the accuracy

for the Linear CBoF pooling since it is no longer meaningful to use euclidean-based clustering when the inner product-based

similarity is calculated between the feature vectors and the codewords.

The aforementioned modifications allow for readily implementing the proposed method using existing deep learning tools,

since the Linear CBoF layer can be expressed as sequence of a regular convolution layer and an average pooling layer with

appropriately set pooling window and stride. To understand these note the following. First, the similarity calculations described

in (8) can be implemented as a regular convolutional layer with the codebook used as the convolutional filters and the absolute

value operator as the activation function. Therefore, NK filters of size 1 × 1 × NF can be used, where NK is the number

of codewords and NF is the number of filters in the previous convolutional layer. Furthermore, in the conducted regression

experiments it was established that skipping the normalization described in (9) does not necessarily negatively impact the

pooling performance. Finally, average pooling with window size and stride equal to the size of the extracted feature maps

can be used to extract the histogram representation of the input image as a feature map of size 1 × 1 × NK . Implementing

the proposed spatial segmentation scheme requires only to alter the used window size, e.g., reducing the window size by half

is equivalent to using spatial segmentation at level 1, since four independent histograms are extracted. However, note that

implementing spatial segmentation this way shares the same codebook over the spatial regions. Even though this reduces the

learning capacity of the model, it can have a positive regularizing effect reducing the risk of over-fitting.
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Note that the architecture used for implementing the linear variant of the method has some similarities with the Network-

in-Network approach that also uses 1 × 1 convolutions to reduce the dimensionality of the extracted features [52]. Under

this consideration, the Network-in-Network architecture (with one 1x1 layer followed by a global pooling operator) can be

thought as a primitive way to extract a BoF-inspired representation, giving further insight on the success of the aforementioned

technique.

C. Computational Complexity Analysis

The asymptotic cost of feed forwarding the proposed architecture, along with its storage requires are calculated in this

Section. The conducted analysis focuses on the part of the network after the last convolution layer. The notation NF is used

to refer to the number of filters used in the last convolutional layer, while Ni is the number of feature vectors extracted from

this layer. Also, it is assumed that an MLP with NH hidden neurons is used. The number of used spatial regions is denoted by

NS . Finally, to simplify the conducted analysis, it assumed that NF < NH (as in the conducted experiments) and the quantity

CL = NHNC is defined and used to refer to the storage requirements/feed-forward cost for the layers after the first fully

connected layer. The same analysis is also conducted for the Global Max Pooling (GMP) and the Spatial Pyramid Pooling

(SPP) methods.

A plain CNN requires O(NiNFNH + CL) parameters in the fully connected layer, the GMP pooling method requires

O(NFNH +CL) parameters, the SPP pooling method requires O(NSNFNH +CL) parameters, while the proposed CBoF and

Linear CBoF methods require O(NSNKNF + NSNKNH + CL) parameters. If the codebook is shared between the spatial

regions, then the number of parameters is reduced to O(NKNF +NSNKNH+CL). The CBoF method is capable of decoupling

the extracted representation both from the input feature dimensionality NF and the number of extracted feature vectors Ni,

allowing for using significantly smaller networks.

The cost (number of mathematical operations) of performing the feed-forward process is O(NiNFNH +CL) for the CNN,

O(NiNF + NFNH + CL) for the GMP method, O(NiNF + NSNFNH + CL) for the SPP method and O(NiNKNF +
NSNKNH + CL) for the CBoF-based methods. Note that an extra cost incurs for the feature aggregation/quantization step

for both the SPP and CBoF methods (O(NiNF ) and O(NiNKNF ) respectively). However, this cost is amortized by the

smaller number of calculations required after this step (assuming that NK < NH , as in the conducted experiments). The

asymptotic cost for calculating the similarity between the feature vectors and the codebook is the same for both the regular

CBoF and Linear CBoF, since the distance between two vectors can be calculated using three inner product calculations, i.e.,

||x− y||2
2
= xTx+ yTy − 2xTy for any two vectors x and y. Finally, note that the number of the extracted feature vectors

(Ni) depends on the size of the input image. Therefore, the complexity of feed forwarding the network can be readily adjusted

for the GMP/SPP and CBoF methods by using an appropriately-sized input image.

IV. EXPERIMENTS

In this Section the proposed method is evaluated using seven datasets and three different evaluation setups. Due to space

constraints, the datasets and the networks used for the evaluation are described in detail in the supplementary material.

A. Classification Evaluation

1) MNIST Evaluation: First, the MNIST dataset [53], was used to compare the proposed CBoF method (spatial level 1,

32 RBF neurons) to other pooling techniques. The same feature extraction block, as with the CBoF method, was used for the

baseline CNN combined with a 2×2 pooling layer before the fully connected layer (1000×10). Dropout with rate p = 0.5 was

used for both the input and the hidden classification layers of the CNN, since this further lowers the classification error. The

GMP/SPP pooling layers are connected after the last convolutional layer instead of using max pooling. For the SPP technique

one spatial level was used. Digit images of 20× 20, 24× 24, 28× 28, 32× 32 and 36× 36 pixels were used (except of the

CNN baseline model that can be trained only using one predetermined image size). Two classification error rates are reported.

For the first one, the default image size is used (28 × 28 pixels), while the second one refers to using a reduced image size

(20 × 20 pixels). The number of parameters in the feature extraction block is common across all the model. Therefore, the

number of parameters used in the layers after the feature extraction layer are reported. The parameters of all the layers of the

networks are learned during the training.

The experimental results are reported in Table I. The CBoF method performs better than both the plain CNN and the

GMP/SPP methods. At the same time, the CBoF method requires about an order of magnitude less parameters (after the

convolutional layers) than a CNN. Furthermore, the proposed method provides better scale-invariance than the GMP/SPP

techniques, even though all the methods were trained using various image sizes. The performance of Linear CBoF was also

evaluated in Table I. The Linear CBoF performs similarly to the GMP and SPP methods, while providing better scale invariance,

e.g., GMP achieves 3.22% classification error for 20× 20 images, while Linear CBoF (0, 32) reduces the error to just 1.43%

and also requires less parameters. Note that the proposed non-linear CBoF formulation further reduces the classification error

over the Linear CBoF formulation, e.g., the classification error is reduced from 0.56% to 0.51% when spatial segmentation

and 64 codewords are used.
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TABLE I
MNIST: COMPARING CBOF TO OTHER METHODS. THE SPATIAL LEVEL AND THE NUMBER OF RBF NEURONS ARE REPORTED IN THE PARENTHESIS FOR

THE CBOF MODEL. (*TRAINING FROM SCRATCH USING 20× 20 IMAGES)

Method Cl. Error (28) Cl. Error (20) # Param.

CNN 0.56 (0.78)* 1,035k
GMP 0.62 3.22 75k
SPP 0.52 1.78 331k

Linear CBoF (0, 32) 0.71 1.43 44k
Linear CBoF (1, 32) 0.60 1.24 141k
Linear CBoF (1, 64) 0.56 1.52 271k

CBoF (0, 32) 0.68 1.44 44k
CBoF (1, 32) 0.55 0.94 147k
CBoF (1, 64) 0.51 0.83 284k
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Fig. 4. 15-scene: Comparing test accuracy of CBoF for different number of codewords and spatial levels

The GMP and SPP networks were also evaluated with an added 1×1 convolutional layer with 64 filters. The proposed CBoF

method still outperforms both the GMP and SPP methods, which lead to 3.52% and 1.66% classification error respectively

(when 20× 20 images are fed to the networks). The effect of the number of codewords, spatial levels and multi-size training

are extensively evaluated and discussed in the supplementary material.

2) 15-scene Evaluation: First, the performance of the CBoF was evaluated for different codebook sizes and spatial levels

using the 15-scene dataset [17]. The pretrained feature extraction layer block C, as described in the supplementary material,

was used for the conducted experiments using the 15-scene dataset. The network was trained for 100 epochs. Also, the fully

connected layers were pretrained for 10 epochs before training the whole network to avoid back-propagating gradients from

the randomly initialized layers. The precision on the test set using different number of codewords (evaluated on one test split)

are shown in Figure 4. Even when a small number of codewords is used, e.g., 32-64 codewords/RBF neurons, the network

is capable of achieving remarkable high classification accuracy. Nonetheless, using more RBF neurons allows for further
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TABLE II
15-SCENE: CBOF ACCURACY (%) FOR DIFFERENT IMAGE SIZES AND TRAIN SETUPS: TRAIN A (227× 227 IMAGES), TRAIN B (203× 203, 227× 227

AND 251× 251 IMAGES) AND TRAIN C (ALL THE AVAILABLE IMAGE SIZES).

Im. Size 179 203 227 251 275

Train A 88.01 90.42 90.66 90.32 88.82
Train B 89.66 91.61 92.01 91.45 90.03
Train C 90.44 92.05 92.38 91.64 90.39

TABLE III
15-SCENE: COMPARING CBOF TO OTHER METHODS (*TRAINING FROM SCRATCH USING 179× 179 IMAGES)

Method Accuracy (227) Accuracy (179) # Param.

CNN 88.79± 0.62 (87.90± 1.14)* 9,232k
GMP 86.74± 0.40 84.62± 0.32 272k
SPP 89.94± 0.73 87.70± 0.46 1,296k

Linear CBoF (0, 256) 90.10± 0.83 87.77± 0.95 337k
CBoF (0, 256) 91.38± 0.63 89.86± 0.80 337k

increasing the classification accuracy. Due to the nature of the dataset, the best classification accuracy is achieved when no

spatial segmentation is used (spatial information is less important when recognizing natural scenes than when detecting the

edges of aligned digits, as in the MNIST dataset). The CBoF model was also trained using images of different sizes (using

the same setup as before). The experimental results, reported in Table II, indicate that multi-size training indeed improves the

classification accuracy for any image size (the classification accuracy increases from 90.66% to 92.38%, when multiple image

sizes are used for training).

The CBoF model using 256 RBF neurons and no spatial segmentation is also compared to other competitive techniques in

Table III. All the evaluated methods share the same feature extraction layer (Feature Extraction Layer Block C). For the plain

CNN, a 1000× 15 fully connected layer is used after adding a max pooling layer, while the GMP/SPP layer is added after the

last convolutional layer, as before. To ensure a smooth convergence during training, the learning rate for the convolutional layers

was set to ηconv = 10−5 for the CNN/GMP/SPP techniques. Note that slightly different results from [54] are reported, since

the fully connected layer of the pretrained network was not used, but trained from scratch (along with the rest of the layers of

the network). The proposed CBoF and Linear CBoF methods outperform both the CNN and the GMP/SPP techniques, while

using significantly less parameters. The same is also true when smaller images are fed to the network. Again, the non-linear

CBoF formulation outperforms the Linear CBoF method. The GMP/SPP techniques were also evaluated with one added 1× 1
convolutional layer (86.32% for the GMP, 89.55% for the SPP, 256 1× 1 filters were used). The proposed CBoF method still

outperforms these techniques, even though one extra layer was added.

3) MIT67 Evaluation: The CBoF method was also evaluated using the MIT Indoor Scene dataset (MIT67) [55]. No spatial

segmentation was used for these experiments and a BoF layer with 512 RBF neurons was used. The CNN, GMP, and SPP

techniques were also evaluated using the same convolutional feature extraction layers, the feature extraction block C, as before.

Three image sizes were used for the training process, i.e., 203×203, 227×227, and 251×251 pixels. The learning rate for the

convolutional layers was set to ηconv = 10−5 for the CNN/GMP/SPP techniques. Note that for the Linear CBoF the learning

rate was set to ηV = 0.001. All the networks were trained for 20 epochs, while the fully connected layer was pre-trained

until reaching 30% training accuracy (to avoid back-propagating gradients from a randomly initialized fully connected layer to

the pretrained convolutional layers). The training set was augmented using random horizontal flips. The results for the MIT67

dataset are shown in Table IV. The Linear CBoF method performs better than the GMP and SPP methods for 227×227 images

(60.42% classification accuracy), while achieving similar accuracy for 179 × 179 images and using overall less parameters.

Again, the CBoF method outperforms all the other evaluated methods using less parameters and achieving higher classification

accuracy.

TABLE IV
MIT67: COMPARING CBOF TO OTHER METHODS (*TRAINING FROM SCRATCH USING 179× 179 IMAGES)

Method Accuracy (227) Accuracy (179) # Param.

CNN 58.16 (54.16)* 9,284k
GMP 58.52 55.07 324k
SPP 60.42 55.55 1,348k

Linear CBoF(0, 512) 62.41 54.94 711k
CBoF(0, 512) 64.02 57.58 711k
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TABLE V
AFLW: COMPARING CBOF TO OTHER METHODS

The mean absolute angular error in degrees and the amortized feed-forward time (using batch size of 32 samples) are reported. The feed-
forward time was not measured for the CBoF method since the implementation was not as highly optimized as in the rest of the models.

Method Angular Error (24) Angular Error (32) Angular Error (48) # Parameters Feed-forward Time

CNN - 12.87 - 1,602k - / 9.21 / - msec
GMP 12.60 12.55 14.10 131k 5.18 / 8.75 / 19.74 msec
SPP 11.92 11.78 13.09 387k 5.71 / 9.50 / 20.52 msec

CBoF (0, 64) 12.74 12.60 14.13 70k N/A
CBoF (1, 16) 10.14 9.47 10.34 70k N/A

Linear CBoF (0, 64) 12.88 12.36 13.06 70k 5.40 / 9.24 / 20.59 msec
Linear CBoF (1, 16) 10.84 10.20 10.70 67k 5.49 / 8.98 / 19.90 msec
Linear CBoF (1, 64) 11.16 10.31 10.79 70k 5.23 / 9.10 / 20.39 msec

B. Regression Evaluation

The Annotated Facial Landmarks in the Wild (AFLW) dataset [56] was also used to perform the regression evaluation. The

proposed model was trained to regress the horizontal facial pose (yaw). The motivation behind this experiment was to evaluate

the proposed method on a real problem where lightweight models, that can be deployed on embedded systems with limited

memory and computing resources, are needed [22]. The Feature Extraction Layer Block B was employed as feature extractor,

while an MLP with 1000 hidden units was employed to regress the yaw. Please refer to the supplementary material for more

details regarding the used feature extraction architecture. Three image sizes, i.e., 32 × 32, 64 × 64, and 96 × 96 pixels were

used during the training, while batches from each image size were fed to each network. For the evaluated models 50,000

optimization iterations were performed. The mean squared error was used as the objective function to train the networks to

regress the horizontal facial pose. The Linear CBoF pooling was also evaluated to examine its behavior in this challenging

real-world problem.

The results are reported in Table V. The mean absolute angular error in degrees and the amortized mean feed-forward time

using a batch size of 32 samples are reported. For the regular CBoF method the feed-forward time is not reported, since the

used implementation is not as highly optimized as the rest. The proposed regular CBoF method achieves the lowest angular

error using spatial segmentation level 1 (9.47 angular error vs. 11.78 angular error for the next best performing competitive

method), while significantly reducing the number of used parameters. Even though the CBoF (0, 64) and CBoF (1, 16) have

the same number of parameters, the spatial scheme used in CBoF (1, 16) increases the accuracy, since the spatial information

seems to be especially important for the task of facial pose estimation. The Linear CBoF achieves slightly higher error than

the regular CBoF, while still outperforming the other methods (CNN, GMP, and SPP). Note that the codebook is shared over

the spatial regions in the Linear CBoF reducing the number of used parameters even more.

Regarding the feed-forward time the differences are quite small (usually less than 5% between different models) due to the

massive parallelism that modern GPUs provide (a mid range GPU capable of 2.2 TFLOPs was used). However, the results

clearly demonstrate the ability of both the proposed Linear CBoF and the GMP/SPP techniques to adapt to the available

computing power (by reducing the input image size) and handle images of various sizes. Nonetheless, it should be noted again

that the proposed method reduces both the required memory as well as the pose estimation error over the GMP and SPP

methods.

C. Retrieval Evaluation

For the retrieval evaluation the proposed method was combined with a recently proposed deep supervised hashing tech-

nique [6]. For the experiments conducted in this Subsection a fully connected layer with k linear units is used after the last

pooling layer, where k is the length of the learned hash code in bits. The networks were trained using the loss function proposed

in [6]. Following [6], the regularizer weight was set to α = 0.01 and the margin to m = 2k. To obtain the representation

(binary code) of each image in the hamming space the output of the network was passed through the sign(·) function. Since

most of the activations are expected to lie outside the (−1, 1) interval (due to the used regularizer), this is a simple and effective

way to get the binary codes for the images.

First, the INRIA Holidays (Holidays) dataset [57], was used to evaluate the proposed method. During the training 1,500,000

randomly chosen (similar or dissimilar) image pairs were fed to the network. A pretrained residual network (ResNet-50, trained

on the Imagenet dataset [7]) was used for the feature extraction block, and the Adam algorithm was used for training the layers

that were added after the pretrained feature extraction layers (no gradients were back-propagated to the feature extraction layers

for this setup). The learning rate was set to η = 10−4. The results for different code lengths are shown in Table VI. The mean

average precision (mAP) is reported [58]. The “DSH” method refers to directly using the hashing layer after the last global

pooling layer of the ResNet50. For the “CBoF (256) + DSH” method the global pooling layer of the ResNet-50 is replaced by
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TABLE VI
HOLIDAYS: RETRIEVAL EVALUATION USING DEEP SUPERVISED HASHING (THE MEAN AVERAGE PRECISION (MAP) IS REPORTED)

Method k = 12 k = 24 k = 32 k = 48

DSH 0.313 0.539 0.629 0.720
Linear CBoF(256) + DSH 0.428 0.644 0.681 0.730

TABLE VII
CIFAR10: RETRIEVAL EVALUATION USING DEEP SUPERVISED HASHING (THE MEAN AVERAGE PRECISION (MAP) IS REPORTED)

Method k = 12 k = 24 k = 32 k = 48

CNNH [63] 0.543 0.560 0.564 0.557
DLBHC [64] 0.550 0.580 0.578 0.589
DNNH [65] 0.571 0.588 0.590 0.590
DSH [6] 0.616 0.651 0.661 0.676

DSH 0.703 0.800 0.820 0.841
Linear CBoF(256) + DSH 0.874 0.883 0.887 0.890

the Linear CBoF method with 256 codewords. Combining the proposed pooling layer (that performs an intrinsic quantization

of the extracted feature vectors) with the deep supervised hashing technique further improves the retrieval precision.

The proposed technique is also evaluated on the CIFAR10 dataset [59]. The same setup as before is used, however instead

of using the ResNet-50 for the feature extraction, another pretrained residual network, the Wide ResNet (WRN-40-4) [11], is

used (the network was pretrained to perform classification on the CIFAR10 dataset and its last fully connected layer is not

used). The optimization ran for 10 epochs. The pairwise similarities between the samples of each batch (the batch size was set

to 64) were fed to the network during the training. The experimental results are reported in Table VII. Using a Wide Residual

Network instead of a more shallow network significantly boosts the mean average precision over the other techniques. Again,

combining the Linear CBoF method with the DSH further increases the retrieval precision.

The proposed method was also evaluated on the NUS-WIDE dataset [60], following the same setup as in the previous

experiments and using a state-of-the-art DenseNet201 as the employed feature extractor [61]. The DenseNet201 was pretrained

on the Imagenet dataset and the same evaluation setup as in [62] was used for the hashing evaluation. The optimization ran

for 10 epochs using batches of 128 samples, an MLP with 2048 hidden ReLU neurons was used to extract the hashing codes

and the learning rate was set to 0.001. The evaluation results are reported in Table VIII. As before, combining the proposed

Linear BoF method with the DSH method significantly increases the retrieval precision over directly using the global average

pooling layer employed by the DenseNet201.

V. CONCLUSIONS

In this paper, the BoF model was formulated as a neural pooling layer that can be combined with convolutional layers

to form a powerful convolutional architecture that is end-to-end trainable using the regular back-propagation algorithm. The

ability of the proposed method to reduce the size of CNNs and increase the performance over other competitive techniques was

experimentally demonstrated using seven image datasets and three different settings (classification, regression and retrieval).

The proposed method provides a lightweight CNN architecture that can readily adapt to the available computational resources

and it is invariant to mild distribution shifts. Furthermore, the proposed method can be combined with CNN compression

techniques, such as [14]–[16], or use depth-wise separable convolutions in the feature extraction layers, e.g., [30], to further

improve the speed and the size of the networks. Note that the proposed method is capable of reducing the parameters only in

the first fully connected layer of a deep CNNs, which is usually the layer that uses the most parameters in a CNN. However,

the proposed method can be used to extract compact layer-wise representations that can be combined with methods that employ

features extracted from multiple layers, such as DenseNets [61]. This will allow for reducing the number of parameters needed

in the various layers of the network, further improving the performance of these methods.
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Abstract:

Deep Learning (DL) models are capable of successfully tackling several difficult tasks. However, training

deep neural models is not always a straightforward task due to several well known issues, such as the

problems of vanishing and exploding gradients. Furthermore, the stochastic nature of most of the used

optimization techniques inevitably leads to instabilities during the training process, even when state-of-

the-art  stochastic  optimization  techniques  are  used.  In  this  work  we  propose  an  advanced  temporal

averaging technique that is capable of stabilizing the convergence of stochastic optimization for neural

network  training.  Six  different  datasets  and  evaluation  setups  are  used  to  extensively  evaluate  the

proposed  method  and  demonstrate  the  performance  benefits.   The  more  stable  convergence  of  the

algorithm also reduces the risk of stopping the training process when a bad descent step was taken and the

learning rate was not appropriately set.

1. Introduction 

Deep Learning (DL) models are capable of successfully tackling several difficult  tasks, such as large

scale visual recognition [28], object detection [19, 26], realistic voice synthesis [22], and others [16]. This

has led to a number of spectacular applications ranging from drones that autonomously perform various

tasks [23, 29], to systems that outperform doctors on diagnosing diseases [1, 12, 20, 34], and malware

detection systems [36]. 

However, training deep neural models is not always a straightforward task due to several well

known issues, such as the problems of vanishing and exploding gradients [2, 32]. Various methods have

been proposed to stabilize and smoothen the convergence of the training procedure [5, 9, 10, 11, 13, 31,

32]. The stochastic nature of most of the used optimization techniques inevitably leads to instabilities

during the training process, even when state-of-the-art stochastic optimization methods are used [13],

requiring careful fine-tuning of their hyper-parameters. If a slightly larger learning rate than the optimal is

selected, then the training process will be unstable (and might not even converge). On the other hand, if

the learning rate is too small, then the optimization process will slow down significantly. Recognizing

these difficulties, parameter averaging has been proposed to reduce the effect of noise on the stochastic

updates and achieve better generalization [13, 21, 25, 27]. 



The aforementioned problems are often more evident in specific applications. For example, among

the  most  crucial  components  of  an  intelligent  system capable  of  performing  automated  drone-based

shooting is estimating the pose of the main actors [23]. To this end, a Convolutional Neural Network

(CNN)  can  be  trained  to  perform the  task  of  facial  pose  estimation.  However,  such  CNNs  exhibit

especially  unstable  behavior  that  can  be  also  partially  attributed  to  the  noisy  nature  of  the  data.  To

understand this, consider the process of facial pose estimation. First, a face is detected using an object

detector, such as the YOLO detector [26], or the SSD detector [19]. Then, the bounding box of the face is

cropped, resized and fed to the pose estimation CNN. However, the object detector is usually incapable of

perfectly centering and determining the bounds of the face introducing a significant amount of noise into

the aforementioned process. 

In  this  paper,  an  advanced  temporal  averaging  technique  that  is  capable  of  stabilizing  the

convergence  of  stochastic  optimization  for  deep  neural  network  training  is  proposed.  The  proposed

method employs an exponential averaging technique to bias the parameters of the neural network towards

stabler states. As it is demonstrated in Section 3, this is equivalent to first taking big descent steps to

explore the solution space and then annealing towards stabler states. Six different datasets and evaluation

setups are used to extensively evaluate the proposed method and demonstrate the performance benefits.

The more stable convergence of the algorithm also reduces the risk of stopping the training process when

a bad descent step was taken and the learning rate was not appropriately set, ensuring that the network

will perform well at any point of the training process (after a certain number of iterations have been

performed). 

This paper is an extended version of our previous paper [24]. The contributions of this paper are

the following. First, after careful analysis of the proposed algorithm, a more robust version is derived, in

which the stable states are selected according to the loss observed during the training and update rate

annealing is not required. This also makes the proposed method easier to use, since only two hyper-

parameters are to be selected and it is demonstrated that the default values for these hyper-parameters

work well for a wide range of problems. Also, the proposed method is more extensively evaluated using

additional datasets and evaluation setups. The effect of the hyper-parameters on the performance of the

method  is  also  thoroughly  evaluated.  Furthermore,  recognizing  the  difficulties  in  the  evaluation  of

stochastic methods, a more careful experimental protocol is used to ensure a fair comparison between the

evaluated methods (the experiments were repeated multiple times and the same initialization was used for

the corresponding runs between different methods). 

The rest of the paper is structured as follows. First,  the related work is briefly introduced and

discussed in Section 2. Then, the proposed method is presented in detail in Section 3 and the experimental

evaluation is provided in Section 4. Finally, conclusions are drawn in Section 5. 

2. Related Work 

Several  methods have been proposed for training deep  neural  networks as well  as for improving the

convergence of Stochastic  Gradient  Descent  (SGD). For example,  using rectifier  activation units  [9],

batch  normalization  [11],  and  residual  connections  [10,  31],  allows  for  effectively  dealing  with  the

problem of vanishing gradients. Furthermore, advanced optimization techniques, such as the Adagrad [4],

Adadelta [37], and Adam [13] algorithms are capable of effectively dealing with gradients of different

magnitude, improving the convergence speed. Each of these techniques deal with a specific problem that

arises during the training of deep neural networks. The method proposed in this paper is complementary

to these methods since it addresses a different problem, i.e., improves the stability of the training process.

This  is  also  demonstrated  in  Section  4  where  the  proposed  method  is  combined  with  some  of  the

aforementioned methods to improve the stability of the training process. 

Parameter averaging techniques were also proposed in some works to deal with the noisy updates

of stochastic gradient descent [21, 25, 27], while also studying the convergence properties after averaging



the stochastic updates. In these works, after completing the optimization process, the parameters were

replaced  with  the  averaged  parameters,  as  calculated  during  the  training  process.  A more  deliberate

technique was proposed in [13], where an exponential moving average over the parameters of the network

was used to ensure that higher weight is given to the recent states of the network. However, in these

approaches the averaged parameters are not used during the optimization. In [18, 42], a similar approach

is used to stabilize the convergence of Q-learning for deep neural networks by keeping a separate slowly

changing neural network used for providing the target  values.  The method proposed in  this  paper  is

different from the aforementioned methods, since the weights of the network are not averaged after each

iteration. Instead, a number of descent steps are taken, e.g., 10 optimization steps, and after them the

parameters of the networks are updated according to the observed loss. This allows for better exploring

the solution space, while maintaining the stability that the averaging process offers, as demonstrated in

Section 4. Note that global parameter averaging, i.e., averaging the parameters after the training process

as in [13, 21, 25, 27], can be also used on top of the proposed method, further improving the stability of

the proposed method. 

3. Proposed Method 

In this Section the used notation is briefly introduced and the proposed Long-Term Temporal Averaging

(LT-TA)  algorithm  is  presented  in  detail.  Then,  we  examine  the  behavior  of  the  proposed  LT-TA

algorithm by analyzing the employed parameter update technique.  

Let θ denote the parameters of the neural network that is to be optimized towards minimizing a

loss function L(θ, x), where x denotes a batch of the training data. The notation θt is used to denote the

parameters after t optimization iterations. Also, let f(θ, x, η) be an optimization method that provides the

updates  for  the  parameters  of  the  neural  network,  where  η  denotes  the  hyper-parameters  of  the

optimization method, e.g., the learning rate. Any optimization technique can be used ranging from the

simple Stochastic Gradient Descent method [7], to more advanced techniques, such as the Adagrad [4],

Adadelta [37], or, the more recently proposed, Adam method [13]. 

The proposed method is shown in Algorithm 1. The LT-TA algorithm keeps track of a stable

version  of  the  parameters  of  the  network,  as  determined  by  observing  the  mean  loss  during  the

optimization process. If the optimization process proceeds smoothly, then the stable state is not used. On

the other hand, if multiple bad descent directions were taken during the last optimization steps, then the

network is biased towards a previously stable state, by performing exponentially averaging. Of course,

any other averaging or update method can be used to this end. Furthermore, exponential averaging can

also be used to update the stable state of the network. However, this approach slightly slowed down the

convergence in the conducted experiments, without providing any significant stability improvement, since

the stable states are already selected according to a reliable criterion, i.e., the loss observed during the

optimization. 

The proposed method works as follows. First, the initial version θstable is set to the initial state of

the network (line 2) and the loss inducted by the stable state is initialized to an arbitrary large number

(line 3). Also, the variable used to measure the mean current loss is initialized to 0 (line 4). During the

optimization (lines 5-16) the proposed algorithm performs regular optimization updates (lines 6-7) and

keeps track of the mean loss during the optimization (line 8). However, every NS iterations the mean loss

observed during the last iterations (line 10) is compared to the loss of the latest stable state (line 11). If the

current loss is lower, then the stable stable is updated using the current weights (lines 12-13), since the

current  state can be considered stable.  Otherwise,  the weights of the network are biased towards the

previous stable state using exponential averaging (line 15). Finally, the current loss variable is reset after

NS iterations (line 16).



Algorithm 1: Long-Term Temporal Averaging Algorithm

This is equivalent to performing large exploration descent steps during the  NS iterations

and then slowing down the learning in order to update the network when bad descent directions were

taken. Thus, the stable states work as attractors that bias the network towards them. The parameter α

(also called update rate) controls the influence of the stable states on the optimization procedure. The

update rate is a positive number that ranges from 0 to 1. For α = 1 no temporal averaging is used, while

for α = 0 the network remains at the stable state. The effect of these hyper-parameters on the performance

of the proposed method is thoroughly examined in Section 4. After performing N iterations the algorithm

returns the parameters of the network. 

In  the  preliminary  version of  our  technique  presented  in  [24],  we used an exponential  decay

strategy to reduce the update rate during the optimization. However, after careful analysis of the proposed

technique we concluded that this process was not critical.  Decaying the update rate allows for faster

convergence  for  the  first  few  iterations.  Omitting  this  strategy  can  initially  slightly  slow down the

convergence speed, but the overall effect after the first few iterations is usually minimal. Therefore, this

strategy was removed from the proposed algorithm, effectively making the method easier to use (one less

hyper-parameter has to be selected). Furthermore,  the stable states are now selected according to the loss

observed during the optimization, instead of simply running an exponential averaging on the weights,

further increasing the stability and the convergence speed of the proposed method.

To better understand how the proposed algorithm works consider the first NS iterations when the

simple stochastic  gradient  descent  algorithm with learning rate  η is  used to provide the optimization

updates and the method starts from a initially stable state (θstable=θ0.): 

(1)

Input: A training set of data X, the initial parameters of the network θ0, a loss function L(•), and an 
optimization method f(•) along with its hyper-parameters η
Parameters: The update rate α, the exploration window NS, and the number of iterations N 
Output: The optimized parameters θΝ

1: procedure LT-TA Algorithm
2:      θstable ← θ0

3:      Lstable ← ∞
4:      Lcurrent ← 0 
5:      for t ← 1; t ≤ N; t++ do
6:            Sample a batch x from X
7:            θt ← f(θt-1, x, η)
8:            Lcurrent  ←  Lcurrent + L(θt, x)
9:            if  mod(t, NS) = 0 then
10:                   Lcurrent ← Lcurrent / NS

11:                    if Lstable > Lcurrent then
12:                           θstable ← θt

13:                           Lstable ← Lcurrent

14:                    else
15:                           θt ← α θt + (1-α) θstable

16:                    Lcurrent ← 0
17:      return θΝ



It is easy to see that after NS optimization steps the weights of the network can be expressed as a

weighted sum over the descent steps: 

(2)

since θstable=θ0. 

If we arrive at a new stable state (the loss is reduced during the NS optimization steps), the we simply

update the stable state with the new weights. On the other hand, if the new state increases the mean loss,

then we bias the current state towards the last current stable state:

(3)

Therefore, updating the weights by employing the stable state θstable is equivalent to lowering the

learning rate of the previous updates to αη while  updating the parameters  θstable.  However this  is not

equivalent to performing optimization with the lowered learning rate. To understand this note that the

intermediate  states   θ1,  θ2,  θ3,  …, θNS  are calculated using the original  learning rate η instead of the

lowered rate (1-α)η: 

(4)

That is,  during the NS steps the proposed algorithm explores the solution space by taking large steps

towards the descent direction, while the stable state θstable is employed to ensure that the network remains

stable, even when the optimization process becomes unstable for a few training steps. This also ensures

that  relatively  large  descent  steps  that  overshoot  the  local  minima,  which  also  possibly  allow  for

discovering  better  local  minima,  will  not  affect  the  stability  of  the  training  procedure.  To  better

understand this consider that the stable state will be used to bias the network parameters only if we end up

into a consistently worse optimization point after NS optimization steps.

4. Experiments 

In this Section the proposed method is extensively evaluated and compared to other techniques. First, the

effect of the two hyper-parameters (update rate α and exploration window ΝS) on the stability of the

proposed method is examined. Then, the proposed method is evaluated using several different deep neural

network architectures, learning setups, and six datasets. Note that the evaluation focuses on lightweight

network architectures that process small images, e.g., 32 x 32 pixels. This ensures that the developed

networks can be deployed on embedded and mobile  systems with limited  processing power,  such as

drones that will assist several cinematography-oriented tasks [23, 43, 44, 45, 46], meeting the real-time

requirements of these applications.

The Adam optimizer, with the default hyper-parameters, i.e., learning rate η=0.001, first moment

decay rate β1=0.9, and second moment decay rate β1=0.999, was used for all the experiments conducted in

this paper [13]. It is well known that fine-tuning these parameters (especially the learning rate) for each

dataset  can  improve  the  obtained  results.  However,  this  kind  of  fine-tuning  is  a  manual  and  time-

consuming process. The proposed LT-TA technique was combined with the Adam algorithm, which was

used to provide the parameter updates. A plain temporal averaging (TA) method was also derived by



setting the exploration window to 1, i.e., NS=1, providing a second baseline for comparing the proposed

technique.  Note  that  plain  parameter  averaging  techniques,  such  as  [13,  21,  25,  27],  can  be  also

implemented on top of all  the evaluated methods,  possibly further increasing the performance of the

methods. The keras library  [40] was used for implementing the proposed method and conducting all the

experiments. 

For all the conducted experiments the mean value of each evaluated metric (loss or classification

error)  and the standard deviation  of  the calculated  sample  mean are reported.  The experiments  were

repeated  30  times  and the  corresponding metrics  are  monitored  over  the  course  of  the  optimization

process (the test metrics are monitored only during the last 5 epochs), unless otherwise stated.  The bars

in  the  figures  are  used  to  mark  the  95%  confidence  intervals  for  each  value.  Furthermore,  the

setup/method with the best performance has been underlined in the following tables. Note that this does

not necessary imply that the underlined metric is statistically significantly better than the others.  

Table 1: Network architecture used for the MNIST dataset (conv. refers to convolutional layers)

Layer Type Output Shape

Input 28 x 28 x 1
Conv. (3 x 3, 32 filters) 26 x 26 x 3

Max Pooling (2 x 2) 13 x 13 x 32
Conv. (3 x 3, 64 filters) 11 x 11 x 64

Max Pooling (2 x 2) 5 x 5 x64
Dense (512 neurons) 512

Dropout (p=0.5) 512
Dense (10 neurons) 10

4.1 Parameter Selection 

The effect of the update rate α and exploration window NS on the convergence of the optimization process

is examined using the MNIST database of handwritten digits (abbreviated as MNIST) [17]. The MNIST

database is a well-known dataset that contains 60,000 train and 10,000 test images of handwritten digits.

There are 10 different classes, one for each digit (0 to 9), and the size of each image is 28 x 28. Some

sample images are shown in Figure 1. The network architecture used for the conducted experiments is

summarized in Table 1. The rectifier activation function was used for all the layers except of the last one,

where the softmax activation function was combined with the cross-entropy loss for training the network

[8]. The network was regularized using the dropout technique [30].  The optimization ran for 10 epochs

with batch size 32 and and the average of the evaluated metrics during the 80% of the optimization (last 8

epochs) are reported. The experiments were repeated 5 times and the mean and the standard deviation are

reported.  

Figure 1: Samples images from the MNIST dataset

The  experimental  results  for  different  update  rates  α  are  shown in  Table  2.  The  exploration

window was set to NS=100, the optimization ran for 10 epochs with batch size 32, while the experiments

were repeated 5 times and the mean and the standard deviation are shown. The mean loss and the mean

classification error during the last epochs are reported. The best results were obtained for α=0.995. Note

that smaller values tend to reduce the optimization speed by strongly biasing the network towards the

older  stable  states.  The  obtained  results  highlight  the  ability  of  temporal  averaging  to  improve  the

convergence of the optimization process over the plain SGD/Adam, since the error and the loss decreases

(lower values demonstrate improved performance) as the value of α decreases (up to a certain point). 



After selecting the value of α=0. 995 for the update rate, the effect of the exploration windows NS

is  evaluated in Table 3.  Large exploration  windows tend to  provide more reliable  estimation for the

quality of the stable states by calculating the loss over larger temporal windows. The best results were

obtained  for  NS=50.  The  selected  values  (α=0.995  and  NS=50)  were  used  for  all  the  conducted

experiments in this Section, except otherwise stated, and proved to provide good performance for a wide

range of different datasets, evaluation setup and network architectures. 

Table 2: Evaluating the effect of the update rate α on the behavior of the proposed LT-TA method. 

α Train loss (x 10-2) Train error (%)

0.999 0.878 ± 0.097 0.276 ± 0.032
0.995 0.832 ± 0.050 0.258 ± 0.013
0.99 0.832 ± 0.094 0.263 ± 0.031
0.95 0.939 ± 0.077 0.297 ± 0.025
0.9 1.140 ± 0.112 0.360 ± 0.038

Table 3: Evaluating the effect of the update rate ΝS  on the behavior of the proposed LT-TA method. 

NS Train loss (x 10-2) Train error (%)

1 0.844 ± 0.065 0.267 ± 0.023
20 0.931 ± 0.130 0.293 ± 0.042
50 0.826 ± 0.061 0.256 ± 0.026
100 0.832 ± 0.050 0.258 ± 0.013
200 0.857 ± 0.042 0.272 ± 0.019

4.2 MNIST Evaluation 

Apart  from the  parameter  selection  experiments,  the  MNIST dataset  was  also  used  to  compare  the

proposed method both to the plain Adam algorithm, as well  as to a plain Temporal  Averaging (TA)

baseline. Again, note that for all the conducted experiments (TA and LT-TA methods) the value of α was

set 0.995. The evaluation results are shown in Table 4. The optimization ran for 10 epochs with batch size

32.

The proposed LT-TA method performs slightly  better  than both the plain  Adam (reported  as

“Baseline'” method in Table 4) and TA methods. The same behavior is also observed for the test set

(Table 5), where the proposed method achieves the lowest classification error (0.726% vs. 0.740% for the

next best performing method). Note that actually the TA method fails to improve the convergence, since

it cannot reliably select the stable states (the loss is calculated over a window with size 1).  For the test

set, instead of reporting the accuracy at the last epoch, the average over the last 5 epochs is reported to

evaluate  the  stability  of  the  obtained  solutions.  A  low  average  test  error  over  the  last  5  epochs

demonstrates that the optimization could be stopped at any of these epochs, i.e., the risk of stopping when

a bad descent step was taken is smaller. 

Table 4: MNIST Train Evaluation: Comparing the proposed LT-TA method to both the plain Adam

(Baseline) and Temporal Averaging during the optimization. 

Method Train loss (x 10-2) Train error (%)

Baseline 1.241 ± 0.071 0.386 ± 0.023
TA 3.243 ± 0.392 1.004 ± 0.122
LT-TA 1.214 ± 0.078 0.374 ± 0.026



Table  5: MNIST Test  Evaluation:  Comparing  the proposed LT-TA method to both  the plain  Adam

(Baseline) and Temporal Averaging using the supplied test set. 

Method Test loss (x 10-2) Test error (%)

Baseline 2.654 ± 0.166 0.740 ± 0.055
TA 3.395 ± 0.357 1.096 ± 0.118
LT-TA 2.552 ± 0.170 0.726 ± 0.049

To demonstrate the improved stability of the proposed method, the loss during the optimization

process (learning curve) is also provided in Figure 2.  The proposed LT-TA method leads to slightly

reduced loss at almost all of the optimization epochs, while it is also capable of slightly reducing the

fluctuations caused by the stochastic nature of the updates.

Figure 2: MNIST Evaluation: Loss during the optimization process. Figure best viewed in color.

The proposed method was also evaluated using a different setup for the employed optimizer by

increasing  the  learning  rate  to  η=0.005.  The  train  evaluation  is  provided  in  Table  6,  while  the  test

evaluation in Table 7. Since the convergence was significantly more noisy, the update rate was reduced to

0.99 in order to more strongly bias the network towards the stable states. Again, the same behavior as

before is observed. The proposed LT-TA method improves slightly the convergence, reducing the train

loss from 4.397 (Baseline) to 4.147 and the test loss from 6.319 (Baseline) to 6.081. The same behavior is

also observed in the learning curves plotted in Figure 3. Note that again the plain TA method  was not

capable of reliably selecting the stable states and, thus, failed to improve the convergence. 

Table 6: MNIST Train Evaluation (higher learning rate): Comparing the proposed LT-TA method to both

the plain Adam (Baseline) and Temporal Averaging during the optimization. 

Method Train loss (x 10-2) Train error (%)

Baseline 4.397 ± 0.875 1.328 ± 0.292
TA 51.840 ± 89.162 19.557 ± 34.605
LT-TA 4.147 ± 0.604 1.270 ± 0.212

Table 7: MNIST Test Evaluation (higher learning rate): Comparing the proposed LT-TA method to both

the plain Adam (Baseline) and Temporal Averaging using the supplied test set. 

Method Test loss (x 10-2) Test error (%)

Baseline 6.319 ± 0.370 1.666 ± 0.195
TA 51.749 ± 89.194 19.523 ± 34.565
LT-TA 6.081 ± 0.552 1.629 ± 0.235



Figure 3: MNIST Evaluation (higher learning rate):  Loss during the optimization process. 

4.3 CIFAR10 Evaluation

The CIFAR10 dataset [15], contains 60,000  32x32 color images that belongs to 10 different categories:

airplane, automobile, bird, cat, deer, dog, frog, horse, ship and truck. Some sample images are shown in

Figure 4. The dataset is already split into 50,000 train and 10,000 test images. The CIFAR10 dataset is a

labeled subset of the 80 million tiny images dataset [33]. A deeper and more complex network was used

for the CIFAR10 dataset, since it is a significantly more complex dataset than the MNIST dataset. The

used network architecture is shown in Table 8. Again, rectifier activation functions were used for all the

layers except of the last one, where the softmax activation function was combined with the cross-entropy

loss for training the network. Padded convolutions were used for some layers to avoid reducing too much

the size of the output feature maps. 

Figure 4: Samples images from the CIFAR10 dataset

Table 8: Network architecture used for the CIFAR10 dataset (conv. refers to convolutional layers)

Layer Type Output Shape

Input 32 x 32 x 3
Padded Conv. (3 x 3, 32 filters) 32 x 32 x 3

Conv. (3 x 3, 64 filters) 30 x 30 x 64
Max Pooling (2 x 2) 15 x 15 x 64
Dropout (p = 0.25) 15 x 15 x 64

Padded Conv. (3 x 3, 64 filters) 15 x 15 x 64
Conv. (3 x 3, 128 filters) 13 x 13 x 128

Max Pooling (2 x 2) 6 x 6 x 128
Dropout (p = 0.25) 6 x 6 x 128

Dense (512 neurons) 512
Dropout (p=0.5) 512

Dense (10 neurons) 10



Table 9: CIFAR10 Train Evaluation: Comparing the proposed LT-TA method to both the plain Adam

(Baseline) and Temporal Averaging during the optimization. 

Method Train loss (x 10-2) Train error (%)

Baseline 54.550 ±1.792 19.123 ± 0.649
TA 75.302 ± 7.327 26.608 ± 2.661
LT-TA 52.921 ± 2.360 18.564 ± 0.846

Table 10: CIFAR10 Test Evaluation:  Comparing the proposed LT-TA method to both the plain Adam

(Baseline) and Temporal Averaging using the supplied test set. 

Method Test loss (x 10-2) Test error (%)

Baseline 53.973 ± 1.263 17.740 ± 0.358
TA 73.756 ± 7.542 25.478 ± 2.796
LT-TA 53.400 ± 1.348 17.615 ± 0.473

Figure 5: Loss during the optimization process. Figure best viewed in color.

The evaluation results for the train set are shown in Table 9, while the test evaluation results are

provided in Table 10. The optimization ran for 50 epochs with batch size 32, while all the epochs were

used to evaluate the quality and stability of the optimization process using the train data.  The proposed

LT-TA method leads to slightly improved results than the other techniques for both the training and

testing evaluations. The learning curves for the evaluated methods are provided in Figure 5. 

4.4 Fashion MNIST Evaluation 

The Fashion MNIST [35] is a dataset that contains 60,000 train samples and 10,000 test samples that

belong to one of the following 10 classes: t-shirt, trouser, pullover, dress, coat, sandal, shirt, sneaker, bag,

and ankle boot. Some sample images are shown in Figure 6. Fashion MNIST was designed as a drop-in

replacement for the MNIST dataset. The same evaluation setup as with the MNIST dataset (Section 4.2)

is  used,  apart  from using  a  slightly  more  complex  network  architecture  (Table  11)  and running  the

optimization for 20 epochs.

Figure 6: Samples images from the Fashion MNIST dataset



Table  11: Network architecture  used  for  the  Fashion MNIST dataset  (conv.  refers  to  convolutional

layers)

Layer Type Output Shape

Input 28 x 28 x 1
Conv. (3 x 3, 32 filters) 26 x 26 x 32
Conv. (3 x 3, 64 filters) 24 x 24 x 64

Max Pooling (2 x 2) 12 x 12 x 64
Conv. (3 x 3, 64 filters) 10 x 10 x 64

Max Pooling (2 x 2) 5 x 5 x 64
Dense (512 neurons) 512

Dropout (p=0.5) 512
Dense (10 neurons) 10

Table 12: Fashion MNIST Train Evaluation: Comparing the proposed LT-TA method to both the plain

Adam (Baseline) and Temporal Averaging during the optimization. 

Method Train loss (x 10-2) Train error (%)

Baseline 10.372 ± 0.673 3.804 ± 0.267
TA 27.328 ± 2.543 10.132 ± 0.974
LT-TA 10.214  ± 0.370 3.744 ±  0.141

Table 13: Fashion MNIST Test Evaluation:  Comparing the proposed LT-TA method to both the plain

Adam (Baseline) and Temporal Averaging using the supplied test set. 

Method Test loss (x 10-2) Test error (%)

Baseline 32.284    ± 1.330  7.691    ± 0.164  
TA 29.579  ± 2.544 10.821  ± 0.935
LT-TA 32.312  ± 0.854 7.725  ± 0.126

For the training evaluation the results are similar to the regular MNIST data (Table 12). That is,

the  proposed LT-TA method  performs slightly  better  than  both  the  baseline  and plain  TA methods.

However, for the test evaluation shown in Table 13, the Baseline method performs slightly better than the

LT-TA method. This behavior can attributed to overfitting phenomena that might occur when the LT-TA

method  manages  to  find  a  better  local  minimum  of  the  loss  function  than  the  simple  TA method.

Therefore, even though the LT-TA actually performs better on the training set, it can sometimes lead to

overfitting lowering the accuracy on the test set. This behavior is well known and can be prevented using

more aggressive regularization, e.g., dropout with higher rate [30]. 



Figure 7: Fashion MNIST Evaluation: Loss during the optimization process. Figure best viewed in color.

4.5 HPID Evaluation 

Figure 8: Cropped face images from the HPID dataset

The Head Pose Image Dataset (HPID) [6] is a dataset that contains 2,790 face images of 15 subjects in

various poses taken in a constrained environment. All images were resized to 32x32 pixels before feeding

them to the used CNN. Some sample images are shown in Figure 8. The horizontal pose of the face

images (pan) is to be predicted. The HPID dataset provides discrete targets (13 steps) that were converted

into a continuous value used for training/testing the model. The predefined train/test splits were used. The

network architecture used for predicting the pose is shown in Table 14. The rectifier activation function

were  used  for  the  hidden  layers  (no  activation  was  used  for  the  output,  since  the  yaw  is  directly

predicted), while the mean squared loss was used for training. 

During  the  training  the  following  data  augmentation  techniques  were  also  used  to  prevent

overfitting the network and ensure good generalization performance: 

1. random vertical flip with probability 0.5 

2. random horizontal shift up to 5% 

3. random vertical shift up to 5% 

4. random zoom up to 5% 

5. random rotation up to 10 degrees 

The  vertical  and horizontal  shifts  simulate  the  behavior  of  face  detectors  that  are  usually  unable  to

perfectly align the face in the images, while the zoom and rotation transformations further increase the

scale/rotation invariance of the network. 

Table 14: Network architecture used for the HPID dataset (conv. refers to convolutional layers)

Layer Type Output Shape

Input 32 x 32 x 3
Padded Conv. (3 x 3, 32 filters) 32 x 32 x 32

Max Pooling (2 x 2) 16 x 16 x 32
Dropout (p=0.25) 16 x 16 x 32

Padded Conv. (3 x 3, 64 filters) 16 x 16 x 64
Max Pooling (2 x 2) 8 x 8 x 64

Dropout (p=0.5) 8 x 8 x 64
Dense (256 neurons) 256

Dropout (p=0.5) 256
Dense (10 neurons) 1



The evaluation results for the optimization process are reported in Table 15. The optimization ran

for 50 epochs with batch size 32. The LT-TA perform slightly better than the plain Adam (Baseline)

method and the TA method achieving the lowest overall loss/error. This behavior is also reflected in the

test evaluation (Table 16), where the evaluated method improves slightly the test error, as well as in the

learning curves shown in Figure 9. Finally, note that due to differences in the used network architecture

and the removal of the Local Constrant Normalization (LCN) layers (LCN is not available in the keras

framework used for implementing the proposed method [3])  the evaluation results  are different from

those reported in [24]. 

Table 15: HPID Train Evaluation:  Comparing the proposed LT-TA method to both the plain Adam

(Baseline) and Temporal Averaging during the optimization. 

Method Train loss (x 10-2) Train error (%)

Baseline 0.168 ± 0.064 10.102 ± 1.730
TA 0.185 ± 0.062 10.808 ± 1.644
LT-TA 0.167 ± 0.056 10.030 ± 1.465 

Table  16: HPID Test  Evaluation:  Comparing  the  proposed  LT-TA method  to  both  the  plain  Adam

(Baseline) and Temporal Averaging using the supplied test set. 

Method Test loss (x 10-2) Test error (%)

Baseline 0.077 ± 0.008 7.753 ± 0.383
TA 0.081 ± 0.011 7.949 ± 0.551
LT-TA 0.077 ± 0.008 7.740 ± 0.419

Figure 9: HPID Evaluation: Loss during the optimization process. Figure best viewed in color.



4.6 AFLW Evaluation 

The Annotated Facial Landmarks in the Wild (AFLW) dataset [14], is a large-scale dataset for facial

landmark localization.  The 75% of the images were used to train the models, while the rest 25% for

evaluating  the  accuracy  of  the  models.  The  face  images  were  cropped  according  to  the  supplied

annotations and then resized to 32x32 pixels. Face images smaller than  16x16 pixels were not used for

training  or  evaluating  the model.  Some sample  images  are shown in Figure  10.  The AFLW dataset

provides  continuous  pose  targets  that  were  directly  used  for  training  the  network.  The  same  data

augmentation technique as for the HPID dataset was used (Section 4.5). The network architecture used for

predicting the pose is shown in Table 17. The rectifier activation function was used for the hidden layers

(no activation was used for the output, since the yaw is directly predicted), while the mean squared loss

was used for training. As before, the optimization ran for 30 epochs with batch size 32. 

Figure 10: Cropped face images from the ALFW dataset

Table 17: Network architecture used for the AFLW dataset (conv. refers to convolutional layers)

Layer Type Output Shape

Input 32 x 32 x 3
Padded Conv. (3 x 3, 16 filters) 32 x 32 x 16
Padded Conv. (3 x 3, 16 filters) 32 x 32 x 16

Max Pooling (2 x 2) 16 x 16 x 16
Dropout (p = 0.25) 16 x 16 x 16

Padded Conv. (3 x 3, 64 filters) 16 x 16 x 64
Padded Conv. (3 x 3, 64 filters) 16 x 16 x 64

Max Pooling (2 x 2) 8 x 8 x 64
Dropout (p = 0.25) 8 x 8 x 64

Dense (256 neurons) 256
Dropout (p=0.5) 256

Dense (10 neurons) 10

Table 18: AFLW Train Evaluation: Comparing the proposed LT-TA method to both the plain Adam

(Baseline) and Temporal Averaging during the optimization. 

Method Train loss (x 10-2) Train error (%)

Baseline 0.257 ± 0.039 12.838 ± 0.907
TA 0.286 ± 0.041 13.700 ± 0.942
LT-TA 0.257 ± 0.039  12.835 ± 0.933 

Table 19: AFLW Test Evaluation:  Comparing the proposed LT-TA method to both the plain Adam

(Baseline) and Temporal Averaging using the supplied test set. 

Method Test loss (x 10-2) Test error (%)

Baseline 0.160 ± 0.010 10.013 ± 0.343
TA 0.195 ± 0.020  11.192 ± 0.599
LT-TA 0.160 ± 0.011 10.017 ± 0.384



Figure 11:  AFLW Evaluation: Loss during the optimization process. Figure best viewed in color.

The evaluation results are reported in Tables 18 and 19, while the corresponding learning curves

are  shown in  Figure  11.  The  proposed  method  slightly  improves  the  results  all  the  other  evaluated

methods both for the metrics evaluated during the optimization and for the testing evaluation. 

4.7 IMDB Evaluation 

Finally,  the  proposed method  was  evaluated  using  the  IMDB Movie  review sentiment  classification

dataset [38].  The preprocessed dataset that contains 25,000 training reviews and 25,000 testing reviews,

as  supplied  by the keras  library [40],  was used for  the  conducted  experiments.  A Long Short  Term

Memory (LSTM) network was used for the classification into the two possible sentiments [39]: positive

and negative. The maximum length of a document was restricted to 500 words, while only the 10,000

most frequent words were used for constructing the word embedding model used for the classification.

The network architecture used for the conducted experiments is shown in Table 20. Rectifier activation

units [9] were used for the first fully connected layer, while the sigmoid activation function was used for

the output layer. The network was trained using the binary cross-entropy loss.

Table 20: Network architecture used for the AFLW dataset (conv. refers to convolutional layers)

Layer Type Output Shape

Input 500
Embedding Layer 

(10000 words, 32-dimensional vectors)
500 x 32

LSTM Layer (32 units) 32
Dense Layer  (500 neurons) 500

Dense Layer (1 neuron) 1

The evaluation results for the train set are reported in Table 21, while the test evaluation results

are reported in Table 22. The proposed method improves the train loss and error (the loss is reduced from

22.133 to 21.273, while the train error from 10.625% to 10.039%). The same behavior is also observed

for the test loss and error (Table 22), as well as in the learning curves shown in Figure 12. Note that in

this experiment a recurrent network architecture was used (LSTM) to evaluate the proposed method under

a more challenging setup. Recall that recurrent networks are more prone to undesired phenomena that can

cause instabilities during the training process, such as vanishing or exploding gradients. Even though the

proposed method cannot directly mitigate such phenomena, biasing the network towards stabler states can

improve both the stability of the training process as well as the training/testing accuracy,  when such

phenomena occur.



Table 21: IMDB Train Evaluation:  Comparing the proposed LT-TA method to both the plain Adam

(Baseline) and Temporal Averaging during the optimization. 

Method Train loss (x 10-2) Train error (%)

Baseline 22.133 ± 5.927 10.625 ± 3.864
TA 31.138 ± 6.927 14.971 ± 4.862
LT-TA 21.273 ± 5.111 10.039 ± 3.245  

Table  22: IMDB Test  Evaluation:  Comparing  the proposed LT-TA method to both the  plain  Adam

(Baseline) and Temporal Averaging using the supplied test set.

Method Test loss (x 10-2) Test error (%)

Baseline 48.457 ± 5.032 14.518 ± 0.941 
TA 39.245 ± 3.075 15.736 ± 2.353 
LT-TA 48.357 ± 5.739 14.318 ± 0.695

Figure 12:  IMDB Evaluation: Loss during the optimization process. Figure best viewed in color.

4.8 Statistical Significance Analysis

The statistical significance of the obtained results was also evaluated using the Wilcoxon signed

rank test considering all the datasets [41]. For conducting the statistical test we directly used the average

loss values observed for the train and test sets using all the available datasets, as they are reported in

Tables 4, 5, 6, 7, 9, 10, 12, 13, 15, 16, 18, 19, 21 and 22. By performing hypothesis testing on the data



collected from all the datasets we can conclude that the average loss of the proposed method is lower than

the baseline approach (p-value = 0.008). The statistical test was conducted using the SciPy library [47]. 

5. Conclusions 

In this work we proposed a Long-Term Temporal Averaging technique that first takes big descent steps to

explore the solution space and then employs an exponential  running averaging technique to bias the

current parameters towards stabler states, if the optimization process becomes unstable. The more stable

convergence of the algorithm also reduces the risk of stopping the training process when a bad descent

step was taken and the learning rate was not appropriately set.  It  was demonstrated,  using extensive

experiments on six datasets and different evaluation setups, that the proposed technique can improve the

behavior of stochastic optimization techniques for training deep neural networks. 
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a b s t r a c t 

Drones, also known as Unmanned Aerial Vehicles, are capable of capturing spectacular aerial shots and 

can be used to aid several cinematography-oriented tasks. However, flying drones in a professional set- 

ting requires the cooperation of several people, increasing the production cost and possibly reducing the 

quality of the obtained shots. In this paper, a generic way for formulating cinematography-oriented con- 

trol objectives, that can be used for training any RL agent to automate the drone and camera control 

processes, is proposed. To increase the convergence speed and learn more accurate deep RL agents, a 

hint-based reward function is also employed. Two simulation environments, one for drone control and 

one for camera control, were developed and used for training and evaluating the proposed methods. The 

proposed method can be combined both with methods capable of performing discrete control, as well 

as with continuous control methods. It was experimentally demonstrated that the proposed method im- 

proves the control accuracy over both handcrafted control techniques and deep RL models trained with 

other reward functions. 

© 2019 Elsevier B.V. All rights reserved. 

1. Introduction 

Unmanned Aerial Vehicles (UAVs), also known as drones , can 

be used to aid several demanding cinematography-oriented tasks, 

since they are capable of capturing spectacular aerial shots, that 

would be otherwise very difficult and expensive to obtain [1–3] . 

Despite being highly versatile and easy to control, flying several 

drones in a professional setting requires the cooperation of many 

people that must handle different tasks to ensure the effective- 

ness and safety of the flights. Each drone has to be controlled 

by an individual pilot, who is responsible for the safety of the 

flight, e.g., avoiding collisions with other drones, complying with 

the legislation, promptly responding to possible hazards, etc. A 

separate camera operator, who is responsible for acquiring the 

shots requested by the director, is also required for each drone. On 

top of these, the director has to supervise and coordinate several 

pilots and camera operators at the same time, severely increasing 

his cognitive load. These limitations increase the cost of aerial 

cinematography using drones, while, at the same time, possibly 

reduce the quality of the obtained shots. 

Several techniques have been proposed to overcome some of 

the previous limitations, ranging from planning methods [1,4,5] , 
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to crowd avoidance [6] and methods for intelligent control of 

drones [2] . Even though these techniques are capable of partially 

automating the control and shooting processes, it is not yet possi- 

ble to develop drones that will be able to fly fully autonomously 

and shoot high-quality footage according to the director’s plan. 

Note that apart from following a predefined plan, drones should 

be able to perform opportunist shooting, i.e., detect salient events 

and decide whether and how the shooting plan should be adapted 

to the current situation. 

The main focus of this paper is the development of deep rein- 

forcement learning (RL) methods [7] for automating both the drone 

control and camera control processes. RL has been successfully ap- 

plied to solve several robotics and control tasks [8–15] , allowing 

for performing delicate control tasks that would otherwise require 

the development and tedious fine-tuning of traditional control 

techniques [16–18] . However, little work has been done to develop 

RL methods for drone-related tasks. Existing methods, e.g., [19–22] , 

mainly concern the development of RL methods for autonomous 

drone navigation instead of assisting drone-based cinematography 

tasks. Finally, significant challenges are also posed for detecting ob- 

jects of interest, e.g., humans, from drones that fly at high altitude, 

mainly due to the small resolution of the images used to perform 

object detection [23,24] . Even though various methods have been 

developed to tackle this problem to some extent [24,25] , this pa- 

per mainly focus on controlling the drone/camera assuming that a 

clear view of the target has been acquired (either using some of 

https://doi.org/10.1016/j.neucom.2019.01.046 
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these algorithm or using human intervention). Nonetheless, note 

that the proposed method is quite versatile and works with rela- 

tively low resolution images of 64 ×64 pixels (after a clear view of 

the target has been obtained). 

The contributions of this paper are briefly summarized below. 

First, a method for training robust deep RL models for drone and 

camera control tasks, according to various cinematography-based 

objectives, is proposed. A clipped hint -based reward function is 

proposed and compared to two other ways to design the reward 

function. For example, the deployed agent can be trained to ap- 

propriately control the drone to obtain a frontal shot, while con- 

trolling the camera zoom to achieve a steady close-up shot. It 

was demonstrated that the proposed method improves the con- 

trol quality over both a handcrafted control technique and deep 

RL models trained with other reward functions. The proposed ap- 

proach is not bound to a specific RL method and can be used for 

formulating cinematography control objectives that can be used for 

training any RL agent. Indeed, as it is experimentally demonstrated 

in Section 4 , the proposed method can be successfully combined 

with methods capable of performing discrete control, as well as 

with continuous control methods. Note that using an appropriately 

designed reward function was proven to be crucial to ensure that 

the trained agent will exhibit the desired behavior. Therefore, the 

proposed method provides a structured framework that allows for 

encoding any cinematographic-oriented control objective, provid- 

ing the first solid step toward having RL systems that can be effec- 

tively used to encode more complex cinematographic objectives, 

that also take into account other more subjective perceptual fac- 

tors, such as the cinematographic quality of the obtained shots. 

Furthermore, two simulation environments, one for drone 

control and one for camera control, were developed and em- 

ployed for evaluating the proposed methods. An existing dataset 

that contains persons in various poses, the Head Pose Image 

Database [26] , was employed to provide more realistic simula- 

tion environments instead of using environments that rely on 

computer generated graphics. Note that RL research relies on the 

availability of simulation environments to allow for easily devel- 

oping and comparing various techniques. To this end, an open- 

source implementation of the proposed technique and the devel- 

oped simulation environments are provided at https://github.com/ 

passalis/rl_camera_control. 

The rest of the paper is structured as follows. The related work 

is discussed in Section 2 . The proposed method is described in de- 

tail in Section 3 , while the experimental evaluation is provided in 

Section 4 . Finally, conclusions are drawn and future work is dis- 

cussed in Section 5 . 

2. Related work 

Many techniques have been proposed to appropriately con- 

trol various parameters of a system to achieve the desired re- 

sults [16,27] . For camera/drone control the most straightforward 

approach is to: (a) project a set of known landmark points of a 

subject into the 3D space and then (b) solve a Perspective-n-Point 

(PnP) problem allowing for estimating both the position and pose 

of the person of interest [28] . After obtaining the position and pose 

of the target in the 3D space, the camera and drone can be ap- 

propriately controlled, e.g., using a PID controller, to acquire the 

desired shot [29,30] . These approaches require to accurately de- 

tect several 2D landmark points, which usually involves obtaining 

high resolution images of the target to reliably identify these land- 

marks (in many cases more than 50 landmark points have to be 

detected [31] ). However, this may not be always possible since the 

target might be far away from the drone or a low-resolution video 

stream might be used on-board, due to the limited processing 

power and memory available on drones. Furthermore, the whole 

system must be carefully calibrated, taking into account the cam- 

era parameters, while it is not trivial to extend it to directly han- 

dle other types of objects. In the latter case, the landmark points 

must be carefully re-defined and an appropriate detector must be 

trained again. 

Using deep detectors [32] and deep pose estimation ap- 

proaches [33,34] allows for overcoming some of the aforemen- 

tioned drawbacks. These methods are directly trained to detect 

objects of interest and/or estimate their pose by employing 

an annotated training set of data. Even though it has been 

demonstrated that these deep learning approaches are capable 

of increasing the object detection and pose estimation accuracy, 

there is no guarantee that they are optimal for control tasks, 

since they are trained using a detection/regression/classification 

objective. Developing optimal algorithms for control has a long 

history in many different engineering fields [35,36] . Combin- 

ing deep learning with reinforcement learning techniques leads 

to developing powerful control methods, that can work under 

stochastic environments, often outperforming humans on difficult 

and sophisticated tasks [7,37] , or even providing useful tools for 

other domains [38,39] . RL can be used to perform either discrete 

control [7,40,41] , i.e., select the most appropriate action given a 

predefined set of actions, or continuous control [37,42–44] , i.e., 

directly issue continuous control commands. The selection of the 

most appropriate algorithm depends mainly on the task at hand 

and on the availability of simulation environments. 

Quite recently, RL techniques have been also applied for drone- 

related control tasks [19–21,45] . The focus of these works was 

to provide RL methods either for drone navigation [19–21] or for 

simple drone control according to a visual target [45] . To the best 

of our knowledge, this is the first work that provides a structured 

methodology for tackling several cinematography oriented control 

tasks, including but not limited to drone control and camera 

control problems, using a deep end-to-end trainable RL approach. 

Note that the proposed approach is not limited to a specific RL 

methodology, e.g., Deep Q-learning [40] , Deep Deterministic Policy 

Gradients [37] , etc., but it provides a generic way for formulating 

cinematography control objectives that can be used by any RL 

method. Finally, the proposed hint-based approach is related to 

reward shaping methods [46] , in which similar additional rewards 

are also used to guide the learning process and increase the speed 

of the learning process for difficult RL problems. 

3. Proposed method 

A brief introduction to RL is provided and the used notation is 

introduced in this section. Then, the two developed simulation en- 

vironments, used for training and evaluating the proposed method, 

are described. Finally, the proposed method for training RL agents 

for various camera/drone tasks is derived. 

3.1. Deep reinforcement learning 

Markov Decision Processes (MDPs) can be used to model 

the behavior of an RL agent in an appropriate environment for 

which the Markov property holds, i.e., an environment for which 

the future state depends only on the current state and the ac- 

tion selected by the agent. Then, a MDP is defined as a tuple 

(S, A , P(·) , R (·) , γ ) , where: 

1. S denotes the possible states of the environment, 

2. A = { a 1 , a 2 , ..., a N a } denotes the set of actions that the agent can 

perform ( N a denotes the number of possible actions for an en- 

vironment with a discrete number of actions), 

3. P(s t+1 | s t , a t ) denotes the probability of transiting from state s t 
to state s t+1 given that the agent has performed the a t action, 
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4. R (s t , a t , s t+1 ) = r t denotes the reward that the agent receives 

after the action a t has been performed and the environment 

has transitioned from state s t to state s t+1 , 

5. γ denotes the discount factor that controls how important are 

the short-term rewards versus the long-term rewards. Values 

close to 1 increase the importance of long-term rewards, while 

for γ = 0 the agent is short-sighted . 

The agent selects the action to perform according to the learned 

policy policy π ( s ), where s is the current state of the environment. 

The policy of the agent is usually described using a probability dis- 

tribution over the available actions, i.e., π : S → P(A ) . 

The behavior of an agent during an episode 

is described as a sequence of state-action-rewards 

s 0 , a 0 , r 0 , s 1 , a 1 , r 1 , s 2 , a 2 , r 2 , ..., s T −1 , a T −1 , r T −1 , where T is the 

number of steps performed. Then, the (discounted) return is 

calculated as: 

R = 

T −1 
∑ 

t=0 

γ t r t . (1) 

Note that the actions are selected according to the policy π ( s ). 

Therefore, the goal is to learn the optimal policy π ∗ in order to 

maximize the expected return: 

π ∗ = arg max 
π

E [ R | π ] . (2) 

Among the most popular methods for learning the optimal pol- 

icy is Q-learning [47] . Let Q ∗( s, a ) denote the expected return that 

will be obtained after performing the action a from the state s , 

given that an optimal policy is then followed. That is, the action- 

value function Q ∗( s, a ) is defined as: 

Q 
∗(s, a ) = max πE [ R t | s t = s, a t = a, π ] , 

where R t is the future return at time t which is calculated as: 

R t = 

T −1 
∑ 

t ′ = t 

γ t ′ −t r t ′ . (3) 

The action value function Q ∗( s, a ) expresses the maximum action 

value that an agent can earn after performing the action a and 

then following the optimal policy. 

The action-value function can be then learned iteratively by ob- 

serving the environment as the agent selects various actions [47] : 

Q i +1 (s t , a t ) = (1 − η) Q i (s t , a t ) + η(r t + γmax a Q i (s t+1 , a )) , (4) 

where η is the used learning rate. In its simplest form, simple look- 

up tables can be used to represent and store the optimal values for 

various states and actions, which are called Q-values . However, the 

size of this table quickly grows as the number of possible states in- 

creases. For example, even for a simple environment which is rep- 

resented by a small 8-bit gray-scale 4 ×4 image there are more 

than 10 38 possible states that must be represented. 

To overcome this limitation, deep neural networks are em- 

ployed to map the state of the environment to action-values, 

without having to explicitly store all the possible Q-values. This 

also allows to exploit the structure of the observation space to 

predict the action-values for states that were not seen before. 

This approach is called Deep Q-learning [7] . The used network is 

updated after each step, to minimize the employed loss function 

L (·) . The loss function measures the divergence between the 

current estimation of the action-values Q ( s, a , W i ) and the target 

value provided by the updated estimation of action-values, where 

W i denotes the parameters of the neural network after i optimiza- 

tion iterations have been performed. The difference between the 

current and updated estimation is defined as: 

δ = Q(s t , a t , W i ) − (r t + γmax a Q(s t+1 , a, W i )) , (5) 

and it is minimized using the employed loss function, e.g., the 

squared loss L (δ) = 1 / 2 δ2 . The interested reader is also referred 
to [48] , for a more in-depth review of deep RL. 

Even though Deep Q-learning can be used to tackle RL prob- 

lems with discrete action spaces, it can not be used to directly 

solve problems with continuous action spaces. This kind of prob- 

lem can be efficiently solved using different families of RL algo- 

rithms, such as Policy Gradient methods [37,43] . These methods 

employ two networks instead of one, the actor network and the 

critic network. The actor network is used to directly learn the pol- 

icy and select the most appropriate action, while the critic net- 

work works in a similar fashion to the networks used in Deep 

Q-learning, i.e., it is used to estimate the value of a state or the 

expected return of an action. In this work, the Deep Deterministic 

Policy Gradient method [37] is also used to evaluate the proposed 

approach for a continuous control problem. 

3.2. Simulation environments 

To develop the simulation environments the Head Pose Image 

Database (HPID) was used [26] . The Head Pose Image Database is 

composed of 2790 face images that belong to 15 subjects in various 

poses taken in a constrained environment. For each person face 

images with various head tilts (vertical angle) and pans (horizon- 

tal angle) were taken. The head tilt and the head pan in the face 

images range from −90 ◦ to 90 °. The first simulator, called Drone 

Control Simulator (DCS) thereafter, utilizes these images to simu- 

late a drone that moves in a part of a sphere defined by the center 

of the head of the subject. In that way, it is possible to simulate 

the movement of a drone in 15 ° steps for the pan and in 15 °/30 °

steps for the tilt. Some poses, obtained from different shooting an- 

gles for a person of the HPID, are shown in Fig. 1 . Since the full pan 

range exists only for the images with tilt angles between −60 ◦ and 

60 °, the available tilt angles used in the simulator were restricted 

to the aforementioned range. 

The Drone Control Simulator supports only discrete actions, 

since facial images exist only for specific poses. The following 5 

actions are supported: (1) stay (no action is performed), (2) left 

(drone moves left by 15 °), (3) right (drone moves right by 15 °), 

(4) up (drone moves upwards by 15 °/30 °—depending on the avail- 

able annotations), (5) down (drone moves downwards by 15 °/30 °—

again depending on the available annotations). Since the drone is 

restricted to move on the surface of a sphere, these movements 

can be directly translated into degree changes in the pan/tilt. Also, 

to simplify the control process, it is assumed that the camera is 

appropriately controlled to keep the face centered. If a requested 

command cannot be executed, e.g., an angle larger than 90 ° is re- 

quested, then the command is ignored and the state of the simu- 

lator remains the same. 

The second environment, called Camera Control Simulator 

(CCS), simulates the effect of various camera control commands. 

This environment is shown in the experiments conducted in 

Section 4 . The face image is randomly placed in a 512 ×512 frame 

and the camera is appropriately controlled to correctly center the 

face. The rest of the frame is filled with the background color of 

each image. This environment supports both continuous and dis- 

crete control actions. In continuous mode the camera view can 

be controlled in 1 pixel steps in the horizontal and vertical direc- 

tions, while the field of view for the zoom ranges from 64 pixels 

(fully zoomed in) to 192 pixels (fully zoomed out). Note that even 

though the granularity of the environment is limited to 1 pixel, 

which in turn limits the number of possible actions that can be 

performed, the actual output of the agent is continuous and not 

restricted by the granularity of the environment used for the train- 

ing. The maximum vertical/horizontal translation and maximum 

change in the field of view that can be performed in one step is 
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Fig. 1. Drone Control Simulation (DCS) environment: example face images at −60 ◦, 15 ◦ and 60 ° tilt (pan varies from −90 ◦ to 90 °). The drone is allowed to move in the 

sphere centered at the face of each subject. 

limited to 20 pixels, to ensure that the agent will not request an 

action that could be potentially harmful to the hardware and/or 

significantly decrease the quality of the obtained shots (e.g., by 

performing abrupt control actions). Selecting different limits can 

alter the behavior of the agent. Limiting the maximum translation 

and change in the field of view to 20 pixels provided a good trade- 

off between the ability of the agent to provide smooth shots and 

learn a useful policy. In discrete model, the following 7 commands 

are supported: (1) stay (no action is performed), (2) left (the cam- 

era moves left by 5 pixels), (3) right (the camera moves right by 

5 pixels), (4) up (the camera moves upwards by 5 pixels), (5) down 

(the camera moves downwards by 5 pixels), (6) zoom in (field of 

view decreases by 10 pixels), and (7) zoom out (field of view in- 

creases by 10 pixels). Again, when an invalid command is executed 

(zoom out of the supported range or move the camera outside the 

generated frame) the environment stays at its last valid state. Both 

environments are OpenAI Gym -compatible [49] , and they are avail- 

able at https://github.com/passalis/rl_camera_control. 

3.3. Deep RL for cinematography 

The proposed method aims to provide an easy and straight- 

forward way to define several cinematography-oriented objectives 

and train RL agents that can appropriately control the drone and/or 

the camera toward obtaining the requested shots. First, let e t de- 

note the control error at time t . This error expresses the distance 

between the current state and the desired shot and can be used to 

model any shoot type according to the director’s instructions. For 

example, for the Drone Control Simulator, where the aim is to ac- 

quire a frontal shot of the person of interest, the error is defined 

as: 

e ( DCS ) t = 
1 

2 

⎛ 

⎝ 

( 

x (t) − x (t) 
f 

x (t) m 

) 2 

+ 

( 

x (p) − x (p) 
f 

x (p) m 

) 2 
⎞ 

⎠ , (6) 

where x ( t ) is the current tilt, x (t) 
f 

is the desired tilt, x ( p ) is the cur- 

rent pan, x 
(p) 
f 

is the desired pan, while x (t) m and x 
(p) 
m denote the 

maximum tilt and pan absolute error respectively. The terms x (t) m 

and x 
(p) 
m are employed to ensure that the error is normalized and 

cannot exceed the value of 1. To perform frontal shooting, the tar- 

gets are set to 0, i.e., x 
(p) 
f 

= x (t) 
f 

= 0 . 

For the Camera Control Simulator, the error is similarly defined 

as: 

e ( CCS ) t = 
1 

3 

(

(

x − x f 

x m 

)2 

+ 

(

y − y f 

y m 

)2 

+ 

(

z − z f 

z m 

)2 
)

, (7) 

where ( x, y ) denotes coordinates of the center pixel where the 

camera is looking at, ( x f , y f ) are the coordinates of the center of 

the face of the target, while z is the current zoom level and z f the 

desired zoom level. As before, x m , y m , and z m denote the maximum 

position and zoom error and they are used for normalizing the er- 

ror. 

Similar errors can be easily defined for a wide variety of 

cinematography-oriented tasks. Note that in contrast with classical 

control approaches, the error is only calculated during the training 

process. The trained model can directly estimate the Q-values from 

the raw camera output, without having to pre-process the obtained 

images and calculate this error during the deployment. 

Apart from the error function, the reward function used for 

training the RL model must be defined. Note that defining a robust 

and meaningful reward function is critical for the fast and stable 

convergence of the training process. Perhaps the most straightfor- 

ward approach is to define the reward as the negative of the error: 

r ( plain ) t = 1 − e t . (8) 

However, this function fails to discriminate between the desired 

shot and all the other shots, since it always provides a positive re- 

ward that is given to the agent. This behavior can slow down the 

convergence of the training process and leads to suboptimal re- 

sults, as it was also experimentally demonstrated in Section 4 . To 

overcome this limitation, the reward function is extended as: 

r ( clippe d ) t = 

{

0 , if e t > e thres 
1 − e t /e thres , otherwise 

, (9) 

where e thres is the error threshold for rewarding the agent. If e thres 
is set to 1, then the agent is rewarded at every time-step as before. 

However, setting the error threshold to a lower value allows for 

rewarding the agent only when a good enough shot has been ob- 

tained, overcoming the limitations of the reward function defined 
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in Eq. (8) . The effect of this clipping hyper-parameter on the con- 

trol accuracy is evaluated in Section 4 . 

Even though RL can deal with sparse and time-delayed rewards, 

it was experimentally established that rewarding (or punishing) 

the agent after each action can significantly speed up the learning 

process. To this end, a clipped hint-based reward function is pro- 

posed. The proposed reward function provides an additional pos- 

itive reward when the performed action reduces the error, while 

it punishes the agent whenever the performed action leads to in- 

creasing the error. Therefore, the hint part of the reward function 

is defined as: 

h t = 

{ 
−αp , if e t > e t−1 

αr , if e t < e t−1 

0 , otherwise 
, (10) 

where αp is the punishment that the agent receives for a bad ac- 

tion, while αr is the reward received for a good action. Employing 

a higher penalty for wrong actions increases the stability of the 

training process and discourages the agent from oscillating around 

the best state. Finally, the agent must be proportionally rewarded 

when a good enough shot has been obtained, leading to the final 

reward function: 

r ( hint ) t = r ( clipped ) t + h t . (11) 

Again, the effect of the punishment and reward hyper-parameter 

( αp and αr ) is thoroughly evaluated in Section 4 . 

When non-linear models, such as neural networks, are used 

to approximate the Q-values, then the learning process might be 

unstable. Experience replay [40] is employed in this work, since 

it can overcome this limitation by using training data from var- 

ious episodes, allowing for reducing the correlation between the 

data fed to the network and improving the learning stability. Apart 

from experience replay, a separate target network is also used to 

estimate the Q-value during the training. This method is known 

as “Double Q-learning” and aims to reduce the maximization bias 

when estimating the Q-values, further improving the stability dur- 

ing the training process [50] . The Huber loss is used to define the 

optimization objective: 

L (δ) = 

⎧ 

⎨ 

⎩ 

1 

2 
δ2 , if δ < δthres 

δthres 

(

| δ| −
1 

2 
δthres 

)

, otherwise 
, (12) 

where δ is the difference error defined in Eq. (5) . Note that Hu- 

ber loss is more robust to outliers than the regular squared loss. 

Typically, δthres is set to 1. 

3.3.1. Training neural network-based agents for 

cinematography-oriented control 

The RL agent is implemented using a neural network denoted 

by f W ( ·), where W are the parameters (weights) of the network. 

The agent receives an input image s ∈ R width ×height ×channels , that 

corresponds to the state of the environment, and directly predicts 

the Q-values of the available actions, i.e., an m -dimensional vector 

y = f W (s ) ∈ R m , where m is the number of actions that the agent 

can perform. For the experiments conducted in this work the agent 

always observes color images of 64 ×64 pixels, i.e., s ∈ R 64 ×64 ×3 . To 

simplify the learning process for the DCS environment, the cropped 

face image is directly fed to network. The observation from the en- 

vironment (input image) is resized into 64 ×64 pixels before feed- 

ing it to the network. 

The structure of network used for estimating the Q-values is 

shown in Table 1 . After each convolutional layer batch normaliza- 

tion is used [51] . For all the convolutional and dense layers the 

relu activation function is employed [52] . No activation function is 

used for the final layer, since the last layer directly predicts the 

Table 1 

Structure of the neural network used for Q-learning. The hyper-parameters and the 

dimensionality of the output of each layer is reported. 

Layer Output shape 

Input 64 ×64 ×3 

Convolutional Layer (5 ×5, stride 2) 30 ×30 ×16 

Batch Normalization Layer 30 ×30 ×16 

Max Pooling Layer (2 ×2) 15 ×15 ×16 

Convolutional Layer (3 ×3) 13 ×13 ×32 

Batch Normalization Layer 13 ×13 ×32 

Max Pooling Layer (2 ×2) 6 ×6 ×32 

Convolutional Layer (3 ×3) 4 ×4 ×64 

Batch Normalization Layer 4 ×4 ×64 

Max Pooling Layer (2 ×2) 2 ×2 ×64 

Fully Connected Layer 128 

Fully Connected Layer 64 

Fully Connected Layer 5/7 (DCS/CCS) 

Q-values for the possible actions. The same structure is also em- 

ployed for the critic and actor networks, when the DDPG method 

is used. Note that the actor and critic networks also share the same 

layers up to the first fully connected layer. The actor network di- 

rectly outputs the horizontal/vertical and zoom control commands 

using the tanh activation function. Therefore, the output of the ac- 

tor network f W a (·) is a three-dimensional vector y a = f W a (s ) ∈ R 3 

that contains the control commands, where W a are the weights of 

the actor network. The critic also receives the output of the ac- 

tor in its penultimate fully connected layer and predicts the Q- 

value of the selected action for the given input state. Therefore, the 

critic network f W c (·) outputs a single scalar value after observing 

the state of the environment s and the action ( y a ) selected by the 

actor: y c = f W c (s , y a ) ∈ R , where W c are the weights of the critic 

network. 

The network was optimized using the RMSProp optimizer and 

the learning rate was set to η = 0 . 0 0 01 [51] . When the DDPG 

method is used, the learning rate for the actor was set to 0.0 0 01, 

while the learning rate for the critic was set to 0.01. The experience 

replay pool holds 10 0 0 0 samples from which batches of N batch = 

32 samples were drawn before performing one optimization itera- 

tion. Also, the target network is updated after each iteration with 

rate 0.001, following the Double Q-learning approach [50] . The dis- 

count factor γ was set to 0.95. 

The agents were trained for 10 0,0 0 0 steps that correspond to 

20 0 0 episodes for the DCS environment (each episode consists of 

50 control steps for the DCS) and 10 0 0 control episodes for the 

CCS environment (each episode consists of 100 control steps for 

the CCS). For the CCS environment 10 0 0 different control frames 

were generated (one for each episode). A linear exploration policy 

was employed: the initial exploration rate was set to ǫinit = 1 and 

it was linearly decreased to ǫtarget = 0 . 1 in the course of the initial 

N explore = 95,0 0 0 training steps. During the last 50 0 0 training steps 

the exploration rate was fixed to ǫtarget = 0 . 1 . Head images from 10 

persons of the HPID were used for training the method, while the 

images from the rest 5 persons were used for the evaluation. The 

proposed method was implemented using the keras-rl library [52] . 

4. Experiments 

The methods were evaluated under two different setups: (a) 

“train”, where the 10 persons that were used during the training 

process were also used for the evaluation, and (b) “test”, where 

5 different persons of the HPID dataset were used. For evaluating 

each method 500 random episodes were used (for each method 

the same 500 different initialization were used to ensure a fair 

comparison between the evaluated methods). For the DCS envi- 

ronment the agent performs 50 control movements before each 

episode ends, while for the CCS environment the agent performs 
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Table 2 

Effect of clipping hyper-parameter e thres on the control accuracy (validation using 

the DCS environment). The absolute mean pan and tilt error at the end of each 

episode (in degrees) are reported. 

e thres Tilt error ( °) Pan error ( °) 

0.01 26.94 39.36 

0.1 15.99 29.76 

0.2 9.36 17.01 

0.4 10.71 19.59 

0.6 12.87 24.21 

0.8 16.47 29.46 

1 19.11 34.32 

Table 3 

Effect of different combinations of the penalty hyper-parameter a p and the reward 

hyper-parameter a r on the control accuracy using a fixed value for the reward pa- 

rameter (validation using the DCS environment). The absolute mean pan and tilt 

error (in degrees) are reported. 

a p a r Tilt error ( °) Pan error ( °) 

0.15 0.1 11.70 15.27 

0.2 0.1 10.56 14.46 

0.3 0.1 11.73 20.58 

0.4 0.1 11.25 21.06 

0.25 0.2 9.54 11.94 

0.3 0.2 8.97 14.37 

0.4 0.2 5.94 8.55 

0.5 0.2 5.43 7.59 

0.6 0.2 5.67 9.36 

0.45 0.4 6.72 13.23 

0.5 0.4 7.92 11.37 

0.6 0.4 7.05 13.20 

100 control movements. The episodes are not terminated before 

completing the predefined number of control actions, even if the 

agent achieves the correct target position. This allows for more 

closely simulating a real environment, in which it is expected that 

the agent will run continuously. 

First, the effect of the clipping hyper-parameter e thres is evalu- 

ated in Table 2 . Using clipping, i.e., e thres < 1, significantly improves 

the performance over not using clipping ( e thres = 1 ), demonstrat- 

ing the importance of rewarding the agent only when its behavior 

is close to the desired one. On the other hand, using a very nar- 

row margin for providing the rewards, e.g., e thres < 0.1, can degrade 

the performance of the agent. The best performance is obtained 

for e thres = 0 . 2 . These hyper-parameter selection experiments were 

conducted using the train split of the CCS environment, while the 

optimization process ran for 100 episodes (50 steps were per- 

formed for each episode). 

Next, the effect of the penalty hyper-parameter a p and the re- 

ward hyper-parameters a r on the control accuracy is reported in 

Table 3 . Note that if the reward for performing a correct action (ac- 

tion that decreases the error) is larger than the penalty the agent 

obtains for a wrong action (action that increases the error), then 

the agent can learn to just oscillate around a position and acquire a 

(positive) net return of a r − a p for each oscillation cycle. Therefore, 

a p should be always set to a value larger than a r , to ensure that 

this kind of behavior is punished. Carefully selecting these values, 

i.e., using a high enough reward and punishing the wrong move- 

ments, seems to allow for learning agents that can indeed perform 

accurate control. Nonetheless, the performance of the agent seems 

to be stable enough for a wide range of reasonable combinations 

of a p and a r . For the experiments conducted in this paper a p was 

set 0.5, while a r was set to 0.2. The selected values for these hyper- 

parameters worked well for both problems considered in this pa- 

per, even though finetuning the value to each problem could pos- 

sibly further increase the quality of the learned agents. 

Table 4 

Evaluation using the DCS environment. The following reward functions were used 

for the training: “plain” ( e thres = 0 , a p = 0 , a r = 0 ), “clipped” ( e thres = 0 . 2 , a p = 0 , a r = 

0 ), “hint” ( e thres = 0 . 2 , a p = 0 . 5 , a r = 0 . 2 ). The absolute mean pan and tilt error (in 

degrees) are reported. 

Method Evaluation split Reward Tilt error ( °) Pan error ( °) 

Stay Train – 29.94 48.24 

Pose regression Train – 6.87 7.44 

D-RL (Q) Train Plain 8.34 12.0 

D-RL (Q) Train Clipped 0.90 3.42 

D-RL (Q) Train Hint 0.69 0.72 

Stay Test – 29.37 48.93 

Pose regression Test – 14.07 12.18 

D-RL (Q) Test Plain 13.92 19.62 

D-RL (Q) Test Clipped 10.47 8.31 

D-RL (Q) Test Hint 7.17 3.69 

Table 5 

Evaluation using the CCS environment. The following reward functions were used 

for the training: “plain” ( e thres = 0 , a p = 0 , a r = 0 ), “clipped” ( e thres = 0 . 2 , a p = 0 , a r = 

0 ), “hint” ( e thres = 0 . 2 , a p = 0 . 5 , a r = 0 . 2 ). The absolute mean pan and tilt error (in 

degrees) are reported. 

Method Evaluation split Reward Position error Zoom error 

Stay Train – 170.81 39.61 

D-RL (Q) Train Plain 151.21 23.43 

D-RL (Q) Train Clipped 93.09 19.27 

D-RL (Q) Train Hint 48.60 14.09 

D-RL (PG) Train Hint 27.37 11.66 

Stay Test – 166.33 39.46 

D-RL (Q) Test Plain 148.47 22.92 

D-RL (Q) Test Clipped 88.00 17.31 

D-RL (Q) Test Hint 40.41 11.66 

D-RL (PG) Test Hint 24.27 11.42 

The evaluation results for the DCS environment are shown 

in Table 4 , while for the CCS environment in Table 5 . The pro- 

posed deep RL method is abbreviated as “D-RL (Q)”, when the 

Double Deep Q-learning method is used for learning the control 

agent [50] , while the proposed method is abbreviated as “D-RL 

(PG)”, when the Deep Deterministic Policy Gradients method is 

used for performing continuous control [37] . The evaluated agents 

are also compared to a dummy agent that does not perform any 

control movement (abbreviated as “Stay”) to demonstrate the im- 

provements over the initial state of the environment. For the DCS 

environment the proposed method is also compared to an agent 

that employs a pose regression method to perform control, while 

for the CCS environment an agent that is capable of performing 

continuous control is also employed. The pose regression technique 

(denoted by “Pose Regression”) uses a deep CNN (the same ar- 

chitecture with the network used for estimating the Q-values was 

used) to predict the pose (tile/pan) and then control the drone. 

Several conclusions can be drawn for the reported results. First, 

using the clipped reward function always improves the results over 

the plain reward function for both environments. At the same time, 

the hint-based reward function seems to further improve the con- 

trol accuracy of the agents over both the plain and clipped re- 

wards. The improvements are even more significant for the CCS 

environment, where using the hint-based reward reduces the posi- 

tion error over more than 60%. Both the agents that use the clipped 

and hint reward functions outperform the regression based tech- 

nique by a significant margin, demonstrating that training the net- 

work directly for the task at hand (control) instead of a general 

task (regression) can improve the control accuracy. Furthermore, 

using an agent that is capable of performing continuous control 

(D-RL (PG)) leads to significantly better results, improving the final 

position error by over 40%. 

Another important observation was that, even though a sepa- 

rate target network was used to estimate the target Q-values, the 
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Fig. 2. Errors during the training process for three different reward functions (plain, clipped and hint) and two different environments (DCS and CCS). The reported errors 

correspond to the average of the final pan and tilt errors achieved at the end of each test episode. 

Fig. 3. Mean Q-values and total reward during the training process of the D-RL (Q) agent using the hint-based reward function and the DCS environment. The metrics were 

calculated based on the behavior of the agent during the training episodes. 

Fig. 4. Mean Q-values and total reward during the training process of the D-RL (Q) agent using the hint-based reward function and the CCS environment. The metrics were 

calculated using the behavior of the agent during the training episodes. 

variability of the return per episode during the last episodes of the 

training process was quite large. To overcome this issue, the mod- 

els were evaluated during the training process (using the train- 

ing set as validation) and the best solution found was used as 

the final model. This phenomenon is illustrated in Fig. 2 , where 

the combined (average) control error during the training for the 

two environments and the three different rewards functions are 

plotted. Again, using the hint reward function leads both to faster 

convergence, as well as to overall better solutions. The mean Q- 

value and return for the CCS and DCS environments are shown in 

Figs. 3 and 4 . Even though the convergence is quite stable, demon- 

strated by the stable increase in the mean Q value, there is a signif- 

icant variability in the return obtained for each of the last training 

episodes (especially for the CCS environment). This observation led 

us to perform the evaluation shown in Fig. 2 and select the best 

performing model that was obtained during the training process. It 
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Fig. 5. Control sequences using the DCS environment and the D-RL (Q) agent trained using the hint-based reward function. The test set was used for the evaluation. The 

first 6 images correspond to the fist 5 control actions, while the last one corresponds to the 15th control action. 

Fig. 6. Control sequences using the DCS environment and the D-RL (Q) agent trained using the hint-based reward function. The images correspond to the 10 first control 

actions. Note that a longer trajectory than the optimal is followed, i.e., more actions that the required are performed. 
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Fig. 7. Control sequences using the CCS environment. The two agents (D-RL (Q) and D-RL (PG)) were trained using the hint-based reward function. The test set was used 

for the evaluation and the images correspond to the following control steps: 1, 3, 5, 9, 11, 13, 15, 17, 19, 21, 26, 31, 39 and 40. The last two control actions are consecutive to 

allow for examining the stability of the agent toward the end of the control process. Note that the agents have learned that they have to first zoom-out, detect the subject 

and then appropriately control the camera and the zoom. 
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Table 6 

Evaluation using the DCS environment-regularization. The absolute mean pan and 

tilt error (in degrees) are reported (test split). 

Method Tilt error ( °) Pan error ( °) 

No regularization 13.59 6.24 

Dropout 10.56 5.34 

Batch normalization 7.17 3.69 

Batch normalization + dropout 10.20 7.26 

was experimentally verified that this model also leads to the best 

test error, even though it was selected using as a sole criterion its 

behavior on the train set. 

Some control examples for the DCS environment are shown in 

Fig. 5 . Note that the first 6 images correspond to the fist 5 control 

actions, while the last one corresponds to the 15th control action. 

The agent manages to control the drone in an appropriate way 

in order to (almost) center each subject. Furthermore, in most of 

the cases, the agent selects the stay action, instead of oscillating 

around the center position. Note that in some cases, the control 

process was not optimal, i.e., more than the required number of 

control movements were performed, as shown in Fig. 6 . One con- 

trol example using the CCS environment is also depicted in Fig. 7 . 

Both the discrete (D-RL (Q)) and continuous (D-RL (PG)) control 

agents are compared. The depicted images correspond to the fol- 

lowing control steps: 1, 3, 5, 9, 11, 13, 15, 17, 19, 21, 26, 31, 39 and 

40. The last two control actions are consecutive to allow for exam- 

ining the stability of the agent toward the end of the control pro- 

cess. The agents have learned that they have to first zoom-out, de- 

tect the subject and then appropriately control the camera and the 

zoom. Note that the continuous agent leads to significantly better 

performance, i.e., lowest final error at the end of the episode, com- 

pared to the discrete one, since it is indeed capable of exploiting 

the finer control granularity to better center the subject. 

Finally, the effect of different regularization methods is evalu- 

ated in Table 6 . Note that regularization is especially important, 

given the small size of the used training dataset, to ensure that 

the networks will not over-fit the training samples. Four differ- 

ent methods were evaluated: (a) not using any form of regulariza- 

tion, (b) using the dropout method after each convolutional layer 

(the dropout probability was set to p = 0 . 2 ) [53] , (c) using batch 

normalization after each convolutional layer [54] and (d) combin- 

ing the batch normalization and dropout approaches. The evalua- 

tion was performed using the DCS environment, which was more 

prone to over-fitting, as demonstrated in the results reported in 

Table 4 . Using any form of regularization seems to improve the 

obtained results (the test pan error is reduced by almost 50%). 

Note that even though batch normalization [54] is not an explicit 

form of regularization, it has been shown to reduce the need for 

explicit regularization. This observation is also confirmed by the 

conducted experiments, where using batch normalization leads to 

better control accuracy than using the dropout method. Combining 

the dropout and batch normalization seems to over-regularize the 

network, increasing both the training and testing errors. 

5. Conclusions 

In this work, a structured methodology for encoding 

cinematography-based control objectives as RL problems was 

presented. The proposed approach was combined with two dif- 

ferent RL approaches, both for discrete and continuous control. 

To train and evaluate the proposed method, two simulation envi- 

ronments were developed. Using these simulation environments 

it was demonstrated that the proposed method is capable of per- 

forming accurate drone/camera control. An appropriately designed 

reward function was also employed to ensure that the training 

process will converge smoothly. Also, the proposed method out- 

performed a hand-crafted controller, that uses a deep face pose 

regressor to control the drone. It should be noted that in contrast 

with classical control methods, RL approaches require the use 

of simulation environments for training the agents. Developing 

realistic environments, that can be used for directly deploying 

the learned agents, can be an expensive and time-consuming 

process. Furthermore, the ability of the learned agent to perform 

accurate and robust control critically relies on the quality of the 

used environment. For example, it was demonstrated that using 

an environment that supports continuous control and training 

an agent that can perform continuous control can indeed lead to 

significant improvements in the control accuracy. Also, carefully 

designed reward functions are usually needed to ensure that the 

agents will exhibit the desired behavior. 

There are also several interesting future research directions. 

More realistic simulation environments can be developed to model 

the complexity and the stochastic nature of real-world applica- 

tions. Transfer learning techniques can be also combined with such 

environments [55–57] , that use more complex computer-generated 

graphics, to allow for directly deploying the trained agents in real- 

world applications. Also, in this paper the drone was controlled 

independently from the camera, i.e., the interactions between the 

two agents were not taken into account. However, note that it is 

straightforward to use the proposed framework to train RL agents 

that are capable of simultaneously performing drone and cam- 

era control, given the appropriate simulation environment that can 

model both behaviors at the same time. This would allow for de- 

veloping more complicated agents that could be effectively used in 

a practical application, e.g., tracking moving subjects. Furthermore, 

recurrent neural models can be combined with more dynamic en- 

vironments, e.g., using moving and rotating targets, to allow for 

predicting the movements of the target and allowing the agent to 

anticipate the changes in the environment, further increasing the 

quality of the obtained shots. Finally, in some cases, there is a fairly 

large difference between the training and testing performance of 

the learned agents. Using more sophisticated environment and/or 

pretraining the agent using larger datasets could possibly reduce 

this generalization gap and improve the performance of the agent. 
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Abstract In this paper, we first propose lightweight deep CNN models, capable of ef-
fectively operating in real-time on-drone for high-resolution video input, addressing
various binary classification problems, e.g. crowd, face, football player, and bicycle
detection, in the context of media coverage of specific sport events by drones with
increased decisional autonomy. Furthermore, we propose a novel Class-Specific Dis-
criminant regularizer in order to improve the generalization ability of the proposed
real-time models, exploiting the nature of the considered two-class problems. The ex-
perimental evaluation on four datasets validates the effectiveness of the proposed
regularizer in enhancing the generalization ability of the proposed models.

Keywords Deep Convolutional Neural Networks · Class-Specific Discriminant
Regularizer · Real-Time · Lightweight Models · Drones · Binary Classification

1 Introduction

During the recent years deep Convolutional Neural Networks (CNN), [1,2] have been
established among the most efficient research directions in a wide spectrum of com-
puter vision tasks, accomplishing superior results over previous shallow algorithms,
[3,4,5,6,7]. Apart from developing successful deep models for various computer vision
tasks, another research direction that flourishes during the recent few years is the
development of lightweight models capable of running on devices with limited compu-
tational resources such as mobile phones and embedded systems, [8,9].
Over the recent few years Unmanned Aerial Vehicles, broadly known as drones, have
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powerfully emerged in a wide range of applications, ranging from entertainment to
visual surveillance, medical emergencies [10], and rescue within the context of natural
disasters [11]. Their ability to capture spectacular aerial shots or shots of even inacces-
sible places, gradually displaces previous practices in media production. A key issue
associated with the rise of drones is the demand of developing models for various com-
puter vision tasks, capable of addressing the additional challenges of drone-captured
images (such as occlusion, unconstrained pose variations, small object size), and also
capable of running on-drone, that is with limited processing power.

Thus, in this paper, we propose lightweight deep CNN models allowing real-time
deployment for high resolution images for specific classification problems involved in
the context of media coverage of certain sport events by multiple drones with increased
decisional autonomy. More specifically, we deal with face, bicycle, and football player
detection, as well as crowd detection towards crowd avoidance ensuring the drone’s
safe operation, since a drone may fly in vicinity of crowds, and is potentially exposed
to unpredictable errors or environmental hazards that impose emergency landing, and
also drone flight regulations in several Countries’ national legislation request a safe
distance to be maintained between the drone and crowds. Our goal is to provide
semantic heatmaps [12], rather than bounding boxes, by predicting for each location
within the captured high-resolution scene the object’s presence. That is, we train models
with RGB input of size either 32 × 32 or 64 × 64, and then test images are fed
to the network, and for every window 32 × 32 or 64 × 64 respectively, we compute
the output of the network at the last convolutional layer. An example of a crowd
heatmap is provided in Fig. 1. Furthermore, the above procedure finds application in
the camera control problem, [13,14], where the goal is to control the camera without
using bounding boxes but only visual input. That is, the semantic heatmaps for each of
the aforementioned classification problems, aim to assist the algorithm for controlling
the camera of the drone for cinematography tasks by sending error signals. We also
note that apart from the camera control problem, in some cases the object to be
detected (such as crowd) could be distributed in such a way in an image, that it is
difficult to be bounded by a box. Thus, in these cases it is more suitable to predict for
each patch a probability of crowd existence, and then provide a semantic heatmap of
the estimated probability of existence of crowd in each location within the captured
scene, instead of a box surrounding the crowded area. We should highlight that it
is of utmost importance for the application to handle high resolution images, since
objects in drone-captured images are extremely small, and thus image resizing in order
to meet real-time deployment limits, that is used by almost all of the state-of-the-art
visual content analysis models (e.g. YOLO [15], SSD [16], etc.), would further shrink
the object of interest, rendering the detection infeasible. Finally, we should note that
even recent drones are capable of providing HD streaming, this comes with a latency,
since the drone needs to compress, transmit and decompress the video stream. It was
experimentally verified, that a procedure of compressing the drone-captured stream,
sending it to the ground station, and decompressing it in order to use it for each of
the tasks, has a latency of 120 ms (3 frames). More specifically, the pipeline was as
follows: The video stream captured from drone was compressed using H.264 encoding.
The compression took place on-drone using the NVIDIA’s Jetson TX2 accelerators.
Then the compressed stream was transmitted to the ground station via LTE using
the RTP protocol, where it was decompressed. Thus, considering a detection/tracking
task of fast moving objects, like the ones involved in sport events, the aforementioned
latency (120 ms) leads to the loss of the object of interest. Furthermore, the drone
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should be able to operate safely, even when the communication to the ground station
is infeasible, thus our goal is to develop models for addressing the specific classification
problems on-drone, as well as in real-time.

To the best of our knowledge there is no other work in the recent literature
proposing real-time models capable of running on devices with limited computational
resources for high resolution input. In [17] a computation-efficient CNN model is pro-
posed for mobile devices with limited computing power, and it is shown that in order
to achieve real-time deployment, someone has to reduce the input frame resolution
to 224 × 224, sacrificing also the accuracy. However, surveying the relevant literature
we can see that several works have emerged towards designing lightweight models. In
[9] is proposed to replace 3 × 3 convolutions with 1 × 1 convolutions to create a very
small network capable of reducing 50× the number of parameters while obtaining high
accuracy. In [18] various practical guidelines for efficient network design and a new
architecture are proposed. In [19] an efficient convolutional network architecture that
allows feature re-use through dense connectivity, and prunes filters associated with
superfluous feature re-use through learned group convolutions, is proposed. In [20] the
problem of deploying deep neural networks on mobile devices is addressed, and an
acceleration method so as to speed up the neural networks with adequate accuracy,
by significantly reducing the execution time on non-tensor layers, is proposed.
Subsequently, in [21] the problem of target recognition in synthetic aperture radar
images is addressed, proposing a lightweight CNN model based on visual attention
mechanism. In [22] a real-time traffic sign recognition system consisting of detection
and classification modules is proposed. A color probability model to deal with color
information of traffic signs is first proposed, traffic sign proposals are then extracted
and, SVM and CNN are combined to detect and classify traffic signs. In [23] the
authors deal with dynamic scene classification utilizing two variants of deep convo-
lutional neural networks to encode spatial appearance and short-term dynamics into
short-term deep features, and then they propose to extract long-term frequency features
using the autoregressive moving average model. Finally, in [24] the authors deal with
change detection, proposing a general end-to-end 2-D convolutional neural network
framework for hyperspectral image change detection. A mixed-affinity matrix is firstly
designed, and subsequently a 2-D convolutional neural network is designed to learn
the discriminant features effectively from the multisource data at a higher level so as
to enhance the generalization ability of the proposed change detection algorithm.

Fig. 1: Crowded image and the corresponding predicted heatmap of crowd presence.
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Furthermore, since we deal with lightweight models that usually have inferior
performance compared to the more complex ones, we focus on enhancing their per-
formance. That is, the second goal of this work is to propose a novel regularization
method in order to prevent over-fitting and enhance the generalization ability of the
proposed lightweight models. Generally, this constitutes a major issue in deep learning
algorithms, since neural networks are prone to over-fitting due to their high capacity.
During the past years, several regularization schemes have been proposed in order to
prevent overfitting in neural networks, ranging from common regularization methods,
like L 1/L 2 regularization which penalize large weights during the network optimiza-
tion, to Dropout [25] where for each training sample, a randomly selected subset of
the activations is zeroed in each epoch, and a generalization of it, Dropconnect [26]
which instead of activations, sets a randomly selected subset of weights within the
network to zero. Other earlier works include weight elimination, [27], and Bayesian
methods, [28]. From a different viewpoint, multitask-learning [29] constitutes a way
of improving the generalization ability of a model. For example, in [30] the authors
introduced techniques developed in semi-supervised learning in the deep learning do-
main. That is, they combined an unsupervised regularizer with a supervised learner to
perform semi-supervised learning. Furthermore, in [31], a novel CNN architecture with
an SVM classifier at every hidden layer is proposed. This companion objective acts as a
kind of feature regularization. Finally, in [32] the authors propose a two-stage training
method including pre-training process and implicit regularization training process, in
order to address the overfitting problem. In the first stage a network model is trained to
extract the image representation for anomaly detection, while in the second stage, the
network is retrained, based on the anomaly detection results, to regularize the feature
boundary and make it converge in the proper position. In this work, considering two-
class classification problems, where the one class describes a specific concept, while the
other class describes anything than this concept (i.e. genuine versus impostor class),
e.g. Crowd and Non-Crowd, Face and Non-Face, etc., we propose the so-called Class

Specific Discriminant (CSD) regularizer, which exploiting the nature of the problem,
aims to enhance the discriminative ability of the models, by enforcing data belong-
ing to the class under consideration to be close to their class centroid. Finally, we
should note that the proposed regularizer is applicable to several network architectures
for binary classification problems, however its necessity is traced in improving the
performance of real-time lightweight CNN models.

The main contribution of this paper can be summarized as follows:

– We propose lightweight deep CNN models for various classification problems, ca-
pable of running in real-time on-drone.

– We propose a novel Class-Specific Discriminant regularizer in order to enhance
the generalization ability of the proposed models.

The remainder of the manuscript is structured as follows. The proposed real-time
CNN model architectures are provided in Section 2. Subsequently, the proposed CSD
regularizer is presented in Section 3. The experiments, including the datasets descrip-
tion, the implementation details and the experimental results, are provided in Section
4. Finally, the conclusions are drawn in Section 5.
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Table 1: VGG-720p - Input 32 × 32 / Input 64 × 64

Layer Kernel Stride Pad Max Pooling Channels

conv1_1 3 × 3 1 / 1 1 / 1 - / - 16
conv1_2 3 × 3 1 / 1 1 / 1 X/- 16
conv2_1 3 × 3 1 / 1 1 / 1 - / - 24
conv2_2 3 × 3 1 / 4 1 / 1 X/ X 16
conv_last 8 × 8 1 / 1 0 / 0 - / - 2

2 Realtime CNN models

In this paper, we aim to propose effective deep models for various binary classification
problems, which allow real-time deployment (about 25 frames per second) on-drone
for high resolution images. We should highlight that it is crucial for the application
to handle high resolution images, since objects in images captured by drones are
extremely small, and thus image resizing in order to meet real-time deployment limits,
would further shrink the object of interest, rendering the detection infeasible. Fig. 2
underlines the demand for high resolution images. That is, we provide an aerial image
that contains bicycles (bicycles with bicyclists), Fig. 2a, and the resulting heatmaps
for input of various resolutions, i.e. 640×480, 1280×720, and 1920×1080, utilizing a
proposed model, Figs. 2d-2f. As we can observe as the resolution increases, we can
achieve better performance. Furthermore, in Figs. 2b and 2c, we provide the predictions
for the same input utilizing two state-of-the-art detectors which have trained to detect
among other classes, also persons and bicycles, that is YOLO v.2 [15] and Faster
R-CNN [33], which operate for input 604 × 604 and 1000 × 600 respectively. We
should note that we provide the comparisons with the aforementioned state-of-the
art detectors which provide bounding boxes as output, as opposed to the provided
resulting heatmaps imposed by the application, in order to evaluate the accuracy of
the proposed models against state-of-the-art models. As we can see, both the state-
of-the-art detectors perform poorly, while they also run at much less than real-time,
as we mention below. Note also, that SSD [16] and SSD with MobileNets [8], which
operate for input 300 × 300 as well as for input 512 × 512, fail to detect any bicycle.

The objective of this work is two-fold: a) to propose real-time architectures that
can be deployed on-drone, and b) to improve the state-of-the-art performance using
CSD regularization. Thus, we propose two models consisting of only five convolutional
layers, by discarding the deepest layers and pruning filters of the widely used VGG-16
model [34]. That is, we use the first four convolutional layers of the VGG-16 model
with pruned filters, while the last convolutional layer consists of two channels, each
for a class, since we deal with binary classification problems. The first model runs
in real-time on-drone for 720p (1280×720) resolution image and the second one runs
in real-time for 1080p (1920×1080) resolution image. Thus, we abbreviate the models,
based on this attribute, as VGG-720p and VGG-1080p, respectively. Details on the
proposed model architectures for both 32 × 32 and 64 × 64 input dimensions can be
found in Table 1 and Table 2, for the VGG-720p and VGG-1080p models respectively.
The models for the two cases use same kernels and channels, and use appropriate
stride and pooling to achieve real-time deployment, as it is shown in the Tables. The
evaluation results on the deployment speed for the proposed models are provided in
the Experiments Section.
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(a) Test image (b) YOLO v.2 Prediction for input of size
604×604

(c) Faster R-CNN Prediction for input of size
1000×600

(d) Resulting heatmap for input of size
640×480, utilizing the proposed VGG-1080p
model

(e) Resulting heatmap for input of size
1280×720, utilizing the proposed VGG-1080p
model

(f) Resulting heatmap for input of size
1920×1080, utilizing the proposed VGG-1080p
model

Fig. 2: An aerial high resolution image containing bicycles (2a), predictions utilizing
the YOLO v2 and the Faster R-CNN detectors (2b)-(2c), and the resulting heatmaps
for various deployment resolutions utilizing the proposed VGG-1080p model trained
for bicycle detection (2d)-(2f).
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Table 2: VGG-1080p - Input 32 × 32 / Input 64 × 64

Layer Kernel Stride Pad Max Pooling Channels

conv1_1 3 × 3 2 / 1 0 / 0 - / - 8
conv1_2 3 × 3 1 / 2 0 / 0 X/ - 8
conv2_1 3 × 3 1 / 1 0 / 0 - / - 6
conv2_2 3 × 3 1 / 2 0 / 0 - / - 6
conv_last 8 × 8 1 / 1 0 / 0 - / - 2

3 ClassSpecific Discriminant Regularizer

CONV1_1 CONV1_2 CONV2_1 CONV2_2

Class-Speci c 
Regularizer

Euclidean
Loss

Class 1

CONV_LAST
Classi cation

Loss

Fig. 3: Class-Specific Discriminant Regularizer

In this work, we propose a novel regularization method aiming to enhance the perfor-
mance of the proposed lightweight real-time CNN models. The proposed regularization
method aims to exploit the nature of the considered problems, that is, we investigate
two-class problems, where the one class describes a specific concept, while the other
class describes anything than this concept (i.e. genuine versus impostor class). The
proposed regularizer traces its origins to Linear Discriminant Analysis (LDA) [35]
based methods, [12], however based on the extremely wide variation of the impostor
class, we exploit class-specific concepts, [36]. Towards this end, while the classifier
aims to distinguish samples belonging to different classes, we propose to enhance the
genuine class discrimination, by demanding the representations of the feature space
generated by a specific deep neural layer belonging to the genuine class, to come closer
to the class centroid. The L2 norm can be used as similarity measure. The additional
CSD criterion acts as regularizer to the classification objective. We could also demand
for the remaining class to be away from the genuine class centroid, however we do
not proceed in this direction, since the between class separability is preserved by the
classification objective.

Thus, for an input space X ⊆ ℜd and an output space F ⊆ ℜq, we denote as
φ(· ;W) : X → F a deep neural network with NL ∈ N layers, and set of weights
W = {W1, . . . ,WNL

}, where Wl are the weights of a specific layer l. We also denote
the set of weights up to layer l as Wl

= {W1, . . . ,Wl}. Then, the output of layer l for
a given input xi is computed as follows: φ(xi ;Wl) = σl

(

Wl · φ(xi ;Wl−1) + bl

)

, where
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σl(·) is the activation function of layer l, bl the bias term, φ(xi ;Wl−1) the output
of the previous layer, and · denotes a linear operation (e.g. matrix multiplication or
convolution). Hence, we consider a set DN = {x1, . . . , xN} of training samples on X,
and their corresponding representations, φ(xi ;Wl), at the layer l. Each sample is
associated with a class label ci = {0, 1}, where the class 1 corresponds to the genuine
class. We also consider as S = {(xi, ci) : ci = 1} the set of samples belonging to the
genuine class. Then we define the following objective:

min
Wl
JCS D = min

Wl

∑

xi∈S

‖φ(xi ;Wl) − µc‖
2
2, (1)

where µc =
1
|S|

∑

x j∈S φ(x j ;Wl). Optimizing objective (1) lets the network learn param-
eters such that data samples of the genuine class are closely mapped to their class
centroid. The Euclidean loss layer (Sum of Squares) is used to implement the regular-
izer. The proposed regularizer can be attached to one or multiple neural layers. Thus,
for a deep neural model of NL layers, the total loss in the regularized training scheme
is computed by summing the above losses:

Ltotal = Lclassi f ication +

NL
∑

i=1

ηiLe, (2)

where the parameter ηi ∈ [0, 1] controls the relative importance of the Euclidean loss
of each deep layer. In our experiments we attach it to the so-called CONV2_2 layer,
as depicted in Fig. 3. Either Hinge loss or Cross Entropy loss can be utilized as
classifiers. In our experiments we use the Hinge loss. We solve the above optimization
problem using gradient descent. We finally note that it is straightforward to show
that the optimization problem in eq. (1) can be reformulated as an accumulation of
minimization of pairwise distances, [37], that is,

min
Wl
JCS D = min

Wl

∑

xi ,x j∈S

‖φ(xi ;Wl) − φ(x j ;Wl)‖22, (3)

and thus the proposed regularizer can also be implemented in terms of mini-batch
training.

4 Experiments

In this Section, we present the experiments conducted in order to evaluate the proposed
models regarding the deployment speed as well as the proposed regularization method.
Throughout this work, we evaluate the detection speed in terms of frames per second
(FPS), while we use Test Accuracy (Classification Accuracy) to evaluate the proposed
regularizer, since we deal with balanced datasets. Each experiment is repeated five
times, and we report the mean value and the standard deviation, considering the max-
imum value of the Test Accuracy for each experiment. The probabilistic factor is the
random weight initialization. We also provide the curves of the mean Test Accuracy.
Finally, comparisons are conducted against common regularization approaches, that
is L 1, L 2, and Dropout.
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4.1 Datasets

In order to evaluate the performance of the proposed CSD regularizer we conduct
experiments on four datasets, constructed for Crowd, Football Player, Face, and Bicycle
detection. The datasets’ descriptions follow below.

4.1.1 Face

The dataset contains 70,000 train images of faces and equal number of train images
of non-faces, and correspondingly a test set of 7,468 equally distributed face and non-
face images. Images of faces have been randomly selected from the AFLW [38], MTFL
[39], and WIDER FACE [40] datasets. Input images are of size 32×32. Sample images
of the constructed Face dataset are presented in Fig. 4a.

4.1.2 Football Player

The dataset consists of 98,000 train images that contain equal number of football
players and non-football players, and a test set of 10,000 images that also contain
equal number of football players and non-football players. Input images are of size
32 × 32. Sample images of the Football Player dataset are illustrated in Fig. 4b.

4.1.3 CrowdDrone

The dataset contains 40,000 drone-captured train images of equal number of crowded
scenes and non-crowded scenes, and 11,550 equally distributed crowded and non-
crowded test images. Input images are of size 64×64. Sample images of the constructed
CrowdDrone dataset are presented in Fig. 4c.

4.1.4 Bicycles

The dataset contains 51,200 equally distributed train images of bicycles (bicycle with
bicyclist) and non-bicycles, and correspondingly a test set of 10,000 images. Input
images are of size 64 × 64. Sample images of the constructed Bicycles dataset are
presented in Fig. 4d.

4.2 Implementation Details

All the experiments conducted using the Caffe Deep Learning framework [41]. We use
the mini-batch gradient descent for the networks’ training. The learning rate (lr) is set
to 10−4, except for the Football dataset on the VGG-720p case, where it is set to 10−5

(since setting lr to 10−4 lead to unstable performance) and the batch size is set to 256.
The momentum is 0.9. All the models are trained on an NVIDIA GeForce GTX 1080
with 8GB of GPU memory for 100 epochs, and can run in real-time when deployed
on an NVIDIA Jetson TX2. The parameter η in eq. (2) for controlling the relative
importance of the regularization loss is set to 0.001. Best results are printed in bold.
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(a) Face Dataset. (b) Football Player Dataset.

(c) Crowd-Drone Dataset. (d) Bicycles Dataset.

Fig. 4: Sample images of the utilized datasets.

4.3 Experimental Results

First, we provide the evaluation results of the proposed models regarding the deploy-
ment speed. We test the performance on a low-power NVIDIA Jetson TX2 module
with 8GB of memory, which is a state of the art GPU used for on-board drone percep-
tion. Additionally, in order to accelerate the deployment speed and achieve real-time
deployment, we utilize TensorRT1, deep learning inference optimizer. TensorRT is a
library that optimizes deep learning models providing FP32 (default) and FP16 opti-
mizations for production deployments of various applications. In Table 3 we provide
the detection speed in terms of FPS for the two proposed architectures and their corre-
sponding image resolution on the NVIDIA Jetson TX2 module without the utilization
of the TensorRT optimizer, with the TensorRT on the default mode, and finally with
TensorRT on the FP16 mode. As we can see TensorRT and in particular the FP16
mode significantly accelerates the proposed models, achieving detection in-real time
for high-resolution images. To gain some intuition about the deployment speed, we
note that state-of-the-art detectors run at notably fewer FPS on Jetson TX2, and also
for lower resolution input images. For example, SSD [16] runs at 6 FPS, for input of
size 300 × 300, SSD with MobileNets [8] runs at 0.66 FPS for the same input, and
YOLO v.2 [15] runs at 10 FPS for input of size 308 × 308, while it runs at 3.1 FPS for
input of size 604 × 604. Finally, the Faster R-CNN [33] runs at 0.9 fps on the Jetson
TX2 module. Finally, we should highlight that the deployment speed regards all the
models, that is with and without the proposed regularizer, since the regularizer does
not affect the deployment speed. That is, based on the Tables 6 and 7 which provide
the accuracy rates of the aforementioned real-time models, the proposed VGG-720p
model for crowd detection, where the input images are of size 64 × 64 runs at 25 fps
with the utilization of TensorRT-FP16, and so does the corresponding baseline model,
trained only with hinge loss, for the task of crowd detection. Correspondingly, the pro-

1 https://developer.nvidia.com/tensorrt
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Table 3: Speed (FPS)

Input Model Jetson TX2 TensorRTFP32 TensorRTFP16

32×32 VGG-720p 10.1 18.1 26.3
32×32 VGG-1080p 12.3 16.9 25.7
64×64 VGG-720p 8.7 16.6 25
64×64 VGG-1080p 8.8 18.5 25.6

posed VGG-1080p model for face detection, where the input images are of size 32×32
runs at 25.7 fps with the utilization of TensorRT-FP16, and so does its corresponding
baseline model. The proposed models will be publicly available at the final version of
the paper.

As we have already mentioned the parameter η in eq. (2) for controlling the relative
importance of the regularization loss is set to 0.001, since in general performs better.
A common choice for the L 1 and L 2 regularizers is the value 0.0005. However, we
also conduct more extensive experiments for the evaluation of the CSD regularizer
against the common L 1 and L 2 at various meaningful regularization factors. In
Table 4 we provide the evaluation results for the Face dataset utilizing VGG-720p
model. As we can see, the proposed regularizer accomplishes consistently superior
performance against the compared regularizers. It can also be noticed that as the
regularization factor increases in the L 1 regularizer, the performance considerably
drops, while for bigger values, the model cannot even be trained. In the following, we
set the regularization factor for each of the regularizers to their optimal values, that
is the regularization factor of L 1 is set to 0.0001, of L 2 to 0.0005, and of CSD to
0.001.

Table 4: Face Dataset - VGG-720p model: Comparisons against L 1 and L 2 regular-
izers for different values of regularization factor.

Regularizer 0.0001 0.0005 0.001 0.005 0.01 0.05 0.1

L 1 0.9186 ± 0.0017 0.8984 ± 0.0092 0.7557 ± 0.01871 0.5489 ± 0.059 0.56 ± 0.0049 0.5063 ± 0.00141 0.5056 ± 0.005
L 2 0.9180 ± 0.0032 0.9204 ± 0.0021 0.9189 ± 0.0056 0.9178 ± 0.0016 0.9162 ± 0.0012 0.8988 ± 0.0013 0.8788 ± 0.002
CSD 0.9224 ± 0.0044 0.9227 ± 0.0049 0.9253 ± 0.0028 0.9227 ± 0.0021 0.9237 ± 0.0015 0.9240 ± 0.004 0.9242 ± 0.0013

Subsequently, as we have already mentioned, either Hinge loss or Cross Entropy
loss, can be utilized as classification losses. In our experiments we used Hinge loss,
since we have seen that performs better, however, we also provide evaluation results
utilizing the Cross Entropy, while we also provide indicative comparisons with the
common L 1 and L 2 regularizers, as well as for the Dropout regularization (with
the default probability value: 0.5) for the Face dataset, utilizing the VGG-720p model.
As we observe in Table 5, the proposed CSD regularizer improves the baseline perfor-
mance for both the considered classification losses. We also see that Dropout achieves
improved performance, L 2 regularizer marginally improves the performance, while
the L 1 regularizer harms the performance. We can also observe that the proposed
CSD regularizer is superior over the common L 1 and L 2 regularizers, as well as
over Dropout. Furthermore, since the proposed CSD regularizer can be combined with
the aforementioned regularizers, we also perform experiments utilizing the L 2 and
Dropout regularizers (which improve the baseline performance) in combination with
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the CSD regularizer, and we observe that we can further improve the performance over
the baseline, as well as over each individual regularization method.

Table 5: Face Dataset - VGG-720p model: Test Accuracy

Training Approach Test Accuracy

Only Hinge Loss 0.9191 ± 0.0037
Hinge Loss & L 1 Regularizer 0.9186 ± 0.0017
Hinge Loss & L 2 Regularizer 0.9204 ± 0.0021
Hinge Loss & Dropout 0.9224 ± 0.002
Hinge Loss & CSD Regularizer 0.9253 ± 0.0028

Hinge Loss & L 2 & CSD Regularizer 0.9266 ± 0.002
Hinge Loss & Dropout & CSD Regularizer 0.9268 ± 0.0015

Only Cross Entropy Loss 0.8984 ± 0.0092
Cross Entropy Loss & CSD Regularizer 0.9098 ± 0.0033

In Table 6, we present the mean value and the standard deviation of the Test Ac-
curacy, for the considered training approaches, that is utilizing only Hinge loss, and
Hinge loss with the proposed CSD regularizer, as well as with the compared regulariz-
ers (that is L 1, L 2, and Dropout) on all the utilized datasets for the VGG-720p case,
while in Table 7 we provide the corresponding evaluation results for the VGG-1080p
case. From the demonstrated results several remarks can be drawn. First, we can ob-
serve that the proposed regularizer considerably improves the baseline performance
utilizing both the VGG-720p and VGG-1070p in all the utilized datasets. Furthermore,
we can see that the CSD regularizers is superior against all the compared regularizers,
in all the considered cases, except for one case, that is the Football Player dataset
for the VGG-720p model, where the Dropout regularizer marginally outperforms the
proposed regularizer. In addition, we can see that the Dropout regularizer improves
the performance of the baseline model in the most considered cases while it harms
the baseline performance in two out of eight cases. L 2 regularizer improves the per-
formance only in the half of the considered cases, while the L 1 one generally harms
the performance, except for two cases. Correspondingly, in Figs. 5-8 we provide the
comparison of the mean Test Accuracy of the only Hinge loss training against Hinge
loss & CSD regularized training on all the utilized datasets for both the proposed
model architectures, where the improved performance is also depicted.

Table 6: Test Accuracy: VGG-720p

Training Approach CrowdDrone Football Player Face Bicycles

Only Hinge Loss 0.9327 ± 0.0089 0.9734 ± 0.007 0.9191 ± 0.0037 0.9684 ± 0.0029
Only Hinge Loss & L 1 0.9316 ± 0.009 0.9734 ± 0.0088 0.9186 ± 0.0017 0.9638 ± 0.0039
Only Hinge Loss & L 2 0.9238 ± 0.0066 0.9814 ± 0.0013 0.9204 ± 0.0021 0.9668 ± 0.0025
Only Hinge Loss & Dropout 0.9227 ± 0.0021 0.9830 ± 0.0023 0.9224 ± 0.002 0.9716 ± 0.0031
Hinge Loss & CSD regularizer 0.9399 ± 0.0087 0.9820 ± 0.0024 0.9253 ± 0.0028 0.9722 ± 0.0026

Furthermore, in order to validate our claim that the proposed regularizer is ap-
plicable to various network acrhitectures for binary classification problems, we also
perform experiments utilizing a much more complex model than the proposed real-time
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Fig. 5: Crowd-Drone
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Fig. 6: Face
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(b) VGG-1080p

Fig. 7: Bicycles
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Fig. 8: Football Player
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Table 7: Test Accuracy: VGG-1080p

Training Approach CrowdDrone Football Player Face Bicycles

Only Hinge Loss 0.9270 ± 0.027 0.9785 ± 0.007 0.8787 ± 0.0015 0.9479 ± 0.0153
Only Hinge Loss & L 1 0.9220 ± 0.012 0.8757 ± 0.0176 0.8814 ± 0.0057 0.8699 ± 0.01339
Only Hinge Loss & L 2 0.9296 ± 0.0095 0.9730 ± 0.0095 0.8801 ± 0.009 0.9460 ± 0.009
Only Hinge Loss & Dropout 0.9284 ± 0.0199 0.9804 ± 0.005 0.8682 ± 0.0029 0.9535 ± 0.077
Hinge Loss & CSD regularizer 0.9380 ± 0.0026 0.9884 ± 0.004 0.8828 ± 0.0024 0.9603 ± 0.0025

models. That is, we utilize the common VGG-16 [34] model, discarding only the fully
connected layers and we apply the proposed regularizer. We should highlight that the
utilized modified fully convolutional VGG-16 model (abbreviated as FC-VGG16) is out
of memory even in a GTX 1080 for high-resolution input. Furthermore we perform
comparisons against competitive regularizers (i.e. L 1, L 2, and Dropout). In Table 8
we present the evaluation results utilizing the FC-VGG16 model in the Face dataset.
As we can observe the CSD regularizer improves the baseline performance, not only
utilizing lightweight models as the specific application imposes, but also utilizing more
complex models. Furthermore, we can observe that the CSD regularizer is superior
over all the compared ones.

Table 8: Face Dataset: FC-VGG16

Training Approach Test Accuracy

Only Hinge Loss 0.9393 ± 0.0215
Only Hinge Loss & L 1 0.9348 ± 0.0001
Only Hinge Loss & L 2 0.9463 ± 0.0033
Only Hinge Loss & Dropout 0.9469 ± 0.0054
Hinge Loss & CSD Regularizer 0.9498 ± 0.004

Finally, we conducted a post-hoc Bonferroni test [42], for ranking the proposed
regularization method and the compared regularizers and evaluating the statistical
significance of the obtained results. The performance of two methods is significantly
different, if the corresponding average ranks over the datasets differ by at least the
critical difference (CD):

CD = qa

√

m(m + 1)

6D
, (4)

where m is the number of methods compared, D is the number of datasets and critical
values qα can be found in [42]. In our comparisons we set α = 0.05. We consider as
number of the datasets as eight in the performed test, since we evaluate the perfor-
mance of all the training approaches using both the proposed models (i.e. VGG-720p
and VGG-1080p). The compared methods are five, that is the proposed regularizer, as
well as the compared regularizers (i.e. L 1, L 2, Dropout) which are compared with
a control method which is the only hinge loss training approach. The ranking results
are illustrated in Fig. 9. The vertical axis depicts the five methods, while the horizontal
axis depicts the performance ranking. The circles indicate the mean rank and the in-
tervals around them indicate the confidence interval as this is determined by the CD

value. Overlapping intervals between two methods indicate that there is not a statis-
tically significant difference between the corresponding ranks, while non-overlapping
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intervals indicate that the compared methods are significantly different. As we can
observe, the proposed regularizer is significantly different against the control method,
that is the only hinge loss training approach, while none of the compared regularizers
is statistically different against the baseline approach. We could also note the proposed
regularizer is also statistically different against the L 1 and L 2 regularizers.

0 1 2 3 4 5 6

CSD Regularizer

Dropout

L2

L1

Baseline

Average Rank

 

 

Fig. 9: Post-Hoc Bonferroni Test

5 Conclusion

In this paper, lightweight models capable of running on-drone for high-resolution video
input, for various binary classification problems have been proposed, in the context of
media coverage of certain sport events by drones. Subsequently, a novel Class-Specific
Discriminant regularizer was proposed, in order to improve the generalization ability
of the proposed real-time models, exploiting the nature of the considered two-class
problems. The experimental evaluation on four datasets indicated the effectiveness of
the proposed regularizer in enhancing the generalization ability of the proposed models.
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42. Janez Demšar. Statistical comparisons of classifiers over multiple data sets. Journal of Machine

learning research, 7(Jan):1–30, 2006.



Neurocomputing 335 (2019) 37–47 

Contents lists available at ScienceDirect 

Neurocomputing 

journal homepage: www.elsevier.com/locate/neucom 

Deep reinforcement learning for controlling frontal person close-up 

shooting 

Nikolaos Passalis ∗, Anastasios Tefas 

Department of Informatics, Aristotle University of Thessaloniki, Thessaloniki 54124, Greece 

a r t i c l e i n f o 

Article history: 

Received 8 August 2018 

Revised 23 November 2018 

Accepted 16 January 2019 

Available online 24 January 2019 

Communicated by Dr W. Gao 

Keywords: 

Reinforcement learning 

Deep learning 

Drone-based cinematography 

a b s t r a c t 

Drones, also known as Unmanned Aerial Vehicles, are capable of capturing spectacular aerial shots and 

can be used to aid several cinematography-oriented tasks. However, flying drones in a professional set- 

ting requires the cooperation of several people, increasing the production cost and possibly reducing the 

quality of the obtained shots. In this paper, a generic way for formulating cinematography-oriented con- 

trol objectives, that can be used for training any RL agent to automate the drone and camera control 

processes, is proposed. To increase the convergence speed and learn more accurate deep RL agents, a 

hint-based reward function is also employed. Two simulation environments, one for drone control and 

one for camera control, were developed and used for training and evaluating the proposed methods. The 

proposed method can be combined both with methods capable of performing discrete control, as well 

as with continuous control methods. It was experimentally demonstrated that the proposed method im- 

proves the control accuracy over both handcrafted control techniques and deep RL models trained with 

other reward functions. 

© 2019 Elsevier B.V. All rights reserved. 

1. Introduction 

Unmanned Aerial Vehicles (UAVs), also known as drones , can 

be used to aid several demanding cinematography-oriented tasks, 

since they are capable of capturing spectacular aerial shots, that 

would be otherwise very difficult and expensive to obtain [1–3] . 

Despite being highly versatile and easy to control, flying several 

drones in a professional setting requires the cooperation of many 

people that must handle different tasks to ensure the effective- 

ness and safety of the flights. Each drone has to be controlled 

by an individual pilot, who is responsible for the safety of the 

flight, e.g., avoiding collisions with other drones, complying with 

the legislation, promptly responding to possible hazards, etc. A 

separate camera operator, who is responsible for acquiring the 

shots requested by the director, is also required for each drone. On 

top of these, the director has to supervise and coordinate several 

pilots and camera operators at the same time, severely increasing 

his cognitive load. These limitations increase the cost of aerial 

cinematography using drones, while, at the same time, possibly 

reduce the quality of the obtained shots. 

Several techniques have been proposed to overcome some of 

the previous limitations, ranging from planning methods [1,4,5] , 

∗ Corresponding author. 
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(A. Tefas). 

to crowd avoidance [6] and methods for intelligent control of 

drones [2] . Even though these techniques are capable of partially 

automating the control and shooting processes, it is not yet possi- 

ble to develop drones that will be able to fly fully autonomously 

and shoot high-quality footage according to the director’s plan. 

Note that apart from following a predefined plan, drones should 

be able to perform opportunist shooting, i.e., detect salient events 

and decide whether and how the shooting plan should be adapted 

to the current situation. 

The main focus of this paper is the development of deep rein- 

forcement learning (RL) methods [7] for automating both the drone 

control and camera control processes. RL has been successfully ap- 

plied to solve several robotics and control tasks [8–15] , allowing 

for performing delicate control tasks that would otherwise require 

the development and tedious fine-tuning of traditional control 

techniques [16–18] . However, little work has been done to develop 

RL methods for drone-related tasks. Existing methods, e.g., [19–22] , 

mainly concern the development of RL methods for autonomous 

drone navigation instead of assisting drone-based cinematography 

tasks. Finally, significant challenges are also posed for detecting ob- 

jects of interest, e.g., humans, from drones that fly at high altitude, 

mainly due to the small resolution of the images used to perform 

object detection [23,24] . Even though various methods have been 

developed to tackle this problem to some extent [24,25] , this pa- 

per mainly focus on controlling the drone/camera assuming that a 

clear view of the target has been acquired (either using some of 

https://doi.org/10.1016/j.neucom.2019.01.046 

0925-2312/© 2019 Elsevier B.V. All rights reserved. 
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these algorithm or using human intervention). Nonetheless, note 

that the proposed method is quite versatile and works with rela- 

tively low resolution images of 64 ×64 pixels (after a clear view of 

the target has been obtained). 

The contributions of this paper are briefly summarized below. 

First, a method for training robust deep RL models for drone and 

camera control tasks, according to various cinematography-based 

objectives, is proposed. A clipped hint -based reward function is 

proposed and compared to two other ways to design the reward 

function. For example, the deployed agent can be trained to ap- 

propriately control the drone to obtain a frontal shot, while con- 

trolling the camera zoom to achieve a steady close-up shot. It 

was demonstrated that the proposed method improves the con- 

trol quality over both a handcrafted control technique and deep 

RL models trained with other reward functions. The proposed ap- 

proach is not bound to a specific RL method and can be used for 

formulating cinematography control objectives that can be used for 

training any RL agent. Indeed, as it is experimentally demonstrated 

in Section 4 , the proposed method can be successfully combined 

with methods capable of performing discrete control, as well as 

with continuous control methods. Note that using an appropriately 

designed reward function was proven to be crucial to ensure that 

the trained agent will exhibit the desired behavior. Therefore, the 

proposed method provides a structured framework that allows for 

encoding any cinematographic-oriented control objective, provid- 

ing the first solid step toward having RL systems that can be effec- 

tively used to encode more complex cinematographic objectives, 

that also take into account other more subjective perceptual fac- 

tors, such as the cinematographic quality of the obtained shots. 

Furthermore, two simulation environments, one for drone 

control and one for camera control, were developed and em- 

ployed for evaluating the proposed methods. An existing dataset 

that contains persons in various poses, the Head Pose Image 

Database [26] , was employed to provide more realistic simula- 

tion environments instead of using environments that rely on 

computer generated graphics. Note that RL research relies on the 

availability of simulation environments to allow for easily devel- 

oping and comparing various techniques. To this end, an open- 

source implementation of the proposed technique and the devel- 

oped simulation environments are provided at https://github.com/ 

passalis/rl_camera_control. 

The rest of the paper is structured as follows. The related work 

is discussed in Section 2 . The proposed method is described in de- 

tail in Section 3 , while the experimental evaluation is provided in 

Section 4 . Finally, conclusions are drawn and future work is dis- 

cussed in Section 5 . 

2. Related work 

Many techniques have been proposed to appropriately con- 

trol various parameters of a system to achieve the desired re- 

sults [16,27] . For camera/drone control the most straightforward 

approach is to: (a) project a set of known landmark points of a 

subject into the 3D space and then (b) solve a Perspective-n-Point 

(PnP) problem allowing for estimating both the position and pose 

of the person of interest [28] . After obtaining the position and pose 

of the target in the 3D space, the camera and drone can be ap- 

propriately controlled, e.g., using a PID controller, to acquire the 

desired shot [29,30] . These approaches require to accurately de- 

tect several 2D landmark points, which usually involves obtaining 

high resolution images of the target to reliably identify these land- 

marks (in many cases more than 50 landmark points have to be 

detected [31] ). However, this may not be always possible since the 

target might be far away from the drone or a low-resolution video 

stream might be used on-board, due to the limited processing 

power and memory available on drones. Furthermore, the whole 

system must be carefully calibrated, taking into account the cam- 

era parameters, while it is not trivial to extend it to directly han- 

dle other types of objects. In the latter case, the landmark points 

must be carefully re-defined and an appropriate detector must be 

trained again. 

Using deep detectors [32] and deep pose estimation ap- 

proaches [33,34] allows for overcoming some of the aforemen- 

tioned drawbacks. These methods are directly trained to detect 

objects of interest and/or estimate their pose by employing 

an annotated training set of data. Even though it has been 

demonstrated that these deep learning approaches are capable 

of increasing the object detection and pose estimation accuracy, 

there is no guarantee that they are optimal for control tasks, 

since they are trained using a detection/regression/classification 

objective. Developing optimal algorithms for control has a long 

history in many different engineering fields [35,36] . Combin- 

ing deep learning with reinforcement learning techniques leads 

to developing powerful control methods, that can work under 

stochastic environments, often outperforming humans on difficult 

and sophisticated tasks [7,37] , or even providing useful tools for 

other domains [38,39] . RL can be used to perform either discrete 

control [7,40,41] , i.e., select the most appropriate action given a 

predefined set of actions, or continuous control [37,42–44] , i.e., 

directly issue continuous control commands. The selection of the 

most appropriate algorithm depends mainly on the task at hand 

and on the availability of simulation environments. 

Quite recently, RL techniques have been also applied for drone- 

related control tasks [19–21,45] . The focus of these works was 

to provide RL methods either for drone navigation [19–21] or for 

simple drone control according to a visual target [45] . To the best 

of our knowledge, this is the first work that provides a structured 

methodology for tackling several cinematography oriented control 

tasks, including but not limited to drone control and camera 

control problems, using a deep end-to-end trainable RL approach. 

Note that the proposed approach is not limited to a specific RL 

methodology, e.g., Deep Q-learning [40] , Deep Deterministic Policy 

Gradients [37] , etc., but it provides a generic way for formulating 

cinematography control objectives that can be used by any RL 

method. Finally, the proposed hint-based approach is related to 

reward shaping methods [46] , in which similar additional rewards 

are also used to guide the learning process and increase the speed 

of the learning process for difficult RL problems. 

3. Proposed method 

A brief introduction to RL is provided and the used notation is 

introduced in this section. Then, the two developed simulation en- 

vironments, used for training and evaluating the proposed method, 

are described. Finally, the proposed method for training RL agents 

for various camera/drone tasks is derived. 

3.1. Deep reinforcement learning 

Markov Decision Processes (MDPs) can be used to model 

the behavior of an RL agent in an appropriate environment for 

which the Markov property holds, i.e., an environment for which 

the future state depends only on the current state and the ac- 

tion selected by the agent. Then, a MDP is defined as a tuple 

(S, A , P(·) , R (·) , γ ) , where: 

1. S denotes the possible states of the environment, 

2. A = { a 1 , a 2 , ..., a N a } denotes the set of actions that the agent can 

perform ( N a denotes the number of possible actions for an en- 

vironment with a discrete number of actions), 

3. P(s t+1 | s t , a t ) denotes the probability of transiting from state s t 
to state s t+1 given that the agent has performed the a t action, 
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4. R (s t , a t , s t+1 ) = r t denotes the reward that the agent receives 

after the action a t has been performed and the environment 

has transitioned from state s t to state s t+1 , 

5. γ denotes the discount factor that controls how important are 

the short-term rewards versus the long-term rewards. Values 

close to 1 increase the importance of long-term rewards, while 

for γ = 0 the agent is short-sighted . 

The agent selects the action to perform according to the learned 

policy policy π ( s ), where s is the current state of the environment. 

The policy of the agent is usually described using a probability dis- 

tribution over the available actions, i.e., π : S → P(A ) . 

The behavior of an agent during an episode 

is described as a sequence of state-action-rewards 

s 0 , a 0 , r 0 , s 1 , a 1 , r 1 , s 2 , a 2 , r 2 , ..., s T −1 , a T −1 , r T −1 , where T is the 

number of steps performed. Then, the (discounted) return is 

calculated as: 

R = 

T −1 
∑ 

t=0 

γ t r t . (1) 

Note that the actions are selected according to the policy π ( s ). 

Therefore, the goal is to learn the optimal policy π ∗ in order to 

maximize the expected return: 

π ∗ = arg max 
π

E [ R | π ] . (2) 

Among the most popular methods for learning the optimal pol- 

icy is Q-learning [47] . Let Q ∗( s, a ) denote the expected return that 

will be obtained after performing the action a from the state s , 

given that an optimal policy is then followed. That is, the action- 

value function Q ∗( s, a ) is defined as: 

Q 
∗(s, a ) = max πE [ R t | s t = s, a t = a, π ] , 

where R t is the future return at time t which is calculated as: 

R t = 

T −1 
∑ 

t ′ = t 

γ t ′ −t r t ′ . (3) 

The action value function Q ∗( s, a ) expresses the maximum action 

value that an agent can earn after performing the action a and 

then following the optimal policy. 

The action-value function can be then learned iteratively by ob- 

serving the environment as the agent selects various actions [47] : 

Q i +1 (s t , a t ) = (1 − η) Q i (s t , a t ) + η(r t + γmax a Q i (s t+1 , a )) , (4) 

where η is the used learning rate. In its simplest form, simple look- 

up tables can be used to represent and store the optimal values for 

various states and actions, which are called Q-values . However, the 

size of this table quickly grows as the number of possible states in- 

creases. For example, even for a simple environment which is rep- 

resented by a small 8-bit gray-scale 4 ×4 image there are more 

than 10 38 possible states that must be represented. 

To overcome this limitation, deep neural networks are em- 

ployed to map the state of the environment to action-values, 

without having to explicitly store all the possible Q-values. This 

also allows to exploit the structure of the observation space to 

predict the action-values for states that were not seen before. 

This approach is called Deep Q-learning [7] . The used network is 

updated after each step, to minimize the employed loss function 

L (·) . The loss function measures the divergence between the 

current estimation of the action-values Q ( s, a , W i ) and the target 

value provided by the updated estimation of action-values, where 

W i denotes the parameters of the neural network after i optimiza- 

tion iterations have been performed. The difference between the 

current and updated estimation is defined as: 

δ = Q(s t , a t , W i ) − (r t + γmax a Q(s t+1 , a, W i )) , (5) 

and it is minimized using the employed loss function, e.g., the 

squared loss L (δ) = 1 / 2 δ2 . The interested reader is also referred 
to [48] , for a more in-depth review of deep RL. 

Even though Deep Q-learning can be used to tackle RL prob- 

lems with discrete action spaces, it can not be used to directly 

solve problems with continuous action spaces. This kind of prob- 

lem can be efficiently solved using different families of RL algo- 

rithms, such as Policy Gradient methods [37,43] . These methods 

employ two networks instead of one, the actor network and the 

critic network. The actor network is used to directly learn the pol- 

icy and select the most appropriate action, while the critic net- 

work works in a similar fashion to the networks used in Deep 

Q-learning, i.e., it is used to estimate the value of a state or the 

expected return of an action. In this work, the Deep Deterministic 

Policy Gradient method [37] is also used to evaluate the proposed 

approach for a continuous control problem. 

3.2. Simulation environments 

To develop the simulation environments the Head Pose Image 

Database (HPID) was used [26] . The Head Pose Image Database is 

composed of 2790 face images that belong to 15 subjects in various 

poses taken in a constrained environment. For each person face 

images with various head tilts (vertical angle) and pans (horizon- 

tal angle) were taken. The head tilt and the head pan in the face 

images range from −90 ◦ to 90 °. The first simulator, called Drone 

Control Simulator (DCS) thereafter, utilizes these images to simu- 

late a drone that moves in a part of a sphere defined by the center 

of the head of the subject. In that way, it is possible to simulate 

the movement of a drone in 15 ° steps for the pan and in 15 °/30 °

steps for the tilt. Some poses, obtained from different shooting an- 

gles for a person of the HPID, are shown in Fig. 1 . Since the full pan 

range exists only for the images with tilt angles between −60 ◦ and 

60 °, the available tilt angles used in the simulator were restricted 

to the aforementioned range. 

The Drone Control Simulator supports only discrete actions, 

since facial images exist only for specific poses. The following 5 

actions are supported: (1) stay (no action is performed), (2) left 

(drone moves left by 15 °), (3) right (drone moves right by 15 °), 

(4) up (drone moves upwards by 15 °/30 °—depending on the avail- 

able annotations), (5) down (drone moves downwards by 15 °/30 °—

again depending on the available annotations). Since the drone is 

restricted to move on the surface of a sphere, these movements 

can be directly translated into degree changes in the pan/tilt. Also, 

to simplify the control process, it is assumed that the camera is 

appropriately controlled to keep the face centered. If a requested 

command cannot be executed, e.g., an angle larger than 90 ° is re- 

quested, then the command is ignored and the state of the simu- 

lator remains the same. 

The second environment, called Camera Control Simulator 

(CCS), simulates the effect of various camera control commands. 

This environment is shown in the experiments conducted in 

Section 4 . The face image is randomly placed in a 512 ×512 frame 

and the camera is appropriately controlled to correctly center the 

face. The rest of the frame is filled with the background color of 

each image. This environment supports both continuous and dis- 

crete control actions. In continuous mode the camera view can 

be controlled in 1 pixel steps in the horizontal and vertical direc- 

tions, while the field of view for the zoom ranges from 64 pixels 

(fully zoomed in) to 192 pixels (fully zoomed out). Note that even 

though the granularity of the environment is limited to 1 pixel, 

which in turn limits the number of possible actions that can be 

performed, the actual output of the agent is continuous and not 

restricted by the granularity of the environment used for the train- 

ing. The maximum vertical/horizontal translation and maximum 

change in the field of view that can be performed in one step is 
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Fig. 1. Drone Control Simulation (DCS) environment: example face images at −60 ◦, 15 ◦ and 60 ° tilt (pan varies from −90 ◦ to 90 °). The drone is allowed to move in the 

sphere centered at the face of each subject. 

limited to 20 pixels, to ensure that the agent will not request an 

action that could be potentially harmful to the hardware and/or 

significantly decrease the quality of the obtained shots (e.g., by 

performing abrupt control actions). Selecting different limits can 

alter the behavior of the agent. Limiting the maximum translation 

and change in the field of view to 20 pixels provided a good trade- 

off between the ability of the agent to provide smooth shots and 

learn a useful policy. In discrete model, the following 7 commands 

are supported: (1) stay (no action is performed), (2) left (the cam- 

era moves left by 5 pixels), (3) right (the camera moves right by 

5 pixels), (4) up (the camera moves upwards by 5 pixels), (5) down 

(the camera moves downwards by 5 pixels), (6) zoom in (field of 

view decreases by 10 pixels), and (7) zoom out (field of view in- 

creases by 10 pixels). Again, when an invalid command is executed 

(zoom out of the supported range or move the camera outside the 

generated frame) the environment stays at its last valid state. Both 

environments are OpenAI Gym -compatible [49] , and they are avail- 

able at https://github.com/passalis/rl_camera_control. 

3.3. Deep RL for cinematography 

The proposed method aims to provide an easy and straight- 

forward way to define several cinematography-oriented objectives 

and train RL agents that can appropriately control the drone and/or 

the camera toward obtaining the requested shots. First, let e t de- 

note the control error at time t . This error expresses the distance 

between the current state and the desired shot and can be used to 

model any shoot type according to the director’s instructions. For 

example, for the Drone Control Simulator, where the aim is to ac- 

quire a frontal shot of the person of interest, the error is defined 

as: 

e ( DCS ) t = 
1 

2 

⎛ 

⎝ 

( 

x (t) − x (t) 
f 

x (t) m 

) 2 

+ 

( 

x (p) − x (p) 
f 

x (p) m 

) 2 
⎞ 

⎠ , (6) 

where x ( t ) is the current tilt, x (t) 
f 

is the desired tilt, x ( p ) is the cur- 

rent pan, x 
(p) 
f 

is the desired pan, while x (t) m and x 
(p) 
m denote the 

maximum tilt and pan absolute error respectively. The terms x (t) m 

and x 
(p) 
m are employed to ensure that the error is normalized and 

cannot exceed the value of 1. To perform frontal shooting, the tar- 

gets are set to 0, i.e., x 
(p) 
f 

= x (t) 
f 

= 0 . 

For the Camera Control Simulator, the error is similarly defined 

as: 

e ( CCS ) t = 
1 

3 

(

(

x − x f 

x m 

)2 

+ 

(

y − y f 

y m 

)2 

+ 

(

z − z f 

z m 

)2 
)

, (7) 

where ( x, y ) denotes coordinates of the center pixel where the 

camera is looking at, ( x f , y f ) are the coordinates of the center of 

the face of the target, while z is the current zoom level and z f the 

desired zoom level. As before, x m , y m , and z m denote the maximum 

position and zoom error and they are used for normalizing the er- 

ror. 

Similar errors can be easily defined for a wide variety of 

cinematography-oriented tasks. Note that in contrast with classical 

control approaches, the error is only calculated during the training 

process. The trained model can directly estimate the Q-values from 

the raw camera output, without having to pre-process the obtained 

images and calculate this error during the deployment. 

Apart from the error function, the reward function used for 

training the RL model must be defined. Note that defining a robust 

and meaningful reward function is critical for the fast and stable 

convergence of the training process. Perhaps the most straightfor- 

ward approach is to define the reward as the negative of the error: 

r ( plain ) t = 1 − e t . (8) 

However, this function fails to discriminate between the desired 

shot and all the other shots, since it always provides a positive re- 

ward that is given to the agent. This behavior can slow down the 

convergence of the training process and leads to suboptimal re- 

sults, as it was also experimentally demonstrated in Section 4 . To 

overcome this limitation, the reward function is extended as: 

r ( clippe d ) t = 

{

0 , if e t > e thres 
1 − e t /e thres , otherwise 

, (9) 

where e thres is the error threshold for rewarding the agent. If e thres 
is set to 1, then the agent is rewarded at every time-step as before. 

However, setting the error threshold to a lower value allows for 

rewarding the agent only when a good enough shot has been ob- 

tained, overcoming the limitations of the reward function defined 
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in Eq. (8) . The effect of this clipping hyper-parameter on the con- 

trol accuracy is evaluated in Section 4 . 

Even though RL can deal with sparse and time-delayed rewards, 

it was experimentally established that rewarding (or punishing) 

the agent after each action can significantly speed up the learning 

process. To this end, a clipped hint-based reward function is pro- 

posed. The proposed reward function provides an additional pos- 

itive reward when the performed action reduces the error, while 

it punishes the agent whenever the performed action leads to in- 

creasing the error. Therefore, the hint part of the reward function 

is defined as: 

h t = 

{ 
−αp , if e t > e t−1 

αr , if e t < e t−1 

0 , otherwise 
, (10) 

where αp is the punishment that the agent receives for a bad ac- 

tion, while αr is the reward received for a good action. Employing 

a higher penalty for wrong actions increases the stability of the 

training process and discourages the agent from oscillating around 

the best state. Finally, the agent must be proportionally rewarded 

when a good enough shot has been obtained, leading to the final 

reward function: 

r ( hint ) t = r ( clipped ) t + h t . (11) 

Again, the effect of the punishment and reward hyper-parameter 

( αp and αr ) is thoroughly evaluated in Section 4 . 

When non-linear models, such as neural networks, are used 

to approximate the Q-values, then the learning process might be 

unstable. Experience replay [40] is employed in this work, since 

it can overcome this limitation by using training data from var- 

ious episodes, allowing for reducing the correlation between the 

data fed to the network and improving the learning stability. Apart 

from experience replay, a separate target network is also used to 

estimate the Q-value during the training. This method is known 

as “Double Q-learning” and aims to reduce the maximization bias 

when estimating the Q-values, further improving the stability dur- 

ing the training process [50] . The Huber loss is used to define the 

optimization objective: 

L (δ) = 

⎧ 

⎨ 

⎩ 

1 

2 
δ2 , if δ < δthres 

δthres 

(

| δ| −
1 

2 
δthres 

)

, otherwise 
, (12) 

where δ is the difference error defined in Eq. (5) . Note that Hu- 

ber loss is more robust to outliers than the regular squared loss. 

Typically, δthres is set to 1. 

3.3.1. Training neural network-based agents for 

cinematography-oriented control 

The RL agent is implemented using a neural network denoted 

by f W ( ·), where W are the parameters (weights) of the network. 

The agent receives an input image s ∈ R width ×height ×channels , that 

corresponds to the state of the environment, and directly predicts 

the Q-values of the available actions, i.e., an m -dimensional vector 

y = f W (s ) ∈ R m , where m is the number of actions that the agent 

can perform. For the experiments conducted in this work the agent 

always observes color images of 64 ×64 pixels, i.e., s ∈ R 64 ×64 ×3 . To 

simplify the learning process for the DCS environment, the cropped 

face image is directly fed to network. The observation from the en- 

vironment (input image) is resized into 64 ×64 pixels before feed- 

ing it to the network. 

The structure of network used for estimating the Q-values is 

shown in Table 1 . After each convolutional layer batch normaliza- 

tion is used [51] . For all the convolutional and dense layers the 

relu activation function is employed [52] . No activation function is 

used for the final layer, since the last layer directly predicts the 

Table 1 

Structure of the neural network used for Q-learning. The hyper-parameters and the 

dimensionality of the output of each layer is reported. 

Layer Output shape 

Input 64 ×64 ×3 

Convolutional Layer (5 ×5, stride 2) 30 ×30 ×16 

Batch Normalization Layer 30 ×30 ×16 

Max Pooling Layer (2 ×2) 15 ×15 ×16 

Convolutional Layer (3 ×3) 13 ×13 ×32 

Batch Normalization Layer 13 ×13 ×32 

Max Pooling Layer (2 ×2) 6 ×6 ×32 

Convolutional Layer (3 ×3) 4 ×4 ×64 

Batch Normalization Layer 4 ×4 ×64 

Max Pooling Layer (2 ×2) 2 ×2 ×64 

Fully Connected Layer 128 

Fully Connected Layer 64 

Fully Connected Layer 5/7 (DCS/CCS) 

Q-values for the possible actions. The same structure is also em- 

ployed for the critic and actor networks, when the DDPG method 

is used. Note that the actor and critic networks also share the same 

layers up to the first fully connected layer. The actor network di- 

rectly outputs the horizontal/vertical and zoom control commands 

using the tanh activation function. Therefore, the output of the ac- 

tor network f W a (·) is a three-dimensional vector y a = f W a (s ) ∈ R 3 

that contains the control commands, where W a are the weights of 

the actor network. The critic also receives the output of the ac- 

tor in its penultimate fully connected layer and predicts the Q- 

value of the selected action for the given input state. Therefore, the 

critic network f W c (·) outputs a single scalar value after observing 

the state of the environment s and the action ( y a ) selected by the 

actor: y c = f W c (s , y a ) ∈ R , where W c are the weights of the critic 

network. 

The network was optimized using the RMSProp optimizer and 

the learning rate was set to η = 0 . 0 0 01 [51] . When the DDPG 

method is used, the learning rate for the actor was set to 0.0 0 01, 

while the learning rate for the critic was set to 0.01. The experience 

replay pool holds 10 0 0 0 samples from which batches of N batch = 

32 samples were drawn before performing one optimization itera- 

tion. Also, the target network is updated after each iteration with 

rate 0.001, following the Double Q-learning approach [50] . The dis- 

count factor γ was set to 0.95. 

The agents were trained for 10 0,0 0 0 steps that correspond to 

20 0 0 episodes for the DCS environment (each episode consists of 

50 control steps for the DCS) and 10 0 0 control episodes for the 

CCS environment (each episode consists of 100 control steps for 

the CCS). For the CCS environment 10 0 0 different control frames 

were generated (one for each episode). A linear exploration policy 

was employed: the initial exploration rate was set to ǫinit = 1 and 

it was linearly decreased to ǫtarget = 0 . 1 in the course of the initial 

N explore = 95,0 0 0 training steps. During the last 50 0 0 training steps 

the exploration rate was fixed to ǫtarget = 0 . 1 . Head images from 10 

persons of the HPID were used for training the method, while the 

images from the rest 5 persons were used for the evaluation. The 

proposed method was implemented using the keras-rl library [52] . 

4. Experiments 

The methods were evaluated under two different setups: (a) 

“train”, where the 10 persons that were used during the training 

process were also used for the evaluation, and (b) “test”, where 

5 different persons of the HPID dataset were used. For evaluating 

each method 500 random episodes were used (for each method 

the same 500 different initialization were used to ensure a fair 

comparison between the evaluated methods). For the DCS envi- 

ronment the agent performs 50 control movements before each 

episode ends, while for the CCS environment the agent performs 
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Table 2 

Effect of clipping hyper-parameter e thres on the control accuracy (validation using 

the DCS environment). The absolute mean pan and tilt error at the end of each 

episode (in degrees) are reported. 

e thres Tilt error ( °) Pan error ( °) 

0.01 26.94 39.36 

0.1 15.99 29.76 

0.2 9.36 17.01 

0.4 10.71 19.59 

0.6 12.87 24.21 

0.8 16.47 29.46 

1 19.11 34.32 

Table 3 

Effect of different combinations of the penalty hyper-parameter a p and the reward 

hyper-parameter a r on the control accuracy using a fixed value for the reward pa- 

rameter (validation using the DCS environment). The absolute mean pan and tilt 

error (in degrees) are reported. 

a p a r Tilt error ( °) Pan error ( °) 

0.15 0.1 11.70 15.27 

0.2 0.1 10.56 14.46 

0.3 0.1 11.73 20.58 

0.4 0.1 11.25 21.06 

0.25 0.2 9.54 11.94 

0.3 0.2 8.97 14.37 

0.4 0.2 5.94 8.55 

0.5 0.2 5.43 7.59 

0.6 0.2 5.67 9.36 

0.45 0.4 6.72 13.23 

0.5 0.4 7.92 11.37 

0.6 0.4 7.05 13.20 

100 control movements. The episodes are not terminated before 

completing the predefined number of control actions, even if the 

agent achieves the correct target position. This allows for more 

closely simulating a real environment, in which it is expected that 

the agent will run continuously. 

First, the effect of the clipping hyper-parameter e thres is evalu- 

ated in Table 2 . Using clipping, i.e., e thres < 1, significantly improves 

the performance over not using clipping ( e thres = 1 ), demonstrat- 

ing the importance of rewarding the agent only when its behavior 

is close to the desired one. On the other hand, using a very nar- 

row margin for providing the rewards, e.g., e thres < 0.1, can degrade 

the performance of the agent. The best performance is obtained 

for e thres = 0 . 2 . These hyper-parameter selection experiments were 

conducted using the train split of the CCS environment, while the 

optimization process ran for 100 episodes (50 steps were per- 

formed for each episode). 

Next, the effect of the penalty hyper-parameter a p and the re- 

ward hyper-parameters a r on the control accuracy is reported in 

Table 3 . Note that if the reward for performing a correct action (ac- 

tion that decreases the error) is larger than the penalty the agent 

obtains for a wrong action (action that increases the error), then 

the agent can learn to just oscillate around a position and acquire a 

(positive) net return of a r − a p for each oscillation cycle. Therefore, 

a p should be always set to a value larger than a r , to ensure that 

this kind of behavior is punished. Carefully selecting these values, 

i.e., using a high enough reward and punishing the wrong move- 

ments, seems to allow for learning agents that can indeed perform 

accurate control. Nonetheless, the performance of the agent seems 

to be stable enough for a wide range of reasonable combinations 

of a p and a r . For the experiments conducted in this paper a p was 

set 0.5, while a r was set to 0.2. The selected values for these hyper- 

parameters worked well for both problems considered in this pa- 

per, even though finetuning the value to each problem could pos- 

sibly further increase the quality of the learned agents. 

Table 4 

Evaluation using the DCS environment. The following reward functions were used 

for the training: “plain” ( e thres = 0 , a p = 0 , a r = 0 ), “clipped” ( e thres = 0 . 2 , a p = 0 , a r = 

0 ), “hint” ( e thres = 0 . 2 , a p = 0 . 5 , a r = 0 . 2 ). The absolute mean pan and tilt error (in 

degrees) are reported. 

Method Evaluation split Reward Tilt error ( °) Pan error ( °) 

Stay Train – 29.94 48.24 

Pose regression Train – 6.87 7.44 

D-RL (Q) Train Plain 8.34 12.0 

D-RL (Q) Train Clipped 0.90 3.42 

D-RL (Q) Train Hint 0.69 0.72 

Stay Test – 29.37 48.93 

Pose regression Test – 14.07 12.18 

D-RL (Q) Test Plain 13.92 19.62 

D-RL (Q) Test Clipped 10.47 8.31 

D-RL (Q) Test Hint 7.17 3.69 

Table 5 

Evaluation using the CCS environment. The following reward functions were used 

for the training: “plain” ( e thres = 0 , a p = 0 , a r = 0 ), “clipped” ( e thres = 0 . 2 , a p = 0 , a r = 

0 ), “hint” ( e thres = 0 . 2 , a p = 0 . 5 , a r = 0 . 2 ). The absolute mean pan and tilt error (in 

degrees) are reported. 

Method Evaluation split Reward Position error Zoom error 

Stay Train – 170.81 39.61 

D-RL (Q) Train Plain 151.21 23.43 

D-RL (Q) Train Clipped 93.09 19.27 

D-RL (Q) Train Hint 48.60 14.09 

D-RL (PG) Train Hint 27.37 11.66 

Stay Test – 166.33 39.46 

D-RL (Q) Test Plain 148.47 22.92 

D-RL (Q) Test Clipped 88.00 17.31 

D-RL (Q) Test Hint 40.41 11.66 

D-RL (PG) Test Hint 24.27 11.42 

The evaluation results for the DCS environment are shown 

in Table 4 , while for the CCS environment in Table 5 . The pro- 

posed deep RL method is abbreviated as “D-RL (Q)”, when the 

Double Deep Q-learning method is used for learning the control 

agent [50] , while the proposed method is abbreviated as “D-RL 

(PG)”, when the Deep Deterministic Policy Gradients method is 

used for performing continuous control [37] . The evaluated agents 

are also compared to a dummy agent that does not perform any 

control movement (abbreviated as “Stay”) to demonstrate the im- 

provements over the initial state of the environment. For the DCS 

environment the proposed method is also compared to an agent 

that employs a pose regression method to perform control, while 

for the CCS environment an agent that is capable of performing 

continuous control is also employed. The pose regression technique 

(denoted by “Pose Regression”) uses a deep CNN (the same ar- 

chitecture with the network used for estimating the Q-values was 

used) to predict the pose (tile/pan) and then control the drone. 

Several conclusions can be drawn for the reported results. First, 

using the clipped reward function always improves the results over 

the plain reward function for both environments. At the same time, 

the hint-based reward function seems to further improve the con- 

trol accuracy of the agents over both the plain and clipped re- 

wards. The improvements are even more significant for the CCS 

environment, where using the hint-based reward reduces the posi- 

tion error over more than 60%. Both the agents that use the clipped 

and hint reward functions outperform the regression based tech- 

nique by a significant margin, demonstrating that training the net- 

work directly for the task at hand (control) instead of a general 

task (regression) can improve the control accuracy. Furthermore, 

using an agent that is capable of performing continuous control 

(D-RL (PG)) leads to significantly better results, improving the final 

position error by over 40%. 

Another important observation was that, even though a sepa- 

rate target network was used to estimate the target Q-values, the 
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Fig. 2. Errors during the training process for three different reward functions (plain, clipped and hint) and two different environments (DCS and CCS). The reported errors 

correspond to the average of the final pan and tilt errors achieved at the end of each test episode. 

Fig. 3. Mean Q-values and total reward during the training process of the D-RL (Q) agent using the hint-based reward function and the DCS environment. The metrics were 

calculated based on the behavior of the agent during the training episodes. 

Fig. 4. Mean Q-values and total reward during the training process of the D-RL (Q) agent using the hint-based reward function and the CCS environment. The metrics were 

calculated using the behavior of the agent during the training episodes. 

variability of the return per episode during the last episodes of the 

training process was quite large. To overcome this issue, the mod- 

els were evaluated during the training process (using the train- 

ing set as validation) and the best solution found was used as 

the final model. This phenomenon is illustrated in Fig. 2 , where 

the combined (average) control error during the training for the 

two environments and the three different rewards functions are 

plotted. Again, using the hint reward function leads both to faster 

convergence, as well as to overall better solutions. The mean Q- 

value and return for the CCS and DCS environments are shown in 

Figs. 3 and 4 . Even though the convergence is quite stable, demon- 

strated by the stable increase in the mean Q value, there is a signif- 

icant variability in the return obtained for each of the last training 

episodes (especially for the CCS environment). This observation led 

us to perform the evaluation shown in Fig. 2 and select the best 

performing model that was obtained during the training process. It 
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Fig. 5. Control sequences using the DCS environment and the D-RL (Q) agent trained using the hint-based reward function. The test set was used for the evaluation. The 

first 6 images correspond to the fist 5 control actions, while the last one corresponds to the 15th control action. 

Fig. 6. Control sequences using the DCS environment and the D-RL (Q) agent trained using the hint-based reward function. The images correspond to the 10 first control 

actions. Note that a longer trajectory than the optimal is followed, i.e., more actions that the required are performed. 
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Fig. 7. Control sequences using the CCS environment. The two agents (D-RL (Q) and D-RL (PG)) were trained using the hint-based reward function. The test set was used 

for the evaluation and the images correspond to the following control steps: 1, 3, 5, 9, 11, 13, 15, 17, 19, 21, 26, 31, 39 and 40. The last two control actions are consecutive to 

allow for examining the stability of the agent toward the end of the control process. Note that the agents have learned that they have to first zoom-out, detect the subject 

and then appropriately control the camera and the zoom. 
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Table 6 

Evaluation using the DCS environment-regularization. The absolute mean pan and 

tilt error (in degrees) are reported (test split). 

Method Tilt error ( °) Pan error ( °) 

No regularization 13.59 6.24 

Dropout 10.56 5.34 

Batch normalization 7.17 3.69 

Batch normalization + dropout 10.20 7.26 

was experimentally verified that this model also leads to the best 

test error, even though it was selected using as a sole criterion its 

behavior on the train set. 

Some control examples for the DCS environment are shown in 

Fig. 5 . Note that the first 6 images correspond to the fist 5 control 

actions, while the last one corresponds to the 15th control action. 

The agent manages to control the drone in an appropriate way 

in order to (almost) center each subject. Furthermore, in most of 

the cases, the agent selects the stay action, instead of oscillating 

around the center position. Note that in some cases, the control 

process was not optimal, i.e., more than the required number of 

control movements were performed, as shown in Fig. 6 . One con- 

trol example using the CCS environment is also depicted in Fig. 7 . 

Both the discrete (D-RL (Q)) and continuous (D-RL (PG)) control 

agents are compared. The depicted images correspond to the fol- 

lowing control steps: 1, 3, 5, 9, 11, 13, 15, 17, 19, 21, 26, 31, 39 and 

40. The last two control actions are consecutive to allow for exam- 

ining the stability of the agent toward the end of the control pro- 

cess. The agents have learned that they have to first zoom-out, de- 

tect the subject and then appropriately control the camera and the 

zoom. Note that the continuous agent leads to significantly better 

performance, i.e., lowest final error at the end of the episode, com- 

pared to the discrete one, since it is indeed capable of exploiting 

the finer control granularity to better center the subject. 

Finally, the effect of different regularization methods is evalu- 

ated in Table 6 . Note that regularization is especially important, 

given the small size of the used training dataset, to ensure that 

the networks will not over-fit the training samples. Four differ- 

ent methods were evaluated: (a) not using any form of regulariza- 

tion, (b) using the dropout method after each convolutional layer 

(the dropout probability was set to p = 0 . 2 ) [53] , (c) using batch 

normalization after each convolutional layer [54] and (d) combin- 

ing the batch normalization and dropout approaches. The evalua- 

tion was performed using the DCS environment, which was more 

prone to over-fitting, as demonstrated in the results reported in 

Table 4 . Using any form of regularization seems to improve the 

obtained results (the test pan error is reduced by almost 50%). 

Note that even though batch normalization [54] is not an explicit 

form of regularization, it has been shown to reduce the need for 

explicit regularization. This observation is also confirmed by the 

conducted experiments, where using batch normalization leads to 

better control accuracy than using the dropout method. Combining 

the dropout and batch normalization seems to over-regularize the 

network, increasing both the training and testing errors. 

5. Conclusions 

In this work, a structured methodology for encoding 

cinematography-based control objectives as RL problems was 

presented. The proposed approach was combined with two dif- 

ferent RL approaches, both for discrete and continuous control. 

To train and evaluate the proposed method, two simulation envi- 

ronments were developed. Using these simulation environments 

it was demonstrated that the proposed method is capable of per- 

forming accurate drone/camera control. An appropriately designed 

reward function was also employed to ensure that the training 

process will converge smoothly. Also, the proposed method out- 

performed a hand-crafted controller, that uses a deep face pose 

regressor to control the drone. It should be noted that in contrast 

with classical control methods, RL approaches require the use 

of simulation environments for training the agents. Developing 

realistic environments, that can be used for directly deploying 

the learned agents, can be an expensive and time-consuming 

process. Furthermore, the ability of the learned agent to perform 

accurate and robust control critically relies on the quality of the 

used environment. For example, it was demonstrated that using 

an environment that supports continuous control and training 

an agent that can perform continuous control can indeed lead to 

significant improvements in the control accuracy. Also, carefully 

designed reward functions are usually needed to ensure that the 

agents will exhibit the desired behavior. 

There are also several interesting future research directions. 

More realistic simulation environments can be developed to model 

the complexity and the stochastic nature of real-world applica- 

tions. Transfer learning techniques can be also combined with such 

environments [55–57] , that use more complex computer-generated 

graphics, to allow for directly deploying the trained agents in real- 

world applications. Also, in this paper the drone was controlled 

independently from the camera, i.e., the interactions between the 

two agents were not taken into account. However, note that it is 

straightforward to use the proposed framework to train RL agents 

that are capable of simultaneously performing drone and cam- 

era control, given the appropriate simulation environment that can 

model both behaviors at the same time. This would allow for de- 

veloping more complicated agents that could be effectively used in 

a practical application, e.g., tracking moving subjects. Furthermore, 

recurrent neural models can be combined with more dynamic en- 

vironments, e.g., using moving and rotating targets, to allow for 

predicting the movements of the target and allowing the agent to 

anticipate the changes in the environment, further increasing the 

quality of the obtained shots. Finally, in some cases, there is a fairly 

large difference between the training and testing performance of 

the learned agents. Using more sophisticated environment and/or 

pretraining the agent using larger datasets could possibly reduce 

this generalization gap and improve the performance of the agent. 
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ABSTRACT

Audiovisual coverage of sports events using Unmanned

Aerial Vehicles (UAVs) is becoming increasingly popular.

Intelligent audiovisual (A/V) shooting tools, accurately iden-

tifying the 2D region of cinematographic attention (RoCA)

depicting rapidly moving target ensembles and automatically

controlling the UAVs/cameras through visual content anal-

ysis, are thus needed. A novel algorithmic pipeline is pro-

posed, implementing computational UAV cinematography

for assisting sports coverage, based on semantic, human-

centered visual analysis. Athlete and ball detection / tracking

results as well as their spatial distribution on the image plane

are the semantic features extracted from UAV video feed and

exploited for RoCA extraction, based solely on present and

past target detections. A PID controller visually controlling a

real or virtual camera to track the RoCA and produce aesthet-

ically pleasing shots, without exploiting 3D location-related

information, is employed. The proposed method is evaluated

on actual UAV footage from soccer matches and promising

results are obtained.

Index Terms— autonomous UAVs, cinematography,

sports broadcasting, human-centered visual analysis, PID

controller

1. INTRODUCTION

As employing camera-equipped Unmanned Aerial Vehicles

(UAVs) for audiovisual coverage of sports events tends to be-

come mainstream, new cinematography challenges arise that

need to be properly handled [1, 2]. Such a case is the au-

tomatic region-of-cinematographic-attention (RoCA) identi-

fication for guiding autonomous UAV camera framing, mim-

icking the way a human camera operator would do. Most re-

search works implementing camera control based on compu-

tational aesthetics study low-level video features, like texture,

saturation and hue [3, 4], while overlooking the influence of

This work has received funding from the European Union’s Horizon

2020 research and innovation programme under grant agreement No731667

(MULTIDRONE). This publication reflects the authors’ views only. The Eu-
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higher-level visual semantics (e.g., athlete location and fram-

ing on the image plane), which can be acquired through vi-

sual scene (stadium) and targets (athletes) analysis, providing

information concerning the visual attention of a professional

cameraman when shooting. Especially for sports shooting,

such a high-level visual analysis is crucial, since there usually

are multiple moving targets, e.g., athletes. Only by consider-

ing them to be parts of one unified RoCA and by modeling its

global structural motion, can the UAV camera be controlled

to best capture the complex game dynamics.

An autonomous quadcopter capable of capturing frontal

images of moving targets by selecting the best vantage points

is presented in [5]. A Partially Observable Markov Decision

Process (POMDP) is employed for estimating target motion

intentions and deciding between moving or staying still, thus

minimizing camera motion, while it always faces the target.

High-level cinematographic commands concerning the shots

to be captured and the desired object positioning are provided

in [6], where UAV navigation is performed by implementing

smooth transitions between the requested shots, while simul-

taneously tracking the targets.

Fixed cameras are employed in [7] for tracking basketball

players along with the ball and estimating player centroid.

Path planning and control are then performed by utilizing a

virtual camera, thus proposing a hybrid, low-latency system

incorporating knowledge about future events. Future regions-

of-interest are estimated in [8], based on the stochastic field

representing the motion trends of soccer players. The robust-

ness of this spatiotemporal video content selection method is

also evaluated with moving cameras, and their motion control

is demonstrated to mimic the one of a cameraman.

Aesthetics criteria, e.g., player spatial distribution, ball

visibility and game flow are taken into consideration in the

automated director assistance method proposed in [9]. The

camera capturing the most visually appealing shots is iden-

tified and personalized directorial shooting styles are learnt,

while various visual semantics, e.g., intensity of activity, ob-

ject detection and tracking, object size, width, height, orien-

tation and location, as well as motion vectors, are some of the

features employed by the best-view selection system [10].

The methods described above utilize future information

in order to perform camera control (e.g., by buffering video



frames) and focus on capturing specific targets/objects. On

the contrary, the proposed pipeline implements automatic

camera control and can be employed both during production

and post-production stages, as it relies only on present and

past visual information, in order to estimate a RoCA.

In cases of target ensembles, like sports games, objective

definition of the RoCA and proper framing are rather diffi-

cult. Tracking the ball and focusing on its trajectory in order

to define the RoCA over the game field view, would be one

solution. Human-centered visual analysis, i.e., player detec-

tion/tracking and 2D spatial player distribution, for calculat-

ing the region enclosing the majority of them, while omit-

ting outliers, would be another, in case ball detections are not

available.

The proposed pipeline employs the combination of ball-

/player-related information and aesthetics criteria for esti-

mating the parameters determining the shots to be produced.

Moreover, instead of robotic cameras, employed by the vast

majority of the related approaches, the proposed pipeline in-

troduces the use of autonomous UAVs for sports coverage,

drastically reducing (post-)production cost, since very low-

cost UAVs can be easily found and no cameramen or UAV

operators are required - the vehicle may simply hover over

the field sideline, with its camera set to the widest possible

field of view.

In brief, the proposed pipeline consists of three stages,

and the only input required is a UAV video frame. At first,

player and ball detection/tracking are performed, with the

resulting regions-of-interest (ROIs) subsequently used by

the RoCA estimation component. The latter calculates the

video frame region of the most interest, employing the rule-

of-thirds [11] while also taking ROI motion direction into

account, and feeds a special PID controller designed for cin-

ematographic camera control [12] with the estimated RoCA.

Finally, the PID controller guids a real camera gimbal or a vir-

tual camera appropriately, aiming to keep the RoCA focused

and centered. Virtual camera control is simply and efficiently

implemented by suitably cropping the appropriate region of

the original video frame. An informative and aesthetically

pleasing (real or virtual) output video frame is thus produced.

The main novelties introduced by the proposed pipeline

could be summarized as follows: a) framing based on a RoCA

and not a specific object/target (e.g., game player, ball), b)

exploitation of present and past information only in order to

form the RoCA trajectory (no knowledge of the future re-

quired), and c) camera control based solely on 2D visual in-

formation - no usage of 3D location-related information con-

cerning the camera or the target.

2. A COMPUTATIONAL UAV CINEMATOGRAPHY

PIPELINE

The proposed pipeline operates on a UAV camera video

stream, by extracting high-level player-related information

and controlling a virtual pan-tilt-zoom camera, so that the

most interesting RoCA of the entire field view is always

properly framed and visualized. In order to operate appropri-

ately, the method requires high-resolution, wide-angle long

shots of the field. Modern 2K and 4K video cameras are

thus considered ideal, since they have high enough resolution

to allow the proposed algorithm pipeline to produce high-

quality virtual camera video frames, being spatially cropped

segments of the original video frames. The execution pipeline

presented in Fig. 1, is thoroughly described in the following

paragraphs.

To begin with, player and ball detection/tracking have to

be performed, using any player/ball detector (e.g., [13]) and

2D visual tracker (e.g., [14]), which normally output image

ROIs defined by their top-left and bottom-right corners, ex-

pressed in pixel coordinates. The simplest solution for target

detection and localization is to use an existing pedestrian/ball

detector, e.g., [15] based on CNNs, possibly finetuned with

case-specific image data sets. Semantic information of this

sort can nowadays be relied upon, thanks to advances in deep

learning.

Let us denote by ft the UAV video frame being processed

at time instance t, its ball ROI by Rbt = [xbmin, ybmin,

xbmax, ybmax]
T and its player ROIs by Rt,i = [xmin, ymin,

xmax, ymax]
T , i = 1, . . . , N , with N denoting the players in-

volved in the game. The mean distance dxt,i of player i from

his n = 3 nearest neighbors, along the x axis, is calculated.

Afterwards, having sorted player ROIs in ascending linear or-

der along the x direction, the Euclidean distance of Rt,i from

Rt,i±1 regarded as 1D points, is calculated, and two checks

are performed: a) if it is greater than the mean player ROI size

in this direction (i.e., mean width in x direction) and b) if it

is greater than the mean distance dxt,i. In case the two pre-

vious tests succeed, the player is considered an outlier [16],

thus being omitted, and the previous steps are repeated for the

next player, until the first one to be included in the RoCA is

found. The entire procedure is subsequently performed along

the y axis. This way, a bounding box RoCAt enclosing the

RoCA at time instance t is calculated, containing the players

distributed in the most serried way. However, if the obtained

RoCA is smaller in size than a user-specified percentage of

the original video frame, its size is adjusted accordingly. This

way, extreme close-up shots are avoided.

If ball ROI Rbt information is available, it is repre-

sented by its middle point cRbt = [cbx, cby]
T and its mo-

tion direction along axes x, y is estimated. Representing

player ROIs by their center point, as well, the ROI centroid

cRt = [cx, cy]
T is calculated along with its direction of mo-

tion on both axes x, y. After smoothing cRt, by applying a

Gaussian filter of temporal length LcR = 3 video frames on

its coordinates, RoCAt is estimated in such a way that camera

fixation point fpt = fRb∗cRbt+(1−fRb)∗cRt, fRb = 0.75
always constitutes one of the four intersection points arising

by the cinematographic rule-of-thirds. In case ball detection
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Fig. 1. Proposed method pipeline

is missing at some time instance t, the fixation point is calcu-

lated based on the last detected ball ROI, and fRb weight is

assigned to cRt.

More specifically, by exploiting motion direction infor-

mation and RoCAt size (previously calculated), its bounding

box is formed around fpt so that 2

3
of the RoCA size always

lie towards the ball motion direction (or the players’ if ball

detection is not available) and only 1

3
towards the opposite di-

rection. RoCAt coordinates are also filtered by a Gaussian

window of temporal length LRoCA = 5 video frames, so that

a pleasing trajectory, without abrupt movements and jumps,

can be obtained. Finally, its aspect ratio is estimated, and the

smallest modifications required for retaining 16 : 9 ratio are

performed. It is then fed to the PID controller [12] that is re-

sponsible for controlling the pan, tilt and zoom of the virtual

camera appropriately, so that RoCAt: a) always encloses at

least a user-specified percentage of the original video frame,

b) always covers a user-specified percentage of the produced

virtual camera video frame, i.e., a specific cinematographic

shot type is captured, c) is appropriately positioned in the vir-

tual camera video frame, based on user preferences.

The PID controller proposed in [12] is employed here as

an image-based virtual camera control system implement-

ing a number of the previously identified cinematographic

shot types [17, 18, 19, 20], requiring information concern-

ing neither the UAV, nor the target 3D position. Several

target-tracking camera rotation types can be defined as a set

of requirements relating 2D visual information and camera

orientation. By exploiting these requirements, this purely

vision-based controller can instantly control virtual camera

pan and tilt, thus effectively executing a target-tracking shot

based solely on 2D visual information. The controller keeps

the target RoCA properly positioned within the resulting vir-

tual video frame and framed according to the desired shot

type [11], by appropriately modifying the virtual camera

zoom. Either central composition or the rule of thirds can

be followed for RoCA framing [1]. Unless otherwise stated,

central composition is always used in this work.

Fig. 2 presents indicative results obtained through this

pipeline. To elaborate, Fig. 2(a) depicts the original UAV

video frames with the ball bounding box painted in yellow,

the player bounding boxes in red, the enclosing RoCA in

green, and the virtual video frame window estimated by the

PID controller in blue, while the resulting virtual video frame

is shown in Fig. 2(b). It can be easily noticed that the players

positioned further apart were considered outliers and were

not included in the estimated RoCA.

3. EXPERIMENTAL EVALUATION

Performance assessment of the proposed pipeline was per-

formed during post-production, employing non-professional

UAV footage of a soccer game as input data, captured at a

resolution of 1280 × 720 pixels. A video clip of 4335 video

frames was selected for presenting evaluation results. Ground

truth ROIs for the players and the ball were manually anno-

tated, while a professional cameraman was asked to indicate

a RoCA ground truth sequence. Player ROIs were also auto-

matically extracted, with the aid of YOLO v3 detector [15].

The proposed pipeline, as well as method [7] and espe-

cially virtual camera handling, were both implemented in

Python. Comparisons of the obtained evaluation results with

ground truth and automatically detected player ROIs are pro-

vided. Moreover, the RoCAs estimated by the two methods

are compared to the human expert-defined sequences.

The following user-defined parameters were employed.

Central composition and a virtual video frame coverage per-

centage of 70%, with a minimum RoCA size equal to 1

3
of the

original video frame, i.e., 427× 240 pixels were the parame-

ters concerning RoCA formation and PID control. The Gaus-

sian window sizes adopted were LcR = 3, LRoCA = 5, both

selected by visually inspecting the resulting virtual videos.

The virtual camera fixation point fpt was positioned in be-

tween the ball ROI middle point cRbt and player centroid

cRt, with cRbt weight equal to fRb = 0.75 and cRt weight

fRt = 1−fRb = 0.25 on axis x, so that the virtual camera can

follow horizontal ball movement. In the contrary, fRb = 0.25
and fRt = 0.75 on the y axis, thus minimizing the influence

of vertical ball position to virtual camera movement and pre-

venting the latter from following ball bounce.

Fig. 3 presents the percentage of the original UAV video

frame region characterized as RoCA by the human expert, the

proposed pipeline and method [7], employing both ground

truth (gt) player ROIs and YOLO detections. Contrary

to the [7]-created RoCA, the RoCA produced by the pro-

posed pipeline does not appear to differ significantly from the

ground truth. This, can be also verified by Table 1, presenting

mean coverage percentage of the original video frame by the

RoCAs produced in all the aforementioned cases along with

standard deviation values, as the mean coverage achieved

by the proposed pipeline is much closer to the ground truth

RoCA coverage. In addition, the reported standard deviation

values highlight the robustness of the proposed method, as

they are dramatically lower than the ones estimated for [7].

With a mean RoCA coverage of the original video frame
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Fig. 2. (a) UAV original camera-captured video frame, (b) virtual camera video frame – yellow box: ball, red boxes: players,

green box: estimated RoCA, blue box: PID controller framing window

Fig. 3. Original video frame coverage (%) by RoCA – dashed

dark green line: proposed with ground truth player ROIs, dot-

ted cyan line: proposed with YOLO detected ROIs, dashed

deep purple line: [7] with ground truth player ROIs, dotted

magenta line: [7] with YOLO detected ROIs, solid red line:

human expert ground truth

equal to 12.16%, according to the human expert-created

ground truth RoCA sequence, the vast majority of the video

frames having RoCAs extending only in 10 - 18% of their im-

age and no single video frame having a RoCA covering more

Table 1. Mean RoCA coverage of the original video frames

and standard deviation results

mean coverage & std (%)

Proposed - gt ROIs 11.57±0.80

Proposed - YOLO ROIs 11.51±0.79

[7] - gt ROIs 19.65±6.73

[7] - YOLO ROIs 19.80±7.24

Human expert 12.16±2.00

than 20% of the entire image, it becomes obvious that quite a

lot of inactive visual 2D space was originally captured, which

is reasonable since the UAV was capturing long-shots.

Table 2. Average Intersection over Union results

mean IoU

Proposed - gt ROIs 54.30%

Proposed - YOLO ROIs 54.39%

[7] - gt ROIs 44.21%

[7] - YOLO ROIs 43.23%

Another metric employed for the evaluation of the ob-

tained RoCAs, is their average instersection over union (IoU)

with the ground truth. As shown in Table 2, the proposed

pipeline outperforms [7] in terms of IoU by approximately

10%. Additionally, the results obtained with ground truth and

YOLO-detected player ROIs for both methods do not differ

significantly, which is due to YOLO effectiveness.

4. CONCLUSIONS

In this paper, a pipeline for computational cinematography

in UAV sports coverage, applicable both during production

and post-production, based on semantic, human-centered vi-

sual analysis was proposed. High-level semantic features, like

player/ball detection/tracking results (ROIs), as well as player

spatial distribution and motion direction, are extracted from

an aerial video feed of a single UAV and, after performing vi-

sual analysis, the RoCA is extracted using the rule-of-thirds,

based solely on present and past information. The RoCA is

then operated upon by a suitable PID controller, which can

visually control a real or virtual camera to track the target and

produce salient video shots, keeping it properly framed by ap-

propriately cropping the original video frames, without using

3D location-related information. Promising results were ob-

tained by the objective evaluation of the proposed pipeline,

which outperformed a competing method.
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ABSTRACT 

 

Recently, much research has been done on how to secure 

personal data, notably facial images. Face de-identification 

is one example of privacy protection that protects person 

identity by fooling intelligent face recognition systems, 

while typically allowing face recognition by human 

observers. While many face de-identification methods exist, 

the generated de-identified facial images do not resemble 

the original ones. This paper proposes the usage of 

adversarial examples for face de-identification that 

introduces minimal facial image distortion, while fooling 

automatic face recognition systems. Specifically, it 

introduces P-FGVM, a novel adversarial attack method, 

which operates on the image spatial domain and generates 

adversarial de-identified facial images that resemble the 

original ones. A comparison between P-FGVM and other 

adversarial attack methods shows that P-FGVM both 

protects privacy and preserves visual facial image quality 

more efficiently. 

 

Index Terms— Privacy Protection, Face De-

identification, Adversarial Examples, Deep Learning, 

Computer Vision 

 

1. INTRODUCTION 

 

In recent years, state-of-the-art deep learning and deep 

neural network methods have been applied for face 

recognition. At the same time, several efforts have been 

made for face de-identification, for person identity 

protection. In the past, several ad-hoc methods (e.g., 

masking, pixelization and blurring) [1-3] were used for face 

de-identification that are capable to fool various face 

classifiers by strongly altering the input facial image. 

However, many current state-of-the-art deep neural face 

recognizers are robust to such ad-hoc attacks. Furthermore, 

the aforementioned methods strongly alter face appearance 

in the de-identified image, thus making them useless in 

several applications (e.g., social networks). 

Subsequently, various face de-identification techniques 

began to appear, which are based on the k-anonymity 

framework (e.g., k-Same [4] family of methods). They 

exploit statistical information from a set of facial images to 

produce more realistic de-identified facial images. 

Nevertheless, the result is often unsatisfactory, as the de-

identified facial images eventually deviate significantly 

from the original input images. Furthermore, the depicted 

faces tend to resemble each other and thus, lose their unique 

characteristics related, e.g., to race, gender, age, expression 

or pose. Other interesting face de-identification techniques 

use a batch of facial images selected from a database, based 

on extracted well-defined facial features in order to de-

identify an input facial image. The batch facial images are 

used as donors of facial characteristics, in order to alter the 

input facial image [5]. Alternatively, preexisting k-

anonymity methods [6] are used to alter the input facial 

image, using the batch facial images. However, both 

techniques do not preserve the unique characteristics of the 

input facial images. 

Recently, sophisticated techniques have been developed 

with the sole purpose of producing realistic de-identified 

facial images. Specifically, with the rise of Generative 

Adversarial Networks (GANs) [7] and, more generally, of 

generative models [8] various methods have been proposed 

[9-14] that replace the input face with a new, realistic and 

synthetic facial image. However, as we want both face de-

identification and retaining the original face appearance, 

such methods fail to live to our expectations. 

In this work, we propose the usage of adversarial 

examples [15, 16] to achieve face de-identification, so that 

the generated de-identified facial images are as realistic as 

possible and visually very similar to the original ones. 

Furthermore, we introduce the Penalized Fast Gradient 

Value Method (P-FGVM), a novel adversarial attack, which 

operates on the image spatial domain and generates 

adversarial examples for face de-identification that resemble 

the original facial images. 

 

2. ADVERSARIAL EXAMPLES 

 

Adversarial examples are inputs to machine learning 

classification models, which are carefully constructed and 

usually imperceptibly different from pre-existing original 

images that result to incorrect image classification. 

Specifically, let (𝒙𝑖 ,𝑦𝑖 ) be a dataset facial image entry which 



comprises of a feature vector 𝒙𝑖 ∈ 𝑋 ⊆ 𝑅𝑛  and the 

corresponding ground truth label 𝑦𝑖 ∈ 𝑌. Suppose a deep 

neural network classifier has learned the mapping 𝑓: 𝑋 → 𝑌, 

using a training dataset. Given an instance 𝒙 with ground 

truth label 𝑦, such that 𝑓(𝒙) = 𝑦, it is possible to generate 

two types of adversarial examples—targeted and non-

targeted ones. In both cases, the adversarial example 𝒙  is 

crafted by adding a small adversarial perturbation to 𝒙, so 

that  𝒙 − 𝒙 𝑝 ≤ 𝜀 where 𝜀 is a small value to control the 

magnitude of the adversarial perturbation. For the non-

targeted adversarial example we aim at 𝑓(𝒙 ) ≠ 𝑦. For the 

targeted adversarial example, we aim at 𝑓(𝒙 ) = 𝑦 , where 𝑦  

is a specified target label, different than 𝑦. 

The fast gradient-based adversarial example generation 

methods [17] use the gradient 𝛻𝒙ℓ𝑓  of the loss function ℓ𝑓  

(e.g., cross-entropy error) of the classifier 𝑓 w.r.t. to an 

input 𝒙, in order to transform 𝒙 to an adversarial example 𝒙 . 

Iterative Fast Gradient Sign Method (I-FGSM) [16, 18] and 

Iterative Fast Gradient Value Method (I-FGVM) [18, 19] 

follow this methodology. They differ in the way they use the 𝛻𝒙ℓ𝑓  gradient. Specifically, the I-FGVM method changes the 

input 𝒙 in the direction of the gradient, while the I-FGSM 

method uses only the sign gradient. The gradient descent 

update equations for the methods are the following ones: 

 

I-FGVM 𝒙 0 = 𝒙, 𝒙 𝑖+1 = 𝑐𝑙𝑖𝑝 0,1 (𝑐𝑙𝑖𝑝 𝒙−𝜀 ,𝒙+𝜀 (𝒙 𝑖 − 𝛼 ∙ 𝛻𝒙ℓ𝑓(𝒙 𝑖 , 𝑦 ))) 

 

I-FGSM 𝒙 0 = 𝒙, 𝒙 𝑖+1 = 𝑐𝑙𝑖𝑝 0,1 (𝑐𝑙𝑖𝑝 𝒙−𝜀 ,𝒙+𝜀 (𝒙 𝑖 − 𝛼 ∙ 𝑠𝑖𝑔𝑛(𝛻𝒙ℓ𝑓(𝒙 𝑖 , 𝑦 ))) 

 

where 𝛼 is the step size, 𝒙 is the original image, 𝛻𝒙ℓ𝑓(𝒙 𝑖 , 𝑦 ) 

is the first-order gradient term of the adversarial loss and 𝑐𝑙𝑖𝑝 𝑎 ,𝑏  is a value constraint so that pixel values cannot go 

beyond the [𝑎, 𝑏] range. Thus, 𝑐𝑙𝑖𝑝 0,1  constrains the pixel 

values to ensure data validity and 𝑐𝑙𝑖𝑝 𝒙−𝜀 ,𝒙+𝜀  enforces the 𝐿∞  norm of the adversarial perturbation to be within the 

limits defined by 𝜀. 

 

3. PENALIZED FAST GRADIENT VALUE METHOD 

 

The proposed novel adversarial attack method Penalized 

Fast Gradient Value Method (P-FGVM) is inspired by the 

baseline adversarial attack method I-FGVM. P-FGVM 

combines an adversarial loss and a ‘realism’ loss term. It is 

capable of generating a targeted adversarial example 𝒙  by 

using the following gradient descent update equations: 

 𝒙 0 = 𝒙, 𝒙 𝑖+1 = 𝑐𝑙𝑖𝑝 0,1 (𝒙 𝑖 − 𝛼 ∙ (𝛻𝒙ℓ𝑓(𝒙 𝑖 , 𝑦 ) + 𝜆 ∙ (𝒙 𝑖 − 𝒙))) 

where 𝛼 is the step size, 𝒙 is the original image, 𝜆 is a 

weight coefficient, 𝑐𝑙𝑖𝑝 0,1  constrains the pixel values to 

ensure data validity, 𝛻𝒙ℓ𝑓(𝒙 𝑖 , 𝑦 ) is the first-order gradient 

term of the adversarial loss and 𝒙 𝑖 − 𝒙 is the ‘realism’ loss 

term. 

 

4. EXPERIMENTAL RESULTS 

 

We performed an experimental evaluation of the proposed 

P-FGVM method and compared it with the baseline I-

FGVM and I-FGSM methods for face de-identification. We 

used as target models two deep convolutional neural 

networks, shown in Table 1. Both target models were 

trained (see Table 4 for training information and 

performance accuracies on the original data) on NVIDIA 

GeForce GTX 1080 GPU for face recognition with a subset 

of the CelebA dataset [20]. The model A has a simple 

architecture and the model B was fine-tuned with transfer 

learning based on the pre-trained state-of-the-art VGG-Face 

CNN descriptor [21], using the VGG-16 architecture [22]. 

Our CelebA subset contains 900 random, aligned, cropped 

and colored 178x218 pixel facial images, corresponding to 

30 persons with 30 facial images each in order to have 

balanced labels. 

First, we applied the P-FGVM method aiming to 

generate realistic de-identified facial images (as targeted 

adversarial examples) with high misclassification rate and 

having as input either Gaussian random noise or existing 

input facial images. Next, we applied the baseline I-FGVM 

and I-FGSM methods with the same objective, having as 

input only existing input facial images and requiring the 𝐿∞  

norm of the adversarial perturbation to be within the limits 

defined by 𝜀. In all experiments we calculated the MSSIM 

similarity index between the de-identified and original facial 

images as well as the 𝐿2 norm  𝒙 − 𝒙 2 of the adversarial 

perturbation as the metrics for measuring the visual quality 

of the results. 

The parameter values used in our experiments are shown 

in Table 2. The 𝐿2 norm, the MSSIM similarity index, the 

misclassification rate as well as the percentage improvement 

in these metrics by the proposed P-FGVM method 

comparatively to the competing methods, are shown in 

Table 3. It is clearly seen that the proposed method produces 

de-identified images that are much closer to the original 

ones, while having better misclassification error than the 

competing methods. Examples of de-identified facial images 

are shown in Figure 1. Furthermore, the evolution of an 

example de-identified facial image, having as input 

Gaussian random noise is shown in Figure 2. 

 
Table 1: The architecture of the target CNN models. 

 

Model A 

Conv(32, Kernel(5, 5), Padding(Same), L2Regularizer(0.001)) 

BatchNormalization+Relu 

MaxPooling(PoolSize(2, 2), Strides(2, 2)) 



Conv(64, Kernel(5, 5), Padding(Same), L2Regularizer(0.001)) 

BatchNormalization+Relu 

MaxPooling(PoolSize(2, 2), Strides(2, 2)) 

FC(512, L2Regularizer(0.001)) 

BatchNormalization+Relu 

Dropout(0.9) 

FC(30)+Softmax 

Model B 

VGG-Face CNN descriptor (VGG-16) 

FC(256, L2Regularizer(0.001)) 

BatchNormalization+Relu 

FC(30)+Softmax 

 
Table 2: Parameter values (α: step size, N: iterations, ε: clipping 
threshold, λ: weight coefficient of ‘realism’ loss term) of the 

adversarial attack methods P-FGVM, I-FGVM and I-FGSM. 

 

 Model A Model B 

Method α Ν ε λ α Ν ε λ 
P-FGVM 1.0 50 n/a 0.22 0.55 58 n/a 0.28 

I-FGVM 1.0 50 0.022 n/a 0.1 40 0.022 n/a 

I-FGSM ε÷Ν 20 0.026 n/a ε÷Ν 20 0.026 n/a 

 
Table 3: The experimental results and the percentage improvement 

in metrics from the comparison between the proposed P-FGVM 

method and the baseline I-FGVM, I-FGSM methods. L2: Average 𝐿2 norm of adversarial perturbation between the original and the 

de-identified images. SI: Average MSSIM similarity index 

between the original and the de-identified images. MR: 

Misclassification rate of the de-identified images. 

 

Model A Model B 

L2 SI MR L2 SI MR 

Experimental Results 

P-FGVM 

3.38 0.986 99.6% 2.11 0.995 96.0% 

I-FGVM 

5.31 0.963 99.4% 2.67 0.993 93.2% 

I-FGSM 

5.68 0.962 98.9% 5.74 0.968 94.4% 

Percentage Improvement 

I-FGVM 

36.3% 2.3% 0.2% 20.9% 0.2% 3.0% 

I-FGSM 

40.4% 2.4% 0.7% 63.2% 2.7% 1.7% 

 
Table 4: The training information of the target CNN models. 

 

 Model A Model B 

Dataset CelebA CelebA 

Subset Classes 30 30 

Subset Images 900 900 

Image Size 178 x 218 178 x 218 

Training Set Size 70% 70% 

Testing Set Size 15% 15% 

Validation Set Size 15% 15% 

Normalization MinMax MinMax 

Learning Rate 0.0001 0.0001 

Optimization Backprop+Adam Backprop+Adam 

Loss Function Cross Entropy Cross Entropy 

Batch Size 16 16 

Training Epochs 147 144 

Training Accuracy 100% 100% 

Testing Accuracy 80.7% 95.4% 

 

Model A Model B 
 

 

 

(a) 

 

(b) 

 

(c) 

 
Figure 1: Examples of de-identified facial images (two for each 

target model) generated by the adversarial attack method P-

FGVM: a) clean input facial images, b) de-identified facial images, 

c) adversarial perturbation absolute value amplified by 10x. 

 

 

 

 
 
Figure 2: Evolution of an example de-identified facial image 

generated by the adversarial attack method P-FGVM using as input 

Gaussian random noise. 



5. CONCLUSION 

 

The existing adversarial face de-identification methods fail 

to preserve the face appearance of the original image. 

Therefore, we proposed the novel P-FGVM adversarial 

attack method for generating realistic de-identified facial 

images (as targeted adversarial examples) with high 

misclassification rate. By evaluating the proposed P-FGVM 

and baseline I-FGVM, I-FGSM methods on various deep 

convolutional neural network face classifiers trained on a 

subset of the CelebA dataset, we show that the P-FGVM 

method both protects privacy and preserves visual facial 

image quality more efficiently than its competitors. 
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ABSTRACT

In this paper, we address the problem of lightweight and

effective visual object tracking and we present a real-time

tracking system suitable for integration in embedded au-

tonomous platforms. We propose a novel tracking frame-

work for classification-based re-detection and tracking, with

learnable management of tracking and detection results. The

proposed framework includes a novel, very efficient object re-

identification method, which filters the detection candidates

and systematically corrects the tracking results. In our ex-

periments, we demonstrate the effectiveness of the proposed

system by comparing its performance against several other

state-of-the art trackers and report the results on the UAV123

and UAV20L datasets. The results indicate that the proposed

method is significantly more robust and accurate against re-

cent state-of-the-art trackers, surpassing problems caused by

real-world scenarios, while maintaining fast tracking speeds,

making it suitable for use in real-time vision applications

for autonomous robots, such as Unmanned Aerial Vehicles

(UAVs).

Index Terms— Visual Object Tracking, Lightweight

Tracking, Re-detection

1. INTRODUCTION

Single object tracking is a crucial task in computer vision

pertaining to a vast range of applications, including surveil-

lance, robotic and drone vision. Although much progress has

been made in the filed of object tracking, developing robust

solutions in terms of heavy occlusions, abrupt motion, de-

formations and illumination variations remains a challenging

problem. In many cases trackers can drift from the original

object and never recover it, in which case re-identification is

required [1, 2]. Real world scenarios present several chal-

lenges towards the re-identification task, mainly due to inter-

class variations, i.e., different objects may look alike across

different video frames, or intra-class variations, i.e., the same

object may look different as a consequence of changes in il-

lumination, scale or pose, indicated by appropriate attribute

labels in modern tracking benchmarks [3].

In most typical trackers, a re-identification process would

consist of exhaustively evaluating all possible locations in or-

Fig. 1. Example of the proposed joint tracking and tracking

framework. During tracker’s T normal function, the reported

bounding box (red) is evaluated by the classifier C, and a de-

cision is made on whether the reported bounding box corre-

sponds to the correct target (cyan). Based on the classifier’s

output, the detector D predicts possible locations of the target

(yellow). The classifier chooses the correct target and track-

ing continues.

der to find the region that best corresponds to the most recent

model of the target. This is extremely inefficient and, as a re-

sult, quite ineffective as several input frames may be lost dur-

ing the exhaustive evaluation leading to more tracker failures.

Thus, what is required is a fast way to filter possible locations

of the target as soon as a tracking failure is recognized, as

well as an efficient way to select the actual target from a list

of potential candidates. Recognizing when a tracking failure

has or is about to occur is also a very crucial component to a

robust tracking system.

In this paper, we propose a novel tracking framework for

classification based target re-detection and tracking (CRT).

The proposed framework incorporates three basic modules:

a tracker T , a detector D, and a classifier C. The tracker

estimates the position of a given target in subsequent video

frames. The detector outputs possible locations of the tar-

get in case of failure, while the classifier is responsible for

re-detecting the target by evaluating the bounding boxes pro-

duced by the tracker and detector. Thus, the proposed frame-

work automatically decides if and when to re-initialize the

tracking procedure. An example of the proposed framework’s

function is illustrated in Figure 1.

This paper is structured as follows. In Section 2, we de-

scribe the related work in long-term visual object tracking,

while in Section 3, we analyze the proposed framework and

discuss the role of each component in depth while providing

insight into the system’s intricate details. The conducted ex-

periments on object tracking are analyzed in Section 4 and



finally, conclusions are drawn in Section 5.

2. RELATED WORK

Convolutional Neural Networks (CNNs) have met great suc-

cess in many modern computer vision problems, such as

object recognition and detection [4]. Trackers based on con-

volutional neural networks, have recently started to attract

research attention. The first line of research was focused

on combining discriminative correlation filters (DCF) based

methods with CNNs by replacing hand crafted features with

deep features. CNN-based trackers like MDNet [5], ECO [6],

have achieved state-of-the-art performance on various object

tracking benchmarks, inspiring a plethora of works.

Recently, a spatially supervised, recurrent CNN coined

ROLO [7], was proposed, to regress detections produced by

a typical object detector from frame to frame. In [8], a fully

convolutional Siamese network (SiamFC) was used to predict

the location of a given target in subsequent frames. In [9],

the authors proposed a tracker named ADNet, controlled by

sequentially pursuing actions learned by Deep Reinforcement

Learning. In [10], the GOTURN tracker uses a deep regres-

sion network, trained to learn a generic relationship between

object motion and appearance, drawing from the ability of

deep CNNs to model complex functions from large amounts

of data. The last two methods do not use any fine tuning dur-

ing test time, which fundamentally increases their computa-

tional efficiency.

The aforementioned tracking approaches have multiple

drawbacks, such as their inability to handle variations aris-

ing from long-term tracking scenarios, as well as their com-

putational complexity. Inspired by the considerable speed-up

potential of offline training, we show that it is possible to inte-

grate state-of-the-art object detectors that are trained entirely

offline to the tracking task and achieve real-time performance,

even on embedded systems, while maintaining state-of-the art

tracking accuracy.

3. PROPOSED FRAMEWORK

Our proposed system architecture consists of three parts: a de-

tector D, responsible for predicting possible targets, a tracker

T , and a classifier C, which coordinates the tracking and de-

tection results and manages the final output.

The detector D is a submodule capable of predict-

ing the locations of possible targets given an input frame

If ∈ R
H×W×C , f = 1, . . . , F , with spatial dimensions H ,

W and C channels. It output should be five values for each

detected box, representing coordinates, dimensions, as well

as the detector’s confidence for the predicted box. Formally,

the detector is formulated as a function fD of the input image:

fD(If ) = {df
i }

Nf

i=1 (1)

where Nf is the number of detected objects for the f -th

frame, and d
f
i = [xf

i , y
f
i , w

f
i , h

f
i , c

f
i ]

T is the i-th predicted

box for the same frame, represented as a vector containing

the box coordinates in top-right format, the box size, and

the detector’s confidence for this box. The detector may, for

example, be implemented as a state-of-the-art two-stage or

single-stage CNN-based object detector, such as any variant

of Faster R-CNN [4], YOLO [11] or SSD [12], all of which

are suitable candidates for the specified detection function.

The tracker T may be any traditional visual object tracker,

which given an input frame If and the previous target loca-

tion and size t
f−1 = [xf−1

t , y
f−1
t , w

f−1
t , h

f−1
t ]T , predicts

the target’s position in the current frame t
f :

fT (If , t
f−1) = t

f , (2)

where t
0 is the groundtruth bounding box of the target to

be tracked. In addition, the tracker should provide access to

its internal scoring function gT , which evaluates a candidate

bounding box and produces a tracking score q ∈ R, roughly

corresponding to the similarity between the candidate box and

the target. Recent state-of-the-art trackers based on correla-

tion filtering, such as SiamFC [13] or KCF [14], fit ideally

into the specified system. Formally, given an input frame If

as well as candidate box d
f
i predicted by the detector, the

tracker outputs a tracking score q
f
i :

gT (If ,d
f
i ) = q

f
i . (3)

Each of the candidate bounding boxes d
f
i for the f -th frame

is then evaluated and augmented with the tracker’s score:

d̂
f
i = [xf

i , y
f
i , w

f
i , h

f
i , c

f
i , q

f
i ]

T . (4)

Finally, the classifier C must take into consideration fea-

tures x
f
i ∈ R

d extracted from the scored bounding boxes d̂
f
i

and the previous target position t
f−1, and predict which, if

any, of the potential bounding boxes correspond to the origi-

nal target, so as to re-detect it in case of failure. Formally, the

classifier should be formulated as a function fC(x
f
i ) which

evaluates the features extracted for a bounding box and out-

puts a score p
f
i ∈ R corresponding to the object’s probability

of being the actual tracked object:

fC(x
f
i ) = p

f
i , (5)

where x represents the features extracted from a scored can-

didate box d̂. The tracker’s prediction t
f is also considered as

a candidate box for the classifier to verify as corresponding to

the actual target, enhanced by the tracker’s score gT (If , t
f )

for this box, forming the evaluation set Df ∈ R
(nf+1)×6:

D
f = [d̂f

1 , d̂
f
2 , . . . , d̂

f
nf
|̂tf ]T (6)

where t̂
f = [xf

t , y
f
t , w

f
t , h

f
t , 1, q

f
t ] is the score-augmented 6-

dimensional vector representing the tracker’s prediction on



the position of the target, where a value of 1 is inserted to

the fifth position, differentiating this box from the ones ex-

tracted by the detector, and q
f
t is the tracker’s score on the

predicted target itself. The box with the highest probability is

the system’s final output.

The classifier inherently acts as the system coordinator,

by first detecting a failure when all of the candidate boxes are

unlikely to depict the tracked target. This functionality can

be controlled by a threshold pth for the output of the classi-

fier, such that any box with a predicted probability under this

value is considered as a negative sample. As an alternative,

a threshold tth may be chosen for the tracker’s score on the

predicted location t
f , by which to decide when a failure has

occurred, i.e., when the score is below that threshold.

The tracking procedure begins with the tracker estimat-

ing the new location of the target given the input image and

its previous location. Possible tracking failures are detected

by the classifier, i.e., by evaluating the box predicted by the

tracker. If the classifier outputs a high probability, then no

extra effort must be exerted, as the prediction is considered

correct. Otherwise, the detector must detect possible targets

which are then evaluated by the classifier. If a high proba-

bility is predicted for any of those targets, the target with the

highest probability of them all is chosen as the system’s out-

put and the tracker is re-initialized at this position.

4. EVALUATION

We evaluate the proposed tracking framework on the UAV123

and UAV20L [3] tracking benchmarks and compare its perfor-

mance against several state-of-the art methods. Following the

evaluation method in [15], we measure the performance of the

compared trackers in one-pass evaluation (OPE). For this pur-

pose, we used the two standard metrics: (i) overlap success

rate, defined as the percentage of frames where the bounding

box overlap surpasses a given threshold, and (ii) center loca-

tion error, defined as the percentage of frames where the Eu-

clidean distance between the centers of the ground-truth and

estimated bounding boxes is under than a given threshold. We

use the toolkit provided by [3].

For the tracker T , we choose the KCF tracker [14], for

its speed and CPU implementation, leaving the GPU to be

exclusively used by the detector. For the detector D, we em-

ploy the state-of-the-art YOLOv3 detector [11] trained on the

COCO dataset, capable of detecting 80 object classes. The

detector is limited to run only in frames where the tracking

score produced by gT for the tracked bounding box is below

a threshold tth, set to 0.5.

For the classifier C, we use a simple Multilayer Percep-

tron (MLP) with one hidden layer of 100 neurons, followed

by a ReLU non-linearity and a final binary classification layer.

To train the classifier we use the VisDrone2018-SOT train set

[16]. We consider a sample x
f
i to be positive if it has an over-

lap of at least 0.5 with the annotated, groundtruth box. All

other samples are considered as negatives, and we maintain a

1:5 ratio for positive to negative samples, by only keeping the

five samples which are the closest to the groundtruth box.

We evaluate the proposed method with all the tracking re-

sults reported in [3], including SRDCF [17], MEEM [18],

SAMF [19], MUSTER [20], DCF [14], DSST [21], OAB

[22], TLD [1], STRUCK [23], MOSEE [24], CSK [25] as

well as the baseline tracker KCF [14] and ECO [6]. Fur-

thermore, we evaluate several trackers on this dataset and

compare their results to the proposed framework: MDNet

[5], SiamFC [13], ADNet [9], CREST [26], BACF[27] and

GOTURN[10].

The overall comparison of all trackers on UAV123 using

success and precision plots is illustrated in Figure 2a. For

each plot, the 10 best performing trackers as well as the base-

line KCF are shown with corresponding representative mea-

sure i.e., AUC in success plots and precision at 20 pixel in

precision plot. In terms of precision, the proposed method

(CR+KCF) achieves a score of 71.4%, coming in third place

after MDNet (1fps) and SiamFC while being much faster than

both 1. In terms of success, CR+KCF surpasses all real-time

trackers, while providing a huge boost (+20%) to the baseline

performance of KCF and maintaining its speed.

For the UAV20L dataset, we also compare our tracker

with the recently released PTAV tracker [2], which is a par-

allel tracking and verifying system. We compare the results

for the class-agnostic case in Figure 2b. Both in precision and

in success plots, CR+KCF clearly outperforms all the other

trackers, with an overlap measure of 52.4% in the success

rate plot and a score of 72% at the precision plot.

4.1. Speed and Deployment on Embedded Devices

We have implemented our proposed tracking framework in

Robot Operation System (ROS) to a) allow for the efficient

communication of the framework’s submodules and control

by a central visual analysis node, and b) to facilitate the sys-

tem’s deployment on robotic devices. More specifically, we

have deployed the proposed system on an NVIDIA Jetson

TX2 module. To maintain real-time speed even on this low-

computational power device, we use the KCF tracker and a

YOLOv2 detector, alongside a buffering mechanism to alle-

viate the effect of the detector’s running time on the overall

system performance.

Overall, the implemented system is capable of running at

about the same speed as the traditional KCF tracker, while

achieving much higher overlap scores. At standard resolution

images (640×480) our system can run at an average of 24fps

on a TX2 module, using the multiscale version of KCF. By

using the non-adaptive version, higher speeds can be achieved

while the detector can handle the scale variations.

1See comparison in https://github.com/foolwood/benchmark results



a)

b)

Fig. 2. Success (right) and precision plots (left) for OPE (one pass evaluation) on the a) UAV123 and b) UAV20L benchmarks.

Real-time trackers are shown in bold.

5. CONCLUSIONS

We have presented a general tracking framework, named

CRT, which achieves high tracking performance, comparable

to state-of-the-art trackers while maintaining real-time pro-

cessing capabilities even on embedded systems. Our results

in widely accepted tracking benchmarks show that CRT is

suitable for long-term tracking scenarios and has the ability

to efficiently and effectively handle severe occlusions, view-

point changes and scale variations. A novel re-initialization

module that can be integrated in different tracking algo-

rithms and deals with target loss is introduced. Extensive

experiments results demonstrate the ability of the proposed

framework to significantly enhance the performance of the

basic KCF tracker, achieving state-of-the-art results, while

operating in real-time even on embedded devices.
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Abstract. Enriching the map of the flight environment with semantic
knowledge is a common need for several UAV applications. Safety leg-
islations require no-fly zones near crowded areas that can be indicated
by semantic annotations on a geometric map. This work proposes an
automatic annotation of 3D maps with crowded areas, by projecting
2D annotations that are derived through visual analysis of UAV video
frames. To this aim, a fully convolutional neural network is proposed,
in order to comply with the computational restrictions of the applica-
tion, that can effectively distinguish between crowded and non-crowded
scenes based on a regularized multiple-loss training method, and pro-
vide semantic heatmaps that are projected on the 3D occupancy grid of
Octomap. The projection is based on raycasting and leads to polygonal
areas that are geo-localized on the map and could be exported in KML
format. Initial qualitative evaluation using both synthetic and real world
drone scenes, proves the applicability of the method.

Keywords: Drone Imaging · Crowd Detection · Deep Learning · FCNN
· Semantic Mapping · Octomap · ROS

1 Introduction

A 3D map of the UAV flight environment with annotated regions that relate to
safety, such as crowd gathering locations or no-fly zones in general, is crucial for
drone path planning and navigation. Recently, imposed legislations for drones,
forbid the flight in vicinity of crowds, for drone flight safety purposes. For exam-
ple, the drone flight regulation rules for UK1 define that drones should not be
flown within 50m of people and within 150m of a crowd of over 1000 people, while
in Italy2 it is not allowed for the drone to operate at a distance less than 50m of

⋆ The research leading to these results has received funding from the European Unions
Horizon 2020 research and innovation programme under grant agreement number
731667 (MULTIDRONE). This publication reflects only the authors views. The Eu-
ropean Union is not liable for any use that may be made of the information contained
therein.

1 http://publicapps.caa.co.uk/docs/33/CAP393_E5A3_MAR2018(p).pdf
2 https://www.enac.gov.it/repository/ContentManagement/information/

N1220929004/Regulation_RPAS_Issue_2_Rev 2_eng.pdf
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human crowds. Therefore, it is crucial for the drone to be capable of detecting
crowds in order to define no-fly zones and proceed to re-planning during the
flying operation. Towards this end, in this work we utilize deep Convolutional
Neural Networks (CNN) [13]. In particular, we propose a fully convolutional
architecture in order to comply with the computational limitations of the appli-
cation.

During the recent years deep CNNs, have been established as one of the
most efficient Deep Learning architectures in computer vision, accomplishing
outstanding results in a plethora of computer vision tasks. More specifically, deep
CNNs have been successfully applied in image classification [25], object detection
[14], semantic segmentation [7], image retrieval [28], and pose estimation [26].
The main reasons behind their success are the availability of large annotated
datasets, and the GPUs computational power and affordability.

Thus, in this paper we propose a fully convolutional neural model for crowd
detection in drone-captured high-definition (HD) video frames. The fully convo-
lutional nature of the model is crucial in handling input images with arbitrary
dimension, and estimating pixel-level probability heatmaps, which in turn are
projected on the 3D occupancy grid of Octomap [10] . The projection is based
on raycasting and leads to polygonal areas that are geo-localized on the map
and could be exported in Keyhole Markup Language (KML) format. Finally, a
primary contribution of this paper is a reusable software architecture for Robotic
Operating System (ROS) [20] and the implementation of a system that anno-
tates maps with regions of crowd, that are recognized in video frames. That is,
utilizing the generated heatmaps we describe the task of map projection that
uses the heatmaps together with other sensor data that constitute the set of
extrinsic and intrinsic camera parameters for the scene. The detection can be
performed offline or during the flight depending on the architecture of the drone
and the wireless network connectivity. The prototype implementation of our sys-
tem demonstrates its applicability for annotating maps with regions of human
crowds and exporting them in KML format, used by Google Earth API [9].

The main contributions of this work can be summarized as follows:

– We propose a lightweight fully convolutional model for crowd detection to-
wards drone flight safety

– We propose a generic multiple-loss regularized training method in deep CNNs
– We propose a method that implements the projection of the crowded heatmaps,

derived from the crowd detection convolutional model, onto the 3D occu-
pancy grid of Octomap.

– We propose a software architecture for ROS and the implementation of a
system that annotates maps with regions of semantic classes (i.e. crowded
scene)

The remainder of the manuscript is structured as follows. In Section 1.1, re-
lated work is described. In Section 2, we propose the crowd detection method for
drone flight safety and in Section 3 we describe the proposed system architecture
that implements the UAV mapping. In Section 4, we describe the acquisition of
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drone data and present results of our crowd detection scenario in both synthetic
and real-world drone imagery. Conclusions follow.

1.1 Related Work

Although several works utilize deep CNNs for crowd analysis and understanding,
e.g.[3,24,2], research in the topic of crowd detection is rather limited. Further-
more, to the best of our knowledge, crowd detection in drone-captured images,
which bears additional challenges (e.g. small person size, occlusions etc.), is an
uncharted territory. Since the crowd first needs to be detected, this emphasizes
the demand for algorithms capable of efficiently distinguishing between crowded
and non-crowded scenes in drone-captured images. A first attempt utilizing state-
of-art deep CNNs is presented in [27], where a pretrained model is finetuned for
the task of crowd detection.

As we negotiate about flying robots, namely UAVs, in the last years, several
approaches have been followed to augment topological maps [21] with semantic
information [29], [6], allowing robots to reason about more expressive concepts
and to execute more sophisticated tasks. The goal of these techniques is to learn
how to split the environment into regions that have a coherent semantic meaning
to humans. The combination of semantics with topology is an important step to-
wards closing the gap between the traditional robotic representation of the world
and human cognitive maps, making it easier for robots and humans to commu-
nicate and cooperate. Recently, the focus of the robotics community has shifted
towards semantic representations [19], [16], [15] and object relation modeling in
semantic maps [18], [1], [17] to develop autonomous interactive robots that are
capable of understanding the semantics and relationships between the objects in
the environment, besides exploiting occupancy grid maps for navigation.

2 Proposed Crowd Detection Model

In this work, we propose a crowd detection method for drone flight safety, us-
ing deep CNNs. A main focus is to provide a lightweight CNN model, which,
satisfying the computational and memory limitations of our application, can dis-
tinguish between crowded and non-crowded scenes, in drone-captured images.
To achieve this goal, a fully convolutional model is proposed. The fully convo-
lutional nature of the model is crucial in handling input images with arbitrary
dimension, and estimating a heatmap of the probability of crowd existence in
each location of the input image, that can be used to semantically augment the
flying zones. Furthermore, this will allow for handling low computational and
memory resources on-drone whenever other processes occur (e.g., re-planning,
SLAM, etc.), and only low-dimensional images can be processed on the fly for
crowd avoidance.

We should also note that the fully convolutional architectures are accompa-
nied by a series of benefits. For example, the convolutional neural layers preserve
spatial information due to the spatial arrangement of the activations, as opposed
to the fully connected layers that discard it since they are connected to all the
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input neurons. That is, the convolutional layers inherently produce feature maps
with spatial information. Additionally, an architecture without fully connected
layers drastically decreases the amount of the model parameters, and therefore
the computational cost is restricted, since the fully connected layers of deep
CNNs usually occupy the most of the model parameters. For example, in VGG
the fully connected layers comprise 102M parameters out of a total of 138M
parameters. Finally, we should note that state-of-the-art object detectors, like
SSD, also use fully convolutional architectures.

2.1 CNN Architecture

The proposed CNN model contains six learned convolutional layers. The network
accepts RGB images of size 128× 128× 3. The output of the last convolutional
layer is fed to a Softmax layer which produces a distribution over the 2 classes
of Crowd and Non-Crowd. Each convolutional layer except for the last one is
followed by a Parametric Rectified Linear Unit (PReLU) activation layer which
learns the parameters of the rectifiers, since it has been proven to enhance the
classification performance, while max-pooling layers follow the first and the fifth
convolutional layers.

2.2 Multiple-Loss Training

In order to enhance the generalization ability of the proposed crowd detection
model, we propose a multiple-loss training method. That is, motivated by the
Linear Discriminant Analysis (LDA) method, which aims at best separating
samples of different classes, by projecting them into a new low-dimensional space,
which maximizes the between-class separability while minimizing their within-
class variability, we also propose a new model architecture. The new model,
apart from the softmax loss layer which preserves the between class separability,
includes an additional loss layer that aims to bring the samples of the same class
closer to each other.

That is, considering a labeled representation zi, we aim to minimize the
squared distance between zi and the mean representation of its class.

Let I = {Ii, i = 1, . . . , N} be the set of N images of the training set,
Z = {zi, i = 1, . . . , N} the set of N feature representations emerged in a certain
layer of a deep neural model, and Ci = {ck, k = 1, . . . ,Ki} the set of Ki repre-
sentations of the i-th image, belonging to the same class. We compute the mean
vector of the Ki representations of Ci to the image representation zi, and we
denote it by µ

i
c
. That is, µi

c
= 1

Ki

∑
k
ck.

Then our goal is defined by the following optimization problem:

min
zi∈Z

J = min
zi∈Z

N∑

i=1

‖zi − µ
i

c
‖2
2
, (1)

The Euclidean Loss (Sum of Squares) is utilized for implementing the addi-
tional formulated regression task in eq(1). We should note that the additional
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Euclidean Loss layer can be attached, either to a certain convolutional layer (e.g.
last one) or to multiple layers. The proposed multiple-loss training method can
be considered as an extra regularization layer that exploits information from the
data samples that are relevant to the input image. Generally, multitask-learning
[4] constitutes a way of improving the generalization performance of a model.
Furthermore, the proposed regularization technique can be applied for generic
classification purposes, and also in various deep architectures, which is of utmost
importance since deep neural networks are prone to over-fitting due to their high
capacity.

2.3 Crowd-Drone Dataset

Since there is no publicly available crowd dataset of drone-captured videos and
images, we have constructed a Crowd-Drone dataset. The new dataset has been
created by querying with specific keywords the Youtube video search engine.
More specifically, we collected 57 drone videos using keywords that describe
crowded events (e.g. marathon, festival, parade, political rally, protests, etc).
We also selected non-crowded videos by searching for generic drone videos. Non-
crowd images (e.g. cars, buildings, bikes, etc.) were also randomly gathered from
the senseFly-Example-drone3 and the UAV1234 datasets. Subsequently, we man-
ually annotated crowded regions from the extracted frames. A total number of
5,920 crowded regions and an equal number of non-crowded images formulated
the Crowd-Drone dataset. Sample regions of crowded and non-crowded scenes
are shown in Fig. 1.

Fig. 1. Sample regions of the Crowd-Drone dataset.

We have trained the proposed crowd detection model on the aforementioned
dataset utilizing the proposed multiple-loss regularized training method on all
the convolutional layers of the model.

3 Proposed System Architecture

3.1 Architecture Overview

The proposed ROS-based architecture (Fig. 2) that implements the UAV map-
ping is based on image analysis and consists of the Visual Semantics Analyser,

3 https://www.sensefly.com/drones/example-datasets.html
4 https://ivul.kaust.edu.sa/Pages/Dataset-UAV123.aspx
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Semantic Map Region Projector and the Semantic Map Manager that are de-
scribed below.

For each drone a video stream from an on-board camera is published into
ROS as a sequence of consecutive ROS image messages, each one corresponding
to a grabbed video frame. During flight these messages are transmitted over a
wireless network to the processing server which runs our software. Our system
requires additional ROS messages for sensor data for the projection into the
three-dimensional space of the flight environment. These include the position
of the vehicle that is provided by the GPS sensor and pose of the gimbal on
which the camera is mounted from the corresponding MCU and camera intrinsic
parameters from the camera controller, e.g. the focal length of each input frame.
In case of drones that are designed for ROS, these data are published as messages
by specialized nodes that run on-board. In scenarios without ROS, sensor data
can be received through other media and are published as ROS messages by our
software.

Fig. 2. Outline of the proposed system architecture.

3.2 Visual Semantics Analyzer (VSA)

The Visual Semantics Analyzer receives a single frame that belongs to a video
sequence and provides an output in the form of numerical 2D annotations for
each input pixel. The values can be either class identifiers (labels) or probabilities
for occurrence of a specific class that can be subsequently thresholded for its
discrimination. It subscribes to a multiple number of ROS topics and publishes
an equal number of output topics. Each incoming ROS image message is tagged
with an ID of its origin, e.g. 1 to indicate a frame from drone 1, and placed at
a processing queue.

This part of the system uses the deep neural networks to analyze the incoming
video frames and derive their visual semantics. Using an enlarged input size,
compared to that of training, expands the single class prediction into a heatmap
that contains a probability for each patch of the input image. The neural network
expects input image with square dimensions and the source frame resolution is
1920x1080 pixels, thus the vertical dimension is padded with zeros and the input
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size is set to 1920x1920. The spatial dimensions of the FCNN’s output activation
tensor are significantly smaller due to down-sampling performed by max-pooling
layers. It is resized to 1920x1920 using linear interpolation and then cropped to
the original input size, providing pixel-level probabilities for the existence of
crowds. The numerical annotations of the scene semantics are published as ROS
image messages keeping the same timestamp with the source frame.

In addition, a compatibility layer was designed so that any UAV platform or
synthetic data can be used with our system. Given a record of sensor data from
the same moment in time it publishes messages in three topics that are required
for 3D projection. The drone telemetry message contains the GPS coordinates
provided by the onboard GPS. If the camera is mounted on a gimbal, a set
of pitch, roll, yaw is published as gimbal status. The width and height of the
camera sensor and the focal length in millimeters are published in ROS as the
camera status. The data can be received offline in the form of a log or data file,
online using TCP/UDP sockets or through the web using HTTP requests by
implementing interoperability with a web application.

Finally, a visualization helper that runs on its own thread, allows the visual
inspection of the FCNN input/output during analysis of live video streams.

3.3 Semantic Map Region Projector (SRP)

The Semantic Map Region Projector (SRP) comprises the processes that conduct
projection of the produced heatmap, e.g. the crowd existence heatmap, onto the
3D volumetric map handled by Octomap. This is accomplished by the following
stages:

The first stage of the process is responsible of gathering all the appropri-
ate ROS messages and synchronizing them with the current processed heatmap
based on their accompanying timestamps. The sensor data contained in these
messages must be synchronized so that the camera extrinsic and intrinsic pa-
rameters match the moment that the frame was captured. These data include
the drone position, gimbal orientation and camera intrinsic parameters that may
vary like focal length. By applying thresholding on the heatmap in order to retain
only image locations with high probabilities of crowd existence, we convert the
image into a binary image where groups of adjacent pixels with value 1 (white)
represent 2D regions occupied by crowd. Next we apply a contour following algo-
rithm in order to find the contours of this image, resulting in a new binary image
indicating the boundaries (white pixels) of the aforementioned crowd regions 2D
polygons. If needed, the polylines are simplified maintaining their shape accord-
ing to the Ramer-Douglas-Peucker algorithm [5], which takes a curve composed
of line segments and finds a similar one with fewer points. By traversing the
points (pixels) of the regions’ boundaries in a counter clockwise manner, we con-
duct ray casting [8], [22]. More specifically, this contour image lies on the focal
plane of the drone camera, for which we know the following parameters: a) the
location of the center of projection (COP) in the 3D world (derived from the
drone location), b) the camera orientation (derived from the gimbal state) c)
the distance of the focal plane from the COP (the camera focal length). Thus
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one can cast a ray from each of the boundary contour points towards the vox-
els of the Octomap. This results in finding the occupied voxel hit by each ray,
leading to the evaluation of the X,Y,Z terrain coordinates where each of the
contours’ points is projected, as the Octomap is coordinates-referenced. Since
the 2D boundary contour points are traversed sequentially, so are the points of
the 3D boundary contour (polyline).

3.4 Semantic Map Manager (SMM)

The final stage of our pipeline is the Semantic Map Manager whose functionality
can be summarized as follows: Firstly, the polygonal lines are fused and delineate
crowd gathering locations (see Section 2) on the 3D map. As the drone moves,
and its camera sees new areas of the terrain, the newly generated polygonal lines
are merged with previous ones using the union operator.

Subsequently, the constantly updated geometric annotations are stored in
an internal data layer as ROS messages that will be exported as KML files.
These will be used for drone navigation and control purposes as well as for
visual inspection by the flight/safety personnel. The KML is a file format used
to display geographic data and to overlay annotations on a map such as Google
Earth. KML uses a tag-based structure with nested elements and attributes and
is based on the XML standard. In our case we use the polygon entity to store the
coordinates of the earth surface locations that form the points of the polyline,
delineating for example a crowd area.

4 Experiments and Qualitative Results

4.1 Data Creation and Acquisition

Synthetic Scenes In order to test our system for the generation of automatic
crowd annotations, we needed aerial footage of crowds at known positions on
the 2D plane of the map. Setting up such data acquisition scenarios in the real
world, would be very cumbersome. As an alternative, we have generated scenes
that contain synthetic crowds in a virtual 3D world environment using Unreal
Engine 4 (UE4) [12] and Microsoft AirSim [23].

UE4 is a game engine developed by Epic Games that can achieve high-quality
photorealistic graphics, includes a physics engine to simulate real-world physics,
supports development in C++ and provides flexible world and asset editors. The
AirSim simulator includes a plugin for UE4 that can be used to navigate a virtual
UAV inside any 3D world model. In our case various assets, such as crowd and
landscape assets, were combined to produce crowd scenes and were programmed
to interact and look as realistic as possible. The AirSim plugin was used for
controlling the virtual drone and extracting high-definition (HD) images along
with simulated sensor data, i.e. camera pose, camera intrinsic parameters, etc.
Our setup allows the export of the synthetic crowd positions that are predefined
in the 3D space as ground truth annotations for each rendered scene. We have
used these annotations to verify the correctness of our system’s output along
with Full HD (1920x1080) synthetic frames.
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Real-World Scenes To test the applicability of our system in real-world en-
vironments we gathered video footage and sensor data using an off-the-shelf
commercial quadrocopter. The DJI Phantom 45 can record video at various res-
olutions up to DCI 4K (4096x2160) [11], accompanied with a log file that contains
values of several internal sensors and microcontrollers. The log file begins at the
moment when the engines of the drone start, before take-off. To emulate a drone
that operates with ROS we have paired the records from the DJI log file with
the frames recorded from the video camera, giving them the same timestamp.

The events in the DJI log are recorded at a specific frequency of 10Hz and
the frequency of the published frames in ROS was adjusted accordingly from
the 25FPS video stream. We have used the DJI drone to record video of a real
crowd that has gathered to attend an open event inside the AUTH campus. The
video footage was captured at DCI 4K resolution and has been resized to Full
HD to reduce computational complexity of the deep neural network inference.

4.2 Results

Figure 3 shows a simulation depicting crowds that are gathered in front of a road
presumably to watch an outdoor sports event, e.g. a bike race. In this simulation,
a drone with a cinematographic camera flies above the 3D scene that contains
the synthetic crowds and captures a video which is then fed to the VSA, thus
producing crowd heatmaps. These are then projected on the 3D terrain and the
obtained crowd polygons are exported in KML and visualized in Google Earth.
The correctness of the crowd polylines created by the projection was verified by
comparing them with ground truth boundaries of the synthetic crowd region on
the terrain. A flat terrain was used in Octomap for the specific application of
our system.

In the real world scenario, the DJI Phantom 4 drone flies and captures video
footage of a crowd that was gathered in the AUTH chemistry square (Figure
4a). The sequence of video frames was fed in the VSA module that had hosted
the crowd detector FCNN which produced heatmaps (Figure 4b). This crowd
prediction was subsequently projected and led to the simplified polygon depicted
as green in the Google Earth environment (Figure 4c), used to visualize the
results. The projection task used the Octomap terrain that is presented in Figure
4d. The camera intrinsic and extrinsic parameters as well as the drone position
are obtained by subscribing to ROS topics, which have been emulated to publish
the contents of the DJI log file.

5 Conclusion and Future Work

In this paper we present a system that annotates maps automatically with se-
mantic knowledge that has been extracted from video frames using a deep neural
network. We have implemented the system in ROS for the scenario of discovering
crowds through analysis of UAV video frames and projecting them as regions on
its navigation map. Our proposed three stage software pipeline can be reused
for additional semantic classes like landing zones, water, roads and tree ranges.

5 https://www.dji.com/phantom-4/info
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Fig. 3. Application of our system using synthetic crowd scenes and simulated drone
sensor data in UE4 and AirSim. Left: Source video frame. Right: Respective heatmap
at the output of the FCNN. Bottom: Visualization of the KML annotations (green)
over ground truth locations of crowd (gray)

(a) (b)

(c) (d)

Fig. 4. Application of our system using real crowd scenes: (a) Source video frame,
(b) Respective crowd heatmap, (c) 3D crowd region projection as depicted in Google
Earth, (d) Respective 3D geometric map of the location in Octomap
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Moreover it can interface with any geographic information system or web appli-
cation through the implementation of appropriate interchange formats. Future
work will include the creation of a dataset that will contain real crowd images
and corresponding sensor data. The dataset will have ground truth annotations
of the crowd regions defined by GPS coordinates. These will be used to evaluate
the projection accuracy using common metrics like intersection-over-union (IoU).
Furthermore we plan to use deep learning models for semantic image segmen-
tation that can provide multiple heatmaps for a given scene, assisting the UAV
navigation through semantic understanding of dynamic real-world environments.
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ABSTRACT

Aerial cinematography relying on camera-equipped umanned

aerial vehicles (UAVs), or drones, has revolutionized media

production during the past years. Autonomous UAV function-

alities are already being employed to a degree, in a manner

structured mainly around visual target tracking. From a cine-

matographic point of view, the desired shot type (i.e., Close-

Up, Long Shot, etc.) is the most important factor affecting the

artistic result. Achieving a specific shot type depends on the

target-to-camera distance and the camera focal length. How-

ever, the interaction between UAV/camera motion trajectory

(e.g., Orbit, Chase, etc.) and the visual tracker requirements

constrains the range of feasible shot types at each time in-

stance. In this paper, which extends previous work, these con-

straints are explored for a number of standard UAV/camera

motion types, UAV shot types are classified and rules regard-

ing shot feasibility over time are analytically derived. The

proposed rules are evaluated in a realistic UAV simulation en-

vironment and achieve high performance, indicating possible

benefits from their integration into an intelligent shooting sys-

tem.

Index Terms— UAV cinematography, shot type, au-

tonomous drones, target tracking

1. INTRODUCTION

The combination of Unmanned Aerial Vehicles (UAVs or

“drones”) and professional cameras has recently revolutional-

ized aerial cinematography in media production applications.

UAVs are portable, able to access narrow spaces, implement

novel visual effects and capture intriguing shots, at a low cost

and with easy deployment. In professional production sce-

narios, at least two persons are needed to act in coordination

for manual camera and UAV operation. Autonomous func-

tionalities can facilitate their work and reduce the challenges

of fully manual filming. Such capabilities in current commer-

cial drones (e.g., the DJI Phantom IV Pro, or the more recent

Skydio R1) are structured mainly around visual detection,

tracking and active physical following of a specific target

*These two authors contributed equally and are joint first authors.
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being shot, while relying on machine learning and computer

vision modules (e.g., [1] [2] [3] [4] [5]).

The typical procedure in media production applications

involves a director pre-specifying a cinematography plan,

consisting in a temporal sequence of target assignments,

camera motion types, shot types and framing compositions.

Both the camera motion type (equivalent to UAV motion

type, in our case) and the shot type are relative to a target be-

ing filmed, while achieving the requested shot type depends

on the target-to-camera distance and the (adjustable) camera

focal length f . If visual target tracking is involved, the maxi-

mum permissible focal length is necessarily constrained for a

2D visual tracker to operate properly. This is because the lo-

cation (in pixel coordinates) of the target’s Region-of-Interest

(ROI) should differ no more than a threshold between succes-

sive video frames/time instances. This requirement places a

constraint on the maximum target speed and on the maximum

camera focal length, since a given 3D target displacement in

the scene corresponds to a greater 2D ROI displacement (in

pixels) at a greater zoom level. Estimating the maximum al-

lowable f at each given circumstance is of utmost importance

in cinematography applications, since it affects the currently

permissible shot types.

Such a study was recently performed, in [6], assuming

central framing composition (i.e., the selected target is al-

ways visible at the center of the video frame) and known 3D

world positions of the UAV and the target. Industry-standard

target-following UAV/camera motion types were geometri-

cally modelled and, based on this modelling, the maximum

permissible camera focal length for avoiding visual target

tracking failure was analytically determined in the general

case, as well as for a specific example camera motion type.

That work was motivated by conclusions reached in prelimi-

nary relevant papers [7] [8] [9] [10] [11].

This paper is a follow-up work. It extends [8] and [6],

first by explicitely deriving maximum focal length constraints

for all modelled camera motion types. These constraints are

subsequently exploited by proposing simple rules for deter-

mining shot feasibility at each time instance. To achieve this,

useful UAV shot types are classified according to a ROI-to-

video-frame ratio criterion. The described rule set is then em-

pirically evaluated in a realistic UAV simulation environment

and shown to achieve a very high rate of correct predictions.

Incorporating shot type permissibility rules into media pro-



duction automation software, such as intelligent UAV shoot-

ing algorithms [12] [13] [14], is expected to greatly enhance

the robustness of autonomous cinematographic drones.

As in [6], the main underlying assumption is that the au-

tonomous UAV operates in a consistent, global, Cartesian 3D

map, where both vehicle and target position/velocity vector

estimates are constantly provided. This can be easily achieved

by combining RTK-GPS receivers [15] on both the UAV and

the target, on-drone IMUs [16] and visual target localization

methods [17]. Finally, the shooting camera is assumed to be

suspended from a gimbal, allowing rapid, arbitrary camera

rotation and attached to a fixed position of the UAV frame. In

summary, this is a realistic UAV deployment setting, similar

to the one presented in [18].

2. UAV CINEMATOGRAPHY MODELLING AND

MAXIMAL FOCAL LENGTH CONSTRAINTS

In order to examine UAV shot type feasibility under con-

straints derived from 2D visual tracking requirements, the

UAV/camera motion types should be formalized and geomet-

rically modelled. Thus, it is assumed that, given a frame

rate F , time t proceeds in discrete steps of 1

F
seconds. The

position vectors of the target and the UAV are denoted as

p̃t = [p̃t1, p̃t2, p̃t3]
T and x̃t = [x̃t1, x̃t2, x̃t3]

T , while the ve-

locity vectors as ũt and ṽt, respectively, in a known fixed,

orthonormal, right-handed World-Coordinate-System (WCS)

with axes ĩ, j̃, k̃. Axis k̃ is vertical to a local tangent plane

(or “ground plane”). Additionally, at each time instance, a

current, orthonormal, right-handed target-centered coordinate

system (TCS), i, j, k is defined. Its origin lies on the current

target position, its k-axis is vertical to the ground plane and

its i-axis is the L2-normalized projection of the current tar-

get velocity vector onto the ground plane. In both coordinate

systems, the ij-plane is parallel to the ground plane and the k-

component is called “altitude”. Vectors expressed in TCS are

denoted without the tilde symbol (e.g. p, x). The 3D scene

point at which the camera looks at time instance t is denoted

by lt, while ot = lt − xt is the LookAt vector (both in TCS).

Below, it is assumed that lt = pt at all times (central framing

composition).

By implementing a geometrically modelled UAV/camera

motion type and knowing the exact 3D target position (ig-

noring practical limitations, such as maximum drone speed,

wlog), an autonomous UAV would be able to actively track

and follow the desired target. However, sensor noise in 3D

target position measurements and the unpredictability of the

actual current target velocity (it may deviate from the pre-

dicted one by the unknown vector q̃t = [q̃t1, q̃t2, q̃t3]
T ) per-

plex the issue. Thus, the target ROI at time t′ = t + 1 has

to be explicitly localized via 2D visual tracking (in pixel co-

ordinates), so that it can be exploited for 3D target position

p̃t′ estimation and/or for adjusting the framing composition.

Based on the above and working in TCS, the following gen-

eral constraint for maximal focal length was derived in [6]:

fmax =
Rmaxdt′sxsy|E1 + F ‖ xt′ ‖

2 |
√

(sxqt3d2t′ − sxxt′3E2)2 + s2yE
2
3 ‖ xt′ ‖2

, (1)

where

E1 = −qt1xt′1 − qt2xt′2 − qt3xt′3, (2)

E2 = qt1xt′1 + qt2xt′2, (3)

E3 = qt2xt′1 − qt1xt′2. (4)

dt′ =
√

x2
t′1 + x2

t′2 (5)

Here, sx and sy denote the physical dimensions of a pixel.

Whenever q̃t is a non-zero vector and, therefore, prediction of

p̃t+1 fails, the results of 2D visual tracking and actual p̃t+1

estimation must be employed for updating the target velocity

vector and, hopefully, achieving a better prediction during the

next time instance. Given that tracker behavior varies per al-

gorithm, we simply assume a maximum search radius Rmax

(in pixels) defining the video frame region within which the

tracked object ROI of time instance t+1 must lie, relatively to

the video frame center, in order to permit successful tracking.

Additionally, by utilizing the above notation, six industry-

standard target-tracking UAV/camera motion types were for-

malized and geometrically modelled in [8] and [6]: “Lateral

Tracking Shot” (LTS), “Vertical Tracking Shot” (VTS), “Fly-

Over”, “Fly-By”, “Chase” and “Orbit”. Based on this mod-

elling, Eq. (1) was adapted for the specific example cases of

ORBIT and LTS in [8] and [6], respectively.

3. MAXIMUM FOCAL LENGTH IN SPECIFIC

CAMERA MOTION TYPES

Here, we present the maximum focal length constraint

adapted for VTS, FLYOVER, FLYBY and CHASE, for the

first time. Their derivation follows from Eq. (1) and the

descriptions of the various modelled camera motion types in

[6]. These constraints will be employed in the next Section

for the proposed shot type feasibility rule set.

Thus, in VTS, it holds that:

fmax =
RmaxFxt′3sxsy
√

s2yq
2
t1 + s2xq

2
t2

. (6)

Additionally, it holds that:

fmax =
Rmaxdfbsxsy| − Efb1 + F ‖ xt+1 ‖2 |

√

s2xE
2
fb1x

2
t3 + s2yE

2
fb2 ‖ xt+1 ‖2

, (7)

fmax =
Rmaxdfo1sxsy| − Efo1 + F ‖ xt+1 ‖2 |

√

s2xE
2
fo1x

2
t3 + s2yE

2
fo2 ‖ xt+1 ‖2

, (8)

for FLYBY and FLYOVER, respectively, where:

dfb =

√

(
−x01

K
t+ x01)2 + x2

02, (9)



Efb1 = qt1(
−x01

K
t+ x01) + qt2xt2, (10)

Efb2 = qt2(
−x01

K
t+ x01)− qt1xt2, (11)

dfo = |(
−x01

K
t+ x01)|, (12)

Efo1 = qt1(
−x01

K
t+ x01), (13)

Efo2 = (qt2(
−x01

K
t+ x01)). (14)

For CHASE, it holds that:

fmax =
Rmaxsxsyφc| − Fφ2

c + xt1qt1|

xt1

√

s2yφ
2
cq

2
t2 + s2xx

2
t3q

2
t1

, (15)

where

φc =
√

x2
t1 + x2

t3. (16)

4. SHOT TYPE FEASIBILITY

The desired shot type is mainly determined by the ratio of the

ROI height to the video frame height (in pixels) cs, a quantity

that we refer to as “target video frame coverage”. Below, we

present a proposed list of common UAV shot types, adopted

from traditional ground and aerial cinematography [19] [20]

[21]. This classification scheme was reached after extensive

visual inspection of professional UAV footage: Extreme Long

Shot (ELS) is defined by cs < 5%, Very Long Shot (VLS) by

cs ∈ [5, 20%], Long Shot (LS) by cs ∈ [20, 40%], Medium

Shot (MS) by cs ∈ [40, 60%], Medium Close-Up (MCU) by

cs ∈ [60, 75%], and Close-Up (CU) by cs > 75%.

Shot types and UAV/camera motion types are combined

in the cinematography plan to produce the desired footage. In

order to determine, at each time instance during shot execu-

tion, whether the pre-specified shot and camera motion type

combination is currently feasible, the appropriate focal length

fs leading to the desired target video frame coverage must be

calculated. fs remains unchanged for camera motion types

that retain a constant distance between the target and the cam-

era (i.e., CHASE, VTS, LTS and ORBIT), otherwise it varies.

In the latter case, keeping the coverage constant throughout

the camera motion, by properly modifying fs, will result in

the cinematographic “dolly zoom” effect [19]. In general, a

shot type can be achieved without risking 2D visual tracking

failure, if the following relation holds:

fs ≤ fmax (17)

In order to calculate the appropriate fs for achieving the

shot types described in Section 2 with respect to the desired

UAV/camera motion type, we model the target as a sphere,

with its center located at the TCS point [0, 0, 0]T and hav-

ing constant radius Rt. Simple sphere-modelling allows us

to consider its image on the video frame as a circle, with no

perspective distortion when lt = [0, 0, 0]T .

Below, the deviation vector qt is assumed to be equal to

[0, 0, 0]T for the desired fs calculations. Thus, no target mo-

tion deviations are taken into consideration, since they do not

significantly affect the resulting video frame coverage.

Determining the video frame coverage for every UAV

motion type would normally include projecting the target

sphere onto the video frame, finding the corresponding radius

of the projected circle and computing the resulting coverage.

This requires a search for the radius of the projected circle.

The parameters determining the video frame coverage are the

distance between UAV/camera and target, the camera focal

length f and the physical target dimensions. Thus, wlog,

instead of directly projecting the target onto the current im-

age plane, we determine the video frame coverage as if the

UAV/camera was positioned exactly above the target in an

altitude equal to the actual distance between them. It is then

trivial to find a 3D point being projected on the target image

circle. The latter’s radius is the distance between the pro-

jection of the above 3D point and the principal point. This

projection can be obtained by utilizing the camera projection

equations [22]:

xd(t+ 1) = ox −
f

sx

rT1 (pt+1 − xt+1)

rT3 (pt+1 − xt+1)
, (18)

yd(t+ 1) = oy −
f

sy

rT2 (pt+1 − xt+1)

rT3 (pt+1 − xt+1)
, (19)

in pixel coordinates, where r1, r2 and r3 are the rows of the

rotation matrix R that orients the camera gimbal according

to the LookAt vector and ox, oy define the image center in

pixel coordinates. The corresponding continuous coordinates

of xim and yim on the image sensor are given by:

xim = xdsx, yim = ydsy. (20)

Thus, the video frame coverage percentage for the circular

target ROI is given by:

cs =
2Rim

Hsy
, Rim =

√

x2
im + y2im. (21)

where H is the height of the video frame in pixels and sy the

physical height of one pixel.

The above equations can be further simplified by defin-

ing Rim as the perspective projection of pr = [Rt, 0, 0]
T

(in TCS), where Rt is target radius, and by positioning

the UAV/camera at x′ = xt+1 = [0, 0, zd]
T where zd =

√

x2
t′1 + x2

t′2 + x2
t′3 is the distance between the target and

the camera. Then, yim = 0, thus, Rim = xim and:

xim =
1

2
csHsy (22)

By utilizing Eqs. (18) and (20), and setting ox = 0:

xim = −fs
r1(pr − x′)

r3(pr − x′)
. (23)



Table 1. Mean evaluation results for the proposed shot feasi-

bility rules over all motion types.

Shot type F-measure Precision Recall

LS 0.992 0.997 0.987
MCU 0.943 0.900 0.991
CU 0.920 0.856 0.996
Mean 0.946 0.909 0.990

The rotation matrix in this case is described by:

R =





−1 0 0
0 1 0
0 0 −1



 . (24)

and the appropriate focal length can be obtained by:

fs =
csHsyzd

2Rt

. (25)

By exploiting Eqs. (17), (25) and the various camera mo-

tion type-specific variants of Eq. (1), the feasibility of a shot

and motion type combination can be determined on-line at

each time instance.

5. EMPIRICAL EVALUATION

In order to evaluate the presented shot feasibility rules un-

der actual media production conditions, a realistic simulation

was developed. To this end, AirSim [23] was employed, i.e.,

an open source, highly realistic UAV simulation environment

(based on the Unreal 4 real-time 3D graphics engine). The

setup of the realistic simulation involves a moving cyclist and

a UAV equipped with a cinematographic camera which fol-

lows the motion types described in Section 2 and the focal

length of the camera is adjusted so as to implement the LS,

MCU, and CU shot types.

The UAV and target 3D positions can be almost instantly

obtained using simulated RTK-GPS sensors in this environ-

ment, thus no 2D visual target tracking is needed in princi-

ple; the target may always be properly framed by orienting

the gimbal according to the corresponding 3D LookAt vector.

However, the Gaussian noise in the position measurements

and the unpredictable target motion (unpredictable with re-

gard to its deviations from uniform linear motion, i.e., due to

non-negligible velocity deviation vector qt at time instance

t), make 2D visual target tracking a necessity and, therefore,

impose constraints on the feasible shot types.

At each time instance t, the previous noisy 3D position

of the target (from t − 1) was employed to estimate its ve-

locity. Naively assuming that the target will momentarily fol-

low a uniform linear motion, we estimate its 3D position at

t′ = t + 1 and adjust UAV trajectory and gimbal orientation,

so that the desired central composition framing is maintained.

Then, at time instance t′, we compare the 2D projection of

the estimated 3D target position with the 2D projection of the

ground-truth 3D target position. If the distance of the two ROI

center points is above the Rmax limit, ground-truth tracking

failure is assumed. This is then compared with the predictions

of Eq. (17), regarding the current shot’s feasibility, given the

noisy 3D positions of the target and the UAV, the calculated

target velocity and the estimated target position on the next

video frame. Thus, true/false positive/negative prediction la-

bels are computed for each time instance.

The velocity deviation vector qt in Eq. (1) is simply cal-

culated as the difference between the estimated target veloc-

ity at time instance t − 1 and the actual target velocity at

time instance t (distorted by noise). Therefore, temporally

localized constant target acceleration is implicitely assumed

in shot feasibility determination. Such an assumption is too

strong to guide target position estimation itself, thus uniform

linear motion is simply considered in that case, as previously

described. This is reasonable if no constraints about near-

future target trajectory are provided (e.g., a 3D spline mod-

elling the road where the cyclist drives). However, it is not

too strong to underpin shot feasibility analysis; it is acceptable

to be overpessimistic about shot feasibility, but significantly

more undesirable to lose central framing composition and/or

induce 2D visual tracker failure, due to erroneous next target

position prediction. Obviously, a different choice for estimat-

ing qt implies a different target velocity deviation handling

policy, making our model highly flexible.

The mean precision, recall and F-measure of the proposed

rules over all camera motion types are depicted in Table 1,

per shot type. For the evaluation, Rmax was set to 128 pix-

els, UAV-to-target distance (in the camera motion types where

it remains constant) was set to 30 meters, while the target-

modelling sphere radious was set to 1 meter.

6. CONCLUSIONS

In this paper, previous work modelling industry-standard, cin-

ematographic target-tracking UAV motion types and deriv-

ing a maximum focal length constraint for avoiding 2D vi-

sual tracking failure, was extended. Here, common UAV shot

types have been classified quantitavely and the maximum fo-

cal length constraint has been explicitely adapted to all mod-

elled camera motion types. Then, rules regarding shot feasi-

bility over time are analytically derived and successfully eval-

uated in a realistic UAV simulation environment, achieving

high prediction performance. The proposed rule set can be

readily integrated into UAV intelligent shooting frameworks

for adaptive UAV cinematography planning. Additionally,

learning to predict a more informed vector qt from visual

data, given that the proposed formulas rely on assumed UAV

velocity deviation at each time instance t, as well as tighter

integration with the 2D visual tracker itself, are promising re-

search avenues.
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ABSTRACT

Visual Object Tracking remains an open and challenging task

in the Computer Vision field, requiring tracking algorithms

to achieve a feeble balance between precision and speed per-

formance. In this work, inspired by the classic Mean Shift

algorithm for object tracking using histograms, as well as

the recent advances of deep Convolutional Neural Networks

(CNNs), we propose a novel tracker that incorporates ele-

ments from both worlds. Our tracker uses a deep CNN as the

feature extraction backbone, which is capable of extracting

semantically meaningful features from the target and its back-

ground, as well as a fully learnable Bag-of-Features mech-

anism which extracts histograms from those features. The

tracker operates in a fully-convolutional fashion, allowing for

the direct and efficient evaluation of multiple possible target

locations. Extensive experimental results demonstrate the ef-

ficiency and effectiveness of the proposed tracker, allowing it

to run at high speeds even on systems with lower computa-

tional capacity.

Index Terms— Visual Object Tracking, Convolutional

Neural Networks, Convolutional Bag of Features

1. INTRODUCTION

In the field of computer vision, Visual Object Tracking refers

to the localization of an arbitrary object of interest over sub-

sequent video frames, given its initial appearance and loca-

tion. A tracker will typically extract and maintain a model

of the object and use that model to search for and locate the

target in successive frames, the challenge lying in avoiding

similar objects, while dealing with appearance changes, oc-

clusions, cluttered backgrounds, fast movement, etc. In real-

life applications, visual analysis algorithms are also required

to run at real-time speed [1], and tracking algorithms should

be equipped to deal with tracking an object over several lost

frames, which is significantly more challenging or even pro-

hibitive depending on the tracker’s speed.

In a typical tracking scenario, the tracker first builds a tar-

get model, which should be discriminative enough that the

tracker doesn’t drift, albeit forgiving to appearance changes.

An intuitive approach to such problems is to update the target

model with each subsequent frame, in a way such that small

changes are incorporated into the model gradually. Depend-

ing on the nature of the tracker however, this process may

cause significant delays to the tracking process. To accom-

modate real-time applications, trackers must be efficient in

both their localization strategy as well as their model update

procedure.

Amongst the most pioneering and foundational tracking

algorithms lie Discriminative Correlation Filters (DCF) [2],

and Mean Shift (MS) [3, 4], tracking approaches. More recent

trackers exploit the semantically meaningful feature represen-

tations extracted by Convolutional Neural Networks (CNNs)

and typically rely either on online optimization of the network

parameters or offline learning to produce discriminative fea-

tures while maintaining high tracking speed.

In this work, we revisit the histogram-based tracking

paradigm utilized by MS-based trackers while making use

of CNNs for feature extraction to benefit from their success.

We employ a fully learnable Bag-of-Features module into the

feature extracting process of a CNN to extract histograms

from both the target and a wider search area. Using these

histograms, which encode convolutional feature map infor-

mation into compact representations, we are able to locate the

target by matching the target and area histograms in a fully

convolutional fashion. The proposed tracker runs at high

speeds even on devices with limited computational capabil-

ities while achieving significant results on multiple tracking

benchmarks.

The rest of this paper is organized as follows. Section 2 is

a summary of related work on visual object tracking. Section

3 introduces and analyzes in depth the proposed tracker and

methodology. The experimental results, which validate our

hypotheses, are presented in Section 4, and finally Section 5

summarizes our findings.

2. RELATED WORK

Recently, convolutional neural networks have met great suc-

cesses in various visual analysis fields, including object

recognition, detection and tracking. Trackers based on con-

volutional neural networks, have recently started to attract

research attention. Trackers like MDNet [5], ECO [6], have

achieved state-of-the-art performance on various object track-

ing benchmarks, at the cost of very slow tracking speeds. We

focus on more lightweight trackers which can run at real-time

speeds.



GOTURN [7], is a CNN-based tracker, trained to regress

the new target position, given the target and a candidate re-

gion. The target and candidate regions are first mapped to an

intermediate representation using a fully convolutional net-

work. The two representations are then fed to a series of fully

connected layers, and the final layer predicts the new position

and size of the target. Amongst its drawbacks are the need

for severe data augmentation during training, to simulate as

many changes in position and scale as possible, as well as the

tracker’s performance.

SiamFC [8] is another CNN-based tracker, trained as a

fully convolutional siamese network, which performs cross

correlation between the features extracted from the target

and a candidate region to find the new position of the target.

In contrast to GOTURN, data augmentation is unnecessary,

due to the network’s fully convolutional nature. Its succes-

sor, CFNet [9], included a Discriminative Correlation Filter

(DCF) module, presented as a fully learnable layer. Ever

since, more approaches have combined DCFs with CNNs,

such as DCFNet [10].

The classic Mean Shift (MS) and its adaptive version

[4, 3] both use color histograms extracted from the target

weighted by a differentiable kernel profile, to finally extract

the new position of the target using the mean shift vector.

In this work, histograms of convolutional features are ex-

tracted from both the target and candidate regions, using a

fully learnable Bag-of-Features module, and compared using

histogram matching measures in a convolutional fashion. The

new position of the target is chosen by finding the position at

which the maximum similarity is achieved. The use of his-

tograms makes such tracking algorithms robust to appearance

changes, such as pose and viewpoint [11].

3. PROPOSED METHOD

3.1. Histogram-based Tracking

In classic Mean Shift tracking [4], the target is represented by

a spatially weighted histogram of features extracted from each

spatial location of the input image corresponding to the target.

Let an input image be represented by features f ∈ R
H×W×C ,

lying on a regular lattice x ∈ R
H×W×2, where C is the num-

ber of channels and H , W are the spatial dimensions. Also

let f⋆ij ∈ R
h×w×C represent those features that spatially cor-

respond to the target, with h, w being its spatial dimensions,

and x⋆
ij ∈ R

h×w×2 represent its spatial coordinates, centered

around 0, with i, j indexing the coordinates corresponding to

the target. Finally, let M denote the number of histogram bins

extracted from the features by some quantization method. The

target model is then represented as an M -dimensional his-

togram q ∈ R
M , acquired by spatially weighing the his-

tograms corresponding to the target using a Gaussian kernel

profile k(·):

qm = C
∑

i,j

k(∥x⋆
ij∥

2)δ[b(f⋆ij)−m)] (1)

where C = 1/
∑

ij
k(∥x⋆

ij∥
2), and b(·) ∈ 1, . . . ,M maps its

argument to a histogram bin index.

Respectively, the target candidate model representation at

spatial location y is denoted as p(y) and formulated as:

pm(y) = Ch

∑

ij

k(∥
y − xij

h
∥2)δ[b(fij)−m] (2)

where Ch = 1/
∑

ij
k(∥

y−xij

σ
∥2) is a normalization constant

arising from the condition that
∑M

m=1 pm(y) = 1, σ is the

kernel radius and i, j index the coordinates corresponding to

the last known position of the target. The similarity between

the resulting histogram representations can be measured using

the Bhattacharyya coefficient, which ultimately leads to the

Mean Shift update vector to find the target’s new position.

3.2. Convolutional Bag-of-Features based Tracking

Similar models can be obtained using a Bag-of-Features

(BoF) based quantization method on features extracted by

a Convolutional Neural Network [12]. Let c ∈ R
M×C be

M codeword feature vectors, one for each of the M bins

of the histograms. The feature vectors f ∈ R
H×W×C can

be quantized into histogram bins by assigning each feature

vector to the bin with whose codeword it is most similar. To

avoid harsh binary representations, the similarity between

each feature vector and each codeword can be used instead,

provided that the histograms are subsequently normalized to

sum up to 1. Thus, memberships g ∈ R
H×W×M are cre-

ated, indicating the similarity of each feature vector in f with

each of the codewords c. Let h ∈ R
h×w×M denote these

histogram representations, whose spatial dimensions in the

general case are different than those of the original feature

vectors. For example, from an original input volume one

histogram can be extracted by averaging the memberships at

all spatial locations. In the case of Mean Shift, the binary

memberships are spatially weighted by a Gaussian kernel.

Thus, three main components are required for the extrac-

tion of BoF histogram representations. First, a similarity mea-

sure to extract the memberships of each feature vector in the

input volume with each of the codewords. Secondly, a mem-

bership normalization method, such as l1 normalization. And

finally, a membership averaging method, to produce the final

histogram which should combine the memberships from all

spatial locations. In terms of convolutional neural networks

this can be translated into first extracting memberships using

a Radial Basis Function (RBF) layer, which first computes the

memberships as the Euclidean similarity of each input feature

vector with each of the codewords and subsequently normal-

izes these memberships by their sum over all codewords. For-

mally, let gij,m denote the membership of the feature vector



at spatial location {i, j} to the m-th codeword, then its mem-

berships are computed as:

gij,m =
exp(−∥fij − cm∥22)∑M

n=1 exp(−∥fij − cn∥22)
(3)

Alternatively, the similarity between each input feature

vector to each codeword may be measured as their dot-

product (or cosine similarity if they are l1-normalized). This

directly translates into using a traditional convolutional layer

where the filters act as codewords. The similarity between all

codewords and all input vectors is computed by the layer’s

operation if the filters are not flipped (i.e., cross-correlation),

as is typical. In this case the memberships can be computed

as:

gij,m =
|cTm · fij |∑N

n=1 |c
T
n · fij |

(4)

where the absolute value of the dot product is used to enforce

similarity metric properties for Equation (4).

Finally, histograms may be extracted by averaging over

the spatial locations of the computed memberships:

h =
1

H ·W

H∑

i=1

W∑

j=1

gij (5)

This is translated to a global average pooling operation in

terms of neural network components. The histogram extrac-

tion process is illustrated in Figure 1. To maintain spatial

Σx

Fig. 1: Summarization of the histogram extraction process.

Each feature vector in the original input volume of size 3 ×
3 × 9 is compared against each of the 4 × 9 codewords, and

memberships of size 3×3×4 are extracted. After an average

pooling operation of size 3 × 3, a single histogram of size

1× 1× 4 is extracted.

information, which is crucial in tracking tasks, multiple his-

tograms can be extracted by averaging the memberships over

local regions. For example, four histograms can be extracted

by dividing the spatial locations into a 2 × 2 pooling grid.

This can be achieved by using (strided) local pooling layers.

Depending on the size of the pooling grid and the stride, this

process can approximate the spatial gaussian weighting used

in MS, as feature vectors lying on the edges will contribute

to fewer histograms than feature vectors lying in more central

positions.

The more histograms used, the more spatial information is

maintained but more comparisons are required between target

histograms and candidate histograms. The linear approxima-

tion of the BoF model introduced has the added benefit that it

is much faster than its non-linear counterpart, which is also a

desirable feature in tracking tasks.

To track a target T , first a target model hT is extracted

as described. Then, given a new image frame, a candidate

region C is extracted from an area around the previous target

location, and modeled similarly as a candidate model HC . For

the candidate model, the same pooling grid as the one used for

the extraction of the target model is used, e.g., H ×W in the

case of one global histogram for the target, or n × n in case

of multiple histograms for different spatial locations of the

target. The candidate region is chosen to be larger than the

region corresponding to the target, thus producing a volume

of histograms corresponding to various spatial locations.

Finally, the target histograms are compared against the

candidate histograms using the χ2 distance. For the case of

one target histogram, the distances between the target his-

togram hT ∈ RM and each of the candidate histograms

HC ∈ R
K×L×M is given by:

dkl,m =

M∑

m=1

(HC
kl,m − hT

m)2

HC
kl,m + hT

m

. (6)

for k = 1, . . . ,K and l = 1, . . . , L. The distances are then

converted to similarities as follows:

skl,m =
exp(−dkl,m)

∑M

n=1 exp(−dkl,n)
. (7)

In the case of the target model consisting multiple his-

tograms, all histograms must be compared to the histograms

corresponding to the candidate region in a convolutional fash-

ion, and the similarity should be averaged over the target his-

tograms. Figure 2 illustrates an example of this convolu-

tional way of computing the similarities between multiple his-

tograms.

After the similarities have been computed, tracking is sim-

ply a matter of finding the position at which the maximum

similarity is achieved and projecting it back to the original

image. To capture variations in scale, a scale pyramid is

constructed from the candidate region and forward passed

through the network as a single batch for efficiency. Varia-

tions in scale and large displacements are discouraged, using

a penalty value and linearly combining the output with a co-

sine window respectively.

4. EXPERIMENTAL STUDY

Following [8], we use an AlexNet-like base architecture for

our network, keeping only three convolutional layers and

adding an LBoF [12, 13] layer at the end. The total stride of

the network is 8. To extract target histograms, we crop the



(a)

(b)

Fig. 2: (a) Candidate and target histograms (left and right re-

spectively), extracted from convolutional feature vectors. (b)

Different steps of comparisons between the target and candi-

date histograms. Purple blocks denote the position of the tar-

get histograms, overlayed on top of the candidate histograms

to extract a single similarity value by averaging the similari-

ties between the histograms of each overlapping grid cell.

region around the target including some context and resize

the crop to be of fixed size 127 × 127 while maintaining the

aspect ratio of the target. For the candidate histograms, we

similarly resize the candidate region and crop an area of fixed

size 255 × 255 around the previous location of the target.

We train the network on the ILSVRC2015 VID dataset [14],

learning the codewords of the LBoF layer from scratch. Fol-

lowing [9], we use the same validation set to stop the training

process.

For evaluation, we use the OTB50, OTB2013, OTB100

[15, 16], and UAV123 datasets [17]. We compare our method

against provided results from the SAMF [18], Struck [19],

DSST [20], OAB [21], TLD [22], and KCF [23] trackers. We

also compare our method against the more recently published

SiamFC and CFNet [8, 9] and DCFNet [10] trackers when

possible. The results for the One Pass Evaluation (OPE)

on the UAV123 dataset are summarized in Figure 3. The

proposed Convolutional Histogram Tracker (CHT) tracker

achieves a precision score of 69.7% at pixel threshold 20,

and a success AUC score of 48.5%, surpassing the compared

trackers. By inspecting the attributes of the dataset, we ob-

serve that CHT surpasses all other trackers by a large margin

on videos with Viewpoint Change and Aspect Ratio Change

attributes, a feature that is inline with our hypotheses that

histograms can more adeptly handle viewpoint changes.

The results for the OTB50, OTB2013 and OTB100 results

are presented in Table 1. CHT achieves the best precision

(71.7%) on the OTB50 dataset as well as challenging perfor-

mance on the OTB2013 and OTB100 datasets. On the OTB

datasets, our tracker achieves an average of about 120 frames

per second using an NVIDIA GTX1080 Ti graphics card and

an Intel i7-6900K CPU @ 3.20GHz CPU. On the same ma-

chine, its most competitive contender, SiamFC, runs at about

60 FPS. On an NVIDIA Jetson TX2 embedded module, our

tracker can run at about 25 FPS.

(a) (b)

Fig. 3: (a) Precision curves at various thresholds for the

UAV123 dataset. (b) Success curves at various overlap thresh-

olds for the UAV123 dataset.

5. CONCLUSIONS

We have presented a novel tracker based on convolutional

neural networks and a fully learnable Bag-of-Features module

for histogram extraction. Based on the success of the Mean

Shift algorithm, which uses color histograms, we hypothe-

size that using histograms of convolutional features instead

of convolutional features can benefit the tracking task. Ex-

tensive experiments on multiple object detection benchmarks

validate our assumptions. Finally, our tracker can run at real-

time speeds even on embedded systems.
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Abstract—This paper focuses on the application of 2D visual
object tracking in Unmanned Aerial Vehicles (UAV) for the
coverage of live outdoor events, by filming moving targets (e.g.,
athletes, boats, cars etc.). In this application scenario, a 2D target
tracker visually assists the UAV pilot (or cameraman) to maintain
proper target framing, or it is employed for autonomous UAV
operation. It should be expected that in such scenarios, the 2D
tracker may fail due to target occlusions, illumination variations,
fast 3D target motion, etc., thus, the 2D tracker should be
able to recover from such situations. The proposed long-term
2D tracking algorithm solves exactly this problem, by detecting
occlusions from the 2D tracker responses. Moreover, according
to the immensity of the occlusion, the tracker may stop updating
the tracker model or try to re-detect the target in a broader
frame region. Experimental results indicate that our proposed
tracking algorithm outperforms state-of-the art correlation filter
trackers in UAV orientated visual tracking benchmarks, as well
as in realistic UAV cinematography applications.

Index Terms—2D visual object tracking, Occlusion-detection,
Fast motion change.

I. INTRODUCTION

Aerial live outdoor event coverage that relies on camera

equipped unmanned aerial vehicles (UAVs), or drones, has rev-

olutionized media production during the past years. Commer-

cial UAVs employ 2D tracking algorithms to assist the media

production crew to maintain proper target framing or even

enable autonomous flight. During autonomous UAV flights

that heavily rely on the 2D visual tracker (especially when

the target is not equipped with a GPS or other localization aid

device) it is of high importance that the 2D target tracking

module is robust and even when it fails, it should be able to

inform the UAV pilot/cameraman or take actions to recover.

Most of the 2D visual target tracking algorithms assume that

the target re-appears in successive frames, perhaps slightly

translated, rotated or scaled. In realistic application scenarios,

the framed target should be expected to disappear from the

camera frame due to rapid target/camera motion, or may be

occluded by obstacles. In fact, target occlusions have been

identified as the most common cause of tracking failure [1].

State-of-the-art 2D tracking methods employ the so-called

tracking-by-detection approach, i.e., they learn a discriminat-

ing function able to detect the target within a search area/win-

This work has received funding from the European Union’ Seventh Horizon
2020 research and innovation programme under grant agreement No 731667
(MULTIDRONE). This publication reflects only the authors’ views. The
European Commission is not responsible for any use that may be made of
the information it contains.

dow, i.e., a sub-frame region around the target detection ROI

at the previous video frame. Tracking algorithms mostly differ

in the optimization procedure followed to train and update

the object detection model, and the employed target template

representations. Although, 2D tracking algorithms that employ

deep architectures and can perform real-time exist [2], [3],

these methods struggle to perform real-time in UAV embedded

systems. Perhaps the most successful family of real-time 2D

tracking algorithms suitable for UAV applications are the

correlation filter-based trackers [4]–[6].

Related work in 2D tracking that focuses on handling target

occlusions have been proposed [7]–[12]. In order to detect

target occlusions, heuristic methods are commonly employed,

e.g., empirically setting thresholds between successive frame

tracking metrics or metrics based on statistical features of the

tracker response distribution, such as the maximum tracker

response value [9], [10] or the Peak-to Sidelobe Ratio (PSR)

[7]. During occlusions, an additional target detector may be

employed, which is trained separately from the target tracker

[9], [10], or the tracker itself may be applied in video frame

regions selected by an object proposal algorithm [7]. However,

most of these tracking methods have not been specifically

designed for UAV implementation and computational com-

plexity has not always been considered as a limitation during

the algorithm design process, resulting in methods that fail to

perform real-time 2D visual tracking on a UAV system.

This paper presents a 2D tracking method that detects

and handles target occlusions (DHO), incorporating three

components: a) a baseline 2D visual target tracker, b) a

lightweight occlusion detector and c) an occlusion handling

algorithm. In order to detect occlusions, an offline detector

based on Support Vector Machines [13], [14]) is trained

from the distributions of the 2D tracker responses when no,

full or partial target occlusions occur, obtained by annotated

videos [15]. The tracker responses are employed as a measure

of tracking quality and handled by the occlusion handling

algorithm which decides whether to stop 2D tracking model

training or to trigger target re-detection in a broader search

region, using the tracker model as a detector. This prevents

the tracker model to be updated/polluted during occlusions.

Therefore, instead of training an additional object detector

[9], [10] to be employed for object re-detection, the proposed

tracker employs the tracker model itself for object detection

[7] in a sub-frame search region, in order to maintain real-time

tracking performance.



II. CORRELATION FILTER-BASED TRACKING

Let X ∈ R
N×N be a data matrix that contains the input

target template representations. Correlation-filter based meth-

ods focus on learning a discriminating filter w, that regresses

the data matrix X to a Gaussian distribution y ∈ R
N ,

corresponding to all available ROI translations, where the

original target template (not translated) is mapped to the peak

yi value. This discrimination filter is optimized by solving a

Ridge Regression problem:

min
w
‖Xw − y‖2 + λ‖w‖2, (1)

where λ is a regularization parameter. This problem has the

following closed-form solution:

w = (XTX + λI)−1XTy, (2)

where each row of X contains the vectorial representation

of a target ROI translation xi and I is an identity matrix

of appropriate dimensions. Since X contains all the available

translations of the first sample x1, it is circulant [16], having

the following property:

X = FHdiag(Fx1)F , (3)

where F is the so-called Discrete Fourier Transform (DFT)

matrix and FH is its Hermitian transpose. By replacing (3) in

(2), w can be obtained in the Fourier domain:

ŵ∗ =
x̂∗ ⊙ ŷ

x̂∗ ⊙ x̂+ λ
, (4)

where ⊙ denotes element-wise operations, ·̂ and ·̂

∗
denote

the DFT transform and its complex-conjugate, respectively.

Finally, the response map RH×W in the spatial domain for a

test image ROI feature matrix Z at frame i, can be obtained

by:

R = F−1 (ŵ ⊙ ẑ) , (5)

where F−1 denotes the inverse Fourier Transform. The target

center is located at the position corresponding to the maximal

filter response. When employing multiple descriptor channels,

the obtained response maps can be averaged, or linearly

combined using a descriptor reliability metric [17].

After successful tracking, the test feature image ROI and

all its translations Z are employed to update the correlation

filter, in the following manner:

ŵi =
Ai

Bi

, (6)

Ai = (1− h)Ai−1 + h (ẑ∗ ⊙ ŷ)

Bi = (1− h)Bi−1 + h (ẑ∗ ⊙ x̂+ λ) ,

where 0 < h ≤ 1 is the so-called learning rate, which adapts

the filter to increase its peak response at frame i.

III. DETECTING AND HANDLING TARGET OCCLUSIONS

A. Occlusion detection

Let us assume a 2D tracking dataset containing ROI an-

notations of a target depicted in F video frames. Also let us

assume that along with the target ROI annotation, there is some

annotation oi = {−1, 1}, i = 1, . . . , F that marks the frame

occlusions or when the target is out-of-view e.g., partially or

fully or even does not appear in the frame due to rapid camera

motion (oi = 1). In fact, 2D tracking benchmarks (e.g., VOT

2017 dataset [1], [15]), provide such information.

Given the 2D response Ri of the tracker, we extracted a

patch around the center of size 11 × 11 pixels, in order to

construct a feature vector ri per frame, as depicted in Figure 1.

The extracted 2D matrix was vectorized, in order to construct

a 121−dimensional feature vector and is labeled with 1 if

it refers to an occluded frame and −1 otherwise, according

to the dataset occlusion ground truth labels. This information

is used to train a classifier able to identify target occlusions,

from the tracker responses. To this end, a baseline tracker is

employed in order to obtain its responses on the annotated

ground truth frame ROIs. In fact, target scaling may result in

ROIs of different dimensionality for each frame in the same

video, e.g., ri ∈ R
Ñ , but they can be aligned offline by

cropping or zero padding.

patch

Fig. 1: Feature vector extraction for the Occlusion detection

module of the proposed algorithm.

The differences in tracker response distributions, under or

without target occlusion, can be learned using the standard

two-class Support Vector Machines (SVM) classifier [13],

[14], due to its lightweight model computational and memory

requirements. In its dual form, SVM learns a hyperplane

w ∈ R
F in a feature space associated with a kernel function

κ(·, ·), e.g., the RBF kernel function. Representations of the

tracker responses in F are obtained by a function that maps

the tracker responses to the feature space H (φ(·) : RF 7→ H).

Then, the optimization problem for learning a is of the

following form:

min
a,ξ,ρ

1

2
‖w‖2 + c

F
∑

i=1

ξi − ρ, (7)

s. t. yi
(

wTφ(ri)− ρ
)

≤ 1− ξi, i = 1, . . . , F,

ξi ≥ 0,

where φ(ri) are the representations of the tracker responses in

F , ξi are the slack variables, c > 0 is the parameter controlling



the amount of allowed error and ρ is the SVM bias term,

representing the offset of the SVM hyperplane from the origin.

After obtaining w, the response of the classifier for a given

tracker response r, is of the following form:

o =

F
∑

i=1

yiαiκ(ri, r)− ρ+ β. (8)

Occlusions are detected if o ≥ 0. An additional bias term

β has been introduced to the standard SVM bias term, that

can be manually tuned, in order to adjust the precision of the

trained model, allowing possibly minor partial occlusions and

misclassified cases to be classified as non-occlusions.

B. Handling detected occlusions

Tracker responses are evaluated by the occlusion detection

module and are handled by the validation and re-detection

functions.

The validation function reads the tracker response R and

employs the occlusion detection module in order to validate

the obtained response using equation (8). If no occlusion is

detected, i.e., oi < 0, the tracker model is updated. As a result,

for video sequences where no occlusion have been detected,

the proposed tracking algorithm degenerates to a standard

Correlation-filter based 2D tracker. The Staple [18] tracker

is employed to this end. For the cases where an occlusion

has been detected (i.e., oi > 0), the re-detection function is

triggered.

The re-detection function checks whether the target appears

in the neighborhood area of the last tracked object ROI. The

re-detection search area is broken into 8 nearest overlapping

window size areas, from top left to bottom right of the standard

window size area. The trained filter w is employed to obtain

all neighborhood area responses. Then, the 9 responses are

compared (including the last detected object ROI) and the

target is allocated to the position where the tracking response

is maximum. Unlike related methods, the tracking model is

not trained or re-initialized during the re-detection process.

As shown in Figure 2 the proposed framework detects an

occlusion, searches for the target at the re-detection area

and manages to re-detect the target using the same baseline

tracking model w and the overall algorithm is presented in

Algorithm 1.

The introduced properties of the proposed tracking algo-

rithm allow the tracking model to stop being updated when

an occlusion has been detected, without polluting the trained

target model and hence to allow target re-detection, once the

object re-appears in the neighborhood area. This is valuable

in UAV cinematography applications, since manual tracking

model re-initialization (due to model pollution) is no longer

required, as it can be potentially costly and frustrating for

the drone pilot/cameraman. Moreover, by considering that

the tracking model does not require re-initialization, it can

potentially be more accurate than a re-initialized model that

was trained only in the few previous video frames.

Algorithm 1 Proposed algorithm

1: procedure MAIN ⊲ Main loop

2: f ← obtainNextFrame()
3: [w,X, pos]← initModel(p, f, pos)
4: f ← obtainNextFrame()
5: while (f ! = NULL) do

6: Z ← trackingWindow(f, pos)
7: [r, pos]← track(w,X,Z)
8: o← validation(r)
9: if o < 0 then

10: [w,X]← updateModel(w,X,Z)
11: else

12: pos← Redetection(f,w,X)

13: f = obtainNextFrame()
⊲ End while loop

14: return

15: procedure REDETECTION(f,w,X)

16: for k = 1 : 8 do

17: Z ← trackingWindow(f, area(k))
18: [rk, tempPos(k)]← track(w,X,Zk)

19: pos← tempPos(argmax(rk))
20: return pos

IV. EXPERIMENTAL RESULTS

For our evaluation, we utilized the videos from a publicly

available video tracking benchmark, namely UAV123 [19]

which is a UAV specific video tracking benchmark dataset. It

contains 123 fully annotated sequences captured using UAVs

in various scenes with challenging attributes for visual 2D

target tracking such as occlusions, fast target and camera

motion, background clutter etc. In addition to this dataset we

utilized the BikeUAV dataset which contains footage from

famous bike races. This dataset consists of 21 sequences that

most of them have been used for live broadcasting. The targets

in BikeUAV are usually partially or full occluded, have fast

motion or other challenging attributes for the 2D visual tracker.

The performance of the proposed DHO tracker is compared

against state-of-the art Correlation filter based tracking al-

gorithms such as Staple [18], BACF [20] and SRDCF [17].

In addition we compare the performance of DHO against

algorithms that employ occlusion detection/long-term tracking

mechanisms, i.e., ROT [8] and LCT [9] and against framework

enhanced tracking algorithms e.g. Staple-CA [21].

In all the benchmark datasets, we exploit the one-pass eval-

uation (OPE) method. In this approach, the tracking algorithm

is initialized in the first frame with the ground truth position

and size of the object and tries to track the object for the rest of

the video frames. This evaluation type is more appropriate for

evaluating methods in terms of long-term tracking, which is

more related to the proposed 2D tracking algorithm application

domain. Our evaluation is based on two widely used metrics,

Center Location Error (CLE) and Overlap Score (OS). The

first one is computed by measuring the Euclidean distance

in pixels, between the center locations of the tracker output



(a) Initial tracker response at frame
#79. Occlusion is detected.

(b) Responses at the 9 overlap-
ping window sizes inside the re-
detection area.

(c) Output of the DHO tracker. The
target is re-detected.

Fig. 2: Re-detection process during a sequence. Tracker outputs (green), window size area (blue), re-detection area (yellow),

target position (red). The proposed DHO tracker detects an occlusion at frame #79, searches for the target at the re-detection

area and manages to re-detect the target.
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Fig. 3: Precision and success plots for the real case scenario

dataset BikeUAV.

ROIs and the ground truth ones. Then the CLE measure is

computed by calculating the percentage of the frame where

this distance is less than a certain threshold, in our case 20
pixels. This metric, although cannot evaluate the performance

of the tracker in terms of target scale variations, is useful for

UAV tracking applications since independent of correct scale

estimation, if the center position of the tracker is close to the

ground truth one, the UAV will manage to follow the desired

object.

We also use the Overlap Score (OS) defined as S = |rt∩r0|
|rt∪r0|

,
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Fig. 4: Precision and success plots for the challenging bench-

mark UAV123.

TABLE I: Average precision and frames per second for the

evaluation datasets. Bold font indicates the proposed tracking

algorithm and the top performance is annotated with red color.

Tracker Avg. Precision Avg. FPS

DHO 0.746 60.1
SRDCF 0.714 12.9
Staple-CA 0.702 33.8
Staple 0.699 80.3
ROT 0.660 52.7
KCF 0.641 375
LCT 0.640 28.0
BACF 0.603 25.9



where rt and r0 is the tracked and ground truth bounding

boxes respectively, ∩ and ∪ denote the intersection and union

operators and | · | denotes the number of pixels inside the

specified area. OS is calculated in a per frame basis. When

the value of S is larger than a certain threshold (0.5 in our

case), it is assumed that the tracker, successfully tracks the

desired object. In contrast with the CLE, this evaluation metric

is affected when the 2D tracking algorithm fails to adjust to

target ROI scale and size variations.

In Table I, the average results in terms of presicion and

frames per second (FPS) are presented. The proposed algo-

rithm outperforms SRDCF in average precision by more than

3% while managing to be almost 6 times faster in terms of

FPS, on a Linux PC equipped with an Intel i7 processor.

By examining the FPS results, only KCF, which achieves

a remarkable top performance of 375 fps and Staple have

better performance than the proposed tracker. Although, the

proposed tracker manages a 10% gap in terms of precision

when compared to KCF and almost 5% against Staple.

Figures 3 and 4 depict the precision and success plots

in BikeUAV and UAV123 datasets, respectively. By examin-

ing the results, it should be noted that the proposed DHO

tracker manages to outperform much more demanding track-

ers in terms of computational burden, such as SRDCF or

BACF. In BikeUAV, DHO tracker manages to achieve the

top performance in precision (0.815) and success rate (0.737)

outperforming the competition by 5% in terms of precision.

In UAV123, DHO tracker has the best performance overall

both in precision and success rate metrics. From the rest

of the competing tracking algorithms, only SRDCF has a

performance close to the proposed DHO tracking method,

however it is much slower.

V. CONCLUSION

A 2D tracking algorithm, namely DHO, that detects and

handles target occlusions in 2D tracking has been presented.

DHO tracker decreases drifts that may occur due to target

occlusions, thus the tracker performance is enhanced. In addi-

tion, our algorithm prevents the tracker model to be updated

during occlusions resulting in a more robust model that can

be exploited for object re-detection when it reappears. Future

work could include adapting the proposed tracker to deep-

learning based trackers, since embedded systems in the future

will probably posses improved computational power.
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ABSTRACT

The increasing computational complexity of label propagation-

based facial image annotation when applied on multimedia

data whose cardinality increases over the time (e.g., when

analyzing video or movie content on-line), can be reduced by

using an incremental approach. In this paper, a method for

incremental label propagation on facial images is described.

The similarity matrix is incrementally constructed by employ-

ing the kd-tree nearest neighbor algorithm. Furthermore, the

matrix inversion, which is included in the label propagation

solution, is calculated with a block-wise inversion formula

involving the Woodbury matrix identity. Experiments show

significant computational savings when the incremental ap-

proach is applied on a dataset of three full length movies.

Moreover, the classification accuracy was improved in most

cases.

Index Terms— Incremental label propagation, facial im-

age annotation, incremental similarity matrix construction,

blockwise inversion formulae, Woodbury matrix identity.

1. INTRODUCTION

Annotation of facial images can be done using label prop-

agation techniques with the prior knowledge of some anno-

tated facial images and by spreading the name labels from

the set of labeled images to the unlabeled ones, employing a

diffusion process while maintaining local and global label-

ing consistency [1], [2]. In the field of label propagation,

or, more generally speaking, in graph-based semi-supervised

learning [3], [4], many tasks employ datasets that evolve over

time. Such a task is the annotation (tagging) of facial im-

ages [5] (derived from a face detector and a face tracker that

produce ”trajectories” of facial images, consisting of regions

of interest (ROIs)) with names in a video stream that becomes

available on-line, i.e. it is not known in its entirety. In this

case, classical facial image annotation via label propagation

The research leading to these results has received funding from the Eu-

ropean Union Seventh Framework Programme (FP7/2007-2013) under grant

agreement number 316564 (IMPART) and the European Union’s Horizon

2020 research and innovation programme under grant agreement number

731667 (MULTIDRONE).

till time instance t+ 1 must be done from scratch rather than

using the results of the same operation already performed at

time instance t. However, in such cases, incremental label

propagation techniques can be used in order to avoid the in-

creasing computational complexity of classical label propa-

gation [1].

Various methods implementing incremental label propa-

gation exist in the literature [6–9]. In [6], the proposed dy-

namic label propagation method (DLP) aims at solving semi-

supervised multiclass and multi-label label propagation by

combining the graph similarities and the label correlations in

a dynamic way, while preserving the intrinsic structure of in-

put data. Moreover, propagation of semantic labels in indoor

sequences based on feature matching and incremental model

update, is described in [7]. Furthermore, LabelRankT [8] is

an online distributed algorithm for detecting, incrementally

updating and monitoring, through label propagation, commu-

nities [10] in large-scale dynamic networks whose evolution

generates huge realtime data streams. Finally, label propaga-

tion for detecting community structures in complex networks

in realtime while dealing with the network changes incremen-

tally is described in [9].

In this paper, a novel incremental label propagation ap-

proach is presented, which is based on Multiple-graph Local-

ity Preserving Projections - Cluster-based Label Propagation

(MLPP-CLP) algorithm [1]. The main aim is the speedup of

MLPP-CLP method using the concept of incremental label

propagation. To this end, we split the video time domain in

intervals ntT, nt = 1, . . . , Nt, the total duration being NtT

seconds. We start with the first video interval by performing

face detection/tracking and we manually label an initial num-

ber of facial images (namely 5% of the facial images con-

tained in the time interval). Label propagation is conducted

by spreading the labels from the manually labeled facial im-

ages to the unlabeled ones in the same time interval. Subse-

quently, this process is repeated for consecutive time intervals

and the label inference is conducted in an incremental way

as the additional facial images are being detected/tracked on

line, by: a) updating in every step the respective facial image

similarity matrix W with the additional pairwise facial im-

978-1-7281-0824-7/19/$31.00 c©2019 IEEE



age similarities and b) calculating the label propagation solu-

tion with the inversion of the matrix I − aS in an incremen-

tal block-wise manner based on the Woodbury matrix iden-

tity [11]. This approach reduces computational complexity as

these two operations are the most time-consuming ones in the

label propagation process. Incremental facial label propaga-

tion continues till the video stream (or movie) comes to its

end.

The rest of this paper is organized as follows. Since the

proposed method is an extension of the MLLP-CLP method

[1], it is briefly described in Section 2. Section 3 describes the

details of the proposed incremental label propagation method.

In Section 4, we present the datasets and the experiments

which have been conducted to measure the facial label propa-

gation accuracy and the reduction in computational complex-

ity. Finally, conclusions are presented in Section 5.

2. MLPP-CLP FACIAL IMAGE LABEL

PROPAGATION

Assume a set of labeled facial images XL = {xi, i = 1, . . . ,ml}
which have been assigned labels (actor/person names) from

the label set L = {lj , j = 1, . . . , Q} and a set of unlabeled fa-

cial images XU = {xi, i = 1, . . . ,mu}. Their union is given

by X = {x1, ...,xml
,xml+1, ...,xM},M = ml + mu [2].

The objective of label propagation is to spread the facial im-

age labels from the set of the labeled images XL to the set of

the unlabeled images XU , while maintaining local and global

facial image labeling consistency [2]. The initial information

about the labeled data is described by the M × Q matrix Y,

defined as:

Yij =

{

1, if node i is labeled by label j

0, otherwise.
(1)

The algorithm begins with the construction of a symmetric

facial image similarity matrix W which represents the facial

image similarity graph, as label propagation should be per-

formed across similar facial images. The rows/columns of

the matrix correspond to the temporally ordered facial im-

ages. More specifically, the edge in the graph that connects

the nodes (facial images) i and j is assigned with a value Wij

that indicates the similarity between the graph nodes. This

similarity is computed according to the heat kernel equation:

Wij = e−
‖xi−xj‖

2

σ (2)

where σ is the mean edge length distance among neighbors.

The construction of such a matrix has computational com-

plexity and memory requirements of the order O(M2), even

if a k nearest neighbor (NN) matrix [1] is constructed.

Then, vectors fi, i = 1, ...,M are calculated that assign a

score for every possible person label to facial image i, defin-

ing the matrix F = [fT1 , ..., fTM ]T ∈ RM×Q. More specifi-

cally, F is calculated by minimizing [1]:

Q(F) =
1

2
tr(FT LF) + µtr((F − Y)T (F − Y)), (3)

where L = D−1/2(D − W)D−1/2 is the normalized facial

image similarity graph Laplacian, D is the diagonal degree

matrix having entries Dii =
∑

j Wij and µ is a regularization

parameter. This minimization problem leads to the following

solution [1]:

F = (1− a)(I − aS)−1Y, (4)

where a = 1
1+µ and:

S = D−1/2WD−1/2, (5)

The final facial image label (person name) is assigned to facial

image i according to the following decision rule:

yi = argmax
j∈1,...,Q

[f1
j , . . . , f

M
j ]. (6)

The regularization framework (3) can be easily extended

to the case of label propagation on multiview (e.g. stereo) fa-

cial images. In this case, multiple graphs are constructed for

the data, one for each one of the K facial image representa-

tions (i.e., views). In this case, the regularization framework

(3) takes the form:

Q(F, τ ) =
1

2

K
∑

k=1

τktr(F
T LkF) + µtr((F − Y)T (F − Y)),

(7)

subject to the constraint:

K
∑

k=1

τk = 1, (8)

that leads to the following optimal solution for F:

F = (1− a)

(

I − a
∑

k

τkSk

)−1

Y. (9)

where τk, k = 1,...,K is the weight that corresponds to the k-th

data representation and Sk = D−1/2WkD−1/2.

A method for computing the weights τk called Multi-

graph Locality Preserving Projections Cluster-based Label

Propagation (MLPP-CLP) was introduced in [1], being a vari-

ant of the Locality Preserving Projections (LPP) method [12].

It performs dimensionality reduction [13] of data with multi-

ple representations by constructing a single projection matrix

A for all data representations, while preserving the data

locality information in all representations and ensuring ad-

ditional pairwise similarity and dissimilarity constraints on

the data [1]. The weight τk of each data representation in

the construction of the projection matrix A is optimal for the

label propagation cost function (7), given that the data feature

extraction was performed according to MLPP. More details

about the method can be found in [1].



3. INCREMENTAL FACIAL IMAGES LABEL

PROPAGATION

The proposed Incremental Facial Images Label Propagation

(ILP) is a variant of the MLPP-CLP method [1] described in

Section 2, with incremental calculation of similarity matrix

W(nt) and incremental matrix I − aS(nt) inversion by em-

ploying a block-wise matrix inversion formula.

Assume that we start with M initial facial images in

the set XM = {x1, . . . ,xM} corresponding to time in-

terval [0, ntT ]. We obtain m new labeled and unlabeled

facial images samples Xin = {xM+1, . . . ,xM+m} that are

derived by on-line face detection and tracking (and man-

ual annotation of a small number of images) over the pe-

riod [ntT, (nt + 1)T ], resulting in a new image data set

XM+m = {x1,x2, . . . ,xml
, . . . ,xM ,xM+1, . . . ,xM+m}.

For every facial image xi ∈ Xin, we then search the k-nearest

samples xp ∈ N(xi) using the kd-tree algorithm [14], calcu-

late the incremental facial image similarity matrix W(nt+1),

update the matrix S(nt+1) and invert matrix I − aS(nt+1) in

order to conduct label inference. The objective is to spread

the facial labels in the unlabeled facial images of the new

facial image set Xin using the the manually labeled images

of Xin as well as those in XM . Note however that labels

assigned to images in XM can also change, i.e., the approach

is equivalent to performing label propagation in XM+m in a

non-incremental way. Including a small set of labelled im-

ages in each new time interval ensures that appearances of

new persons, not present so far in the video, will be correctly

handled. If all persons to be labelled appear in the first in-

terval, manual labeling in each new interval can be omitted.

3.1. Incremental Similarity Matrix Calculation

Assume that W(nt) ∈ ℜM×M is the similarity matrix for the

time interval [0, ntT ] that represents the similarities among

M facial images. Then, the facial image similarity matrix

W
(nt+1) ∈ ℜ(M+m)×(M+m) for the time interval [0, (nt +

1)T ] is given by:

W
(nt+1) =

[

W
(nt) W

′

W
′T

Wm

]

, (10)

where Wm ∈ ℜm×m is the matrix with the pairwise facial

image similarities between the new facial image entries in

Xin (detected/tracked in the time interval [ntT, (nt + 1)T ]).
W

′ ∈ ℜM×m is the matrix with the pairwise facial image

similarities between the new/additional m facial image entries

and (previous) M facial image entries, which had already been

used in the similarity matrix W
(nt). It should be noted that

W
′, is found using the nearest image neighbors according to

a kd-tree algorithm [14].

3.2. Incremental Inversion of the Matrix I-aS
Assume that D

′

(nt)
, D

′

m are the diagonal degree matri-

ces having entries D′ii
(nt) =

∑

j W
(nt)
ij +

∑

j W
′
ij =

Dii
(nt)

+
∑

j W
′
ij and D′ii

m =
∑

j Wmij
+
∑

i W
′
ij , re-

spectively. The diagonal degree matrix D(nt+1) for the time

interval [0, (nt + 1)T ] is given by:

D(nt+1) =

[

D
′

(nt)
0

0 D
′

m

]

(11)

Thus, the matrix S(nt+1) is given by the following equation:

S(nt+1) = D
−1/2
(nt+1)W

(nt+1)D
−1/2
(nt+1) =

=

[

D
′−1/2
(nt)

W(nt)D
′−1/2
(nt)

D
′−1/2
(nt)

W′D
′−1/2
m

D
′−1/2
m W′T D

′−1/2
(nt)

D
′−1/2
m WmD

′−1/2
m

]

=

[

S
′(nt) S

′

S
′T S

′

m

]

, (12)

The matrix I − aS(nt+1) which appears in the solution (4) or

(9) is computed as:

P(nt+1) = I − aS(nt+1) =

[

V B

C D

]

, (13)

where V = I− aS
′(nt),B = −aS′,C = B

T = −aS′T ,D =

I − aS
′

m are matrix sub-blocks of size M × M , M × m,

m × M and m × m, respectively and I the identity matrix.

The inversion of the matrix P(nt+1) is computed according

to a block-wise inversion formula using the Woodbury matrix

identity [11]:

(P(nt+1))−1 = (I − aS(nt+1))−1 =

[

V B

C D

]−1

= (14)

=

[

V
−1 +V

−1
BZ

−1
CV

−1 −V
−1

BZ
−1

−Z
−1

CV
−1

Z
−1

]

,

where Z = (D −CV
−1

B). V is a square matrix, therefore

it can be inverted. Furthermore, V and Z are nonsingular

matrices [15].

3.3. Computational complexity study
In non-incremental label propagation using (4), the creation

of the matrix S according to (5) has complexity O((M +
m)2) ≃ O(M2) for m ≪ M , due to multiplication of the full

matrix W with diagonal matrices D−1/2. Moreover, the non-

incremental construction of the similarity matrix has compu-

tational complexity and memory requirements of the order

O((M +m)2) ≃ O(M2) even if an k nearest neighbor (NN)

matrix is constructed. Finally, the label propagation solution

(4) using MLPP-CLP and employing matrix I − aS inversion

has complexity O((M +m)3) ≃ O(M3) [16, 17] and multi-

plication with the matrix Y has complexity O((M+m)2Q) ≃
O(M2Q). As a result, the non-incremental approach has time

complexity O(2M2 +M3 +M2Q) ≃ O(M3).
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Fig. 1: Execution time for similarity matrix calculation of

MLPP-CLP and proposed ILP method versus the number of

processed facial images k · m for a) m = 250, b) m = 500,

c) m = 1000, respectively and the three movies.
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Fig. 2: Execution time for label propagation solution of the

MLPP-CLP method and proposed ILP technique (excluding

similarity matrix calculation) versus the number of processed

facial images k · m for a) Movie 1, b) Movie 2, c) Movie 3,

respectively and various values of m.



However, the construction of the incremental similarity

matrix of the ILP method has time complexity O(m2) +
O(2Mm) ≃ O(Mm) for m ≪ M . Furthermore, the cre-

ation of the incremental matrix S
(nt+1) according to (12) has

complexity O(m2) + O(2Mm) ≃ O(Mm). Finally, it can

be shown that the algorithm using blockwise inversion for

inverting a matrix (M +m) × (M +m) runs with the same

time complexity as the matrix multiplication that is used in

(14) [18]. As there are matrix multiplication algorithms with

a complexity of O(M2.3727) this will also be the complexity

of the block-wise matrix inversion (14). Thus, the proposed

iterative label propagation method (4) has time complexity

O((M + m)2.3727) ≃ O(M2.3727) due to incremental in-

version of the matrix I − aS(nt+1) plus O((M + m)2Q) ≃
O(M2Q) due to multiplication with matrix Y in (4). As a

result, the incremental label propagation has time complexity

O(2Mm+M2.3727 +M2Q) ≃ O(M2.3727 +M2Q) which

is much less than that of the MLPP-CLP time complexity of

O(M3).

4. EXPERIMENTAL EVALUATION

Experiments on incremental facial image label propagation

(ILP) have been conducted on three full length stereoscopic

movies having a total duration of more than 6 hours (528348

frames). The facial images contained in these movies were

derived by applying face detection [19] and tracking [20].

Due to the fact that the number of detected/tracked frames

is very large, only 5.85% of them have been used for annota-

tion with incremental label propagation (namely 5398, 3498,

4954 in every movie respectively).

Every facial image ROI is of size 41 × 31 pixels. In an

approach slightly different from what it has been described

before, each movie is segmented into unequal time intervals,

each containing the same number of facial images m, m =
250, 500, 1000. For every segment, manual labeling of 0.05m

(i.e. 5%) of the facial images in the segment was performed.

The computational complexity experiments focused on:

a) incremental similarity matrix W construction b) incremen-

tal label propagation (4), (9), which contains a block-wise

matrix I − aS inversion. These experiments measured the

execution time of MATLAB code running on a PC equipped

with an Intel Xeon CPU at 2.40 GHz with 72GB RAM and

64-bit Windows Operating System.

4.1. Classification Accuracy Performance
As facial label propagation essentially performs face classi-

fication, Table 1 illustrates the classification accuracy of the

proposed ILP method and the respective MLPP-CLP [1] re-

sults. The classification accuracy of ILP is evaluated in the

final time interval, thus it refers to the whole facial image

dataset, i.e. when the label propagation is completed. ILP

method outperforms MLPP-CLP in most cases. More pre-

cisely, the classification accuracy gains of 2.5% (on average)

that were observed for the various m, could be attributed to

the difference in the calculation of the similarity matrix in

ILP and MLPP-CLP. In MLPP-CLP, the k nearest neighbors

of the facial images are evaluated from within the entire set of

facial images available at a certain time instance. In the case

of ILP however, as can be seen in (10) W(nt+1) is essentially

an approximation of the ”full” similarity matrix involved in

MLPP-CLP. For example, evaluation of sub-matrix Wm in-

volves finding the nearest neighbors only between the new m

facial images. This approximation seems to improve the clas-

sification accuracy.

Although the proposed method aimed at improving

MLPP-CLP that operates on multi-view (stereoscopic in

our case) data, it can be easily applied on monocular videos

as well. Table 2 presents the recognition accuracy of ILP

and MLPP-CLP when applied on monocular videos. Similar

gains can be observed.

Table 1: ILP Recognition Accuracy Performance (stereo-

scopic movies)

m ILP MLPP-CLP

Movie1 1000 0.846 0.8189

500 0.8315 0.8326

250 0.8351 0.8121

Movie2 1000 0.7288 0.7094

500 0.7365 0.7090

250 0.7381 0.6990

Movie3 1000 0.7242 0.6942

500 0.7156 0.6797

250 0.7053 0.6841

Table 2: ILP Recognition Accuracy Performance (monocular

movies)

m ILP MLPP-CLP

Movie1 1000 0.8239 0.8147

500 0.8287 0.8292

250 0.8200 0.8248

Movie2 1000 0.6736 0.6531

500 0.7088 0.6527

250 0.7107 0.6635

Movie3 1000 0.7043 0.6767

500 0.6951 0.6863

250 0.6962 0.6853

4.2. Execution Time
Figure 1 shows the similarity matrix construction time for

both methods, namely MLPP-CLP [1] and the proposed

ILP technique for each stereoscopic movie and for m =
250, 500, 1000. The horizontal axis shows the total num-

ber of facial images k · m, (k = 1, 2, ...) at a certain time

instance. We observe a speedup by a factor of 2.5 to 5.58

for m = 1000, 2.35 to 5.7 for m = 500 and 3.2 to 5.98

for m = 250, respectively, when we performed facial label

propagation for the entire movie (last point in each curve).



The differences in speedup between the 3 movies are due to

the different number of faces in each movie. The bigger the

number of images, the larger the speed up. Figure 2 shows la-

bel propagation solution execution time (excluding similarity

matrix calculation) for the MLPP-CLP and the ILP methods

for the three stereoscopic movies separately. We observe a

speedup of 2.55 in Movie 1, 2.95 in Movie 2 and 1.66 in

Movie 3 respectively for the m = 250, 500, 1000, when we

perform label propagation for the entire movie.

5. CONCLUSION

In this paper, a novel incremental method for propagating per-

son identity labels on facial images extracted from stereo or

monocular videos was introduced. The main aim was the re-

duction of the computational complexity of the state of the art

MLPP-CLP [1] method, by performing the similarity matrix

construction W and matrix I-aS inversion in an incremental

way. Experiments on a data set consisting of facial images ex-

tracted from three monocular and stereoscopic movies show

that a significant speedup is obtained by using incremental

label propagation. Moreover, the classification accuracy was

improved in most cases. It should be noted that the proposed

approach can be also used for speeding up label propagation

in other applications where data to be labelled are evolving

over time.
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Abstract—Recent mass commercialization of affordable

Unmanned Aerial Vehicles (UAVs, or “drones”) has signif-

icantly altered the media production landscape, allowing

easy acquisition of impressive aerial footage. Relevant

applications include production of movies, television shows

or commercials, as well as filming outdoor events or news

stories for TV. Increased drone autonomy in the near

future is expected to reduce shooting costs and shift focus

to the creative process, rather than the minutiae of UAV

operation. This short overview introduces and surveys the

emerging field of autonomous UAV filming, attempting to

familiarize the reader with the area and, concurrently,

highlight the inherent signal processing aspects and chal-

lenges.

Keywords—UAV cinematography, intelligent shooting, au-

tonomous drones

I. INTRODUCTION

The rapid popularization of commercial, battery-

powered, camera-equipped, Vertical Take-off and

The research leading to these results has received funding from

the European Union’s European Union Horizon 2020 research and

innovation programme under grant agreement No 731667 (MUL-

TIDRONE).

Landing (VTOL) Unmanned Aerial Vehicles (UAVs,

or “drones”) during the past five years, has already

affected media production and coverage. UAVs have

proven to be an affordable, flexible means for swiftly

acquiring impressive aerial footage in diverse sce-

narios, such as movie/TV shooting, outdoor event

coverage for live or delayed broadcast, advertising

or newsgathering, partially replacing dollies and

helicopters. They offer fast and adaptive shot setup,

the ability to hover above a point of interest, access

to narrow spaces, as well as the possibility for novel

aerial shot types not easily achievable otherwise,

at a minimal cost. They are expected to continue

rising in popularity, for amateur and professional

filmmaking alike [1].

However, a number of challenges arise along

with the new opportunities. Severe battery autonomy

limitations (typically, less than 25 minutes of flight

time), finite bandwidth in the wireless communi-

cation channel (e.g., Wi-Fi, 4G/LTE cellular or



radio link) and safety-motivated legal restrictions,

complicate UAV usage and highlight issues that are

not present when filming with conventional means.

Legal restrictions typically include a requirement for

a pilot maintaining direct line-of-sight with the ve-

hicle at all times (fully autonomous civilian drones

are illegal), maximum permissible flight altitude

and minimum distance from human crowds. Energy

consumption restrictions are also important, given

the UAV continuous flight time possible with current

battery technology, as well as related limitations on

processing power and payload weight; the latter are

factors that further reduce battery life.

Single-UAV shooting with a manually controlled

drone is the norm in media production today, with

a director/cinematographer, a pilot and a camera-

man typically required for professional filming. Ini-

tially, the director specifies the targets to be filmed,

i.e., subjects or areas of interest within the scene.

Then, (s)he designs a cinematography plan in pre-

production, composed of a temporally ordered se-

quence of target assignments, UAV/camera motion

types relative to the current target (e.g., Orbit, Fly-

By, etc.) and framing shot types (e.g., Close-Up,

Medium Shot, etc.), which the pilot and the camera-

man, acting in coordination, attempt subsequently

to implement during shooting. In such a setting,

each target may only be captured from a specific

viewpoint/angle and with a specific framing shot

type at any given time instance, limiting the cin-

ematographer’s artistic palette. Moreover, there can

only be a single target at each time, restricting the

scene coverage and resulting in a more static, less

immersive visual result. Finally, the “dead” time in-

tervals required for the UAV to travel from one point

to another, in order to shoot from a different angle,

aim at a different target, or return to the recharging

platform, impede smooth and unobstructed filming.

Swarms/fleets of multiple UAVs, composed of

many cooperating drones, are a viable option for

overcoming the above limitations, by eliminating

dead time intervals and maximizing scene coverage,

since the participating drones may simultaneously

view overlapping portions of space from different

positions. Due to the possibly large number of fleet

members, a degree of decisional and functional

autonomy would significantly ease their control, by

lightening the burden on human operators.

However, in civilian applications, it is typical for

a human pilot per UAV to be legally required, due

to safety considerations and lack of reliable vehicle

autonomy. In media production, employing a pilot

and a cameraman per drone may increase filming

costs prohibitively. Additionally, the cooperation of

multiple UAVs inherently gives rise to various coor-

dination challenges, such as that the swarm members

need to avoid collisions between them and stay out

of each other’s field-of-view (FoV avoidance), in

order for the shooting process to be transparent.

Facing the above issues without prohibitive re-

source expenditure or human intervention, as well

as in a manner that takes into account UAV-

specific concerns (e.g., battery autonomy limi-

tations, FoV/collision avoidance, restricted flight

zones, etc.), requires intelligent algorithms for au-

tomating UAV flight and shooting in concert. Thus,



the area of autonomous UAV filming has recently

been formed, firmly located at the intersection

of aerial cinematography, aerial robotics, computer

vision/machine learning and intelligent shooting.

Within it, applied signal processing has a significant

role to play, especially in the form of real-time

image/video analysis and in overcoming communi-

cation challenges.

An introduction to this emerging field follows,

along with an assessment of its current state and

possible directions of future progress. Conforming

to recent research [2], the main focus is on outdoor

live event coverage, whose challenges include film-

ing over long distances, with possibly vast maps,

in (at least partially) unscripted and uncontrolled

settings. Different production scenarios involve ei-

ther only subsets of the challenges presented here,

or significantly more controlled shooting settings

(e.g., movie sets). Indoor filming comes with its

own set of problems, due to more problematic

UAV positioning/self-localization, with localization

errors giving rise to heightened safety concerns in

cluttered environments. However, accurate modern

indoor positioning systems exist which mitigate such

issues.

II. INTELLIGENT UAV SHOOTING

Intelligent UAV shooting is a currently emerging

research area with significant industry potential.

In general, the goal is to automate as much of

the media production process as possible, while

ensuring adherence to artistic and cinematographic

constraints. A few low-hanging fruits have been

grabbed, but the general problem is still open and

unsolved.

For UAVs, the feasibility of manually designed

drone trajectories with regard to vehicle physical

limits is an important concern. Recent methods (e.g.,

[3]) re-time such a trajectory and output an opti-

mized variant guaranteed to be feasible, without dis-

turbing the intended visual content in the captured

footage. More importantly, end-to-end systems able

to execute single-UAV shooting missions have been

developed [4] [5]. Such systems are capable of guid-

ing an UAV outdoors so as to autonomously cap-

ture high-quality footage based on cinematographic

rules. Static shots and transitions between them are

computed automatically, based on well-established

visual composition principles and a list of canonical

shots. Typically, the user implicitly specifies the

UAV path and the shot types to be filmed before

executing a drone mission, by prescribing desired

“key-frames”, i.e., actual, temporally ordered exam-

ple video frames of the intended shot within a virtual

scene representation, so as to subsequently capture

them autonomously during flight. The flight process

is automated based on the cinematography plan.

A few commercial applications of similar nature

have been released recently. Notably, Skywand is a

virtual reality system, allowing the user to aerially

explore a 3D graphics model of the scene (s)he

wants to cover and identify/place desired key-frames

within the virtual environment. The system then

computes the real UAV trajectory, as well as the cor-

responding sequence of camera rotations, required

for a smooth shot containing these key-frames to



actually be filmed. Freeskies CoPilot is a mobile

software suite, offering similar functionality but with

a simple 3D map instead of a VR interface. In

both cases, the resulting drone autonomy and envi-

ronment perception is minimal, the cinematography

plan consists simply of example desired key-frames

which are cumbersome to define, the computed

flight paths are not on-the-fly adjustable and legal

restrictions are not being considered.

Although there are examples of algorithms that

simply calculate the appropriate number of drones,

so as to provide maximum coverage of targets from

appropriate viewpoints, in general, little to no effort

has been expended towards investigating automated

shooting of dynamic scenes in unstructured environ-

ments using multiple cooperating UAVs, under bat-

tery autonomy, FoV/collision avoidance and flight

zone restrictions. Notably, in [6], an on-line real-

time planning algorithm is proposed that jointly

optimizes feasible trajectories and control inputs for

multiple UAVs filming a cluttered dynamic indoor

scene with FoV/collision avoidance, by processing

user-specified aesthetic objectives and high-level

cinematography plans.

III. AUTONOMOUS UAV FILMING

Automated UAV flight and filming require a num-

ber of underlying enabling technologies to be in

place, if they are to operate in a satisfactory manner.

Below, the relevant state-of-the-art is clustered into

three groups: the 2D group, the 3D group and the

video capture/communication group.

A. The 2D Group

The first required technology group, hereafter

called “2D group”, heavily involves image/video

processing and semantic analysis operating on the

image plane. It consists of a combination of 2D

visual target detection, 2D visual target tracking

and image-based visual servoing. In principle, it is

feasible for all the above tasks to be performed in

real-time by computer vision and machine learning

algorithms, using only the monocular camera also

employed for shooting.

2D visual target detection is necessary for local-

izing the target’s image (i.e., the Region-of-Interest,

or ROI) on a video frame, so that the system

knows exactly how to rotate the camera in order to

achieve central composition framing. Additionally,

visual target detectors can also be exploited for

identifying a possible obstacle or an on-ground

UAV landing site. The extracted ROI is a rectangle

(described in pixel coordinates) that encloses the

target’s image. In currently available drones, similar

methods are already employed to better adjust a

manually pre-specified ROI, based on the video

content. In the future, more automated UAVs are

expected to rely solely on automatic visual target de-

tection. Relevant state-of-the-art algorithms, based

on deep neural networks, are impressively accurate

and optimized for parallel execution on General-

Purpose Graphical Processing Units (GP-GPUs).

Such high-performance hardware has recently been

commercialized in small, power-efficient form factor

for embedded systems, ideal for on-board inclusion



in UAVs1. However, current processing power and

energy consumption restrictions limit what is possi-

ble on a UAV, in comparison to desktop computers.

2D visual target tracking tracks a pre-specified

ROI on the consecutive frames of a video sequence,

by taking advantage of spatiotemporal locality con-

straints, and updates the ROI pixel coordinates at

each video frame. Although tracking can be per-

formed by simply re-detecting the target at each

video frame, a better approach is to periodically re-

initialize the ROI using a 2D visual target detector

and employ a separate visual tracker for the inter-

mediate intervals. Correlation filter-based trackers

are suitable for real-time operation [7]. Although

it is very difficult to achieve top accuracy in real-

time with current state-of-the-art 2D visual detectors

and trackers, given the processing power limitations

of UAV hardware, future progress in reducing their

computational requirements, e.g., by novel research

in lightweight neural networks, is expected to alle-

viate this issue.

Image-based visual servoing can be used for prop-

erly rotating the camera and sending suitable motion

commands to the UAV motors, so as to achieve a

specific cinematography (e.g., maintaining central

composition framing) or control (e.g., landing) pur-

pose in an autonomous manner. In essence, it is a vi-

sual feedback control loop that only requires a target

ROI, possibly automatically derived from 2D visual

detection/tracking, as input. More advanced visual

servoing can also be employed for controlling UAV

motion so as to autonomously capture a number of

1E.g., the NVIDIA Jetson series

desired shot types based solely on visual input.

An alternative to image-based visual servoing is

reinforcement learning employing raw video input

and motor command output. Thus, any need for

accurate vehicle or environment models is bypassed

and the resulting controller is more adaptive to

dynamic situations, at the cost of losing precise,

analytic solutions and requiring advanced robotics

simulator software and/or large properly annotated

image datasets for training. Deep neural networks

have recently been employed in similar settings for

UAV collision avoidance, indoor flight control in

search and recovery operations or high-level flight

navigation [8]. An imitation learning variant has also

been explored for drone racing [9], where a neural

network learns to map video input to proper motor

control commands in a supervised setting, using

datasets obtained by employing human pilots in a

photorealistic simulator. However, such approaches

have not yet been investigated for cinematography

applications.

In general, the methods contained in the 2D group

suffice for autonomously achieving physical target

following and rudimentary cinematic coverage by

the drone, as well as effective landing.

B. The 3D Group

The second required technology group, hereafter

called “3D group”, operates on top of the first one

and consists of a set of methods and devices that

allow functioning in global 3D Cartesian space.

These technologies are essential to achieve fully

autonomous, non-trivial UAV filming with safe and



effective obstacle/collision avoidance. This is mainly

achieved by employing Visual Simultaneous Lo-

calization and Mapping (SLAM), as well as by

the presence of Global Positioning System (GPS)

receivers on-board the UAV and (ideally) on the

targets being filmed.

Visual SLAM [10] can be used to detect and avoid

obstacles during flight time, by mapping the im-

mediate environment and localizing the drone with

respect to that 3D map. Localization includes an

estimation for both the position and the orientation

of the UAV-mounted camera at each time instance.

Visual SLAM performs an incremental 3D scene

reconstruction based on the camera feed, using a

real-time, on-line variant of Structure-from-Motion

algorithms, augmented by visual place recognition,

graph-based map modelling and loop closure mod-

ules. The computed map is typically a 3D point

cloud, either sparse, semi-dense or dense, with the

first estimated location of the UAV employed as

the arbitrary origin of the map coordinate system.

However, since a point cloud cannot distinguish be-

tween unobserved and observed-to-be-empty space,

different approaches are typically employed for safe

map representation in autonomous vehicles (Oc-

tomap [11], an octree-based 3D occupancy grid, is

a popular choice).

Despite the fact that Visual SLAM-based obstacle

detection can, in principle, be performed using a sin-

gle camera, additional sensors may greatly enhance

the algorithm effectiveness. Such sensors can in-

clude an altimeter and an ultrasound module for as-

sisting in obstacle avoidance, as well as a secondary

stereoscopic camera and an Inertial Measurement

Unit (IMU) for more robust Visual SLAM. Actually,

altimeters, IMUs and ultrasonic sensors constitute

standard equipment for all professional drones. On

the other hand, Light Detection and Ranging sen-

sors (LIDARs) are more rarely employed visual

sensors that may be used instead of stereoscopic

3D cameras in order to achieve increased accuracy

and performance, as well as robustness to variable

environmental lighting conditions, for tasks such as

SLAM. Their main strength derives from the dense

3D scene reconstructions of unmatched quality they

can provide. Although, currently, top LIDARs have

lower refresh rate, lower resolution, lack of color

perception, greater weight and significantly higher

cost than a good camera, it is very likely that future

technology improvements will increase their appeal.

The 3D maps built by Visual SLAM (preferably,

by jointly exploiting stereoscopic 3D camera and

IMU inputs) can be aligned with the common GPS

coordinate frame, using a similarity transformation,

and employed for assisting in global target, obsta-

cle and UAV localization, leading to more robust

operation exploiting multiple information sources.

The dynamic 3D map built and constantly main-

tained by the drone can then serve as input to a 3D

path planning algorithm. Such algorithms for UAVs

are currently able to deal with complex dynamic

and kinematic constraints in real-time, resulting in

nearly-optimal collision-free paths being computed

on-line. Thus, everything seen by the camera may

be mapped onto a common 3D world coordinate

system and elaborate UAV motion trajectories can



be planned, so as to autonomously capture any

cinematic shot type desired. Due to the dynamic

nature of the environment, path planning may take

place in two levels: a high-level long-term plan

must be devised periodically, or when important

events are detected, while during the intermediate

intervals a low-level plan can locally adjust that path

according to the current situation (e.g., in case a

moving target suddenly changes motion direction)

or cinematography requirements. The need for such

a partitioning, however, can be reduced (to a degree)

if the vehicle paths are always being planned in

a variable, target-centered coordinate system, thus

outputting a set of temporally ordered waypoints

relative to the target. Subsequently, at each time

instance during the actual execution of the path plan,

the next relative waypoint can be located on-the-

fly in the global 3D map, by utilizing the known,

current target 3D position in the GPS coordinate

frame.

Low-level motion control is an issue directly

related to path planning, since it involves the ac-

tual execution of the current path plan. For VTOL

UAVs, such as quadrotors, motion control relying

on GPS-IMU fusion is already a mature technology.

In general, Proportional-Integral-Derivative (PID) or

Linear-Quadratic Regulator (LQR) controllers are

employed for related tasks. The PixHawk/PX4 Au-

topilot, a popular low-level flight trajectory control

system, offers a commercial off-the-shelf PID cas-

cade control solution for UAVs that allows vehicle

steering at various levels, ranging from designating

path waypoints to directly feeding raw motion com-

mands to the motors.

The fusion of IMU, GPS and Visual SLAM

information, in principle, allows accurate, real-time,

global UAV localization in both position and ori-

entation. Targets, on the other hand, can only be

localized with regard to their position. However,

target orientation must be known in order to ac-

curately steer the UAV and guide the shooting

process so as to autonomously capture a number

of non-trivial shot types (for instance, consider the

cinematographic requirement of filming a subject

from a very specific view angle). Luckily, operating

in global 3D Cartesian coordinates makes it mean-

ingful to integrate a 3D visual target pose estimation

algorithm into the vision processing pipeline, thus

bringing image/video analysis to the forefront once

more. There are two main approaches to achieve

this: the computer vision approach, where prede-

fined landmark points are detected/tracked on the

target’s image and used to solve the Perspective-n-

Point problem, or the machine learning approach,

where the target’s pose is directly regressed by a

trained model that only uses the visual input. The

first approach requires a 3D model of the target

to be known, while the second solution requires

a regressor properly trained on a representative,

fully annotated image dataset. The machine learning

approach, in case a deep neural regressor is em-

ployed, allows integration with the 2D visual target

detector and execution on a GP-GPU in real-time, as

a unified neural network. However, no commercial

UAV offers such capabilities yet.

The existence of the global, dynamic 3D map also



makes it meaningful to detect human crowds in the

2D visual input. This process can also be integrated

into the 2D group, using a deep neural network

running on GP-GPU in real-time [12]. Subsequently,

the detected crowd ROI (in pixel coordinates) may

be mapped to the relevant terrain areas of the 3D

map by perspective back-projection, so as to achieve

a semantic annotation of the map. This is important,

due to legal regulations restricting UAV flight above

human crowds. A similar process can be followed

for recognizing and localizing potential emergency

landing sites and flying towards them if needed.

Typically, the GPS signal is not available indoors

and it may even be temporarily lost outdoors. Ad-

ditionally, its usual position error is up to 5 meters.

These problems can be bypassed by employing

differential GPS units (accurate in the range of

approximately 20 cm), by IMU/GPS/Visual SLAM

fused localization and by replacing GPS with an

Active Radio-Frequency IDentification (RFID) or

a Wireless Positioning System (WPS) solution in

GPS-denied environments. These approaches, how-

ever, come with associated monetary and computa-

tional costs, which explains the fact that state-of-

the-art commercial UAVs lack several capabilities

derived from the 3D group, despite being universally

equipped with simple GPS receivers.

C. Video Capture and Communication Group

Infrastructure for communications and related is-

sues is critical for successful deployment of UAV

swarms in practical scenarios, especially in live

event media coverage applications. Even in single-

UAV missions it is challenging to stream high-

resolution video (especially 4K UHD, i.e., the norm

in media production) down to a ground station

with Quality-of-Service (QoS) guarantees, while si-

multaneously executing all of the previously de-

scribed algorithms in real-time. Video acquisition,

compression, synchronization and transmission are

procedures easily implemented using professional

cameras and open-source software, although the lack

of media production-quality camera models with

Camera Serial Interface (CSI) connectivity (allowing

rapid and stable capture for reliable on-line process-

ing) is an existing practical issue. However, they

jointly consume significant processing power and

energy, on a computing platform already strained in

these resources. The issue cannot simply be solved

by dedicated hardware, since the latter would come

with additional energy consumption, monetary and

weight overhead. Therefore, at the current stage of

technology, a trade-off has to be made between the

broadcast video resolution, the hardware cost and

the level of vehicle cognitive autonomy.

In simpler, non-live coverage, i.e., when filming

for deferred broadcast, or shooting a scripted se-

quence, on-the-fly video transmission is not required

(video may simply be stored on-board and retrieved

later). In fact, if all processing is performed on-

board in a completely autonomous manner, there is

not even need for networking. However, commu-

nications are required in all other cases, including

the non-live single-UAV filming where a subset

of the less critical algorithms previously described,

e.g., crowd/landing site detection and high-level



path planning, are executed on a computationally

powerful ground station, at the cost of significant

latency (at best, about one hundred milliseconds). In

general, a private QoS-guaranteeing 4G/LTE infras-

tructure suffices for the task, given the high mobility

of the UAVs and the possibly long distances that

need to be covered in outdoor event filming. Tradi-

tional Wi-Fi is a less costly, suboptimal alternative

with higher latency and significantly smaller range,

while public LTE networks are not reliable due to

the lack of a way to prioritize UAV communica-

tions over telephony. The main challenge lies in

live broadcasting; even private LTE will not allow

consistent 4K UHD video streaming, unavoidably

leading to a fall back on FullHD resolution.

If a swarm of multiple cooperating UAVs is

employed, additional issues arise. Most importantly,

in live coverage, the available bandwidth may not

be enough to support live FullHD video streaming

from all drones concurrently, resulting in a hard

upper limit on the number of drones (a simple linear

relation exists between the required total bandwidth

and the number of employed UAVs). Furthermore,

if direct coordination between the drones them-

selves is required (so as to autonomously capture

a multiple-UAV shot, to execute distributed variants

of algorithms such as SLAM, or simply for redun-

dancy/fault tolerance), then an intra-swarm Flying

Ad Hoc Network (FANET) should be employed,

supporting ad hoc routing and accounting for high

node mobility, long distances and rapidly varying

network topology. Despite recent advances, FANETs

are not yet a mature technology; for actual deploy-

ment, either custom, optimized Wi-Fi extensions

must be developed, or falling back to LTE infrastruc-

ture is unavoidable, at the cost of increased latency.

IV. AUTONOMOUS FEATURES IN CURRENT

COMMERCIAL UAVS

The employed algorithms in current commercial

drones do not cover the entire range of the research

methods presented in Section III. For instance, in-

stead of pure image-based visual servoing, more

traditional optimal control methods are typically

employed, where control signals are computed by

explicitly constructing trajectories through configu-

ration space, subject to costs formulated in image

space. Other tasks, such as 3D target pose esti-

mation or human crowd detection, are not being

performed at all, while learnt control policies (e.g.,

via reinforcement or imitation learning) are not com-

monly utilized outside laboratory settings. Advances

in processing hardware (e.g., using the NVIDIA

Jetson TX2 board, or a future model) and algorithm

efficiency/performance are expected to reduce the

gap between research and commercial implementa-

tions/capabilities of autonomous UAV features.

The presented technologies are visualized in Fig-

ure 1, where the ones currently appearing only in

research settings are clearly separated from methods

already employed in commercial UAVs. The meth-

ods in the 2D and 3D group are further examined in

Figure 2, where the input/output exchanges between

them and the most important sensors are visible.

The two most popular commercial state-of-the-art

UAVs for videography purposes are DJI Phantom IV

Pro (employing the Intel Movidius Myriad 2 Vision



Fig. 1: A visualization of the presented technologies, clustered in three groups. Within each group, the

methods currently only appearing in research settings are written in a red font, while the methods currently

employed in commercial UAVs are written in a green font.

Processing Unit) and the more recent Skydio R1

(built around the more powerful NVIDIA Tegra X1

System-on-a-Chip). They offer similar autonomous

capabilities, such as obstacle detection and avoid-

ance, automated landing, physical target follow-

ing/target orbiting enabled by visual target tracking

(for low-speed, manually pre-selected targets), as

well as automatic central composition framing, i.e.,

continuously rotating the camera so as to always

keep the pre-selected target properly framed at the

center.

However, Skydio R1 is a more advanced plat-

form due to the more capable computing hardware

and the multiple pairs of stereoscopic cameras,

cooperating to build a 3D occupancy volume as

an environment map. It integrates improved Visual

SLAM, path planning and deep learning object

detection functionalities. Its main selling point is

the impressive obstacle avoidance behaviour, even

in highly cluttered spaces. However, the resulting

footage is typically lacking in cinematic quality,

since the encoded knowledge about cinematography

is rudimentary and there is no integration with

intelligent shooting algorithms.

V. FUTURE PROSPECTS

During the 21st century, UAVs have evolved from

remotely controlled curiosities with purely military

applications into a technological revolution, taking

multiple industries by storm and paving the way for

massively available embodied autonomous agents.

Aerial cinematography has already been transformed



Fig. 2: A visualization of the input/output exchanges between the presented technologies from the 2D/3D

groups and the most important sensors.

by the easy availability of advanced VTOL drones,

but there is still a lot of room for improvements

in multiple aspects. The currently limited UAV

autonomy, the lack of commercial off-the-self co-

operative UAV swarm platforms, the multitude of

complications arising from legal or technological

restrictions, as well as the absence of multiple-UAV

cinematography expertise, are all issues prescribing

directions for advancement.

We can easily imagine an ideal scenario where

a director gives high-level, concise cinematography

instructions in near-natural language before film-

ing. Subsequently, a fully autonomous UAV swarm

would acquire the desired footage, while constantly

and optimally adapting to the ever-changing situ-

ations arising within the shooting area, under the

minimal oversight of a single flight supervisor. In

a less ambitious variant, arguably more realistic at

the current level of technology, the director would

come up with a detailed cinematography plan and,



if deemed necessary, would be able to manually

intervene during production.

For both scenarios, further advancements are re-

quired in order to realize them. Beyond upgrades

in sensor technology and computational hardware,

progress in UAV cognitive and functional autonomy,

enabled by improvements in real-time image/video

analysis and mobile networking, respectively, have

to be attained in the near future.
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Abstract—The use of UAVs in media production has taken
off during the past few years, with increasingly more functions
becoming automated. However, current solutions leave a lot to
be desired with regard to autonomy and drone fleet support.
This paper presents a novel, complete software architecture
suited to an intelligent, multiple-UAV platform for media produc-
tion/cinematography applications, covering outdoor events (e.g.,
sports) typically distributed over large expanses. Increased multi-
ple drone decisional autonomy, so as to minimize production crew
load, and improved multiple drone robustness/safety mechanisms
(e.g., regarding communications, flight regulation compliance,
crowd avoidance and emergency landing mechanisms) are sup-
ported.

Index Terms—media production, UAV fleet, UAV cinematog-
raphy, autonomous drones

I. INTRODUCTION

1The rapid popularization of commercial, battery-powered,

camera-equipped, Vertical Take-off and Landing (VTOL) Un-

manned Aerial Vehicles (UAVs, or “drones”) during the past

five years, has already affected media production and coverage.

They are expected to continue rising in popularity, for amateur

and professional filmmaking alike. Single-UAV shooting with

a manually controlled drone is the norm in media production

today, with a director/cinematographer, a pilot and a cam-

eraman typically required for professional filming. Initially,

the director specifies the targets to be filmed, i.e., subjects or

areas of interest within the scene. Then, he designs a cine-

matography plan in pre-production, composed of a temporally

ordered sequence of target assignments, UAV/camera motion

types relative to the current target (e.g., Orbit, Fly-By, etc.)

and framing shot types (e.g., Close-Up, Medium Shot, etc.),

which the pilot and the cameraman, acting in coordination,

attempt subsequently to implement during shooting.

In such a setting, each target may only be captured from

a specific viewpoint/angle and with a specific framing shot

type at any given time instance, limiting the cinematographer’s

artistic palette. Moreover, there can only be a single target at

1The research leading to these results has received funding from the
European Union’s European Union Horizon 2020 research and innovation
programme under grant agreement No 731667 (MULTIDRONE).

each time, restricting the scene coverage and resulting in a

more static, less immersive visual result. Finally, the “dead”

time intervals required for the UAV to travel from one point

to another, in order to shoot from a different angle, aim at a

different target, or return to the recharging platform, impede

smooth and unobstructed filming.

Fleets of multiple UAVs, composed of many cooperating

drones with decisional and functional autonomy, are a viable

option for overcoming the above limitations, by eliminating

dead time intervals and maximizing scene coverage, since

the participating drones may simultaneously view overlapping

portions of space from different positions.

Although we are still far from realizing a fully autonomous

platform, this paper proposes a UAV fleet approach for par-

tially automating media production. This work is part of the

MULTIDRONE European research project2, attempting to pro-

duce an intelligent UAV fleet for media production. The system

developed will be tested for filming sport events outdoors,

such as freerunning, cycling or boat races. Following-up on

preliminary relevant work focusing on specific areas and on

surveying the domain ([1], [2], [3], [4]), the complete SW

architecture is described in this paper.

II. RELATED WORK

Current work on automating media production processes

using autonomous UAVs is limited, making this a novel

application for robotics. In general, the goal is to automate as

many aspects as possible, while ensuring adherence to artistic

and cinematographic constraints. Although a few low-hanging

fruits have been grabbed, the general problem is still open and

unsolved.

In commercial cinematography drones, only a few rudi-

mentary functions are performed autonomously. Specifically,

obstacle avoidance, landing, physical target following or target

orbiting (for low-speed, manually pre-selected targets), as well

as automatic central composition framing, i.e., continuously

rotating the camera so as to always keep the pre-selected

2https://multidrone.eu/



target properly framed at the center, are the only available

autonomous functions in state-of-the-art drones3.

In research settings, many attempts consist in outputting fea-

sible UAV trajectories that capture the intended visual content,

possibly under cinematographic constraints ([5]). Additionally,

in [6], the required number of drones in order to provide

maximum scene coverage from appropriate viewpoints is

computed. End-to-end systems able to autonomously execute

single-UAV shooting missions have been developed as well,

as in [7] and [8]. Such systems are capable of guiding a UAV

outdoors so as to capture footage obeying to cinematographic

rules, such as well-established visual composition principles

and a list of canonical shots. The user implicitely specifies the

UAV path and the shot types to be filmed before executing a

drone mission by prescribing desired “key-frames”, i.e., actual,

temporally ordered example video frames of the intended

shot, which are then subsequently captured autonomously

during flight. The flight process is automated based on the

cinematography plan, but no dynamic adaptation or active

environment perception is involved. In [9], an on-line real-

time planning algorithm is proposed that jointly optimizes

feasible trajectories and control inputs for multiple UAVs

filming a cluttered, dynamic, indoors scene with FoV/collision

avoidance, by processing user-specified aesthetic objectives

and high-level cinematography plans.

Several aspects of safely deploying autonomous UAV fleets

for effective outdoor filming have not been explored in these

works. For instance, the need to detect, localize and avoid hu-

man crowds, to adapt flight/shooting plans across large areas,

to minimize the communication load and battery consumption,

etc. These are the aspects emphasized by the SW architecture

presented here.

III. PLATFORM OBJECTIVES

The MULTIDRONE project aims at developing an innova-

tive multi-drone audiovisual capture system targeting outdoor

live media production, with novel contributions in the areas

of a) decisional autonomy, robustness, safety and b) active

perception and audiovisual shooting.

Within the first domain, MULTIDRONE aims at providing

versatile planning and replanning capabilities that allow for

coverage of large-scale events (both in time and space), a

resourceful interface for interaction with the human operators

(e.g., the Director), augmented decisional and cognitive system

autonomy, improved safety functionalities such as autonomous

emergency landing and autonomous vision-based crowd detec-

tion, etc.

Within the second domain, MULTIDRONE aims at devel-

oping geometric and semantic mapping functionalities that

allow for defining different safety annotations (such as flight

corridors, no-flight zones, or landing sites), multi-drone vision-

based and GNSS-based target localization and tracking ca-

pabilities for tracking people (e.g., traceurs), crowds (e.g.,

viewers) or objects (e.g., boats, bicycles), multi-drone flight

3E.g., the popular DJI Phantom IV Pro

Fig. 1: Overview of the proposed multi-UAV architecture.

formation and camera controllers complying with cinemato-

graphic rules, multi-drone human-centered visual information

analysis, etc.

IV. PLATFORM OVERVIEW

The MULTIDRONE system can be divided into “on-

ground” and “on-drone” components, as depicted in Figure 1.

The ground infrastructure comprises four main modules: Dash-

board, Supervision Station, Mission Planning and Execution,

and Communication. There are also modules for Perception

and Mapping, with both on-ground and on-board components.

• Dashboard: it provides a GUI that enables the interaction

between the Editorial Team (Director and other Editorial

Staff) and the MULTIDRONE system, during both the

pre-production and the production phases. The Dashboard

will manage and display maps of the areas where the

shooting will take place, annotated with relevant infor-

mation such as no-flight zones, flight corridors, points-

of-interest, landing sites, etc. During Pre-Production, the

Director can create and manage the Shooting Mission,

which consists in a list of Shooting Actions triggered

by events. During Production, the Director uses the

Dashboard to i) control the execution of the mission,

by triggering events that start or stop the execution of

Shooting Actions; ii) graphically monitor the execution

of the Mission through the map display and the video

streams from the drones’ A/V cameras; and iii) introduce

changes to the Shooting Mission or to specific Shooting

Actions. The Dashboard will also allow for manual

control of the cameras and respective gimbals.

• Supervision Station: it allows for a human operator, called

the Supervisor, to supervise the execution of the Mission

in terms of safety and security. The Supervision Station

will include a GUI that displays the annotated map, video

streams from the drone’s navigation cameras, telemetry

and status information from the drones. Through this GUI

the operator can i) check and validate the safety of the



flight plan that originates from the Shooting Mission,

when it is created and when changes are introduced to it;

ii) monitor the mission execution, including the overall

state of the drones; iii) abort the mission for security

reasons; and iv) insert manually safety- and logistics-

related annotations in a semantic map.

• Mission Planning and Execution: it comprises a col-

lection of sub-modules that manage the planning and

execution of a mission, providing the interface between

the ground station and the drones. During pre-production,

this module receives the Shooting Mission from the Dash-

board, generates a plan for the available drones, asks the

Supervisor for a security check, and sends to each drone

their part of the plan. During production, it monitors the

execution of the current plan by continuously receiving

information from each drone. Using this, it generates and

sends to each drone events that trigger the execution of

Shooting Actions. As the execution progresses, replan-

ning of the Mission may also be performed, in case of

deviations between planning and execution and in case

the Director introduces changes to the Shooting Mission

(e.g., new Shooting Actions or modification of previous

ones).

• Perception and Mapping: it comprises a collection of “on-

ground” and “on-drone” modules that are responsible for

several functionalities. These include:

Geometric mapping: during pre-production, an explo-

ration mission is done to generate a map using the LiDAR

on-board the drones. This global geometric map is used

for localization during mission execution.

Semantic mapping: a semantic map containing geo-

referenced annotations in the form of polygons or points

and the corresponding labels (representing safety/logistics

annotations such as landing/take-off spots and no-flight

zones, as well as media-related annotations such as

points of interest, etc.), is created manually during pre-

production through the Supervision Station. New annota-

tions can be added to the map during production either

manually through the Supervision Station or automati-

cally through the detection of new features on the images

acquired by the drones, e.g., crowd detections and the

Visual Semantic Annotator module.

Drone localization: a localization module is imple-

mented on-board each drone, which estimates the drone

pose fusing data from the GNSS sensor (Global Satellite

Navigation System), LiDAR, 2D visual analysis, and the

geometric map.

2D visual information analysis and Visual shot anal-

ysis: these modules are responsible for detecting and

tracking targets of interest inside frames of the shooting

video stream and providing visual control errors to be

used for camera and gimbal control.

3D target tracking (2D/3D translator and global 3D

tracker): the detected 2D positions of a target inside

image frames of different cameras are fused together with

additional 3D measurements from other sensors (e.g., a

GPS on board the target) in order to compute 3D estima-

tions of target positions. These are used throughout the

system for mission planning and execution, in addition

to displaying the target’s location.

• Communication: it consists of the modules in charge of

implementing all the communication required by the sys-

tem, by means of different communication links between

the drones and the ground, namely LTE, WiFi or other

radio links.

V. SOFTWARE ARCHITECTURE

As explained in Section IV, MULTIDRONE software is

distributed both on-board the drones and on a Ground Sta-

tion (GS). It runs on top of an Ubuntu Linux 16.04/ROS

Kinetic Kame environment and depends on standard ROS

message libraries, such as “std msgs”, “geometry msgs” and

“sensor msgs”, as well as on MULTIDRONE-specific mes-

sages/services for inter-module interactions. The design di-

vides the SW modules depending on the functionality they

are covering, so that each module provides a “simple” func-

tionality and the objectives outlined in Section III are fulfilled.

A. On-Ground

In this section, the modules running on the Ground Sta-

tion will be described. Some off-line tools that produce the

semantic and geometric map, used by the run-time software

modules, are also included.

1) Director’s Dashboard: This module is a Web GUI

allowing the Director’s team to prescribe the cinematography

plan in pre-production. Once the editorial instructions are

finalised by the Director, they are translated into an XML

document and sent to the Mission Controller for verification.

Each relevant entity of the Director’s Dashboard (e.g., Events,

Missions, Shooting Actions) will be identified with a Universal

Unique IDentifier (UUID), so that the planning components

can associate low-level drone actions plans to editorial Shoot-

ing Actions they derive from.

During mission execution, current positions, poses, speeds

etc. of all UAVs are depicted on the Dashboard. Mission

configuration parameters may be updated on-the-fly by the

Director’s team and sent to the Mission Controller for re-

validation, by sending XML fragments corresponding only to

the modified entities. All entities will be linked through their

UUID, which will have been sent beforehand, during the first

validation step.

The Dashboard’s functionalities corresponding to Director’s

events will be update / modification / deletion of an Event or a

Mission, deletion of a mission, sending active Mission struc-

ture, stopping/aborting a Shooting Action inside a Shooting

Action sequence, etc.

2) Supervision Station: The role of the Supervision Station

is to reduce the workload of the Supervisor (the Supervision

Station operator), allowing him/her to guarantee the good

execution of multiple drone missions in terms of safety and

security. It includes a GUI displaying all required information,

that enables the Supervisor to have a clear overview of the

situation: a) a map, where drones will be placed and on which



useful information will be overlayed, b) the video streams

from the drone’s navigation cameras, c) telemetry information

(battery status, altitude above ground, vertical speed) and d)

the drone action status, e.g., is the drone taking off, following

a target, etc. The Supervision Station GUI is a thin JavaScript

client, connected to a standard Web server. A Web RTSP

proxy, integrated within the Web server as a service and

connected to a standard RTSP server, is used for user interface

display.

3) Mission Controller: This module is the center of the

planning architecture. It receives the Shooting Mission from

the Dashboard, asks the High-level Planner for a feasible plan,

send the corresponding actions to each drone and monitors the

fulfilment of the mission.

4) High-level Planner: This module computes a plan of

a Shooting Mission. Once the Mission Controller receives

the first Shooting Mission or decides that re-planification is

needed, it will use the High-level Planner to compute the plan.

This plan is later sent to each of the participating drones. It will

receive the semantic map and some reference waypoints in the

shooting mission in geodesic coordinates and transform them

to the global Cartesian reference frame. It will also receive

dynamic map annotations (crowd polygons) expressed in the

global Cartesian reference frame.

5) Event Manager: This module centralizes the reception

and generation of events which can trigger some actions. This

module will generate an event in case of any of the drones

reporting an emergency status. The Mission Controller will

decide in that case whether a new plan is necessary. At the

same time, the drone in emergency will execute an emergency

maneuver. The rest of the system events will be related to

the sport event being recorded and will trigger associated

shooting actions. Each event will have an identifier and each

shooting action will be triggered by the occurrence of an event

with a specific identifier. Thus, the system can deal with an

unbounded list of events working by means of their identifiers.

6) Global 3D Tracker: This module fuses the estimations

of all targets’ positions provided by the on-board visual

detections and the GNSS attached to the target if available.

It will be a stochastic filter that will produce an estimation of

the pose of each target in the global coordinate system. It may

receive targets’ poses in geodesic coordinates from their on-

board sensors, but it would transform them into metric before

being integrated.

7) Visual Semantic Analyzer: Given a video frame sampled

by the shooting camera of a specific drone at a specific

moment in time, the Visual Semantic Analyzer will detect the

occurrence of human crowds in the recorded scenes and will

generate corresponding probability heatmaps. The input video

frame is available at the ground station through a ROS message

that is posted at a drone-specific ROS topic and extracted from

the shooting video stream that is received on the ground.

8) Semantic Map Manager: The Semantic Map Manager

provides two types of semantic annotations: 1) Static anno-

tations in Keyhole Markup Language (KML) format that are

computed before executing a mission. These are geolocalized

features that augment the Geometric Map with semantic

information. 2) Dynamic annotations that are derived during

the execution of a mission, in the form of polygons.

The static annotations will refer to no-flight zones, geofenc-

ing limits, points of interest, landing zones, etc. Those will

be originally posted to the Semantic Map Manager by the

Supervision Station and the Mission Controller using geodesic

coordinates in a KML format. The Semantic Map Manager

will combine these annotations to create the semantic map

that will be provided to interested modules (e.g., High-level

Planner).

The dynamic map annotations will be generated by the

Semantic Map Manager to specify areas with crowds (i.e.,

with ROS message data structure polygon). This information

will be obtained by receiving prediction heatmaps from the

Visual Semantic Analyzer and projecting that information onto

the global inertial frame. The geometric map, gimbal status,

camera status and drone pose will be used for this purpose.

9) Geometric Mapping: This module creates the global

geometric map fusing and optimizing the maps generated by

each drone. This optimization procedure is performed off-

line and a priori (this is why the module does not appear

in the general functional diagrams). It will be executed in

pre-production as a standalone tool processing data previously

logged by the drones. The exploration mission for mapping

the scenario is made autonomously, given a certain area and

probably some waypoints. It can also be done with manual

flights, though this is not recommended for large scenarios. It

will receive LiDAR data in the drone frame and drone poses

to translate them into the global coordinate frame.

10) Video Streaming: Each drone sends 2 video streams:

one from the A/V camera, the other one from the navigation

camera. These two video streams are sent to the ground

through the LTE network. Streams include H.264 RTP packets

and RTCP packets. All the received streams are broadcast to

an RTSP server, allowing clients to connect and select streams

for display, and to a ROS node in charge of converting the

H.264 RTP packets and RTCP packet to a ROS topic, where

raw images are associated with their NTP timestamps. Each

image-processing node will subscribe to this topic for video

analysis.

B. On-Drone

This section describes the modules running on-board the

drones.

1) On-board Scheduler: The On-board Scheduler receives

the list of actions corresponding to the drone from the Mission

Controller. Anytime the Mission Controller decides that re-

planification is needed, it will compute a new plan and send

new lists of actions to the drones involved. Then, the On-board

Scheduler is in charge of executing them sequentially, via the

Action Executer module, and monitoring the action status.

2) Action Executer: Once the On-board Scheduler receives

the list of actions for the drone, it sends them sequentially to

the Action Executer, which is responsible for the execution of

these actions. For that, it will command the drone by means



of the interface called UAL, and the Gimbal and Camera by

means of the Gimbal and Camera interfaces, respectively.

The final output of the Action Executer to command the

drone movement will be a Velocity Tracking command to be

issued by means of the UAV Abstraction Layer (UAL). A

Drone Controller will compute those velocity commands de-

pending on the shooting action parameters, the target position

and velocity, and the drone position. For drone actions that

involve a formation of drones, computation of the velocity

commands will also depend on the position of the other drones,

whose ID is provided in the drone action description, so that

collision-free action execution is achieved.

In parallel, the Gimbal Controller computes the desired

gimbal orientation such that the desired optical axis direction

points towards the target, which requires knowledge of the

target position and drone position contained in the drone pose

messages. Alternatively, the desired gimbal orientation can be

computed based on the visual control errors provided by the

Visual Shot Analysis module that encodes the error between

desired and current 2D positions of the target in the image

frame.

3) UAV Abstraction Layer (UAL): The UAL ([10]) is the

interface between the controller in the Action Executer and

the autopilot. It receives velocity commands from the Action

Executer and sends them to the autopilot. It also provides the

pose and velocity of the drone in the global metric frame.

4) Drone Localization: This module is in charge of estimat-

ing the drone pose based on the on-board sensors available,

namely GNSS positioning, LiDAR data, video streams from

navigation and shooting cameras and the geometric map. The

Drone Localization module will work both with geodesic

coordinates and the global metric coordinate frame. The drone

pose will be provided in the global metric frame and the

geodesic coordinates received by the drone telemetry will be

translated into this global frame to be integrated.

5) On-board 3D Target Tracker: This module estimates

the 3D position of the target detected by the 2D tracking

module. Basically, it will project 2D measurements on the

image plane onto a 3D global system, by using camera pose.

The module could exchange information with other instances

on other drones to triangulate and get better 3D estimations.

It will project the target positions on the image plane onto the

global inertial frame.

6) 2D Visual Information Analysis: The 2D Visual Infor-

mation Analysis module consists of a visual object detector

and visual object tracker of the main actors (targets) of each

scenario. It receives an uncompressed video frame from the

shooting camera in real-time and generates 2D positions of the

tracked targets as bounding boxes. Each 2D region of interest

(ROI) on the image will contain attached the camera pose,

the gimbal status and the drone pose at the time instance the

corresponding image was taken, so that the 2D ROI can be

later back-projected in 3D space. These data will be expressed

in global metric coordinates. The module is initialized by a call

to the Follow Target service by the Action Executer, which

informs 2D Visual Information Analysis about the current

target type and target ID.
7) Visual Shot Analysis: The Visual Shot Analysis module

is initialized by the Set Framing Type service (called by the

Action Executer), which sets cinematographic shot specifica-

tions (desired target position on frame, desired framing shot

type). The module constantly receives the target 2D position

from the 2D tracker and calculates the current visual control

error, according to the desired shot specifications. This error is

simply the deviation of the current ROI on-frame position from

the desired one (in pixel coordinates), as well as the deviation

of the current ROI on-frame area (as a percentage of the total

video frame area) from the desired one. The error response

can subsequently be used by the Action Executer to improve

the quality of the shot, by controlling the gimbal orientation

and camera parameters such as zoom.
VI. CONCLUSIONS

A novel, complete software architecture has been presented,

that is suited to an innovative, intelligent, multiple-UAV

platform for media production applications, covering outdoor

events (e.g., sports) typically distributed over large expanses.

Increased multiple drone decisional autonomy, as well as

robustness and safety mechanisms (e.g., communication ro-

bustness/safety, embedded flight regulation compliance, en-

hanced crowd avoidance and emergency landing mechanisms)

are supported. They are foreseen by a design that partitions

functionality into processes executed on a ground station and

others (more critical) that are executed on-board each drone.
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Abstract—Camera-equipped UAVs (Unmanned Aerial Vehi-
cles), or “drones”, are a recent addition to standard audiovisual
(A/V) shooting technologies. As drone cinematography is expected
to further revolutionize media production, especially by employ-
ing a fleet of cooperating UAVs, this paper presents an overview
of the relevant communication and data streaming challenges.
Emphasis is given on partially autonomous UAV swarms for
live filming of outdoor events. A proposed, specially designed
multiple-UAV platform for live outdoor media production is then
presented, along with its communication and data streaming
modules. It includes a set of possible solutions to the afore-
mentioned issues, employing off-the-shelf tools wherever possible.
Additionally, the reasoning behind the choices made is explained,
in the context of the proposed platform.

Index Terms—UAV communications, data streaming, UAV fleet,
media production, autonomous drones

I. INTRODUCTION

Unmanned Aerial Vehicles (UAVs, or “drones”) are a recent

addition to the cinematographer’s arsenal. By exploiting their

ability to fly and/or hover, their small size and their agility,

impressive video footage can be obtained that otherwise would

have been impossible to acquire. Although UAV cinematogra-

phy is expected to revolutionize A/V shooting, as Steadicam

did back in the seventies [1], the topic has not yet been heavily

researched and shooting is currently performed on a more or

less ad-hoc basis. Employing drones in video production and

broadcasting opens up numerous opportunities for new forms

of content, enhanced viewer engagement and interactivity.

It immensely facilitates flexibility in shot set up, while it

provides the potential to adapt the shooting so as to cope with

changing circumstances in wide area events. Additionally, the

formation of dynamic panoramas or novel, multiview and 360-

degree shots becomes easier.

Single-UAV shooting with a manually controlled drone

is the norm in media production today, with a direc-

tor/cinematographer, a pilot and a cameraman typically re-

quired for professional filming. However, in such a setting,

each target may only be captured from a specific view-

point/angle and with a specific framing shot type at any given

time instance, limiting the cinematographer’s artistic palette.

Moreover, there can only be a single target at each time,

restricting the scene coverage and resulting in a more static,

less immersive visual result. Finally, the “dead” time intervals

required for the UAV to travel from one point to another,

in order to shoot from a different angle, aim at a different

target, or return to the recharging platform, impede smooth

and unobstructed filming.

Swarms/fleets of multiple UAVs, composed of many co-

operating drones, are a viable option for overcoming the

above limitations, by eliminating dead time intervals and

maximizing scene coverage, since the participating drones

may simultaneously view overlapping portions of space from

different positions. Due to the possibly large number of fleet

members, a degree of decisional and functional autonomy

would significantly ease their control, by lightening the burden

on human operators. Thus, cognitive UAV autonomy using

artificial intelligence and robotics technologies would greatly

enhance the appeal of UAV swarms in media production.

Several challenges arise at the current level of technology,

especially in the case of employing a partially autonomous

UAV swarm. These include battery, safety, sound, synchro-

nization, privacy and legal issues. Communication and data

streaming challenges are especially prominent among them.

Following early preliminary work in the context of the EU-

funded research and development project MULTIDRONE1 [2],

[3], [4], [5], [6], [7], [8], [9], [10], [11], this paper overviews

the challenges regarding networking and data streaming issues,

while it also proposes a corresponding set of solutions based

on employing off-the-shelf tools. Although MULTIDRONE

concerns partially autonomous filming of sports events in

extended outdoor environments (e.g., bicycle races), the deter-

mined challenges and solutions apply equally to a vast range

of different applications.

II. GENERAL UAV COMMUNICATION CHALLENGES IN

MEDIA PRODUCTION

Infrastructure for communications and related issues is

critical for successful deployment of UAV swarms in practical

scenarios, especially in live event media coverage applications.

Even in single-UAV missions it is challenging to stream

high-resolution video (especially 4K UHD, i.e., the norm in

1https://multidrone.eu/



media production) down to a ground station with Quality-of-

Service (QoS) guarantees, while simultaneously executing all

of the previously described algorithms in real-time. Video ac-

quisition, compression, synchronization and transmission are

procedures easily implemented using professional cameras and

open-source software, although the lack of media production-

quality camera models with Camera Serial Interface (CSI)

connectivity (allowing rapid and stable capture for reliable on-

line processing) is an existing practical issue. However, they

jointly consume significant processing power and energy, on

a computing platform already strained in these resources. The

issue cannot simply be solved by dedicated hardware, since

the latter would come with additional energy consumption,

monetary and weight overhead. Therefore, at the current

stage of technology, a trade-off has to be made between the

broadcast video resolution, the hardware cost and the level of

vehicle cognitive autonomy.

In simpler, non-live coverage, i.e., when filming for deferred

broadcast, or shooting a scripted sequence, on-the-fly video

transmission is not required (video may simply be stored

on-board and retrieved later). In fact, if all processing is

performed on-board in a completely autonomous manner, there

is not even need for networking. However, communications

are required in all other cases, including the non-live single-

UAV filming where a subset of the less critical algorithms

previously described, e.g., crowd/landing site detection and

high-level path planning, are executed on a computationally

powerful ground station, at the cost of significant latency (at

best, about one hundred milliseconds). In general, a private

QoS-guaranteeing 4G/LTE infrastructure suffices for the task,

given the high mobility of the UAVs and the possibly long

distances that need to be covered in outdoor event filming.

Traditional Wi-Fi is a less costly, suboptimal alternative with

higher latency and significantly smaller range, while public

LTE networks are not reliable due to the lack of a way

to prioritize UAV communications over telephony. The main

challenge lies in live broadcasting; even private LTE will

not allow consistent 4K UHD video streaming, unavoidably

leading to a fall back on FullHD resolution.

If a swarm of multiple cooperating UAVs is employed,

additional issues arise. Most importantly, in live coverage,

the available bandwidth may not be enough to support live

FullHD video streaming from all drones concurrently, resulting

in a hard upper limit on the number of drones (a simple

linear relation exists between the required total bandwidth

and the number of employed UAVs). Furthermore, if direct

coordination between the drones themselves is required (so

as to autonomously capture a multiple-UAV shot, to execute

distributed variants of algorithms such as SLAM, or simply

for redundancy/fault tolerance), then an intra-swarm Flying

Ad Hoc Network (FANET) should be employed, supporting

ad hoc routing and accounting for high node mobility, long

distances and rapidly varying network topology. Despite recent

advances, FANETs are not yet a mature technology; for

actual deployment, either custom, optimized Wi-Fi extensions

must be developed, or falling back to LTE infrastructure is

unavoidable, at the cost of increased latency.

III. COMMUNICATIONS AND DATA STREAMING IN

MULTIDRONE

The MULTIDRONE platform is composed of multiple

components, which are briefly described in this Section for

clarity. Subsequently, the emphasis is given on describing

MULTIDRONE communications in detail. Finally, the reason-

ing behind the choices made, as well as the related challenges

in the context of MULTIDRONE, are provided.

A. The MULTIDRONE architecture

The proposed MULTIDRONE architecture includes a

swarm of cooperating, camera-equipped UAVs and a central

Ground Station. The Ground Station is employed by the

Director and his team for pre-planning the shooting mission

(using an appropriate GUI named “Dashboard”), for dynamic,

autonomous mission re-planning and execution monitoring, as

well as for semantic environment mapping concerning human

crowds, since such areas constitute no-flight zones due to

regulations and safety issues. Additionally, the Supervision

Station is included on-ground, i.e., a GUI permitting a human

operator to constantly monitor the status of the UAVs, so as

to cancel the mission in case any security issues arise during

the execution.

The UAVs are responsible for collectively executing the

mission (mainly filming and physically following pre-specified

moving targets, in an adaptive manner, so as to capture the

desired shot types), as well as for gathering visual data to

facilitate semantic mapping and target on-map localization.

Multiple functionalities such as autonomous UAV localization

and navigation, collision avoidance and camera control are

implemented. Among other equipment, each UAV carries a

PixHawk/PX4 Autopilot [12] (i.e., a popular low-level flight

trajectory control system), an NVIDIA Jetson Tegra X2 com-

puting board (containing a CPU and a GP-GPU), two cameras

(a “navigation camera” and a “cinematographic camera”) and

a gimbal. The Jetson TX2 board is employed for real-time

visual analysis of the captured video frames [13]. A range of

human-centered visual analysis algorithms could be employed

[14], [15], [16], [17], [18], [19], although the emphasis of

MULTIDRONE is on object detection and tracking [20], [21],

[22].

B. MULTIDRONE Communications Module

The majority of the communication exchanges between the

UAVs and the Ground Station, including real-time live video

streaming, are assured by an LTE system, composed of an

LTE user equipment on-board and an LTE base station on-

ground. Inter-UAV communications are assured by a WiFi

mesh (WiFi). Each UAV carries onboard a dedicated Com-

munication module that is responsible for:

• Acting as a default IP communication gateway/router to

the ground and to other UAVs.

• Scheduling IP flows depending on applications prece-

dence and assigned IP Quality of Service (QoS).



Fig. 1: Data flow for video streaming from the UAVs to the ground.

• Traffic shaping / admission control when congestion

occurs.

• Authentication, encryption and other security-related

mechanisms.

The Communication module can be considered as a default

IP router for the rest of the system. As such, it exposes

an Ethernet interface to the computers on-board the UAV

and implements a full IP protocol stack. Since it is fully

independent from the other modules in the architecture, it

has its own hardware and own operating system (Linux

OpenWRT). In addition, a separate Video Streamer module is

necessary for video transmission and interacts heavily with the

Communication module. For each UAV, two video streams are

generated: one by the navigation camera (H.264 compressed,

4:2:0 chroma sub-sampling, 640x480 resolution), another one

by the cinematographic camera (H.264 compressed, 4:2:2

chroma subsampling, 1920x1080 resolution, @25fps).

A Blackmagic Micro Cinema Camera with a motorised

Panasonic x3 lens was selected as the cinematographic camera,

supporting Full HD resolution. On the other hand, the naviga-

tion camera does not require FullHD, since its main purpose

is simply to provide the Supervisor with good situational

awareness. Compression takes place on-board the NVIDIA

Jetson TX2 platform, which offers hardware-accelerated im-

age/video compression. Video streams are then transmitted

through the LTE radio network using the Real-time Transport

Protocol (RTP). The RTP Control Protocol (RTCP) is also

used for on-ground synchronization of video streams coming

from different UAVs. The RTP packets hold a 32-bit RTP

timestamp. Several consecutive RTP packets may have equal

timestamps if they are (logically) generated at once, e.g., they

belong to the same video frame. The Sender Report packet

holds the correspondence between the RTP timestamp and the

absolute 64-bit timestamp (system hour), that is broadcasted

through the LTE network thanks to the Network Time Protocol

(NTP).

Figure 1 depicts the data-flow for all video streams. It is

assumed that 3 UAVs are connected to the Ground Station. The

cinematographic camera video streams are transmitted to the

Dashboard through the radio network. In parallel, the streams

are also resized so that they can be processed on-board by the

perception modules. The Video Streamer can process either

the images coming from the cinematographic camera, or from

the navigation camera, depending on the situation. On-ground,

these streams will be uncompressed to be displayed on the

Dashboard and, also, resized to be processed by any video

analysis modules, such as the Crowd Detection module.

Regarding system scalability, increasing the number of

UAVs only implies updating the configuration and hardware

of the LTE modules. Of course, the required bandwidth should

be manageable by the communication base station. Apart

from that, there is no other major impact on the overall

communication architecture.

Redundant RF communications are also provided for safety,

through additional links. An example would be in case of LTE

streaming failure. The navigation stream is sent to the pilot

via RF in manual mode, thus an analog signal is required. RF

can also handle the commands to control the gimbal and the

camera from a transmitter. The Pixhawk may receive at the

same time commands coming from the RF receiver and from

the on-board computer, which received it from the Dashboard

through the LTE.

C. Communication and Data Streaming Challenges in MUL-

TIDRONE

Real-time video streaming of sports events requires consid-

eration of cinematography aspects, e.g., detecting and tracking

targets of interest, keeping them centered and zoomed in at



specific level, using multiple drones to get multiview shots,

or letting drones explore various shot types (e.g., close up),

while at the same time the UAV has to fly autonomously, avoid

obstacles, obey regulations (e.g., no flight over human crowds,

or above the preset altitude, etc.).

In such a setting, a great number of factors have to be con-

sidered before designing a communications and data streaming

architecture. For instance, wireless communications may be

weak and subject to failure (due to distance, obstacles, other

wireless networks, etc.), while good quality video is massive

in terms of Mbps required to transfer it (1 second of 720p 8-bit

video requires 65.92 MBytes, which is prohibitive). Addition-

ally, video compression must be used prior to streaming; H264

and H265 coding are great candidates, but they inevitably

introduce delays during compression/decompression, as well

as a drop in quality due to their lossy nature. Finally, the

choice of network protocol stack to be employed is not

straightforward. However, Real-time Transport Protocol (RTP)

with User Datagram Protocol (UDP) is a good choice, since

TCP (although also standardized for use with RTP) favors

reliability instead of timeliness.

An important issue in the MULTIDRONE setting is syn-

chronization, due to multiple UAVs sending video streams to

the Ground Station (GS) concurrently and the GS providing

the UAVs with feedback (e.g., navigation commands). Since

low latency and clock synchronization are required, the NTP

protocol was selected for ensuring that all participating devices

use the same clock.

Visual analysis on the captured video frames introduces

delays and, therefore, additional synchronization issues. Each

transmitted video frame must be accompanied by metadata,

including the results of visual analysis, the NTP timestamp

corresponding to the moment it was captured, as well as

UAV telemetry status, gimbal status and camera status at that

moment. Such metadata can be sent as a separate stream,

but then synchronization of metadata and video frames must

take place at the receiver (the GS), which is problematic.

Alternatively, they may be inserted into the stream, assuming

they can survive the compression process (no watermarking).

The best solution would probably be to insert metadata as RTP

header extension.

GStreamer [23], an open source multimedia framework

which offers bindings in multiple programming languages

(including C/C++ and Python), can be employed for low-level

handling of the above issues.

IV. CONCLUSIONS

In this paper, general communication and data streaming

challenges when employing UAV swarms for media produc-

tion have been presented. Additionally, a specially designed

platform consisting of a partially autonomous UAV fleet and

a central ground station for live filming of outdoor events is

described, along with its communication and data streaming

modules. It includes a set of possible solutions to the discussed

issues, employing off-the-shelf tools wherever possible. Addi-

tionally, the reasoning behind the choices made is explained,

in the context of the proposed platform.
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Abstract—This paper addresses the problem of controlling the
orientation of a 3-axis gimbal that is carrying a cinematography
camera, using image measurements for feedback. The control
objective is to keep a moving target of interest at the center of the
image plane. A Region-of-Interest (ROI) that encloses the target’s
image is generated through the combination of a visual object
detector and a visual object tracker based on Convolutional
Neural Networks. These are specially tailored to allow for high
frame rate performance with restricted computational power.
Given the target’s ROI, an attitude error in the form of a rotation
matrix is computed and a attitude controller is designed, which
guarantees convergence of the target’s image to the center of
the image plane. Experimental results with a human face as the
target of interest are presented to illustrate the performance of
the proposed scheme.

Index Terms—vision-based control, visual object detection,
visual object tracking, attitude control

I. INTRODUCTION

Gimbals are typically used in aerial vehicles to attenuate

vibrations and stabilize the camera in the presence of angular

motion of the vehicle and other disturbances, through inertial

stabilization [1]–[3]. In addition, gimbals effectively augment

the Field of View (FOV) of the camera through angular

motion, which can either compensate for or be combined with

translational motion to achieve the desired shooting objective.

This ability to mitigate the FOV constraint becomes even more

critical when tracking of moving targets is involved [4]. In fact,

physical, autonomous target tracking using a camera/gimbal

combination is an extremely important functionality for vision-

enabled robotic systems, e.g., in autonomous cinematogra-

phy/intelligent shooting applications [5]–[8].

Achieving the goal of pointing the camera towards a target

can be divided into two tasks. The first concerns visual

object detection and tracking. This module provides the image

measurements that are used as input to the second module,

which is responsible for controlling the gimbal so that the

camera optical axis points in the desired direction.

In this paper, we propose to address the gimbal control

problem as a problem of attitude tracking on the Special

Orthogonal Group SO(3), using rotation matrices to represent

the gimbal attitude [9], [10]. One of the contributions of the

paper is the definition of a reference rotation matrix to be

tracked, and ensuing gimbal controller, that can be directly

expressed as functions of the image measurements, with no

need depth estimation. The reference rotation matrix is defined

as a function of the relative position between the target and

the camera and keeps the camera horizontally aligned. The

The research leading to these results has received funding from the
European Union’s European Union Horizon 2020 research and innovation
programme under grant agreement No 731667 (MULTIDRONE).

standard structure for an attitude controller on SO(3) is then

adopted, based on the resulting error rotation matrix. We then

show that this error matrix can be expressed directly as a

function of the image measurements. To achieve horizon-

tal alignment, body-fixed measurements of the gravitational

acceleration, typically provided by accelerometers, are also

required.

The paper is structured as follows. Section II summarizes

the related work in terms of visual object detection and

tracking, as well as gimbal control strategies. Sections III and

IV formulate the problem and present a nonlinear control law

for the gimbal control. Section V summarizes the strategy used

for obtaining the visual estimates of the object location in the

image frame, while Section VI present experimental results

for the overall algorithm. Finally, Section VII presents some

concluding remarks.

II. RELATED WORK

A. Gimbal control

Gimbal control has been extensively studied in the past, as

an integral part of the so-called Inertial Stabilized Platforms

(ISPs) used to stabilize the line of sight of a sensor mounted

on a platform, which is possibly moving and rotating, relative

to a target or an inertial reference frame. The range of sensors

and applications is wide and includes cameras, telescopes,

antennas, and weapon systems, to name a few [11]. A excellent

introduction to the topic can be found in the special issue

from the IEEE Control Systems Magazine dedicated to ISP

technology [3], [11]. The typical gimbal control system, which

is also the one adopted in this paper, has a inner-outer loop

structure, with a high bandwidth inner loop system that tracks

angular rate commands and rejects disturbances based on rate

gyros measurements and a lower-bandwidth outer loop system

that is responsible for the actual pointing and tracking [1], [3],

[11]. Thus, the pointing and tracking performance is limited

by the dynamics the inner-loop system, which is primarily

determined by the bandwidth of the gyroscopes and actuation

system and disturbance effects, i.e. the motion of the platform

itself.

This paper is primarily concerned with the outer-loop con-

trol system, which receives image measurements and computes

angular rate commands to correct the image displacements.

Unlike the work [1], which defines an error directly in the

image plane, we construct an error rotation matrix and define

an attitude tracking controller directly on SO(3). Recent work

has been dedicated to this problem to provide almost global

asymptotic tracking solutions [9], [10]. More recently global

solutions based on hybrid control techniques [12] or with



guarantees of finite-time convergence [13] have also been

proposed, all of which can be applied to the problem gimbal

control under the form proposed in this paper.

B. Visual object detection and tracking

In general, deep Convolutional Neural Networks (CNNs)

have been excelling continuously on various challenging visual

analysis tasks and competitions. Deep, feed-forward neural

models have been successfully trained and deployed on such

tasks, partly due to the public availability of large anno-

tated datasets and partly due to the continuous development

of increasingly more powerful GP-GPUs. One approach to

achieving real-time performance with restricted computational

hardware is to use one-stage deep neural detectors, structured

around the concept of “anchors". These detectors, such as

Single-Shot Detector (SSD) [14] and You Only Look Once

(YOLO) [15] simultaneously regress the pixel coordinates of

visible object ROIs (in the form of spatial offsets from the pre-

defined anchors) and assign them class labels. The first part

of these models is typically a base feature extracting network,

such as AlexNet, VGG-16, MobileNet v1 or Inception v2,

that has been pre-trained on a ImageNet or COCO dataset for

whole-image classification tasks.

SSD [14] is a single stage multi-object detector, meaning

that a single feed forward pass of an image suffices for the

extraction of multiple bounding boxes with coordinate and

class information and no region proposal occurs internally.

In [16], SSD was used as a meta-architecture for single

stage object detection and compared against region-based

detectors. Among the findings of that work, was that SSD

with MobileNets and Inception V2 for the feature extraction

step provided the best time performance at the cost of lower

detection precision, as evaluated on the challenging COCO

dataset.

Correlation filter-based 2D visual target tracking algorithms

are suitable for real-time applications [17], especially on

embedded systems that tend to have limited computational

resources. A correlation filter tracker regresses the representa-

tions of all possible object template translations to a Gaussian

distribution. The original ROI object template is regressed

to its peak. Due to the circulant structure of the template

representations, the regression problem can be solved in the

Fourier domain, thus accelerating the learning and testing

processes of the tracker.

The success of CNNs in various visual analysis tasks, has

led to their adoption for visual tracking. SiamFC [18] is

one such CNN-based tracker, trained as a fully convolutional

siamese network, which performs cross correlation between

the features extracted from the target and a candidate region

to find the new position of the target.

III. PROBLEM FORMULATION

Let {W} denote the world reference frame with origin fixed

in the environment and East-North-Up (ENU) orientation.

Consider also two additional reference frames, the camera

reference frame {C} with z-axis aligned with the optical axis

but with opposite sign and the target reference frame {T}
attached to the moving target of interest (see Fig. 1).

{T}

{C}

Fig. 1. Problem setup and notation.

The configuration of {C} with respect to {W} is denoted

by (WpC , RC) ∈ SE(3), where WpC ∈ R
3 is the position

of the origin of {C} expressed in {W} and RC ∈ SO(3)
is the rotation matrix from {C} to {W}, SO(3) denotes the

Special Orthogonal Group of order (3) and SE(3) the Special

Euclidean Group of order three. Similarly, the configuration of

{T} with respect to {W} is denoted by (WpT , RT ) ∈ SE(3).
A simplified kinematic model for the gimbal angular motion

is adopted, which can be described by

ṘC = RCS(ω) (1)

where ω denotes the angular velocity and the operator S :
R

3 7→ so(3) maps vector in R
3 to skew-symmetric matrices,

such that for a =
[

a1 a2 a3
]′

S(a) =





0 a3 −a2
−a3 0 a1
a2 −a1 0



 (2)

and thus S(a)b = a×b, where × denotes the cross-product.

Remark. Under the assumption that the gimbal is equipped

with an Inertial Measurement Unit (IMU) and a low-level

controller, it is reasonable to adopt the simplified kinematic

model described in (1). In this case, the low-level controller

receives the measurements from the IMU together with angular

velocity references to be tracked and computes the actual

inputs for the gimbal joint motors. Fig. 2 shows an example

of such a gimbal.

Fig. 2. 3-D Gimbal and Camera equipped with IMU and low-level controller.



It is also assumed that a gimbal and target can move freely,

meaning that WpC(t) and WpT (t) are time-varying, and that

the gimbal orientation can be controlled independently from

this translational motion.

To complete the problem formulation, it is convenient to

introduce the relative position between the target and the

camera, with coordinates in {W} given by

Wq =
[

qx qy qz
]′
= WpC − WpT . (3)

and coordinates in {C} given by

q = Cq = R′
C
Wq, (4)

where R′
C denotes the transpose of RC , which is also its

inverse, R′
CRC = RCR

′
C = I3. For convenience, we drop

the superscript C for vectors expressed in {C} and keep the

superscript W for those expressed in {W}.

Adopting a pin-hole camera model, the 2-D image pixel

coordinates y ∈ R
2 of the point with 3-D coordinates q =

[

qx qy qz
]T ∈ R

3 expressed in {C} are given by

[

y

1

]

= A
1

qz
q, (5)

where A ∈ R
3×3 is the matrix of camera intrinsic parameters.

In this framework, the control objective can be defined as

follows.

Problem 1. Consider the gimbal system described by (1) and

camera model described in (5). Using the image measurements

yi, define a control law for the angular velocity input ω such

that RC(t) asymptotically converges to a desired orientation

R∗
C(t), which guarantees that the target of interest is centered

in the image plane, i.e.
[

y∗

1

]

= A

[

0

1

]

(6)

IV. GIMBAL CONTROL

As defined in Problem 1, the control objective amounts to

providing a control law for the angular velocity input ω such

that the rotation matrix RC(t) asymptotically converges to

R∗
C(t). Given the model defined in (1), this matches exactly

the problem of attitude tracking on SO(3), which has been

treated extensively in the literature (see, for example, [9], [10]

and references therein).

For completeness and assuming that R∗
C is given, we present

a tracking controller law for a kinematic model evolving on

SO(3) and show that it is asymptotically stabilizing. Then, we

show how to construct R∗
C and the corresponding error matrix,

which guarantee that the image of the target is centered in the

image plane.

A. Attitude Tracking on SO(3)

Working directly on SO(3), the orientation error can be

defined as

Re = R′
CR

∗
C ∈ SO(3) (7)

Taking the time derivative of Re, we obtain the error system

Ṙe = −S(ω)Re +ReS(ω
∗) (8)

To define a control law for ω, consider the Lyapunov function

given by

V (Re) = tr(I3 −Re) (9)

where tr denotes the trace and I3 the three by three identity

matrix. Straightforward computations show that V is a pos-

itive definite function of Re, meaning that V (Re) ≥ 0 and

V (Re) = 0 if and only if Re = I3. After some algebraic

manipulations, the time-derivative can be written as

V̇ = (ω − ω
∗)′S−1(Re −R′

e) (10)

Thus, the control law

ω = −kS−1(Re −R′
e) + ω

∗ (11)

guarantees that V̇ is a negative semi-definite function of Re

and Re = I3 is an asymptotically stable equilibrium point

of (8). Further analyses shows that in fact Re = I3 is

almost globally asymptotically stable, meaning that the system

converges to the desired equilibrium except for a zero measure

set of initial conditions. For details, the reader is referred

to [9], [10]. In what follows, it is assumed that the desired

rotation matrix R∗
C is static or slowly time-varying, such that

ω
∗ ≈ 0 and ω becomes

ω = −kS−1(Re −R′
e). (12)

B. Application to Vision-based Gimbal Control

To define the desired camera orientation R∗
C , we start by

noting that when the camera is aligned with the target q∗ =
R∗

C
′Wq = ‖Wq‖e3, where e3 = [0 0 1]′, or equivalently,

the z-axis of the camera and Wq have the same direction (see

Fig. 1). This observation together with the fact that the camera

should be horizontally aligned suggest the follow expression

for R∗
C

R∗
C =

[

− S(Wq)2e3
‖S(Wq)e3‖

S(Wq)e3
‖S(Wq)e3‖

Wq

‖Wq‖

]

(13)

=











∗ qy√
q2
x
+q2

y
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√
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where it is assumed that the camera is always above the target,

i.e. qz > 0, but not directly above the target, i.e. [qx qy] 6= 0.

Proposition 1. Let y∗ ∈ R
2 denote the image coordinates of

the origin of {T} when RC = R∗
C . If R∗

C is given by (13) then

[y∗′ 1]′ = A[0′ 1]′ and the camera is horizontally aligned.

Proof. According to (5) and (4), we can write
[

y

1

]

= A
1

e′3q
q. (14)

If RC = R∗
C , it immediately follows from (13) that q∗ =

R∗
C
′Wq = ‖q‖e3 and thus

[

y∗

1

]

= A
q∗

e′3q
∗
= A

[

0

1

]

(15)



To show that the camera is horizontally aligned, it suffices to

note that the y-axis of the desired camera frame is orthog-

onal to the z-axis of the world reference frame {W}, i.e.,

e′3R
∗
Ce2 = 0, where e2 =

[

0 1 0
]′

.

Next, we show that the orientation error in the form of Re

can be reconstructed directly from the image measurements y

and the gravitational vector expressed in {C}. Consequently,

for static or slowly time-varying relative positions between

the camera and gimbal, the control law ω can be expressed

as a function of the image measurements and accelerometer

measurements denoted by a.

Lemma 1. Assume that the matrix of intrinsic parameters A
is known and let y ∈ R

2 denote the image coordinates of

the origin of {T}. Then, the error rotation matrix Re can be

written as

Re =

[

− S(q)2a

‖S(q)a‖
S(q)a

‖S(q)a‖
q

‖q‖

]

(16)

where q/‖q‖ is given by

q/‖q‖ = A−1

[

y

1

]

/‖A−1

[

y

1

]

‖ (17)

Proof. Assume that the accelerometers from the gimbal’s IMU

approximately measure the gravity vector expressed in {C},

i.e. a = gR′
Ce3, where g is the gravitational acceleration.

Then, using (7) and (13) we can write (16), noting that all

columns of Re must have norm 1 and thus knowing q and a

up to scale factor is enough to compute Re. Assuming that A
is known, then

q

qz
= A−1

[

y

1

]

(18)

and (17) can be readily obtained from (18) by dividing by the

norm.

V. VISUAL ANALYSIS

In this section, we describe the method adopted to detect

the target on the image plane and obtain estimates of y.

The presented system combines a visual object detector and

a visual object tracker, while it demands cinematographic

shot requirements to have been pre-specified (e.g., desired

target position on video frame). It receives an uncompressed

video frame from the camera in real-time and generates 2D

positions of the tracked targets as ROIs (in pixel coordinates).

The tracker is initialized and periodically validated by the

detector. The produced target 2D position is then employed

to calculate the current visual control error, according to the

desired shot specifications. This error, which constitutes the

final visual analysis system output, is simply the deviation of

the current ROI on-frame position from the desired one (in

pixel coordinates).

SSD, with MobileNet v1 as a base feature extractor and an

input image resolution of 192× 192 pixels, was selected as a

detector. It was found in [19] to offer a great trade-off between

speed and accuracy, since it achieves a processing rate of 22

frames per second (FPS) on embedded AI hardware (nVIDIA

Jetson Tegra X2).

Additionally, a more lightweight version of SiamFC was

developed, by introducing a depth factor α, similar to the

one used by MobileNets [16] to improve their speed. More

specifically, the number of filters in each layer of the siamese

architecture is multiplied by α ∈ (0, 1], thus producing a

lighter network which requires fewer operations per layer.

Let nl denote the number of filters for layer l = 1, . . . , 5
for the five layers of AlexNet, the base feature extractor of

SiamFC. The developed SiamFClite tracker is parameterized

by α
∑5

l=1
nl filters, as opposed to the

∑5

l=1
nl of the original

SiamFC.

VI. SIMULATION AND EXPERIMENTAL RESULTS

In order to test both the visual detection and the control al-

gorithm, experiments were conducted with a camera mounted

on a 3-axis gimbal, considering a human face as the target of

interest. The camera can stream video on a 620x480 scale at

a frame rate of 30 fps and its calibration matrix is given by

A =





609.219929 0 320
0 821.601329 240
0 0 1





The gimbal, shown in Fig. 2, is equipped with an IMU and a

low-level controller from BaseCam Electronics, which is ready

to receive commands in the form of Euler angle rates λ̇. These

can be readily computed from the angular rate commands

ω defined in (12) by applying the standard transformation

between the two.

In the experiments the face detector and tracker produced

a visual control error in form of the image coordinates y

also at 30 fps, which were used to feed the gimbal controller.

An example experiment is illustrated in Figures 3-5 and the

corresponding video is available at 1. As shown in Fig. 3,

whenever the subject moves, the gimbal rotates to compensate

for that motion and guarantee convergence to the center of the

image.

Fig. 3. Position of the face in the image

Figure 4 shows the time evolution of the X and Y pixel

coordinates of the visual control error, together with the values

of the Lyapunov function V . As expected, the image deviates

from the center and V increases whenever there is motion of

1http://users.isr.ist.utl.pt/~rmac/videos/gimbal_test.mp4



the target, because the feedforward term ω
∗ is not present in

the control law. As soon as the target stops moving, the image

and the value of V quickly converge (in approximately 1s)

back to the origin.

Fig. 4. X and Y visual error and respective Lyapunov function value

To further describe the experiments, Fig. 5 shows the time

evolution of the gimbal orientation represented in the form of

roll, pitch, and yaw Euler angles. As expected, when the target

motion is either horizontal or vertical, the angular motions are

approximately decoupled and the roll angle remains constant

and close to zero. When the motion is in an oblique direction,

which occurs at t = 18s, all angles change to guarantee

convergence of the target image to the origin, although the

change in the roll angle continues to be negligible.

Fig. 5. Gimbal orientation in Roll, Pitch and Yaw

VII. CONCLUSIONS

In this paper, we addressed the problem of controlling the

orientation a gimbal-mounted camera to point at a target of

interest. The proposed solution combines a fast and reliable

deep learning visual object detector and tracker, suited for low

computational power implementation, with an attitude con-

troller that is based on image accelerometer measurements and

guarantees convergence of the target image to origin of the im-

age plane. Experimental results have shown the effectiveness

of the proposed solution, involving human face detection and

tracking. Future work will focus on more dynamic scenarios,

involving different targets and more aggressive camera and

target motions.
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ABSTRACT

Non-maximum suppression (NMS) is a post-processing step

in almost every visual object detector. Its goal is to dras-

tically prune the number of overlapping detected candidate

regions-of-interest (ROIs) and replace them with a single,

more spatially accurate detection. The default algorithm

(Greedy NMS) is fairly simple and suffers from drawbacks,

due to its need for manual tuning. Recently, NMS has been

improved using deep neural networks that learn how to solve

a spatial overlap-based detections rescoring task in a super-

vised manner, where only ROI coordinates are exploited as

input. In this paper, neural NMS performance is augmented

by feeding the network additional information extracted from

the appearance of each candidate ROI. This information cap-

tures statistical properties regarding the spatial distribution

of interest-points detected within the corresponding image

region. Thus, the deviation in 2D distribution between the

interest-points detected inside a ROI that encloses the actual

object entirely, and within one that only captures it partially,

is exploited as a discriminant factor, with the NMS network

being implicitly forced to also learn how to solve an addi-

tional, appearance-based binary classification task (complete

vs partial object silhouettes). The empirical evaluation on

three public person detection datasets leads to state-of-the-art

results, at a small computational overhead.

Index Terms— object detection, non-maximum suppres-

sion, interest point detection, appearance-based classification

1. INTRODUCTION

Object detection is a long-standing, fundamental problem in

computer vision. It consists in generating bounding boxes (in

2D pixel coordinates) for objects detected on-image that be-

long to pre-specified object classes, as well as in assigning

classification scores to them. State-of-the-art object detec-

tors are two-stage algorithms, initially creating object propos-

als for input images using a method such as selective search

The research leading to these results has received funding from the Eu-

ropean Union’s European Union Horizon 2020 research and innovation pro-

gramme under grant agreement No 731667 (MULTIDRONE).

or a deep neural network, then resampling pixels, or extract-

ing features from these proposals using Convolutional Neural

Networks (CNNs), and finally using a classifier to determine

the existence and the class of any object in each proposal.

Faster R-CNN [1], a widely-used end-to-end neural object de-

tector, is the top-performing algorithm in this category.

The second type of mainstream neural object detectors

are end-to-end systems, i.e., networks that directly process

raw images and output bounding boxes/regions-of-interest

(ROIs), without an intermediate object proposition step, hav-

ing the task to both classify and localize objects. Thus, each

candidate detected object ROI is composed of a class, a set

of spatial pixel coordinates and a confidence score. The

end-to-end nature of similar single-stage object detectors sig-

nificantly lowers their runtime requirements. YOLOv3 [2] is

one the most promising algorithms in this category.

Almost all object detectors, either two-stage or single-

stage, incorporate a final refinement step, i.e., Non-Maximum

Suppression (NMS), where spatially overlapping detected

ROIs are merged / filtered. The problem it attempts to solve

arises from the tendency of many detectors to output multi-

ple, neighbouring candidate object ROIs for a single given

visible object, due to their implicit sliding-window nature.

Below, the term “detection” is employed for these candidate

detected object ROIs, prior to applying NMS, instead of the

final post-processed/refined results, as it is commonly used in

relevant literature.

The de facto standard in NMS for object detection is Gree-

dyNMS [3]. It selects high-scoring detections and deletes

less confident neighbours, since they most likely cover the

same object. Its simplicity, speed and unexpectedly good be-

haviour in most cases, make it competitive against proposed

alternatives, since rapid execution is of the utmost impor-

tance in NMS. An Intersection-over-Union (IOU) threshold

determines which less-confident neighbors are suppressed by

a detection. Most NMS algorithms, including GreedyNMS,

do not make any extra effort to jointly process the ROIs and

assign one detection per object. In additon, this fixed IOU

threshold leads GreedyNMS to failure in certain cases. For

instance, wide suppression may remove detections that cover

objects with lower scores, while too low a threshold is unable



to suppress duplicate detections.

In recent years, a number of alternatives or refinements

to GreedyNMS have emerged. The most advanced NMS al-

gorithms are neural networks that either refine the output of

simpler NMS methods, or directly process the detector’s re-

sults, completely replacing GreedyNMS in the latter case. For

instance, GossipNet [4] is a neural network capable of jointly

processing input detections, i.e., all the output candidate ROIs

of an object detector for a given image, and rescoring them, in

order to handle cases where the standard Non-Maximum Sup-

pression algorithm fails. Typically, the appearance of candi-

date ROIs is ignored and only their spatial interrelationships

are exploited.

In this paper, a method is presented that improves neural

NMS performance by augmenting the representation of each

input detection, so as to help the network in its rescoring task.

This is performed by extracting interest-points within each

detection ROI and exploiting the statistical dispersion of their

spatial distribution to create an appearance-based candidate

ROI representation. This representation is fused with the one

constructed automatically by the network, thus improving the

system’s overall precision.

Interest-points, such as SIFT [5], FAST [6] or AKAZE

[7], can be located very fast in an image nowadays. In the

NMS case, their representational power stems from the fact

that they lie mainly along an object’s silhouette, since most

raw detections outputted by a detector already cover part of an

object. Normally, the scene background may contain a high

number of interest-points, e.g., due to texture or illumination

variability, therefore they do not convey semantic information

on their own. However, such background image regions are

not typically included in the detections that NMS processes.

Thus, in this case, their spatial distribution tends to capture

the shape of the object part lying within the ROI.

Our hypothesis is that proper representations of spatial

interest-point maps computed on the candidate detection

ROIs (i.e., the raw object detector output) may be fed to a

neural NMS network in order to easily enhance its perfor-

mance. In this paper, we implement and empirically evaluate

an algorithm designed to test the above hypothesis, relying on

off-the-shelf, fast, hand-crafted interest-point detectors/image

descriptors and a state-of-the-art neural NMS network. To the

best of our knowledge, the concept of interest-point maps has

not been previously exploited for augmenting NMS perfor-

mance, or for assisting neural object detection in general. The

results empirically validate our hypothesis by showcasing a

significant boost in average precision on three public person

detection datasets, in comparison to the state-of-the-art base-

line neural NMS network that we modified, thus opening up

promising avenues for further research.

2. RELATED WORK

NMS, an essential part of computer vision for decades, is

widely used in object detection [1]. Several algorithms have

been proposed over time, based either on modified versions

of GreedyNMS, or on entirely new approaches. In [8], the

authors demonstrate that a GreedyNMS algorithm for per-

son detection improves performance in face detection. Their

method selects a bounding box with the maximum detection

score and its neighboring boxes are suppressed using a pre-

defined overlap threshold. The authors in [9] proposed a clus-

tering approach that provides globally optimal solutions, in

a relaxed problem formulation. However, the results do not

indicate significant improvements over GreedyNMS.

The recently presented IoU-Net [10] is a supervised neu-

ral network that learns a suitable IoU threshold from the train-

ing data; this is then used in the typical GreedyNMS algo-

rithm. Relation Network [11] has also been proposed, which

processes a set of objects simultaneously, allowing to model

relations between their appearance and their geometry.

Few works have explored true end-to-end learning that

considers NMS. In [12, 13], NMS is included in training,

thus the classifier is made aware of the NMS process which is

employed during testing. Although conceptually correct, this

does not make NMS itself learnable. SoftNMS [14] decays

the detection scores of all other neighbors as a continuous

function of their overlap with the higher-scored ROI, instead

of eliminating all lower-scored surrounding ROIs.

In [4], the authors propose GossipNet, a deep feed-

forward neural network that performs state-of-the-art NMS

using only detection coordinates and their scores as input

(candidate ROI appearance is not considered). Its architec-

ture is based on a repeating set of fully-connected layers

(such a set is called a “block”). Each successive block refines

the encoded representation of all detections, by taking into

account their respective spatial neighbors. The network’s

task is to jointly process all input image detections, so as not

to directly prune them, but to rescore them. The aim is to

decrease the score of those that cover an object which has al-

ready been detected. After rescoring, simple thresholding on

the modified score is sufficient to significantly reduce the set

of detections. During inference, the network input is a zero

vector per ROI (as a trivial ROI representation) and a small

set of pairwise features relating each candidate detection with

its spatial neighbors, computed using properties such as the

location of the two ROIs, their IoU, etc.

3. NEURAL NON-MAXIMUM SUPPRESSION

EXPLOITING INTEREST-POINT DETECTORS

In this paper, non-trivial initial input is provided to a neural

NMS network for each detection, without inducing significant

computational overhead. The goal is to augment the inter-

nal representation of each candidate ROI using its appearance

and, thus, increase network performance while retaining com-

putational efficiency.

Interest-point detectors, e.g., a corner detector and/or

a scale-space extrema detector, such as SIFT, FAST and

AKAZE, can detect locations on an RGB image (in pixel co-



Fig. 1. Pipeline of the proposed method.

ordinates) that possess useful properties (such as invariance

to several transformations) and may be employed for several

different tasks. In many cases, a magnitude and/or an orien-

tation are also computed for each interest-point, along with

its location. Maps depicting detected interest-points in an ex-

ample image are shown in Figure 2. Such interest-point maps

can easily be obtained by constructing an initially blank, one-

channel image, having dimensions in pixels identical to those

of the original RGB image. Then, each pixel corresponding

to the location of a detected interest-point can be set to an

integer luminance value (in the interval [0, 255]), correlated

to the latter’s magnitude.

Extracting image interest-points with modern computers

is rapid and efficient. This is a vital quality for NMS algo-

rithms, since they constitute only a post-processing step in

the overall object detection system and are expected to ex-

ecute quickly. More significantly, when restricting interest-

point detection in the candidate object ROIs typically fed to

NMS algorithms, their overall spatial distribution within these

ROIs seems to align with the silhouettes of the detected ob-

jects, as shown in Figure 2. Therefore, this distribution can be

exploited as a candidate ROI appearance-based discriminant

factor for identifying complete vs partial object silhouettes.

The proposed method consists in compactly capturing this

distribution, using a hand-crafted, rapidly computable image

descriptor, and employing it as an initial detection represen-

tation fed to a neural NMS network. This takes advantage of

the fact that NMS inputs are image regions known to partially

enclose visible object silhouettes, instead of, e.g., depicting

the background. As far as we can tell, this serendipitous fact

has not been previously noticed or exploited for augment-

ing NMS performance, or assisting neural object detection in

general. Note that, alternatively, edge-maps of the candidate

object ROIs (also rapidly computable) may be used instead

of interest-point maps; our observations hold in this scenario

too.

The Frame Moments Descriptor (FMoD) has been adopted

for achieving this task. FMoD was originally devised in

a global [15] and in a local [16] variant (LMoD), respec-

tively applied to movie [17] and activity video [18, 19, 20]

summarization via key-frame extraction. Typically, FMoD

and LMoD capture informative image statistics from various

available image channels (e.g., luminance, color/hue, optical

flow magnitude, edge map, and/or stereoscopic disparity),

both in a global and in various local scales, under a spatial

pyramid video frame partitioning scheme.

In this paper, for the special use-case of describing a ROI

interest-point map instead of a typical image/video frame,

only the luminance channel is employed. The intent is to com-

pactly capture the spatial distribution of the interest-points

within the ROI interest-point map in a single numerical de-

scription vector.

(a) RGB image (b) FAST interest-points

(c) AKAZE interest-points (d) Edge map

Fig. 2. Interest-points extracted from FAST and AKAZE de-

tectors, along with the corresponding edge map. The RGB

image is a cropped sample from the PETS dataset.

In the simplest case (spatial pyramid depth equal to

1), the final 18-dimensional description vector for each

detection contains statistical attributes, such as horizon-

tal/vertical/vectorized block mean/st. deviation/skew, etc.

However, FMoD may be separately computed for different

input image regions, under a spatial pyramid partitioning

scheme. Thus, pyramid depth equal to 2 may also be at-

tempted, resulting in an aggregate 90-dimensional description

vector.

4. EMPIRICAL EVALUATION

State-of-the-art GossipNet [4] was selected as the testbed for

implementing and evaluating the proposed method, in the

context of the highly industry-relevant person detection task.

GossipNet is normally fed a zero vector as a trivial, initial

representation of a detection. Thus, the actual representation

of a candidate object ROI is built in stages, as information

flows across the network layers, by exploiting mainly the pair-

wise features that capture the spatial interrelations between

the candidate object ROI and its neighbors. The proposed

approach was evaluated by feeding into GossipNet the ROI

appearance-based description vector outlined in Section 3,

instead of a zero vector.

The evaluation was performed on three object detection

datasets, i.e., PETS [21], COCO [22] and Okutama-Action



[23], using only the class “person”. All datasets contain

images with crowded areas, where many visible persons oc-

clude each other, making GreedyNMS highly unsuitable.

The candidate detection ROIs for each dataset (before NMS

post-processing) were extracted using the object detector

framework reported in the corresponding baseline/competing

paper. An exception is Okutama-Action, where the candi-

date detection ROIs were extracted using YOLOv3, since this

dataset has not been previously used in any relevant work

about NMS. The lower runtime requirements of YOLOv3,

compared to other state-of-the-art detectors, was the principal

factor behind our choice. To evaluate the proposed method,

various different interest-point maps were extracted for each

candidate detection ROI (using FAST, SIFT and AKAZE

interest-point detectors) and, subsequently, each one was sep-

arately described with FMoD. Experiments were conducted

by either taking the magnitude of interest-points into account,

or by using only their location and, thus, generating binary

maps.

Alternatively, edge maps were generated (using the Scharr

operator) and fed as input to the FMoD description algorithm,

instead of interest-point maps. In both cases, the proposed

method takes advantage of the fact that NMS inputs are image

regions known to partially enclose visible object silhouettes,

instead of, e.g., depicting the background.

Finally, empirical evaluation was performed and compar-

isons were made against GreedyNMS, OpenCV1 NMS, and

the default GossipNet. All experiments were conducted using

an NVIDIA GTX 1080Ti GPU and an INTEL 6900K CPU.

The reported results are measured in average precision (AP)

at 0.5 IoU. The GossipNet’s architecture and training param-

eters were set as the authors suggested in [4] and no further

study was made towards that direction. However, experiments

were conducted using different variations of the detections’

description vector size.

4.1. PETS

Though PETS is a relatively small dataset, it contains images

with diverse levels of occlusion. The training set, the test set

and the detections that were used are the same with those in

[25]. In addition, the detections are reduced as proposed in

[4] by a GreedyNMS of 0.8 IoU, due to their large number

and the inability to be handled simultaneously by one GPU.

GossipNet contained 8 blocks and was trained for 3 · 104 iter-

ations, setting 10−3 as learning rate and it was decreased by

0.1 every 104 iterations. This combination of parameters were

also suggested by [4]. All models using our proposed method,

have a 90-dimensional detection representation. In Table 1,

different variations of the proposed algorithm are compared

against GreedyNMs, OpenCV NMS and the default Gossip-

Net. FMoD statistics both from the interest-point maps and

from the edge maps seem to increase the AP of the default

GossipNet. Description vectors created using FAST and SIFT

1An implementation based on [24]

interest-point maps achieve the best AP in all conducted ex-

periments.

Method AP

Greedy NMS IOU > 0.4 76.4%

Greedy NMS IOU > 0.5 73.0%

OpenCV NMS IOU > 0.4 76.3%

OpenCV NMS IOU > 0.5 72.4%

Default GossipNet 128 84.3%

Default GossipNet 90 83.4%

FAST FMoD 90 86.4%

SIFT FMoD 90 85.7%

AKAZE FMoD 90 84.8%

EdgeMap FMoD 90 85.5%

Improvement +2.1%

Table 1. Comparison between different variations of the pro-

posed method against competing ones, in the PETS test set.

The last line depicts the improvement (in AP) achieved by the

best proposed method variant against the best competing one.

4.2. COCO PERSON

COCO is a large dataset consisting 82,783 images for training

and 40,504 images for validation/testing. Although it contains

80 labeled classes, only the “person” class was used for eval-

uating the proposed method. The same candidate detections,

which were extracted using Faster R-CNN, and the same sub-

sets of the validation set as in [4] were employed. The first

subset, referred to as “minival”, contains 5K images while the

second subset, referred to as “minitest”, contains 35K images.

GossipNet consisted of 8 blocks and it was trained for

2 · 106 iterations. The representation vectors consisted of 128

features in all variations. Each detection’s representation vec-

tor in GossipNet was initialized with the representation vec-

tors extracted from FMoD. The FMoD representation vectors

consisted of 90 features, so each vector was padded with 38

zeros. The learning rate was set to 10−4 for the first 106 iter-

ations, which later decreased to 10−5.

As Table 2 shows, FMoD statistics from the candidate

ROIs’ AKAZE interest-point maps and from their edge maps

increase GossipNet’s AP by a small amount, both on minival

set and minitest set.

4.3. Okutama-Action

Okutama-Action is an aerial UAV video dataset for aerial-

view, concurrent human action detection, consisting of 43

minute-long fully-annotated sequences with 12 action classes.

For our task, we only used ROIs with the class label “hu-

man”. We employed YOLOv3 as our main object detector.

The model was pre-trained on the COCO dataset and fine-

tuned for 5·104 iterations using images of 832x832 resolution

of Okutama-Action training set as input. The initial learning

rate was set to 10−3 and it decreased by 0.1 at 5 ·103, 20 ·103

and 40 · 103 iterations.



Method Minival AP Minitest AP

Greedy NMS IOU>0.5 65.6% 65.0%

OpenCV NMS IOU>0.5 65.6% 65.1%

Default GossipNet 128 67.3% 66.8%

AKAZE FMoD 128 67.6% 67.0%

FAST FMoD 128 67.5% 66.8%

EdgeMap FMoD 128 67.8% 67.2%

Improvement +0.5% +0.4%

Table 2. Comparison between different variations of the pro-

posed method against competing ones, in the COCO minival

and minitest sets. The last line depicts the improvement (in

AP) achieved by the best proposed method variant against the

best competing one.

GossipNet consisted of 8 blocks and it was trained for

3 · 104 iterations. The representation vectors consisted of 128

features in all variations. Each detections representation vec-

tor in GossipNet was initialized with the representation vec-

tors extracted from FMoD. The FMoD representation vectors

consisted of 90 features, so each vector was padded with 38

zeros. The learning rate was set to 10−3 and it was decreased

by 0.1 every 104 iterations.

Table 3 indicates that, although Okutama-Action may not

suffer from cluttered ground-truth detections (cluttered or

overlapping objects increase the significance of NMS post-

processing for achieving good results), the best proposed

method variant, i.e., the one exploiting statistical properties

of FAST interest-point maps, surpasses both GreedyNMS and

the default GossipNet by 2% in AP. Moreover, the appearance

information extracted from each ROI also helps to reduce the

scores of False Positive detections that are not perceived as

“double” detections of an already detected object and, thus,

are unaffected by default GossipNet.

Method AP

Greedy NMS IOU > 0.4 70.7%

Greedy NMS IOU > 0.5 71.4%

Default GossipNet 128 71.9%

FAST FMoD 128 73.9%

EdgeMap FMoD 128 73.8%

Improvement +2.0%

Table 3. Comparison between different variations of the

proposed method against competing ones, in the Okutama-

Action test set. The last line depicts the improvement (in AP)

achieved by the best proposed method variant against the best

competing one.

4.4. Discussion

Overall, the proposed method significantly enhances the op-

eration of neural NMS by forcing it to implicitly learn how

to solve an appearance-based binary classification problem

(complete vs partial object silhouette), on top of the typical

ROI overlap-based detections rescoring. The exception is the

COCO Person dataset where the benefit is small (about 0.5%

in AP compared to default GossipNet), mainly because there

is too great an intra-class variance with regard to the appear-

ance of person silhouettes, due to very high variability in view

angles and/or camera-to-subject distance during data capture.

However, due to similar reasons, default GossipNet itself also

struggles to non-negligibly improve detection performance,

in comparison to the gains it induces against Greedy NMS in

other datasets.

5. CONCLUSIONS

NMS is the last step in a typical object detection system. In

this paper, neural NMS performance was augmented by feed-

ing the network additional information extracted from within

each candidate ROI. This information captures statistical

properties regarding the spatial distribution of interest-points

detected within the corresponding ROI. Thus, the deviation

in 2D distribution between the interest-points detected inside

a ROI enclosing the actual object entirely, and one that only

captures it partially, is exploited as a discriminant factor,

by taking advantage of the fact that NMS inputs are image

regions known to already partially enclose visible object sil-

houettes. Alternatively, edge maps of the candidate ROIs are

employed and described in a similar fashion. The empirical

evaluation on three public person detection datasets leads to

state-of-the-art results, at a small computational overhead.

Future work will involve more extensive evaluation (e.g., in

multiclass problems), acceleration of the candidate ROI de-

scription process, further enhancement of the ROI represen-

tations fed to the neural NMS network, as well as combining

them with discriminant, CNN-derived representations that

are already computed by the detector.
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ABSTRACT

In this paper, two face de-identification methods are proposed

regarding face identification hindering against a deep neural

network. Our work focuses on achieving a delicate balance,

so that the facial images are miss-classified by the deep net-

work, while the human observer can still identify the per-

sons depicted in a scene. The proposed methods are based

on achieving face de-identification by partly degrading image

quality in order to hinder face recognition from deep neural

networks, while maintaining the highest possible image qual-

ity, at the same time. To this end, we employ de-identification

methods based on singular value decomposition and image

hypersphere projections, respectively. From the conducted

experiments, it can be concluded that these methods are capa-

ble of reducing correct face identification rates of the VGG-

face network by over 90 %. Moreover, it is shown that these

error rates preserve adequate image quality as is demonstrated

through the values of the complex wavelet structural similar-

ity index, allowing face recognition by humans contrary to

most face de-identification methods.

Index Terms— De-identification, SVD-DID, PDID-M

1. INTRODUCTION

In the growing online community an ever more increasing

amount of visual data is shared, viewed and stored on-line.

This trend provides immediate communication and free idea

distribution but also raises privacy concerns to all those in-

volved. Through video sharing sites and social media, it is

possible for a malicious user to collect facial images of spe-

cific individuals in order to train face classifiers and then mon-

itor the activities of these individuals. Apart from video shar-

ing, systems monitoring the World Wide Web may use face

detection [1], tracking [2] and face recognition algorithms [3]

[4] [5] in shared videos or images and can subsequently be

This work has received funding from the European Union’s European

Union Seventh Horizon 2020 research and innovation programme under

grant agreement No 731667 (MULTIDRONE). This publication reflects only

the authors’ views. The European Commission is not responsible for any use

that may be made of the information it contains.

used to violate user privacy. Combined with the wide use of

video surveillance in public places, and other services like

Google Street View and EverySpace [6], any person can po-

tentially be identified, infringing his privacy in most cases un-

intentionally. Due to the large threats posed to privacy, face

de-identification methods must be developed [7] that prefer-

ably maintain a level of facial image quality rendering quality

of the de-identified medium acceptable.

A large number of methods have been devised that

provide face de-identification against common classifica-

tion methods. However the vast majority of these methods

achieve de-identification against both automatic face recog-

nition methods and human viewers, typically destroying a

significant portion of the facial image data. Perhaps the most

advanced approach is to exploit generative adversarial net-

works [8], attempting to generate synthetic samples from

the distribution of all possible images that generated query

segmentations. Besides face de-identification, this method

can be extended for full body de-identification in person

images by also removing soft biometric and non-biometric

identifiers. Another example are methods [9] [10] which

de-identify not only the facial image but the entire person

Region of Interest (ROI). Simple yet effective facial image

de-identification methods apply black masks on parts of the

face such as black bars to cover the eyes or T-shaped masks

covering both eyes and nose. Other mask shapes and size

can be used that cover larger face areas or the whole of the

face ROI thus destroying all visual face information. Other

ad-hoc methods apply a low-pass filter on the facial image

ROI, add random noise, swap facial image sub regions from

different individuals [11], spatially subsample a facial image,

or threshold the facial image pixels. In cases that some facial

information is retained, such as facial expression, the authors

in [12] use variational adaptive filtering along with face key

point detection, and in [13] Active Appearance Models are

utilized.

A prominent family of face de-dentification algorithms

are based on the k-anonymity model proposed in [14]. In

this model, any of the de-identified images is misclassified

as at least k of original facial images. The de-identified im-

age is calculated by averaging the k facial images that are

978-1-5386-5477-4/18/$31.00 c©2018 IEEE



closer to the input image. In [15] an objective function is

formulated in order to calculate the optimal weights for fus-

ing the k most similar images through gradient descent. In

simlar fashion in [16] the k least similar images to compose

the de-identified image a model known as the k-Same-furthest

model. An extension of this method is proposed in [17] where

the de-identified facial image is unique for each one of the k

original faces. Another approach in face de-identification in-

cludes replacing faces with 3D morphable facial models [18]

or replacing the face depicted with a face from another per-

son [19]. In this scope the GARP-Face framework [20] aims

to balance the utility of an image and face de-identification

by preserving facial attributes such as gender, age and race.

Finally, in [21] face de-identification is achieved by reducing

the number of eigenfaces used for reconstructing the facial

images from basis facial images.

Most of the methods mentioned above the aim to com-

pletely hide the identity the individual in an image, hindering

identification from both human viewers and face identifica-

tion methods. The two methods evaluated in this paper how-

ever reduce the face identification accuracy of a deep neu-

ral network, while retaining adequate visual face information

rendering the de-identified facial images acceptable and rec-

ognizable by humans. The first method is based on singular

value decomposition (SVD) achieving face de-identification

by manipulating the SVD coefficients of the initial image and

reconstructing the de-identified one. The second method cal-

culated the de-identified image by projecting the original on

a hypersphere centered on a mean image.

The rest of this paper is organized in four sections, with

Section 2 providing a description of the two methods, Sec-

tion presenting the image quality measured use to quantify

image quality reduction and Section 3 where we describe the

experimental setup and results. Final conclusions are drawn

in Section 4.

2. DE-IDENTIFICATION AND IMAGE QUALITY

The proposed de-identification methods [22] based on hyper-

sphere projection and SVD for hindering the classification ac-

curacy of deep neural networks, are described in Subsections

2.1 and 2.2, respectively. Finally,

2.1. Hypersphere projections

A hypersphere is a generalization of the ordinary circle and

sphere to dimensions n ≥ 3. For any number n of dimen-

sions a hypersphere S(n−1) is the set of points which are at

distance R from a center point in n-dimensional space. Such

a hypersphere has a radius of R. The definition of a hyper-

sphere Sn−1 with a center at some origin is:

Sn−1 = {x ∈ Rn : ||x|| = R} (1)

where x is a point in the n-dimensional space. The projection

of a point x ∈ Rn onto Sn−1 is defined as follows:

PSn−1(x) =
R

||x||
x (2)

where PSn−1(x) is the projection of the point x onto the hy-

persphere Sn−1.

Projection De-Identification on Mean Image (PDID-M)

uses a projection on a hypersphere centered on the mean im-

age Ī given by:

Ī =
1

N

N
∑

i=1

Ii (3)

where N is the number of facial images in a given dataset.

Given an initial image I the de-identified image through

PDID-M is calculated as:

IPDID-M =

(

R ∗ (I− Ī)

||I− Ī||
+ Ī

)

(4)

where Ī is the mean image, R is the radius of the hypersphere

and || · || denotes measure.

2.2. Singular Value Decomposition

Singular Value Decomposition factorizes a matrix I ∈ RN×M ,

in this case I is a facial image, as a product of three matrices,

namely matrix S ∈ RN×M , which contains the sorted, from

largest to lowest, singular values which equal to the square

roots of the eigenvalues of matrix IIT . The other two ma-

trices U ∈ R
N×M and V ∈ R

M×M contain the singular

vectors, which are the eigenvectors of matrices IIT and IT I

respectively. Through SVD image I can be decomposed as:

I = USVT . (5)

In all above cases AT denotes the transpose of matrix

A. Based on the above decomposition, the SVD face de-

identification method (SVD-DID), modifies the input image

by altering the entries of matrices U, S and V and recon-

structing the de-identified image through the altered matrices.

The SVD-DID method can be broken down to three distinct

steps described below.

2.2.1. SVD Coefficient Zeroing (SVD-CZ)

The first step of the SVD-DID method the first NZ singular

values of S (NZ ≤ N ≤ M ) are zeroed resulting in a new

S matrix SCZ . This step tends to darken the output image,

compared to the initial one and to counterbalance this effect

the facial image pixel luminance values are increased at the

end of the de-identification process by adding a fixed lumi-

nance value to the output facial image pixels. In the rest of

the paper we assume an added luminosity value equal to 100.



2.2.2. SVD Coefficient Averaging (SVD-CA)

In the second step of this method, the values in eigenvector

matrices U, V are low-pass filtered. This is achieved with

the use of a m × m circular averaging filter, where m =
2R+1 [23], and R is the radius of the circular filter. Through

this filtering process matrices UAV and VAV are produced.

However, reconstructing the de-identified facial image solely

trough the above matrices, leads to poor image quality. In

order to preserve adequate image quality matrices UAV and

VAV are blended with the original U and V matrices through

weighted averaging as:

UCA =
α ∗UAV +U

1 + α
and VCA =

α ∗VAV +V

1 + α
(6)

where parameter α adjusts the trade-off between visual qual-

ity and face de-identification.

2.2.3. SVD Modified Sobel Filtering (SVD-MSF)

In the last step of the SVD-DID method final step matrices

UCA and VCA are high pass filtered [23] using a modified

Sobel filter. This filter has a 3× 3 matrix form:

G =





d 2d d

0 0 0
−d −2d −d



 (7)

where parameter d specifies the intensity of the high pass

filtering. As in the previous step the resulting matrices are

blended with the original ones producing matrices UF and

VF .

After the three steps of the SVD-DID method the output

facial image ISVD-DID is calculated as:

ISVD-DID = UFSCZV
T
F . (8)

2.3. Image Quality Measure

Both de-identification methods introduce artifacts and noise

in the de-identified image. This is necessary to fool auto-

matic face recognition methods, but quality preservation is

also essential to render the final image acceptable for human

viewers. As a result, the need arises to quantify the effect

of each of the two methods on image quality. In order to

quantify the degree of image quality loss due to the applica-

tion of the above face de-identification methods, the complex

wavelet structural similarity index, CW-SSIM [24] was em-

ployed. This index is an extension of the structural similarity

index, SSIM, proposed in [25] in the complex wavelet do-

main. The continuous wavelet transform of a signal s(t) with

scaling a ∈ R+∗ and translation b ∈ R is defined as:

Sw(a, b) =
1

√

|a|

∫

∞

−∞

s(t)ψ̄

(

t− b

a

)

dt (9)

Table 1: Failure percentages after applying Gaussian filtering

σ Fp cs

1 3.3 % 0.9971
2 3.26 % 0.9644
3 3.36 % 0.8618
4 3.56 % 0.6912
5 4.86 % 0.5019
6 14.64% 0.3397
7 47.38% 0.2225
8 84.56 % 0.1478
9 96.96 % 0.1048
10 99.26 % 0.0824

where ψ(t) is a continuous function in the time and frequency

domain commonly known as the mother wavelet and ·̄ denotes

the conjugate complex number. Through the wavelet trans-

form it is possible to calculate the wavelet coefficients c that

are used to calculate the CW-SSIM index which is defined as:

S̃(cx, cy) =
2|
∑N

i=1 cx,ic̄y,i|+K
∑N

i=1 |cx,i|
2 +

∑N

i=1 |cy,i|
2 +K

(10)

where cx = {cx,i|i = 1, . . . , N} and cy = {cy,i|i =
1, . . . , N} are the wavelet coefficients calculated for two

given image regions x and y at the same spatial location in

the two images and K is a small positive constant that im-

proves robustness in cases of low signal to noise ratios. The

CW-SSIM index takes values in the range of [0, 1], equal to 1
when one image is compared to itself. As such it is preferable

to have CW-SSIM values close to one after the application of

the face de-identification methods.

3. EXPERIMENTS AND RESULTS

Experiments were condected to assess the effectiveness of

the SVD-DID and PDID-M face de-identification methods

against the VGG deep neural network classifier [26]. To this

end, a dataset of 5000 images depicting 1000 randomly se-

lected different individuals, 5 images per individual, from the

database was employed [27]. In RGB images, the two meth-

ods were applied separately on each color channel. The exper-

iments were conducted using the MatConvNet [28] MATLAB

toolbox.

To quantify the ability of the methods to hinder automatic

face identification the false face identification percentage Fp

was used, which is the number of missclassified images over

the total number of images. In order to quantify the qual-

ity reduction after the de-identification process the mean CW-

SSIM index, cs, is used, averaged over the total number of

images. As mentioned above it is preferable for CW-SSIM to

have a value close to 1 so that little visual information is lost.

For comparison reasons, we have also employed a naive

de-identification method. That is, performing Gaussian filter



(a) σ = 3 (b) σ = 4 (c) σ = 5

(d) σ = 6 (e) σ = 7 (f) σ = 9

Fig. 1: Facial images after Gaussian filtering

on the facial images for different values of σ. Experimental

results for the naive de-identificiation method are show in Ta-

ble 1. As can be seen, values of σ > 9 are required in order

to achieve de-identification rates higher that 90%, resulting in

images that have low quality, and make it difficult to be rec-

ognized by humans, as well. This property is also denoted

by the corresponding CW-SSIM indices, which are as low as

0.10 for such values of σ.

Identification failure rates and CW-SSIM index values for

applying the PDID-M method are displayed in Table 2, for

different values of radius R. For large radius values the fail-

ure percentages are quite low the lowest being 13.78% for

R = 30 and similarity index values are quite high the highest

being for the aforementioned radius value equal to 0.8565.

Reducing R to 20 increases the failure rate more than three

times the previous value up to 43.98% and at the same time

cs drops to 0.6802. It can be easily observed that increasing

the value of R leads to higher failure rates and a drop in mean

image similarity. For a R = 13 an Fp equal to 80.02% is

achieved with CW-SSIM being 0.4859. A failure rate over

90% is achieved for R = 10 and a corresponding similar-

ity index value equal to 0.9379. Further reducing the radius

value leads to even higher failure percentages with a maxi-

mum Fp = 99.17% and a minimum cs = 0.2639 for R = 6.

Results after applying the SVD-DID method are tabulated

in Table 3. From this table it is evident that the main parame-

ter that affects the failure percentages is the number of zeroed

singular values NZ . For parameters α = 0.2, d = 0.1 and

R = 5 varying NZ leads to significantly higher error rates

as for NZ = 1 the failure rate is 43.46%, the lowest one ob-

served, for NZ = 2 its value rises to 64.32% and for NZ = 5
a failure rate of 92.36% is achieved. The similarity indexes

also follow this trend, although not to such an extend, begin-

ning from 0.8653, the highest value observed, for NZ = 1
falling to 0.8227 for NZ = 2 and finally reaching 0.6835 for

NZ = 5. It can also be observed that parameter α mainly af-

fects image quality, the value of cs, as can be derived from the

Table 2: Failure percentages after applying PDID-M

R Fp cs
30 13.78 % 0.8565

20 43.98 % 0.6802

19 48.36 % 0.6495

18 53.06 % 0.6248

17 58.92 % 0.5990

16 64.64 % 0.5722

15 69.72 % 0.5515

14 74.96 % 0.5157

13 80.02 % 0.4859

12 84.14 % 0.4552

11 88.28 % 0.4238

10 91.64 % 0.3979

9 94.44 % 0.3649

8 96.44 % 0.3315

7 98.26 % 0.2977

6 99.14 % 0.2639

(a) R = 20 (b) R = 18 (c) R = 16

(d) R = 14 (e) R = 12 (f) R = 10

Fig. 2: Facial images after performing the PDID-M method

values observed in the table. For parameter values NZ = 1,

d = 0.1 and R = 5 varying α from 0.2 to 0.5 leads to a de-

crease of cs from 0.8635 to 0.6875 respectively. The same can

be observed for different values ofNZ , where forNZ = 2 and

α = 0.2 and 0.5, cs varies from 0.8226 to 0.6515 and similar

observations can be made forNZ = 5. Despite the significant

drop in image quality, a significant increase is not observed

for failure percentages where for NZ = 1 Fp = 43.46% for

α = 0.2 and Fp = 42.68% for α = 0.5. Similar results

are obtained for different values of NZ . Parameters d and R

do not play a significant role in failure percentages and im-

age quality. The highest failure percentage achieved with the

SVD-DID method is equal to 92.64% for parameter values

NZ = 5, α = 0.2, d = 0.5 and R = 5 with a CW-SSIM in-

dex equal to 0.6830. The quality of the resulting facial images

from applying the Gaussian filtering, PDID-M and SVD-DID



methods is shown in Figures 1, Figure 2 and Figure 3, respec-

tively.

(a) Nz = 1 (b) Nz = 2 (c) Nz = 2

(d) Nz = 3 (e) Nz = 4 (f) Nz = 5

Fig. 3: Facial images after performing the SVD-DID method.

The same parameters were applied to all images i.e., a =
0.2, d = 0.5, R = 5, having variable Nz, except (c) where

R = 10.

4. CONCLUSIONS

From the experimental results presented in the previous sec-

tion it can be concluded that both the PDID-M and SVD-

DID face de-identification methods provide adequate failure

percentages against the VGG deep convolutional neural net-

work. In both cases high failure percentages are attained, over

90%, while preserving acceptable image quality. The highest

failure percentage observed through the PDID-M method is

equal to 99.14% with cz = 0.2639 and for the SVD-DID

method these values are Fp = 92.64% and cz = 0.6830. It

must be noted that while the PDID-M methods achieves very

high failure percentages this comes with heavy image qual-

ity reduction. For similar Fp values 94.44% for PDID-M and

92.64% for SVD-DID the respective cs values are equal to

0.3649 and 0.6830. It is evident that the SVD-DID method

preserves more visual information compared to the PDID-M

method, making more appropriate in cases that require the

de-identified image to be of higher quality.

Future work in this area will focus on developing re-

versible and les visible face de-identification methods that

will provide privacy against deep classifiers.
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ABSTRACT

In this paper, we first propose lightweight deep CNN mod
els, capable of effectively operating ondrone, in order to
address various classification problems, i.e. crowd, foot
ball player, and bicycle detection, in the context of media
coverage of specific sport events by drones with increased
decisional autonomy. Subsequently, we propose a regular
ization technique, namely Discriminant Analysis regular
ization, aiming to enhance the generalization ability of the
proposed models. The experimental evaluation validates
the enhanced performance of the proposed regularizer.

Index Terms— Discriminant Analysis Regularization,
Convolutional Neural Networks, Drones, Deep Learning.

1. INTRODUCTION

During the recent years, Deep learning algorithms, [1, 2],
and principally the deep Convolutional Neural Networks
(CNN) have been established as one of the most promising
avenues of research in computer vision, providing out
standing results in a plethora of computer vision tasks,
[3, 4, 5, 6, 7, 8]. The major reasons behind their success lie
in the Graphics Processing Units (GPUs) computational
power and affordability, as well as in the availability of
large annotated datasets.
Over the few recent years drones, have powerfully
emerged in the media and entertainment industry, being
applied in a wide spectrum of applications, ranging from
entertainment to visual surveillance, rescue within the
context of natural disasters [9], and medical emergencies
[10]. Their capability of capturing shots of inaccessi
ble places, as well as spectacular aerial shots, gradually
displaces prior practices in media production. A major
issue associated with the rise of drones is the demand of
developing efficient models for various computer vision
tasks, capable of addressing the additional challenges of
dronecaptured images (that is, small object size, occlu
sion, etc.), and also capable of running ondrone, that is
with limited processing power.
The objective of this work is to propose a regularization
method in order to enhance the generalization ability
of the lightweight models, proposed to address various
tasks involved in the context of media coverage of certain
sport events (i.e. football match, bicycle race) by drones.

That is, we develop lightweight models, capable of run
ning ondrone, for crowd (addresing also the demand of
safety), football player, and bicycle detection. Our goal is
to provide semantic heatmaps by e.g. predicting for each
location within the captured scene the crowd presence.
That is, we train models with RGB input of size e.g.
128 × 128, and then high resolution test images are fed to
the network, and for every window 128 × 128, we com
pute the output of the network at the last convolutional
layer. We note that is of utmost importance for the drone
to be able to handle high resolution images, since the
objects in dronecaptured scenes are of small size, and
thus image resizing in order to render the deployment on
drone feasible, would further shrink them, making their
detection even impossible. The above procedure finds also
application in the camera control problem, [11], where the
semantic heatmaps for each of the considered tasks, aim
to assist the algorithm for controlling the camera of the
drone for cinematography tasks by sending error signals.
Subsequently, we propose a novel regularizer in order to
control overfitting and enhance the performance of the
proposed models.
Generally, addressing the problem of overfitting, which
arises due to their large capacity, is a central issue associ
ated with the deep neural models. During the past years,
several regularization schemes have been proposed in
order to prevent overfitting in neural networks, ranging
from common regularization methods, like L1/L2 regular
ization which penalize large weights during the network
optimization, and early stopping of the training proce
dure, to Dropout [12] where for each training sample, a
randomly selected subset of the activations is zeroed in
each epoch, and a generalization of it, Dropconncet [13]
which instead of activations, sets a randomly selected
subset of weights within the network to zero. From a
quite different viewpoint, multitasklearning [14] consti
tutes also a way of improving the generalization ability
of a model. For example, in [15] the authors introduced
techniques developed in semisupervised learning in the
deep learning domain. That is, they combined an unsu
pervised regularizer with a supervised learner to perform
semisupervised learning. In this work, we propose a
new regularized training method, insipired by the Linear
Discriminant Analysis (LDA) [16] algorithm, namely Dis



criminant Analysis (DA) regularization, which aims to
enhance the discriminative power of the proposed models
by forcing the training samples belonging to the same
class to come closer to their class centroid.
The rest of the paper is organized as follows: In Sec
tion 2, we present the proposed regularization method.
In Section 3 we provide the implementation details and
the experimental evaluation of the proposed method, and
finally, conclusions are drawn in Section 4.

2. PROPOSED METHOD

In this work, we propose a novel regularized training
method, motivated by the LDA method, that aims at best
separating training samples of different classes, by pro
jecting them into a new lower dimensional space, that
maximizes the betweenclass separability while minimiz
ing their withinclass variability. Specifically, in the pro
posed scheme, apart from the classification loss which
preserves the between class separability, we introduce an
additional regularization loss aiming to bring the train
ing samples of the same class closer to the class centroid.
Hence, in this way, the socalled DA regularizer enhances
the discriminative power of the model.
Thus, for an input space X ⊆ ℜd and an output space F ⊆
ℜq, we denote as φ(· ;W) : X → F a deep neural network
with NL ∈ N layers, and set of weightsW = {W1, . . . ,WNL

},
where Wl are the weights of a specific layer l. We also de
note the set of weights up to layer l asWl

= {W1, . . . ,Wl}.
Then, the output of layer l for a given input xi is com
puted as follows: φ(xi ;Wl) = σl

(

Wl · φ(xi ;Wl−1) + bl

)

,
where σl(·) is the activation function of layer l, bl the bias
term, φ(xi ;Wl−1) the output of the previous layer, and ·
denotes a linear operation (e.g. matrix multiplication or
convolution). Hence, we consider a set DN = {x1, . . . , xN}

of training samples on X, and their corresponding repre
sentations, φ(xi ;Wl), at the layer l. We also consider the
set Zi

= {xk, k = 1, . . . ,Ki} of Ki samples belonging to the
same class with the ith sample.
Then, the objective of the DA regularizer is defined as
follows:

min
Wl
JDA = min

Wl

N
∑

i=1

‖φ(xi ;Wl) − µi‖
2
2, (1)

where µi =
1

|Zi|

∑

x j∈Zi

φ(x j ;Wl).

Optimizing objective (1) lets the network learn parameters
such that data samples belonging to the same class are
closely mapped to their class centroid, enhancing the dis
criminative power of the model.
The proposed regularizer can be attached to one or mul
tiple neural layers. Thus, for a deep neural model of
NL layers, the total regularization loss is formulated as:

Lreg_total =

NL
∑

l=1

λlLregl
, where Lregl

is the regularization loss,

as defined in (1), for a certain layer, l, while the parameter
λl ∈ [0, 1] controls the relative importance of the specific
regularization loss. Then, the total loss in the regularized
training scheme is computed by summing the classifica
tion loss and the total regularization loss. Either hinge
loss or softmax loss can be utilized as classifiers. In our
experiments we use the softmax classifier. We use gra
dient descent to solve the above optimization problem. It
is, finally, noted that the proposed regularizer can be im
plemented over the entire dataset, for the centroids of all
the samples belonging to one class, as well as in terms of
minibatch training. In our experiments we implement it
in terms of minibatch training.

3. EXPERIMENTS

In this section, we present the experiments performed
in order to evaluate the proposed regularization method.
Throughout this work, we use Test Accuracy (Classifica
tion Accuracy) to evaluate the proposed regularizer. Each
experiment is repeated five times and we report the mean
value and the standard deviation, considering the maxi
mum value of Test Accuracy for each experiment. The
probabilistic factor is the random weight initialization.
The proposed CNN models serve as baseline for the pro
posed regularization method. We also compare the pro
posed regularizer with the common L1 and L2 regularizers.
In the following, we describe the utilized CNN architec
ture, the utilized datasets, and the implementation details
of the proposed method, and finally we present the vali
dation results.

3.1. CNN models and Discussion on Speed

The proposed CNN model contains six convolutional lay
ers. Since the input images of the utilized datasets are of
various sizes (that is, 128 × 128, 64 × 64, and 32 × 32), we
use appropriate pooling for each of the three cases. That
is, for the first case, the network accepts RGB images
of size 128 × 128 × 3. The output of the last convolu
tional layer is fed to a softmax layer which produces a
distribution over the 2 classes. Each convolutional layer
except for the last one is followed by a Parametric Rec
tified Linear Unit (PReLU) activation layer which learns
the parameters of the rectifiers, since it has been proven to
enhance the classification results [17]. Maxpooling layers
follow the first and the fifth convolutional layers, while
a responsenormalization layer is utilized after the first
pooling layer. A Dropout layer [18] with probability 0.5
follows the fifth convolutional layer. An overview of the
proposed model is illustrated in Fig. 1. In the second



Model Input Jetson TX2 GeForce GTX 1080

VGG 224 × 224 9.36 89.52
Proposed 224 × 224 49.7 416.66
Proposed 512 × 512 13.1 99.4
Proposed 1024 × 1024 2.1 23.45

Table 1: Speed (FPS)
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Fig. 1: Overview of the proposed CNN architecture

case, where the input size is 64× 64, we remove the pool
ing layer which follows the 5th convolutional layer, while
in the third case where the inut size is 32 × 32, we also
remove the first pooling layer from the initially described
architecture.
We test the proposed model for the crowd detection task
on a GeForce GTX 1080 GPU for various input sizes, and
we compare it in terms of frames per second (FPS) with a
common baseline model (i.e. VGG16 [19]) for the latter’s
fixed input. Since the deployment of the detectors will
be done on a drone, we also test the performance on a
state of the art lowpower GPU, that is an NVIDIA Jet
son TX2 module with 8GB of memory. The results are
presented in Table 1. As we can see, the proposed model
operates at 49.7 fps for input of size 224 × 224, against
the baseline model which runs at 9.36 fps for the same
fixed input on the Jetson TX2 module, whereas it runs at
13.1 fps for input of size 512 × 512, and at 2.1 fps for in
put of size 1024 × 1024. We should also note that even if
we discard the fully connected layers of the VGG model,
and use only the fullyconvolutional portion, the proposed
model is considerably faster. For example, the modified
fully convolutional VGG model runs at 28.16 fps for in
put 512 × 512 on the GTX 1080 (against 99.4 fps of the
proposed one), while for an input of size 1024 × 1024 it is
out of memory even in the GTX 1080.

3.2. Datasets

In order to evaluate the performance of the proposed DA
regularizer we conduct experiments on three datasets, con
structed for Crowd, Football Player, and Bicycle detection.
The socalled CrowdDrone dataset contains 11,840 train
images of crowded scenes and noncrowded scenes. We
use 2,368 images of them as test set. Input images are of
size 128 × 128. The second dataset, constructed for foot
ball player detection consists of 98,000 train images of
football players and nonfootball players, and a test set of

10,000 images. Input images are of size 32 × 32. Finally,
the third dataset, namely Bicycles, contains 51,200 equally
distributed train images of bicycles (bicycle with bicyclist)
and nonbicycles, and a test set of 10,000 images. Input
images are of size 64 × 64.

3.3. Implementation Details

The proposed CNN models were implemented using the
Caffe Deep Learning framework [20]. The learning rate is
set to 10−5, and the batch size is set to 64. The weight de
cay is 0.0005, and the momentum is 0.9. All the models
are trained on an NVIDIA GeForce GTX 1080 with 8GB
of GPU memory, for 100 epochs.
As mentioned before, the proposed regularizer can be ap
plied on individual layers, as well as on multiple layers.
In our experiments, we apply the regularizer on all the
convolutional layers. To do this, instead of using directly
the highdimensional features from a specific convolu
tional layer, we attach an additional pooling layer on each
of these layers, namely Maximum Activations of Convo
lutions (MAC)[21] layer that implements the maxpooling
operation over the height and width of the output volume,
for each of the 128 feature maps of the CONV5 layer, cor
respondingly of the 256 feature maps of the CONV4, and
so on. That is, the MAC layer, for example on CONV5
outputs a 128d vector for each input image.
The regularization loss is initially significantly larger than
the softmax one. Thus, in order to control the relative
importance of the contributed losses, we first set the reg
ularization loss parameter, λ, to 0.0001, and we fixed it
to 0.01 at the 20 epochs up to the final epoch, for all the
convolutional layers.

3.4. Experimental Results

In Table 2 we present the performance of the proposed
regularizer against the softmaxonly approach, in terms
of Test Accuracy. We also compare the regularizer with
the standard L1 and L2 regularization schemes. Best
results are printed in bold. From the demonstrated re
sults, we can see that the proposed regularizer consid
erably improves the classification performance, while it is
also superior over the L1 and L2 regularizers, which either
slightly improve the results or they harm the performance
(e.g. L1 regularizer on Bicycles dataset).

Training Approach Crowd-Drone Football Player Bicycles

Softmax 0.9405 ± 0.0079 0.8850 ± 0.0051 0.9119 ± 0.004
Softmax & L1 0.9435 ± 0.009 0.8834 ± 0.005 0.8991 ± 0.0079
Softmax & L2 0.9422 ± 0.005 0.8856 ± 0.0083 0.9134 ± 0.0021
Softmax & DA 0.9546 ± 0.0061 0.9128 ± 0.003 0.9423 ± 0.0045

Table 2: Test Accuracy

Furthermore, as we have previously mentioned, the
hinge loss could also be utilized for the classification task,



(a) Representations at 1 epoch of Softmax
training

(b) Representations at 10 epochs of Soft
max training

(c) Representations at 20 epochs of Soft
max training

(d) Representations at 1 epoch of DA train
ing

(e) Representations at 10 epochs of DA
training

(f) Representations at 20 epochs of DA
training

Fig. 2: Visualization by tSNE for the CrowdDrone dataset

instead of the softmax classifier. To this aim, we also per
form indicative experiments on the CrowdDrone dataset
using the hinge loss instead of the softmax one, and we
apply the proposed DA regularizer. Thus, the only hinge
loss training achieves Test Accuracy 0.9488 ± 0.0009,
while the hinge loss with the DA regularizer 0.9584 ±
0.003. That is, we can indeed achieve improved results
with the proposed regularizer using the hinge loss as the
classification objective.
Subsequently, we use the tdistributed stochastic neighbor
embedding (tSNE) [22] algorithm, a nonparametric tech
nique for dimensionality reduction, widely used for data
visualization, to visualize the 128d feature representa
tions generated by the CONV5 layer of the proposed DA
and the baseline softmaxonly models, for 100 crowded
and 100 noncrowded images. Thus, in 2a, 2b, and 2c
of Fig. 2 we illustrate the 2d tSNE embedding of the
CONV5 representations at 1 epoch, the tSNE embedding
of the representations at 10 epochs, and at 20 epochs of
softmaxonly training, respectively. In 2d, 2e, and 2f of
the same figure we provide the corresponding DA rep
resentations. As we can observe, while the main sof
max classifier aims at separating the samples of different
classes, the DA regularizer seeks to bring the training
samples’ representations of the same class together. That

is, the proposed regularizer induces the training samples’
representations to shrink, while also preserving discrimi
native power.

4. CONCLUSIONS

In this paper, we first proposed lightweight deep CNN
models, for various recognition tasks, involved in the con
text of media coverage of specific sport events by multiple
drones. That is, we proposed models for crowd, fooball
player, and bicycle detection. Subsequently, we proposed a
novel Discriminant Analysis regularization method, aim
ing to enhance the generalization ability of the proposed
models. The experimental evaluation validates the effenc
tiveness of the proposed regularizer.
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Abstract—The aim of this paper is twofold. First, we

propose lightweight CNN models, capable of effectively

operating ondrone for various classification problems,

emerging in the context of media coverage of specific sport

events by drones, i.e. crowd, football player, and bicycle de

tection. Subsequently, we propose a regularization method,

namely Minimum Enclosing Ball regularization, in order to

improve the generalization ability of the proposed models.

The experimental evaluation on three datasets indicates

the effectiveness of the proposed regularizer.

Index Terms—Minimum Enclosing Ball Regularization,

Convolutional Neural Networks, Drones, Deep Learning.

1. Introduction

Over the recent few years Drones, have powerfully
emerged in the media and entertainment industry. The
application fields of Drones range from entertainment to
visual surveillance, rescue within the context of natural
disasters [1], and medical emergencies [2]. Their capability
of capturing shots of inaccessible places, as well as spec
tacular aerial shots, gradually displaces prior practices in
media production. A major issue associated with the rise
of drones is the demand of developing efficient models
for various computer vision tasks, capable of settling
the issue of the additional challenges of dronecaptured
images (that is, small object size, occlusion, etc.), and
also capable of running ondrone, that is with limited
processing power.

Deep learning algorithms, [3], and especially the deep
Convolutional Neural Networks (CNN) have been proven
as one of the most effective avenues of research in com
puter vision, due to their outstanding performance in a
plethora of computer vision tasks, [4], [5], [6], [7]. The
major reasons underlying their success lie in the Graphics
Processing Units (GPUs) computational power and afford
ability, as well as in the availability of large annotated
datasets.

In this work, we first propose lightweight CNN models,
addresing various classification tasks involved in the con
text of media coverage of certain sport events by drones

with increased decisional autonomy. That is, we develop
lightweight models capable of running ondrone for crowd
detection (addresing also the demand of safety), football
player detection, and bicycle detection. Our goal is to
provide semantic heatmaps by e.g. predicting for each
location within the captured scene the crowd presence,
[8]. That is, we train models with RGB input of size
e.g. 128 × 128, and then high resolution test images are
fed to the network, and using a sliding window of size
128 × 128, we compute the output of the network at the
last convolutional layer for each location. An example
of a crowd heatmap is provided in Fig. 1. We note that
is of pivotal importance for the drone to handle high
resolution images, since as we have previously mentioned,
the objects to be detected in dronecaptured images are
of small size, and thus image resizing in order to render
the deployment ondrone feasible, would further shrink
them, making their detection even impossible. The above
procedure finds also application in the camera control
problem, [9], where the semantic heatmaps for each of the
aforementioned tasks, aim at assisting the algorithm for
controlling the camera of the drone for cinematography
tasks by sending error signals.

Figure 1: Crowded image and the corresponding predicted
heatmap of crowd presence.

Subsequently, we propose a novel regularizer in order
to control overfitting and improve the performance of
the proposed lightweight models. Addressing the problem
of overfitting, which arises due to their large capacity,
constitutes in general a pivotal issue associated with the
deep neural models. Over the past years, several regu
larization methods have been proposed in order to pre
vent overfitting in neural networks, ranging from early



stopping of the training procedure, or common regulariza
tion methods, like L1 and L2 regularization that penalize
large weights during the network optimization, to Dropout
[10] where for each training sample, a randomly selected
subset of the activations is zeroed in each epoch, and a
generalization of it, Dropconncet [11] which instead of
activations, sets a randomly selected subset of weights
within the network to zero. Other earlier works include
weight elimination, [12], and Bayesian methods, [13]. From
a quite different viewpoint, multitasklearning [14] consti
tutes also a way of improving the generalization ability
of a model. For example, in [15] the authors introduced
techniques developed in semisupervised learning in the
deep learning domain. That is, they combined an unsu
pervised regularizer with a supervised learner to perform
semisupervised learning.

In this work, we aim at improving the generalization
ability of the proposed models, by proposing a novel regu
larizer, namely Minimum Enclosing Ball (MEB), motivated
by the radiusmargin based Support Vector Machines
(SVM), [16], [17], [18]. That is, apart from the classification
loss which aims at distinguishing the training samples
belonging to different classes, we introduce an additional
regularization loss aiming at shrinking the radius of the
minimum enclosing ball of the training samples. The
motivation behind the proposed method is that in binary
classification problems there is one class and anything
than this specific class (and correspondingly in multiclass
problems over the oneversusall approach), and thus the
representations, especially of the negative class, may be
extremely expanded in the feature space generated by the
neural layer, as the classifier aims at distinguishing be
tween the classes. Therefore, we propose to regularize the
classifier by forcing the training samples’ representations
to come closer to their centroid. The proposed regularizer
is generic and can be applied in several deep learning
architectures for classification purposes.

The rest of the paper is organized as follows: In Sec
tion 2, we present the proposed regularization method.
In Section 3 we provide the implementation details and
the experimental evaluation of the proposed method, and
finally, conclusions are drawn in Section 4.

2. Minimum Enclosing Ball Regularization

In this paper, we propose to improve the performance
of the proposed lightweight models, by introducing a novel
regularization objective with its motivational roots in the
radiusmargin based Support Vector Machines (SVM) [16],
[17], [18]. Particularly, in [19], it is stated that the general
ization error bound of the maxmargin SVMs depends on
not only the squared separating margin, γ2, of the posi
tive/negative training samples, but on the radiusmargin
ratio, R2/γ2, where R is the radius of the minimum en
closing ball of all the training samples. For a fixed feature
space, the dependency of the error bound on the radius can
be ignored in the optimization procedure, since the radius,
R, is constant. However, when R is determined by the

minimum enclosing ball of the training data, the model
has the risk that the margin can be increased by simply
expanding the minimum enclosing ball of the training data
in the feature space. In order to remedy this problem, an
algorithm that optimizes the error bound taking account of
both the margin and the radius, in the context of Multiple
Kernel Learning, is proposed in [17]. In [20], the authors
also propose to incorporate a radiusmargin bound as a
regularization term into the classification loss of a deep
model for 3D human activity recognition.

Towards this end, considering our binary classification
tasks, as the softmax layer aims at separating the training
samples’ representations belonging to different classes, we
propose to attach a regularization objective that aims at
shrinking the radius of the minimum enclosing ball of the
training samples, since representations, especially of the
negative class, may be extremely expanded in the feature
space generated by the neural layer.

Let X = {Xi, i = 1, . . . ,N} be the set of N training
images, and YL

= {yL
i
, i = 1, . . . ,N} be the set of N

corresponding representations of the deep neural layer,
L. We abbreviate as RMEB, the radius of the minimum
enclosing ball of all the training samples. The squared
radius is formally expressed by the following equation:

RMEB
2
= min

R,yL
0

R2, s.t. ‖yL
i − y

L
0‖22 � R2, ∀i, (1)

where y
L
0 is the centroid of all the training samples y

L
i
.

However, this definition suffers from a major short
coming. That is, it can not be applied in terms of mini
batch training, since it requires the centroid of all the
training data. In order to tackle this issue, we utilize an
approximation of the above definition. We express the
radius of the minimum enclosing ball of the training data,
using the maximum pairwise distance over all pairs of
training samples. That is:

R̃2
MEB = max

i, j
‖yL

i − y
L
j ‖22 (2)

In [18] the authors proved that the radius RMEB is well
approximated by R̃MEB with the following inequality:

R̃MEB 6 RMEB 6
1 +
√
3

2
R̃MEB (3)

Thus, instead of minimizing the squared radius of
the smallest sphere enclosing all the training samples,
for simplicity we minimize the squared diameter that is
defined by the maximum pairwise distance over all pairs of
the training samples, since this does not affect the solution
of the minimization problem, and following also the work
in [18].

Subsequently, since the approximated radius is defined
over all the pairs of training samples, we first formulate
the following minimization problem utilizing the softmax
function over the max operator which is nonsmooth,
as it is shown in [20] and then we further relax the



approximated radius to make it suitable for minibatch
training:

min
yL

i
∈YL
JMEB = min

yL
i
∈YL

N∑

i, j

ki j‖yL
i − yL

j ‖22, (4)

where

ki j =
ea‖yL

i
−yL

j
‖22

∑N
i, j e

a‖yL
i
−yL

j
‖22

(5)

measures the correlation of the two samples, while
the parameter a controls the approximation degree to
max operator. When a is infinite, the approximation is
identical to the max operator, while when a = 0, ki j =

1
N2 .

The relaxed definition of eq. (4) allows for defining the
minimization objective in terms of minibatch training,
instead of the whole dataset. That is, for a set B of
training samples’ representations of a batch, eq. (4)
becomes:

min
yL

i
∈YL
JMEB = min

yL
i
∈YL

∑

yL
i
,yL

j
∈B

ki j‖yL
i − yL

j ‖22, (6)

Thus, for a = 0, ki j =
1
|B|2 , where |B| is the cardinality of

set B, it is straightforward to show that the minimization
problem can be formulated as follows in terms of mini
batch training:

min
yL

i
∈YL
JMEB = min

yL
i
∈YL

∑

yL
i
∈B
‖yL

i − µ‖22, (7)

where µ = 1
|B|
∑

yL
j
∈B yL

j
.

Either the softmax loss (cross entropy loss) or the
hinge loss can be utilized for the classification task. In
our experiments we use the softmax classifier. Thus, for
a set of N input images X = {Xi, i = 1, . . . ,N} and their
corresponding representations, YL

= {yL
i
, i = 1, . . . ,N}, the

softmax loss is defined as:

Ls = −
1

N

N∑

i=1

K∑

k=1

li,klog(pi,k), (8)

where K is the number of classes, li,k ∈ {0, 1} is a binary
indicator that takes the value 1 if the class label k is
the correct classification for the sample i, and pi,k is the
predicted softmax probability the sample i to belong to the
class k. The proposed regularizer can be attached to one
or multiple neural layers. Thus, for a deep neural model
of NL layers, the total regularization loss is formulated

as: Lreg_total =

NL∑

l=1

λlLregl
, where Lregl

is the regularization

loss, as defined in (7), for a certain layer, l, while the
parameter λl ∈ [0, 1] controls the relative importance of
the specific regularization loss. Then, the total loss in
the regularized training scheme is computed by summing
the classification loss and the total regularization loss,
Ltotal = Ls + Lreg_total. We use gradient descent to solve the

above optimization problem. We should highlight that the
proposed regularizer is generic, in the sense that it can be
attached to any neural layer, of any deep architecture, and
can be combined with various classification losses (e.g.
softmax loss, hinge loss), since it is not incorporated as an
additional term in a specific classification loss function.

We finally note that Support Vector Data Description
method, [21], inspired by the Support Vector Classifier,
proposes a MEBlike objective in the One Class Classifi
cation problem, as the main objective in order to find the
outliers. However, the proposed regularizer, as mentioned
previously, is rooted in the radiusmargin based Support
Vector Machines (SVM) [16], [17], [18], and proposes the
MEB objective as a regularization in the main classifi
cation objective, in order to improve the generalization
ability of the binary classifier.

3. Experiments

In this section, we present the experiments performed
in order to evaluate the proposed regularization
method. Throughout this work, we use Test Accuracy
(Classification Accuracy) to evaluate the proposed
regularizer. Each experiment is repeated five times and
we report the mean value and the standard deviation,
considering the maximum value of Test Accuracy for
each experiment. The probabilistic factor is the random
weight initialization. The proposed CNN models serve as
baseline for the proposed regularization method. We also
compare the proposed regularizer with the common L1
and L2 regularizers. In the following, we first describe
the utilized CNN architecture, and the utilized datasets,
then we report the implementation details of the proposed
method, and finally we present the validation results.

3.1. CNN Models and Discussion on Speed

The proposed CNN model contains six learned con
volutional layers. Since the input images of the utilized
datasets are of various sizes (that is, 128 × 128, 64 × 64,
and 32 × 32), we use appropriate pooling for each of
the three cases. That is, for the first case, the network
accepts RGB images of size 128 × 128 × 3. The output
of the last convolutional layer is fed to a softmax layer
which produces a distribution over the 2 classes. Each
convolutional layer except for the last one is followed
by a Parametric Rectified Linear Unit (PReLU) activation
layer which learns the parameters of the rectifiers, since
it has been proven to enhance the classification results
[22]. Maxpooling layers follow the first and the fifth
convolutional layers, while a responsenormalization layer
is utilized after the first pooling layer. A Dropout layer
[23] with probability 0.5 follows the fifth convolutional
layer aiming at reducing overfitting. An overview of the
proposed model is illustrated in Figure. 2. In the second
case, where the input size is 64×64, we remove the pooling
layer which follows the fifth convolutional layer, while in
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Figure 2: Overview of the proposed CNN architecture

the third case where the input size is 32 × 32, we also
remove the first pooling layer from the initially described
architecture.

We test the proposed model for the crowd detection
task (the one with the larger input) on a GeForce GTX
1080 GPU for various input sizes, and we compare it in
terms of frames per second (FPS) with a common baseline
model (i.e. VGG16 [24]) for the latter’s fixed input. Since
the deployment of the detectors will be done on a drone,
we also test the performance on a state of the art low
power GPU used for onboard drone perception, that is
an NVIDIA Jetson TX2 module with 8GB of memory.
The results are presented in Table 1. As we can see, the
proposed model operates at 49.7 fps for input of size 224×
224, against the baseline model which runs at 9.36 fps for
the same fixed input on the Jetson TX2 module, whereas
it runs at 13.1 fps for input of size 512 × 512, and at 2.1
fps for input of size 1024× 1024. We should also note that
even if we discard the fully connected layers of the VGG
model, and use only the fullyconvolutional portion, the
proposed model is considerably faster. For example, the
modified fully convolutional VGG model runs at 28.16
fps for input 512 × 512 on the GTX 1080 (against 99.4 fps
of the proposed one), while for an input of size 1024×1024
it is out of memory even in the GTX 1080 (the proposed
model runs at 23.45 fps, respectively).

Model Input Jetson TX2 GeForce GTX 1080

VGG 224 × 224 9.36 89.52
Proposed 224 × 224 49.7 416.66
Proposed 512 × 512 13.1 99.4
Proposed 1024 × 1024 2.1 23.45

TABLE 1: Speed (FPS)

3.2. Datasets

In order to evaluate the performance of the pro
posed MEB regularizer we conduct experiments on three
datasets, constructed for Crowd, Football Player, and Bi
cycle detection. The socalled CrowdDrone dataset con
tains 11,840 train images of crowded scenes and non
crowded scenes. We use 2,368 images of them as test set.
Input images are of size 128 × 128. The second dataset,
constructed for football player detection consists of 98,000
train images of football players and nonfootball players,
and a test set of 10,000 images. Input images are of size

32 × 32. Finally, the third dataset, namely Bicycles, con
tains 51,200 equally distributed train images of bicycles
(bicycle with bicyclist) and nonbicycles, and a test set of
10,000 images. Input images are of size 64 × 64.

3.3. Implementation Details

The proposed CNN models were implemented using
the Caffe Deep Learning framework [25]. The learning rate
is set to 10−5, and the batch size is set to 64. The weight
decay is 0.0005, and the momentum is 0.9. All the models
are trained on an NVIDIA GeForce GTX 1080 with 8GB
of GPU memory, for 100 epochs.

As mentioned before, the proposed regularizer can be
applied on individual layers, as well as on multiple layers.
In our experiments, we apply the regularizer on all the
convolutional layers. To do this, instead of using directly
the highdimensional features from a specific convolu
tional layer, we attach an additional pooling layer on
each of these layers, namely Maximum Activations of
Convolutions (MAC) [26] layer that implements the max
pooling operation over the height and width of the output
volume, for each of the 128 feature maps of the CONV5
layer, correspondingly of the 256 feature maps of the
CONV4, and so on. That is, the MAC layer, for example
on CONV5 outputs a 128d vector for each input image.

The regularization loss is initially significantly larger
than the softmax one. Thus, in order to control the relative
importance of the contributed losses, we first set the
regularization loss parameter, λ, to 0.0001, and we fixed
it to 0.01 at the 20 epochs up to the final epoch, for all
the convolutional layers.

3.4. Experimental Results

In Table 2 we present the performance of the proposed
regularizer against the softmaxonly approach, in terms of
Test Accuracy. We also compare the regularizer with the
standard L1 and L2 regularization schemes. Best results
are printed in bold. From the demonstrated results, we can
see that the proposed regularizer considerably improves
the classification performance, while it is also superior
over the L1 and L2 regularizers, which either slightly
improve the results or they harm the performance (e.g.
L1 regularizer on Bicycles dataset).

Furthermore, as we have previously mentioned, the
hinge loss could also be utilized for the classification task,
instead of the softmax classifier. To this aim, we also per
form indicative experiments on the CrowdDrone dataset
using the hinge loss instead of the softmax one, and we
apply the proposed regularizer. Thus, the only hinge loss
training achieves Test Accuracy 0.9488 ± 0.0009, while
the hinge loss with the MEB regularizer 0.9541 ± 0.0022.
That is, the proposed regularizer indeed exhibits superior
performance over the baseline utilizing also the hinge loss
as the classification objective.



Training Approach CrowdDrone Bicycles Football Player

Softmax 0.9405 ± 0.0079 0.9119 ± 0.004 0.8850 ± 0.0051
Softmax & L1 0.9435 ± 0.009 0.8991 ± 0.0079 0.8834 ± 0.005
Softmax & L2 0.9422 ± 0.005 0.9134 ± 0.0021 0.8856 ± 0.0083

Softmax & MEB 0.9541 ± 0.0072 0.9448 ± 0.0057 0.9112 ± 0.01

TABLE 2: Test Accuracy

4. Conclusions

In this paper, we first proposed lightweight deep CNN
models, for various recognition tasks involved in the con
text of media coverage of specific sport events by multiple
drones. Specifically, lightweight models for crowd, football
player, and bicycle detection were proposed. Subsequently,
we proposed a novel Minimum Enclosing Ball regularizer,
aiming at enhancing the generalization ability of the pro
posed models. The experimental evaluation validates the
effectiveness of the proposed regularizer.
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A Subjective Study of Viewing Experience for

Drone Videos
Stephen Boyle, Fan Zhang and David R. Bull

Abstract

This paper presents subjective evaluation results on the viewing experience of aerial videos shot at different

drone heights. A total of fifty video sequences were generated using a simulation engine, Unreal Engine 4, for

two scenarios and five different shot types. Twenty human viewers were then employed to participate a subjective

experiment, providing their preference opinions on viewing experience of these videos. Through the subjective test,

optimal parameters of UAV height have been identified for the evaluated shot types and scenarios. These will provide

recommendation of default shot parameters for drone operation in autonomous shooting and flight planning.

Index Terms

Drone cinematography, Multidrone, and optimal drone parameter.

I. INTRODUCTION

In recent years, drones have been extensively deployed as a platform for extending cinematography, supporting

innovation and flexibility in shot creation, in scenarios difficult to reach by other means. After their initial adoption in

film production, drones are now increasingly used in broadcasting for sports, natural history, archeology, news (e.g.

natural disasters) and travelogues. They are also frequently used in user-generated content available on streaming

sites.

In drone cinematography, some of the rules and heuristics that film-makers often follow to produce visually

pleasing shots still work, with notable examples such as “ the triangle principle” and the “rule of thirds” [1, 2].

The optimization of drone trajectories have also been researched in order to ensure camera shots meet certain

cinematographic requirements and constraints. Joubert et al. [3] developed a system to allow drone users to visually

design and preview camera shots whilst ensuring feasibility. Gebhardt et al. [2] developed a tool for the generation

of feasible drone trajectories from sketched key-frames, each defining a time and the corresponding desired drone

position.

Recently, the autonomous control of drone cameras without the need for such advanced planning has been more

widely researched. Nägeli et al. [4] implemented an MPC (Model Predictive Control) algorithm for autonomous

drone control which uses constrained optimization to ensure collision avoidance, valid drone inputs, a feasible

drone state and the adherence to high level aesthetic requirements. Joubert et al. [5] also developed a system to

autonomously control a drone to film a predefined shot sequence of one or two human subjects. However for

autonomous drone systems, shot types and shot parameter defaults must be established prior to operation. There is

however little research that has quantitatively investigated the relationship between viewing experience and UAV

parameters, such as drone height and speed.

It is known that the experience of viewing aerial footage captured from a drone is heavily influenced by the drone

and camera parameters and the relative motion between drone and target. Certain drone parameters will no-doubt

lead to distracting or disorientating effects which can make the viewing experience extremely unpleasant. In order

to understand viewer preferences for different shot types, these shots must be evaluated in terms of variations of

the associated drone and camera parameters. This can only be done through subjective testing based on showing

people (subjects) a series of shots for various scenarios, captured with differing parameter sets.

In this context, a subjective experiment has been conducted to characterise the optimal drone height for specific

scenarios and shot types based on simulated video content. Compared to acquiring ‘live’ drone video, simulated

*The authors acknowledge funding from the European Union’s Horizon 2020 (MULTIDRONE No. 731667), and the EPSRC (The Centre for

Doctoral Training in Communications at University of Bristol). The authors are with the Department of Electrical and Electronic Engineering,

University of Bristol, Bristol, BS8 1UB, UK.{stephen.boyle, fan.zhang, dave.bull}@bristol.ac.uk
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content offers the benefits of environment flexibility, ease of generation and repeatability. It is also significantly

cheaper than flying a real drone on location. The experimental results show the distribution of optimal drone height

for various shot types. These results will be useful in autonomous drone operation to define default drone parameters

and operational envelopes1.

The rest of this paper is organised as follows, Section II describes how the test content was generated using a

simulation engine, while the experimental methodology is presented in Section III. The subjective results are then

summarised and discussed in Section IV. Finally, Section V concludes the paper and provides the future work.

II. TEST CONTENT GENERATION

In order to conduct a perceptual (subjective) evaluation study of this type, representative test video clips must

first be acquired or generated with different drone parameters. These must not only contain relevant background

and target content but must also cover the likely range of operating conditions during a shoot.

A. Using UE4 to Generate Aerial Videos

Such video content could of course be captured using actual UAVs from real scenes. This would perhaps provide

the most realistic content, but is hugely time consuming in planning, obtaining permissions and shooting, and relies

on either the emulation of an actual event or attendance at a real event. Apart from the resources involved, it can

also be difficult to accurately control/repeat camera and drone parameters.

As an alternative to acquiring real footage, simulation engines can be employed to generate animated test video

footage. In this case, test scenarios and camera/drone parameters can be carefully designed and easily changed, and

there is flexibility over the choice of environment, target(s) and actions, often providing a much lower cost solution

to generating large amounts of data compared to live shooting. The only possible drawback to using simulations is

that the generation of specific natural-looking scenes can require significant experience.

In this work, due to the need for large amounts of test data and the requirement for accurate parameter

configurations, simulation engines were used to generate video footage for subjective evaluation. By comparing

multiple simulation engines including Unreal Engine 4 (UE4) [7], Unity [8] and GameMaker [9], UE4 has been

adopted for this work as the simulator of choice for generating test aerial videos.

UE4 is currently the most widely used game engine, developed by Epic Games. It is relatively easy to learn and,

with many developers using it, UE4 offers the largest community support. It offers a development environment which

can deliver interactive virtual environments, architectural walkthroughs, training simulations, design validations and

visual effects for the film industry. It is also programmable using native C++ code or visual programming with

Blueprints [10].

It is noted that, for all generated simulated sequences, fixed camera and lens settings were utilised. These included

a camera sensor size of 23.66mm×13.3mm and focal length of 35mm (these are default parameters configured in

UE4).

B. Tested Scenarios, Shot Types and Parameters

In this work, two different test scenarios were evaluated including a cycling race (three cyclists) in a countryside

environment and cars racing (three cars) along a city street at night2. Four Unreal assets ‘Country side’, ‘Race-

Course’, ‘Walking Street’ and ‘Cycling’ were obtained from the Unreal Marketplace [11] to build these scenarios.

Example images are shown in Fig. 1.

Five typical UAV shot types [12] were evaluated in the conducted experiment, including STATIC, ESTABLISH-

ING, FLYBY, CHASE and ORBIT. Their definitions are provided in Table I.

For each test shot type in both scenarios, five different height versions were generated: 1, 2, 3, 4 and 5 meters

above ground level for the cycling scenario and 2, 4, 6, 8 and 10m for the RacingCar scenario. The video duration

is fixed at five seconds rather than the recommended 10 seconds in ITU standard [13] based on a recent study on

optimal video duration for quality assessment [14, 15]. All fifty test sequences (2 scenarios × 5 shot types × 5

height versions = 50) are acquired at 1920×1080 spatial resolution, with a frame rate at 60 frames per second. Fig.

2 shows example images of five different height versions for the same Cycling-CHASE shot.

1As an integral part of the EU MULTIDRONE project [6], this work has been integrated into the directorial dashboard in the MULTIDRONE

system.
2The selection of scenarios is based on the main application of the EU MULTIDRONE project [6] - live sport events.
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(a) Cycling (b) RacingCar

Fig. 1: Example illustration of the tested scenarios.

TABLE I: Shot types evaluated in both scenarios

S1 STATIC The drone remains stationary with

no camera tracking

S2 ESTABLISHING The drone moves closer to the tar-

get from the front, at a steadily

decreasing altitude.

S3 FLYBY The drone flies past the target (off-

set from the target trajectory) in a

straight line, overtaking the target,

with camera tracking it.

S4 CHASE The drone chases the target from

behind with the distance between

them decreasing.

S5 ORBIT The drone flies around the target in

a part-circle, centred at the target.

Fig. 2: Example frames from five different height versions for the Cycling CHASE shot. (Clockwise order from top left):

Height values are 1, 2, 3, 4 and 5 metres.
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III. EXPERIMENTAL METHODOLOGY

The experimental environment, test procedure, participants and data processing method employed in the experi-

ment are described in this section.

A. Experimental Setup

The experiment was conducted in a darkened, living room style environment using a SONY KD-65ZD9 4K HDR

TV, with screen size 143cm×80cm. The viewing distance was set to three times the height of the TV (240cm),

which is within the recommended range in ITU-R BT.500 [13]. The resolutions of the TV were configured to

1920×1080 (spatial) and 60Hz (temporal). The presentation of video sequences was controlled by a Windows PC

running Matlab Psychtoolbox. A second screen was employed to interact with subjects (displaying questions and

collecting opinion scores).

B. Experimental Procedure

A single stimulus Absolute Category Rating (ACR) methodology was used in this experiment. In each trial,

participants were shown a test sequence after viewing a 3s mid-level gray screen. Participants then had unlimited

time to submit responses on the second screen, with the question, “Please score your viewing experience 1-5,

(5=Excellent, 4=Good, 3=Fair, 2=Poor and 1=Bad)”. Participants registered their answers by entering the integer

numbers between 1 and 5. Before the formal test, there is a training session consisting of three training sequences

(different from those in the formal test) shown to the subjects. After the whole test session, each participant was

informally interviewed about their viewing experience and scoring criteria.

C. Participants and Data Processing

A total of 20 subjects (with an average age of 33) from the University of Bristol were paid to participate in the

experiment including 10 males and 10 females. All of them were tested for normal or corrected-to-normal vision.

Responses from all the participants were first recorded as raw opinion scores. These were further converted

to Mean Opinion Scores (MOS) for every trial (each test sequence) by taking their average value, alongside the

corresponding standard error (SE). Since the experiment was designed to test the viewing experience (rather than

video quality) on drone videos and the subjective results are expected to have relative high variations, outlier

removal approaches have not been applied on the collected data.

IV. RESULTS AND DISCUSSION

The MOS results for different height clips are presented alongside their corresponding standard errors (SE) for

the tested scenarios and shot types in this section. The height parameter value with greatest MOS for each shot

type is considered as optimum and compared with the other four versions for each shot type through a paired t-test

at the 95% confidence interval. This indicates if the use of optimal parameter can lead to a significantly better

viewing experience than the other cases.

A. Overall Test Results

The experimental results are shown in Fig. 3, in which, for most shot types, there is a statistically significant range

of drone heights that give a preferential viewing experience. In some shot types (e.g. Cycling-ESTABLISHING and

RacingCar-CHASE), an optimum drone height can be clearly identified. For most Cycling shots, the optimal height

values are around 2 meters, which is approximately 1.4 times the cyclist height. The height value becomes greater

for RacingCar shot types - 4 meters or approx. 3.4 times the car height. This may because the shapes of sport cars

and cyclists are different, and the optimal drone height could also be related to object length and/or width.

B. Preference Variation

During informal interviews with participants conducted after each subjective test, it became apparent that results

varied according to gender. This has been verified by the subjective opinion results, shown in Fig. 4, where the

gender preferences for a selection of shot types are plotted. It can be observed that males have a slightly stronger

preference to lower drone heights rather than females.
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Fig. 3: Results of experiment testing the effect of drone (camera) height. Here the error bar represents the standard error, and

the red points stand for the MOS of test parameters which are significantly (through a paired t-test at the 95% confidence

interval) lower than each best case.

C. The Application of the Optimal Parameters

The primary objective of this work was to determine default (optimal) height parameters for typical shot types

and scenarios in potential autonomous flight and shooting. It is noted that all the optimal parameters obtained above

are based on specific camera and lens settings during simulation. In practice, in order to obtain the same Field of

View (FOV) or framing, the working distance (WD), e.g. height of the drone, can be converted for the actually used

camera settings (Sensor Size SS and Focal Length FL). This conversion is based on the basic calculation formula

of Field of View (FOV) [16], which is shown in Fig. 5 and equation (1).

FL× FOV = SS×WD (1)

The actual working distance WDact can be calculated by:

WDact =
SSref

SSact
×

FLact

FLref

×WDref (2)

in which SSref and FLref are the camera parameters used for generating the simulation videos that are given in

Section II-A, while WDref is the recommended working distance, e.g. the optimal drone heights determined above.

SSact and FLact are actual camera parameters used in practice.

It is noted that in real media production using drones, directorial decision making will be key in determining

optimum working distance to obtain meaningful shots. The results generated in this work are however valuable in

providing default parameters for the tested scenarios and shot types.

V. CONCLUSION

In this paper, the results of a subjective study are presented on the relationship between drone height and viewing

experience. The test scenarios and shot types were carefully designed and generated using a simulation engine UE4.

The subjective results show consistent preference of UAV heights from employed participants. Future work will

focus on the influence of drone speed and the relationship between these optimal parameters and target object sizes.
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ABSTRACT

The use of camera-equipped Unmanned Aerial Vehicles

(UAVs, or “drones”) for a wide range of aerial video cap-

turing applications, including media production, surveillance,

search and rescue operations, etc., has exploded in recent

years. Technological progress has led to commercially avail-

able UAVs with a degree of cognitive autonomy and per-

ceptual capabilities, such as automated, on-line detection

and tracking of target objects upon the captured footage.

However, the limited computational hardware, the possi-

bly high camera-to-target distance and the fact that both the

UAV/camera and the target(s) are moving, makes it chal-

lenging to achieve both high accuracy and stable real-time

performance. In this paper, the current state-of-the-art on

real-time object detection/tracking is overviewed. Addition-

ally, a relevant, modular implementation suitable for on-drone

execution (running on top of the popular Robot Operating

System) is presented and empirically evaluated on a number

of relevant datasets. The results indicate that a sophisticated,

neural network-based detection and tracking system can be

deployed at real-time even on embedded devices.

Index Terms— Drone video analysis, object detection,

object tracking, real-time computing, Robot Operating Sys-

tem

1. INTRODUCTION

The popularization of commercial, battery-powered, camera-

equipped, Vertical Take-off and Landing (VTOL) Unmanned

Aerial Vehicles (UAVs, or “drones”) during the past decade,

has significantly affected aerial video capturing operations, in

varying domains such as media production [1–8], search and

rescue, surveillance, inspection, etc. UAVs are affordable, ag-

ile and flexible, having, for instance, the ability to hover above

points interests and access narrow spaces.

Traditional UAVs are teleoperated fully manually, but

technological progress has led to the commercial release of

drones with a significant degree of cognitive autonomy, re-

lying on advanced sensors, embedded computing boards and

artificial intelligence/robotics algorithms. An illuminating

The research leading to these results has received funding from the Eu-

ropean Union’s European Union Horizon 2020 research and innovation pro-

gramme under grant agreement No 731667 (MULTIDRONE).

example would be current high-end cinematography UAVs,

such as the DJI Phantom IV Pro, or the more recent Skydio

R1, which already provide a number of autonomous capa-

bilities for both safe flying and filming, such as obstacle

detection and avoidance, automated landing, physical target

following/target orbiting enabled by visual target tracking

(for low-speed, manually pre-selected targets), as well as

automatic central composition framing, i.e., continuously ro-

tating the camera so as to always keep the pre-selected target

properly framed at the center.

Clearly, near-future holds the promise of fully autonomous

UAVs that only require high-level supervision from a human

operator. Automated video analysis [9–14], such as on-line

video detection and tracking of targets, lies at the heart of

these developments. However, the limited computational

hardware, the possibly high camera-to-target distance and the

fact that both the UAV/camera and the target(s) are moving,

makes it difficult to achieve both accuracy and stable real-

time performance in these tasks. Relevant state-of-the-art

algorithms, e.g., based on deep neural networks, are im-

pressively precise and optimized for parallel execution on

General-Purpose Graphical Processing Units (GP-GPUs).

Such high-performance hardware has recently been commer-

cialized in small, power-efficient form factor for embedded

systems, ideal for on-board inclusion in UAVs1. However,

current processing power and energy consumption restric-

tions limit what is possible on a UAV, in comparison to

desktop computers.

2D visual target detection is necessary for localizing the

desired target’s image (i.e., the Region-of-Interest, or ROI)

on a video frame. Additionally, visual target detectors can be

exploited for identifying a possible obstacle or an on-ground

UAV landing site. The extracted ROI is a rectangle (described

in pixel coordinates) that encloses the target’s image. In cur-

rent commercially available drones, similar methods are al-

ready employed to better adjust a manually pre-specified ROI,

based on the video content. In the future, more automated

UAVs are expected to rely solely on automatic visual target

detection.

2D visual target tracking tracks a pre-specified ROI on

the consecutive frames of a video sequence, by taking advan-

tage of spatiotemporal locality constraints, and updates the

ROI pixel coordinates at each video frame. Although track-

1E.g., the NVIDIA Jetson series



ing can be performed by simply re-detecting the target at each

video frame, a better approach is to periodically re-initialize

the ROI using a 2D visual target detector and employ a sep-

arate visual tracker for the intermediate intervals. In general,

correlation-based trackers are suitable for real-time operation

in embedded computing environments [15].

In this paper, the current state-of-the-art on real-time ob-

ject detection/tracking is overviewed. Additionally, a rele-

vant, modular implementation suitable for on-drone execution

(running on top of the popular Robot Operating System) is

presented and empirically evaluated on a number of datasets.

2. REAL-TIME OBJECT DETECTION & TRACKING

In the following subsections we provide an overview of re-

cently proposed solutions to the problems of visual object de-

tection and tracking, focusing on the performance of these

solutions and their applicability on embedded systems such

as the ones studied in this work.

2.1. Object Detection

Deep Convolutional Neural Networks (CNNs) have been ex-

celling continuously on various challenging visual analysis

tasks and competitions, including the ILSVRC object recog-

nition and detection challenges [16], and the PASCAL VOC

challenges [17]. Deep models with parameter-heavy archi-

tectures have been successfully trained and deployed on such

tasks, partly due to the availability of large collections of an-

notated datasets, such as the ImageNet or COCO datasets

[18], and partly due to the continuous development of in-

creasingly more powerful GPUs. However, the power con-

sumption and sheer size of such models inhibit their use on

mobile and embedded systems, as the GPUs available for de-

ployment on such systems are inadequate in terms of compu-

tational power, thus severely slowing down the performance

of large models and rendering real-time deployment almost

impossible. Moreover, memory constraints prohibit the di-

rect deployment of large models even when real-time require-

ments can be relaxed. On the other hand, applications related

to visual analysis tasks have become progressively more pop-

ular, increasing the demand of deployment of large CNNs on

mobile devices.

One approach to achieving real-time performance with

restricted computational hardware is to use one-stage deep

neural detectors, structured around the concept of “anchors”.

These detectors, such as Single-Shot Detector (SSD) [19] and

You Only Look Once (YOLO) [20], are based on the notion

of a convolutional Region Proposal Network (RPN). They si-

multaneously regress the pixel coordinates of visible object

ROIs (in the form of spatial offsets from the pre-defined an-

chors) and assign them class labels. Although they are suit-

able for operating on-board a UAV, they typically lag in accu-

racy relative to slower two-stage, region-based detectors, such

as Faster R-CNN [21]. Advances such as the Focal Loss [22]

have been proposed to mitigate this issue, with limited suc-

cess.

This has lead recent research towards the optimization of

heavyweight CNN architectures for deployment on devices

with limited resources. In [23], several object classification

and detection algorithms are studied and their performance

on various mobile devices, including a Jetson TX2 platform,

is compared in terms of speed. The latency versus throughput

trade-off is evaluated for different batch sizes and it is shown

that using batch sizes larger than 1 is more computationally

efficient. In real-time applications, however, images must be

processed one-by-one sequentially as they are captured.

In [24], MobileNets are pitted against other popular fea-

ture extractors, including the Inception V2 model [25], in

the context of feature extraction for object detection, and the

effect of altering the input size on the detection precision

is examined, among other factors. Larger input sizes lead

to larger heatmaps and denser object detection, but impose

heavy memory and computational constraints. In contrast,

smaller input sizes are processed faster but lead to coarser,

less accurate predictions.

2.2. Object Tracking

Most of the 2D visual object tracking algorithms employ the

tracking-by-detection approach [26–28], where a discrimina-

tive model is trained by employing a ROI representation of

the first video frame and then used to detect the target ROI in

the next ones. It is typically updated within successive video

frames. Correlation filter-based tracking algorithms tend to

vary with regard to: a) the optimization procedure followed

in order to train the model, and b) the target template repre-

sentation (e.g., HOG feature descriptors [29], grayscale raw

pixel values, etc.).

Correlation filter-based 2D visual target tracking algo-

rithms are suitable for real-time applications, especially on

embedded systems that tend to have limited computational

resources. A correlation filter tracker regresses the repre-

sentations of all possible object template translations to a

Gaussian distribution. The original ROI object template

is regressed to its peak. Due to the circulant structure of

the template representations, the regression problem can be

solved in the Fourier domain, thus accelerating the learning

and testing processes of the tracker. Correlation filter-based

approaches seem to be more robust to target rotations than

methods based on classification [30].

The success of CNNs in various visual analysis tasks,

has led to their adoption for visual tracking. SiamFC [31] is

one such CNN-based tracker, trained as a fully convolutional

siamese network, which performs cross correlation between

the features extracted from the target and a candidate region

to find the new position of the target. In contrast to GOTURN,

data augmentation is unnecessary, due to the network’s fully



convolutional nature. Its successor, CFNet [32], included a

Discriminative Correlation Filter (DCF) module, presented

as a fully learnable layer.

More recently, anchor-based ROI selection was incor-

porated into a siamese architecture for tracking, coined

SiamRPN [33]. The main benefit of using anchors to match

the bounding box of the target is that the tracker can handle

aspect ratio changes, when traditional trackers typically only

deal with size changes while maintaining a constant aspect

ratio.

3. AN EMBEDDED UAV VIDEO ANALYSIS SYSTEM

Based on the overview in Section 2, a modular software

system for real-time, embedded on-drone video analysis has

been implemented using the popular Robot Operating System

(ROS) middleware [34]. The latter provides the abstractions

of topics (following a publisher/subscriber model) and ser-

vices, to permit easy inter-process communication across

devices. Standard ROS message libraries, as well as a set

of custom messages and services have been employed for

inter-module interactions.

The presented 2D Visual Information Analysis system

consists of a visual object detector and a visual object tracker.

A Master Visual Analysis node (MVA) serves as a service

client for the initialization of the detection and tracking tasks.

It receives an uncompressed video frame from the UAV’s

camera in real-time and generates 2D positions of the tracked

targets as regions-of-interest/bounding boxes in pixel coordi-

nates. The system is initialized by a call to the follow target

service, which informs 2D Visual Information Analysis about

the current target type and target ID.

The MVA subsequently calls the detect service, which the

detector provides, and receives possible ROIs (e.g., bounding

boxes of persons of interest). These, or a subset of them, are

forwarded to the tracker via the the track service, which ini-

tializes the tracker. After initialization, the tracker produces

ROIs for all tracked objects, given just the video input from

the video streamer node. The tracker may be re-initialized by

calling the follow target service. The proposed system is il-

lustrated in Figure 1. Note that the proposed system is very

modular and can work with any detector and tracker combi-

nation, given that the detector can produce bounding boxes of

possible candidates from an input image, and that the tracker

can then be initialized with those candidates and start tracking

the objects in subsequent frames.

3.1. Object Detection

For the purpose of object detection, we focus our study on

single-stage detectors, namely SSD and YOLO. Although

region-based detectors, such as Faster R-CNN, are more ac-

curate, they tend to be slower than single-stage detectors

as demonstrated in [24], motivating our choice of evaluated

detectors.

SSD SSD [19] is a single stage multi-object detector, mean-

ing that a single feed forward pass of an image suffices for

the extraction of multiple bounding boxes with coordinate

and class information and no region proposal occurs inter-

nally. In [24], SSD was used as a meta-architecture for single

stage object detection and compared against region-based de-

tectors. Among the findings of that work, was that SSD with

MobileNets and Inception V2 for the feature extraction step

provided the best time performance at the cost of lower detec-

tion precision, as evaluated on the challenging COCO dataset.

YOLO Although similar in nature to SSD, YOLO [20] is

a widely used object detector, whose popularity may be at-

tributed to its simplicity, stemming from its ability to detect

multiple objects with a single forward pass of an image, in

combination with its speed which surpasses that of SSD. A

smaller version, named Tiny YOLO, is also available and per-

forms object detection based on the same principles. Using

half the convolutional layers, Tiny YOLO sacrifices precision

for the sake of speed. The tiny version is also fully convolu-

tional and subsamples the input image by a factor of 32.

3.2. Object Tracking

Multithreaded KCF For the 2D visual target tracking task

of our system we developed a multithreaded version of the

KCF algorithm2 in order to achieve faster target tracking

speeds. To this end, for every successive frame, the tracking

process spawns three threads running in parallel, each one

dedicated to a different scale factor of the ROI.

SiamFClite We furthermore develop a more lightweight

version of SiamFC, by introducing a depth factor α, sim-

ilar to the one used by MobileNets [24] to improve their

speed. More specifically, the number of filters in each layer

of the siamese architecture is multiplied by α ∈ (0, 1], thus

producing a lighter network which requires fewer opera-

tions per layer. Let nl denote the number of filters for layer

l = 1, . . . , 5 for the five layers of AlexNet, the base feature

extractor of SiamFC. The developed SiamFClite tracker is pa-

rameterized by α
∑

5

l=1
nl filters, as opposed to the

∑
5

l=1
nl

of the original SiamFC.

4. EMPIRICAL EVALUATION

4.1. Real-time Object Detection

We evaluate the detectors on another single-class problem,

that of detecting bicycles in a cycling race. For this purpose,

2Original KCF code in C++: https://github.com/joaofaro/KCFcpp



Fig. 1. The ROS computational graph of the developed detection and tracking framework.

we have gathered a dataset consisting of about 12k images

from cycling events and annotated about 77k cyclists along

with their bicycles. As most of the shots are aerial, the anno-

tated objects are small relative to the image size. The dataset

also contains many partially occluded objects as well as ob-

jects with motion blur. Finally, the bicycles to be detected are

professional and easy to confuse with other vehicles, such as

motorcycles, especially in distant shots.
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Fig. 2. True positive rate vs false positives for the SSD detec-

tors with MobileNet and Inception base models on the Bicy-

cle Detection benchmark.

Figure 2 illustrates the performance of the SSD with Mo-

bileNet v1 and Inception v2 backbones detectors. As ex-

pected, at a fixed 500 false positive detections, the perfor-

mance rises dramatically as the resolution increases — from

32.2 to 65.1 for MobileNet and from 34.5 to 64.5 for Incep-

tion. By allowing for more false positives, the Inception mod-

els achieve higher recall rates. It is also noteworthy that the

number of false positives is much larger than in the face de-

tection scenario, testifying to the difficulty of this task. At

around 22 FPS and 56.2 recall rate (at 500 false positives),

we identify the MobileNet v1 model at 192 × 192 input res-

olution to offer a great trade-off between speed and accuracy.

The results are also summarized in Table 1 for both backbones

and all input sizes.

For the Tiny YOLO detector, the recall curves are illus-

trated in Figure 3. It is obvious that Tiny YOLO is very prone

Input Size Extractor FPS Recall

300×300
Inception v2 8.5 64.5

MobileNet v1 12.4 65.1

224×224
Inception v2 12.7 56.2

MobileNet v1 18.4 54.4

192×192
Inception v2 14.7 53.7

MobileNet v1 22.0 56.2

160×160
Inception v2 16.4 48.0

MobileNet v1 24.4 43.8

128×128
Inception v2 18.0 34.5

MobileNet v1 27.5 32.2

Table 1. Frames per second and recall scores for various input

sizes for the SSD with Inception v2 and MobileNet v1 feature

extractors on the Bicycles Benchmark.

to false positives, which depicts the performance of various

Tiny YOLO configurations. At the smallest input resolution

of 224 × 224, the detector runs at 39 FPS but achieves a

disappointing recall rate of 27.3, when the SSD detectors at

the same input size achieve over 30 and fewer false positives

in general. However, at 288 × 288 input size, Tiny YOLO

achieves a recall rate of 35.7 and 23 FPS, much faster than

any of the SSD detectors and almost real time.

4.2. Real-time Object Tracking

We evaluate the performance of four trackers, which have

been incorporated into the proposed 2D Visual Informa-

tion Analysis package: baseline KCF, our multithreaded

KCF and SiamFClite trackers, as well as the recently pro-

posed SiamRPN. Their performance comparison is sum-

marized in Table 2, in terms of speed (FPS) and overlap

with the groundtruth target, as measured on the OTB100

dataset [35]. More specifically, we report the Area Under the

Curve score (AUC), for the overlap success percentage versus

overlap threshold curves, averaged over the 100 sequences

of OTB100. The multithreaded KCF manages to outperform

the standard version by more than 20 fps. SiamFClite also

manages to achieve an impressive AUC score while running

at 30fps, whereas SiamRPN in general is not real-time, but

achieves the best tracking performance by a large margin.
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Fig. 3. True positive rate vs false positives for the Tiny YOLO

detectors on the bicycle benchmark.

Tracker FPS AUC

KCF 30 47.7

KCF (multithreaded) 51 47.7

SiamFClite 30 54.4

SiamRPN 15 63.7

Table 2. Comparison of various trackers. All speed measure-

ments made on a Jetson TX2 platform.

5. CONCLUSIONS

An overview of the state-of-the-art in real-time object detec-

tion/tracking from video footage has been presented, from the

perspective of embedded UAV video analysis. The combina-

tion of one-stage deep neural detectors and correlation-based

trackers seems to provide the best balance between accuracy

and real-time performance, under the energy and computa-

tional constraints imposed by the UAV setting. A specific

modular software system incorporating a range of detectors

and trackers was implemented in a ROS environment and a

evaluated on a number of relevant datasets. The results indi-

cate that a sophisticated, neural network-based detection and

tracking system can be deployed at real-time even on embed-

ded devices.
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Abstract

This paper presents a workflow for the generation of environmental models, which can be employed for training and planning
of drone based shooting. This converts multiple 2D environmental and terrain images into 3D models and height maps, which
are then imported into a simulation engine as environment assets. A subjective study has also been conducted to characterise
the relationship between reconstruction quality and the number and location of input images for various environmental scenarios.
Using this workflow, demonstration videos have been produced which combine extracted environments with an existing object
model (cyclist) in simulation. These illustrate its utility in shot planning, rehearsal and training.

Index Terms

UAV, simulation, 3D reconstruction

I. INTRODUCTION

Due to their greater flexibility and lower cost, drones are becoming increasingly popular as camera platforms in film

and broadcast production, replacing both dollies and helicopters. Providing multiple angles, flexible camera positioning and

uninterrupted coverage, the use of drones in media production can significantly improve the viewing experience. Notable

examples of drone use include the opening scene of James Bond - Skyfall (2012) [1], where drone-mounted cameras were

employed to shoot a motorbike chase on the rooftops of a bazaar in Istanbul, and the broadcasting coverage using UAVs

(unmanned aerial vehicles) for 2014 Winter Olympics in Sochi [2, 3] and for the Summer Olympics of 2016 in Rio, Brazil

[4].

When drones are employed to cover live events such as sports, efficient operations and significant planning are essential if

the viewing experience is to be maximised. This is complicated by the fact that directors, drone pilots and camera operators

must react to unpredicatble events. In this context, a flexible, reliable and realistic simulation tool would be of significant utility

for planning, rehearsing, training and evaluating single or multiple drone operations for such scenarios. Such a tool would

enhance productivity, improve safety, and ultimately increase the quality of the shots delivered to viewers. Forward planning

of drone flights would also support building safety margins related to nearby buildings, crowds and other features, into drone

operations. Camera shots could also be designed to provide suitable coverage of any landmarks which need to appear in-shot.

Rehearsals could take account of the dynamics of the event, allowing exploration of multiple varied scenarios. Finally, for the

case of autonomous drone operations, such a tool would enable the production of fightplans for the drone or drones deployed.

To achieve UAV flight planning, there are a number of commercial and royalty-free software packages available, including

DJIFlightPlanner [5], Drone Harmony [6] and UgCS [7]. However, most of these packages cannot support 3D rendering of

specific environments for realistic simulation. More recently, Google has developed a browser-based animation tool, Google

Earth Studio [8], based on the massive 2D and 3D data of Google Earth, which can generate still and animated footage for

actual environments at different viewing angles and positions. However this does not support the integration of object 3D

models needed for simulating UAV shooting of dynamically changing scenarios and shot types.

In this paper, a workflow is proposed for capturing and simulating actual target environments. 3D assets are reconstructed

from multiple input images and height maps are obtained from open-source terrain images. These are then imported into a

simulation engine and integrated with object models for further simulation. To investigate the relationship between the number

of input images and reconstruction quality, a subjective experiment was conducted on three different scenarios identifying the

required input image numbers for acceptable reconstruction quality. Example environmental models have been generated using

this workflow based on open source environmental and terrain images, which demonstrate its application in UAV based shoot

planning and evaluation.

The rest of this paper is organised as follows. Section II presents the proposed workflow and its key steps for drone

environment capture and simulation. The experiment conducted to evaluate the number of input images with respect to

reconstruction quality is then described in Section III, while the experimental results and examples of two reconstructed

environments are provided and discussed in Section IV. Finally, Section V concludes the paper and outlines future work.



II. PROPOSED WORKFLOW
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Fig. 1: Diagrammatic illustration of the proposed workflow.

The proposed workflow for generating background environments is shown in Fig. 1, in which there are four primary

processing steps: (i) create environmental images, (ii) reconstruct 3D model, (iii) generate terrain data, and (iv) import into

simulation engine.

A. Creation of environment images

Continuous and high quality environment images provide the basis for 3D reconstruction, and ultimately determine the

quality of the reconstructed models. Environment images could, for example, be shot at the actual event site, possibly from

an aircraft or a drone. This is however expensive and time consuming. Alternatively they can be generated by photo-scanning

from different viewing points using software such as Google Earth [9]. This has the advantage of low cost, flexibility and time,

and has been selected as the approach of choice in this work1.

Fig. 2 shows examples of scanned environment images from Google Earth, which were shot at regular, short intervals (e.g.

0.25s) during navigation around a roundabout using a screen capture program, ScreenToGif [10]. Images were produced whilst

orbiting the target background at a series of heights so that each part of the environment was captured from a number of

different angles.

It should be noted that, in these scanned images, there are dynamic objects (such as cars and pedestrians), which may

be present at various locations. This can cause significant distortions in reconstruction due to image alignment failure. The

current solution in this work is to remove those 2D source images with dynamic objects. More advanced approaches, such as

manually/automatically concealing them based on neighbouring background textures, will be the subject of future work.

B. 3D environment reconstruction

Numerous 3D reconstruction software packages exist which can produce 3D models from 2D images. Notable ones, including

Autodesk ReCap [11] and 3DF Zephyr [12], have been evaluated for this work. It was found that the former produced relatively

poor results from Google Earth imagery. 3DF Zephyr Aerial Photogrammetry software was found to generate 3D models with

improved quality, although it does require local graphic calculation capability for processing a large number of 2D images.

For the current work, 3DF Zephyr was adopted as the reconstruction software to generate 3D environmental models.

1It should be noted that images from software such as Google Earth exhibits inconsistent quality for some locations, especially those in rural areas. In these
cases, real environmental images may need to be captured to provide reliable sources with better reconstruction quality.



Fig. 2: Examples of manually scanned environment images from Google Earth for a roundabout scenario using ScreenToGif.

During reconstruction, the default automated Zephyr work-flow [13] was used, creating a dense point-cloud, then a mesh

from the point-cloud and finally a textured mesh. To reduce the distorted area and the number of textures needed, these

individual stages were run manually. After the dense point-cloud generation, the point-cloud was edited to remove areas with

distortion, areas of low point density or areas which were not required (e.g far from the location of interest). The mesh and

textured mesh generation stages were then run manually in turn. This resulted in a significantly smaller area for the final mesh

and in many cases the model could be exported to a file having a single texture. The 3DF Zephyr program was then used to

generate a 3D model and to export it as an FBX file for further integration.

C. Generating terrain data

There are three primary ways of obtaining terrain data: (i) satellite (and aerial) imagery, e.g. OpenTopography.org [14] and

the USGS EarthExplorer [15], (ii) LIDAR (Light Detection and Ranging) [16] and (iii) 3D scanning techniques (e.g. 3D Laser

Scanning).

In this work, based on the consideration of source data availability and cost, the tool available on the OpenTopography.org [14]

website was used to select areas for certain locations. The SRTM (Shuttle Radar Topography Mission) GL1 (Global 1) data-set

(having a 30m resolution) was employed. The data was output in GeoTiff (16 bit grey-scale TIFF) format and the option

to generate hill-shade images from the DEM (digital elevation model) data was selected. The TIFF file was imported into

Bundysoft L3DT software (Large 3D Terrain Generator) [17] as a height map. Using this software, the height map was resized

and exported as a 16 bit grey-scale PNG format file.

D. Importing data into the simulation engine

In drone cinematography, simulation engines can be employed to design scenarios with specific camera/drone parameters,

with the flexibility over the choice of background and foreground targets(s) and actions, providing a much lower cost solution

compared to using real drone(s) at actual sites. There are many existing excellent simulation platforms including Unity [18],

GameMaker [19] and Unreal Engine (UE4) [20].

After comparing the features of various simulation engines, Unreal Engine (UE4) was selected for this work due to its

relative ease of use, its well maintained community support and its widespread use in the film industry. The control interface

AirSim [21], which is based on UE4, can also be used for real-time interactive applications (e.g. training).

The reconstructed environment models, saved in standard 3D model format (.fbx), are imported into UE4 with corresponding

height maps (imported through the Landscape Editor of UE4). The resulting environmental assets can then be combined with

object models (e.g. cyclists in our demos) for simulation.

III. SUBJECTIVE STUDY ON THE NUMBER OF INPUT ENVIRONMENT IMAGES

In order to reconstruct high quality 3D environmental models, many input 2D images, captured from different viewing

angles, are needed. Reconstruction may therefore be time consuming, especially when the background area is large. To realise

efficient data processing, it is important to understand how many images are “optimal” (to achieve a sufficiently high quality

reconstruction) for a certain size of area.

A. Test content

In this study, three scenarios (source from Google Earth) of varying complexities were identified. All have the same test area

size, 10000m2 (100m×100m), for simplicity and for easy tessellation in projects of a larger size. The three areas considered

were London (The Mall), Le Mans (Section of Track) and New York (Statue of Liberty).

Examples of the three test areas are shown in Fig. 3. Among these, Le Mans represents an area of low complexity with

few obtruding objects, a relatively simple mesh, and basic texture. London is an example of a high complexity area with large

amounts of foliage. This creates complex mesh structures, as well as obstructing interior objects from lower camera angles.



(a) Le Mans (b) London (c) New York

Fig. 3: Screen shots of the three reconstructed test scenarios when they were integrated into UE4 (without combining with

height maps and 240 input images used).

The foliage and smaller structures also require a more complex texture to be created. Finally, New York is an example of a

more object-based situation, similar to a scenario with a building or bridge as the focus. The small detailing in arm and crown

regions create difficulty whilst the rest of the structure is relatively simple.

Reconstructions with six different numbers (240, 180, 120, 60, 30 and 15) of input images were built for each test scenario

using the workflow described in section II. A twenty second HD (1920×1080) free flying shot [22] was then generated for

each model when it was imported into UE4. For the same test scenario, the flight path of camera (to capture test video clips)

was kept constant. In order to benchmark to the source, for each scenario, the same shot was also captured in Google Earth

using its Studio feature [8]. This results in a total number of 18 (6×3) test videos for the reconstructed models and their three

corresponding reference (from Google Earth).

B. Experimental methodology

The experiment was conducted in a darkened, living room style environment using a Samsung 28 inch UHD monitor

(LU28E590DS), with screen size of 621×341mm. The resolutions of the monitor were configured to 1920×1080 (spatial) and

60Hz (temporal). The viewing distance was set to three times the height of the monitor, which is within the recommended

range in ITU-R BT.500 [23].

A double stimulus continuous quality scale (DSCQS) methodology was used. In each trial, participants were shown sequence

A and B twice, after which participants had unlimited time to respond to a question asked, “Please score your viewing experience

1-5 for both videos (5=Excellent, 4=Good, 3=Fair, 2=Poor and 1=Bad)”. Participants registered their answers by inserting a

mark on a continuous scale providing any number between 1 and 5 on a continuous scale. All trials were randomly permutated

at the beginning of test session for each viewer, as were the order of the reference and tested videos.

A total of 12 subjects (with an average age of 34) participated in this experiment. All were tested for normal or corrected-to-

normal vision. Difference scores were then calculated from each trial and each participant by subtracting the quality score of

the sequence for reconstructed model from its corresponding reference. Difference mean opinion score (DMOS) (18 in total)

were obtained for each trial by taking the mean of the difference scores.

IV. RESULTS AND DISCUSSIONS

This section presents the experimental results on the optimal number of input images for actual environment reconstruction,

and reports example images of two additional reconstructed 3D models when they were integrated into UE4 for simulation.

A. Subjective results on optimal number of input images

Fig. 4 shows the subjective evaluation results with the number of input images used plotted against the average subjective

quality. This indicates that the reconstruction quality for different input image numbers is highly influenced by the environment

complexity.

It is observed that the complexity in the London scenario causes a higher average DMOS score (lower quality) for all tested

input image numbers, even with high input image count. The fall off in quality towards lower image counts may be caused

by inconsistencies and holes in the mesh, a result of camera obstruction. The Le Mans scenario maintains a relatively low

average DMOS until very low image counts (lower than 60) due to the lack of any obscuring objects. The drop off in quality

is mainly caused by the surface becoming bumpy as the depth maps became less accurate. This results in a significant decrease

of the perceived quality due to a non flat road surface. The high detail areas in the New York reconstruction like the arm and

crown deteriorate quickly with decreasing image counts (lower than 120). This impacts the score heavily despite the rest of

the reconstruction being of a relatively acceptable quality, as these areas of the mesh are vital to the image (region of interest).
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Fig. 4: Results of experiment testing the optimal number of input images. Here the error bar represents the 95% confidence

interval.

(a) Without object. (b) With a cyclist in the scene.

Fig. 5: Screen shots of the reconstructed 3D model for the Roundabout scenario in UE4.

It can be concluded from the results, in general, that to achieve a relatively high reconstruction quality, for an object based

scenario like New York in this work, more than 180 input images are needed per 10000m2. For other background environments

like Le Mans and London, it generally requires at least 120 input images for an area of 10000m2. It must be noted that, in

practice, the “optimal” input image numbers are also highly influenced by the flight path and source data used.

B. Reconstructed environments

Additional to the test scenarios presented above, Fig. 5 and 6 present screen shots for another two 3D environmental

models, reconstructed from Google Earth scanned images, when they were imported into the employed simulation engine

UE4. The former shows a Roundabout scenario (location 51°31’20” N, 2°35’31” W), which is at north Bristol in the United

Kingdom, with the size of the reconstructed area of around 300×130m2. The latter illustrates a complex, object-based scenario,

reconstructed for a iconic building in Bristol, the Wills Memorial Tower [24] (location 51°27’22” N, 2°36’16” W). The size

of the reconstructed area is approximately 110×90m2, and the height of the building is 65.5m.

Based on the reconstructed 3D environmental models, it is possible to plan and simulate different shot types together with vari-

ous object models, as demonstrated in Fig. 5.(b), where a Cyclist asset (obtained from UE4 marketplace) [25] was integrated into

the Roundabout environment for a flyby shot (the definition of different shot types can be found in [22]). Demo videos of the all

reconstructed environmental models presented in this paper can be accessed through https://drive.google.com/drive/u/1/folders/1WJ95kamcG-

oWWTQ-ACfoknJJj9MlCdFS.

V. CONCLUSION

In this paper, a workflow was presented for UAV-based cinematographic training and planning, based on the simulation of

the actual target environments. This generates 3D background models from 2D environmental images, and imports them and

their corresponding height maps into a simulation engine, Unreal Engine 4. To investigate the optimal number of input images

for various environment types, a subjective study was conducted on three reconstructed scenarios and six different input image

numbers. The proposed workflow will be useful in the application of UAV shot planning, rehearsal and training, especially for



Fig. 6: A screen shot of the reconstructed 3D model for the Wills Memorial Tower in UE4.

the coverage of live events. Future work should focus on the comparison between using open source environmental images and

real aerial footage, and the use of realistic control tool, such as Microsoft AirSim [21] for UAV shoot training and planning.
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Abstract—In this paper, a simple technique for Unmanned
Aerial Vehicles (UAVs) potential landing site detection using ter-
rain information through identification of flat areas, is presented.
The algorithm utilizes digital elevation models (DEM) that repre-
sent the height distribution of an area. Flat areas which constitute
appropriate landing zones for UAVs in normal or emergency
situations result by thresholding the image gradient magnitude
of the digital surface model (DSM). The proposed technique
also uses connected components evaluation on the thresholded
gradient image in order to discover connected regions of sufficient
size for landing. Moreover, man-made structures and vegetation
areas are detected and excluded from the potential landing sites.
Quantitative performance evaluation of the proposed landing site
detection algorithm in a number of areas on real world and
synthetic datasets, accompanied by a comparison with a state-
of-the-art algorithm, proves its efficiency and superiority.

Index Terms—Digital Elevation Models, Landing Sites Detec-
tion

I. INTRODUCTION

Commercial low cost UAVs (Unmanned Aerial Vehicles),

also known as drones, equipped with several sensors, have

found various applications such as in television and filming,

search and rescue, surveillance, inspection, mapping, wildlife

monitoring, crowd monitoring/management etc [1], [2].

Maps play a crucial role in UAV navigation. Maps can in-

clude terrain information that can be used in order to navigate

and control the UAV in normal and emergency situations. Such

information can come from digital elevation models (DEM) [3]

which are produced in two forms. The first is digital terrain

models (DTM) [4], [5] that include information regarding

the height variations of an area’s bare ground without any

man-made structures or vegetation. The second type is digital

surface models (DSM) [6], [7]. A DSM provides a represen-

tation of the elevation values for areas of exposed ground,

road surfaces, tree crowns, vegetation and buildings. In other

words, DSMs include information for both the ground and the

man-made structures or vegetation that lie on it. DSMs can be

generated by data coming from various sources such as LiDAR

(Light Detection And Ranging) surveying. DTMs are usually

generated by post-processing DSMs. DSMs and DTMs often

come in raster format i.e. essentially georeferenced images

where a pixel’s value denotes elevation of the corresponding

location. It should be noted here that the terms DEM, DSM,

DTM are often used with different definitions than the ones

used in this paper.

A crucial part of a UAV flight is safe landing. Identifying

potential landing areas, which in general should be flat enough,

sufficiently large and not occupied by vegetation or buildings

by exploiting the aforementioned terrain information, is im-

portant both for normal and emergency landing. The literature

referring to landing site detection utilizing terrain information,

is not very extensive. The authors in [8] achieve landing site

detection for fixed-wing UAVs in emergency situations by

using the average height and height variance inside quadtree

based DEM partitions. Partitions whose height variance is

below a limit are selected as landing sites and merged with

neighboring partitions if they have similar average heights.

Furthermore, the authors use two path planners (the Rapidly-

exploring Random Trees (RRT) and the Particle Swarm Op-

timization (PSO)) - for path planning in limited time from

the current UAV position to the closest detected landing site.

In [9], the authors determine suitable landing areas on topo-

graphical maps for emergency landing of UAVs by utilizing

surface fitting on coarse elevation models using Least Squares

Error and slope calculation. Furthermore, in [10], the authors

create a system for efficient and reliable safety assessment

of landing zones covered by low vegetation, combining a

volumetric occupancy map with a 3D Convolutional Neural

Network (CNN). However, deep learning approaches require

a very large number of training examples which might not

be available in certain applications. In contrast, our algorithm

requires no training. In [11] the authors propose a system for

landing zone selection based on a relatively simple geometric

analysis of terrain roughness and slope. Finally, [12] proposes

a scheme for the selection or validation of landing zones for

unmanned helicopters with terrain assessment incorporating

factors such as terrain/vehicle interaction, wind direction and

mission constraints.

In this paper, we present a simple but efficient algorithm

for UAVs potential landing site detection. The main aim

is the identification of (sufficiently) flat and large areas in

the topographical maps for UAVs safe landing in normal

or emergency situations. The proposed technique utilizes the



information in DSM and DTM raster files in order to detect the

vegetation, buildings and generally the objects upon the bare

ground by simply evaluating the height difference between

the DTM and the DSM model. In addition, flat areas are

discovered by evaluating the local terrain slope through the

use of an image gradient operator on the DEM file and by

thresholding the resulting image in order to keep areas with

small slope. Moreover, connected components analysis is used

on the resulting binary image in order to find and retain regions

whose area is above the minimum potential landing area size.

The final result of our algorithm is a list of sufficiently large

map areas with no buildings/vegetation and small terrain slope

constituting areas which can be characterized as landing zones.

The main advantage of the proposed approach is that there is

no need for complicated training and the respective data. The

only prerequisite is the existence of the DSM and DTM height

maps, which are publicly available with sufficient resolution

for large parts of the globe.

The results of the proposed algorithm are evaluated quanti-

tatively using appropriate metrics (precision and recall) upon

both real and synthetic terrain data and manually or semi-

automatically derived ground truth data. Moreover, its results

are compared to those obtained by the algorithm in [8], a

Digital Elevation Model (DEM) - oriented method, proving

the proposed method’s superiority.

It should be noted here that map-based landing site detection

can provide only information regarding potential landing sites,

based on terrain geometry. Such landing sites can be precom-

puted and be available as annotations on the map. Whether

these potential landing sites can actually be used for UAV

landing at a certain time instance depends on whether the site

is free from water, people/crowds or cars at the actual landing

time. Such a check can be done either by the pilot through the

drone video feed or by applying a person/crowd/car detection

algorithm on the drone video.

The remainder of this paper is organized as follows. In

Section II, we describe the details of the proposed method.

In Section III we present the experiments which have been

conducted to measure the algorithm’s performance. Finally,

conclusions are presented in Section IV.

II. POTENTIAL LANDING SITE DETECTION ALGORITHM

The algorithm’s input consists of two digital elevation

models, namely the digital surface model (DSM) and the

digital terrain model (DTM) of a region in raster format, i.e.,

as a regular grid of elevation values of a depicted terrain.

As already mentioned, the DTM (Figure 2-a) depicts just the

terrain and no man-made structures or vegetation whereas the

DSM (Figure 2-b) depicts the terrain along with buildings and

vegetation. It should be noted here that DSM files often contain

pixels with no value (no elevation information) which result

from sensor inefficiencies during DSM acquisition. As DTM

is constructed by post-processing the DSM, these pixels are

usually assigned values through some sort of interpolation. In

the approach presented below DSM pixels with no values are

assigned elevation values from the corresponding pixels of the

DTM file. As already mentioned, the algorithm’s output is a

map that depicts the potential landing zones for the UAV. The

algorithm comprises of the five steps listed below.

1) Detection of man-made structures and vegetation: By

subtracting DTM from DSM and applying a threshold to the

outcome we derive a binary image (Figures 2-f, 3-e) which

marks pixels depicting man-made structures and vegetation

whose height is above a selected (small) threshold.

2) Terrain slope determination (Figures 2-g, 3-d): Subse-

quently, we calculate the local slope of the depicted areas

in the DSM. According to Geographic Information System

(GIS) literature [13], slope is the maximum rate of change

in value (elevation) from a pixel (cell) to its neighbors. The

lower the slope value, the flatter the terrain. As far as the slope

calculation is concerned, the rates of change of the surface

elevation in the horizontal ( dz
dx

) and vertical ( dz
dy

) directions

from the central cell determine the slope. Slope, in degrees, is

calculated as [13]:

slopedegrees =
180

π
arctan

√

√

√

√

(

[

dz

dx

]2

+

[

dz

dy

]2
)

(1)

The values of the center cell and its eight neighbors de-

termine the horizontal and vertical rates of elevation change.

For a neighbourhood such as the one depicted in Figure 1 the

rates of change in the x and y direction for cell ’e’ can be

calculated as:

dz

dx
=

(c+ 2f + i)− (a+ 2d+ g)

8 ∗ xcellsize

(2)

dz

dy
=

(g + 2h+ i)− (a+ 2b+ c)

8 ∗ ycellsize
(3)

Fig. 1: 8-neighborhood of a DSM.

Essentially, the rates of change in the x and y direction as

used in the Geographic Information System (GIS) literature are

the horizontal and vertical derivative approximations generated

by the well known Sobel operator [14], scaled by a factor of

−8 ∗ cellsize.

3) Sobel operator gradient image thresholding (Figure 2-h,

3-f): After extracting the elevation gradient magnitude image,

we threshold it in order to classify the DSM pixels in flat or

non-flat areas based on the local slope. Obviously, near flat

areas are retained as potential landing areas. The thresholding

utilizes a predefined global terrain slope threshold based on

slopes which are appropriate for UAVs landing.

4) Binary image connected components evaluation (Figure

2-i 3-g): Connected components analysis is applied on the



binary image resulting from the previous step. Connected

components with sufficiently large number of pixels, i.e. of

sufficient area, are retained.

5) Creation of the final map (Figures 2-c, 3-i): In order to

create the final map, we remove from the large, low slope

areas found in the previous step those parts that overlap

with buildings and vegetation found in step 1. The final map

consists of three categories of pixels:

• Blue pixels: This category of pixels corresponds to the

landing zones i.e. the regions in the DSM map which are

characterized from small terrain slope and large enough

area for UAV landing.

• Light blue pixels: This category of pixels corresponds to

no landing zones, i.e. the regions in the DSM map with

large terrain slope or very few pixels (small area).

• Yellow pixels: these pixels also correspond to no landing

zones due to buildings and vegetation.

III. EXPERIMENTAL EVALUATION

A. Dataset

Experimental evaluation of the aforementioned algorithm

was conducted in a real world and a synthetic dataset. The

first dataset consists of a number of areas depicted in the

DEM data from the publicly available dataset provided by

UK’s Environment Agency [15]. This dataset includes digital

elevation models from the UK, covering urban, suburban, rural

and bush areas, in spatial resolutions (pixel size per dimension)

ranging from 0.25m to 2m. We have selected three areas for

our evaluation. The first two areas (namely map1 depicted

along with algorithm results in Figure 2 and map2, both of

resolution 0.25m) refer to an urban environment with many

structures that prohibit landing, such as buildings and trees.

The third examined area (area map3, resolution 2m) is a rural

environment with steep downhill parts.

In addition, the synthetic dataset contains three 3D land-

scapes (map4, map5, map6) generated using Unreal Engine

4 (UE4) [16]. UE4 is a game engine developed by Epic

Games that can achieve high-quality photorealistic graphics

and provides flexible world and asset editors. Using UE4, we

created three mostly mountainous landscapes with different

amounts of vegetation and exported the heightmap in raster

format as depicted in Figure 3. The spatial resolution of these

data was 1.2m.

For the areas in the real world dataset, ground truth

(potential landing sites, areas not suitable for landing) was

manually constructed by the authors through visual inspection

of the DEMs and satellite images (the latter were obtained by

Google Maps). In the case of the synthetic dataset, the ground

truth for the vegetation was created automatically, since the

locations where vegetation was inserted were known. The

synthetic nature of the terrain allowed us to calculate local

slope information and use it to mark areas with low slope as

being appropriate for landing. Small such areas were excluded.

Fig. 2: Real world dataset (map1). (a) 3D view of DTM,

(b) 3D view of DSM, (c) final map (meaning of colors is

explained in the text) (d) DSM, (e) DTM , (f) binary image of

buildings/vegetation, in black, (g) Terrain slope determination

via Sobel operator, (h) binary image of low slope areas, in

white, (i) connected components analysis result.

B. Evaluation metrics and procedure

The evaluation of the algorithm’s performance and its

comparison to the method proposed in [8] was conducted using

precision and recall upon the generated ground truth. In our

case, precision refers to the percentage of areas identified by

the algorithm as landing sites that are indeed (according to

the ground truth) landing sites whereas recall refers to the

percentage of the actual landing sites that were identified by

the algorithm as such.

Results for the three areas of the real world and the synthetic

dataset are presented in Tables II and III respectively. The

variance threshold for the algorithm in [8] was evaluated

by experimentation as the one that gave the best results.

Results show that the proposed algorithm can identify potential

landing sites with very good precision, especially for the

synthetic data. Recall values were also very good. It should be

noted that for the application at hand precision is much more

important than recall since landing a UAV in an area that is

not suitable for doing so is the error that should be avoided

since it might lead to crash landings.

Results also show that the proposed potential landing site

detection algorithm outperforms the method proposed in [8] in

both the real world and the synthetic dataset. The most gains

with respect to [8] were observed in precision figures of the

synthetic dataset. The mean computational time (in seconds)

needed in order to reach a decision for the DSM/DTM pairs



Fig. 3: Synthetic Dataset. (a) 3D view of map4 (sub-images

(d)-(i) refer to this map), (b) 3D view of map5, (c) 3D view

of map6, (d) Terrain slope determination via Sobel operator,

(e) binary image of vegetation, in black, (f) binary image of

low slope areas, in white, (g) connected components analysis

result, (h) ground truth information, potential landing sites in

white (i) final map (meaning of colors is explained in the text)

in the real world and synthetic datasets, is illustrated

in Table I. These times refer to a computer with Intel(R)

TABLE I: Computation complexity (execution time)

method\dataset
real world

dataset

synthetic

dataset

proposed 48.5957 1.4563

[8] 6.4702 1.3845

Core(TM) i7-6700HQ CPU @ 2.60Ghz processor and 16GB

RAM. It shall be noted that the algorithm in [8] does not

take into account man-made structures and vegetation a fact

which contributes in it having inferior performance but smaller

execution time. Moreover, the level of granularity of the

DTM and DSM obviously affects the execution time: large

resolutions increase the execution time of the algorithm.

IV. CONCLUSIONS

In this paper, a simple novel method for the identification

of potential safe landing sites for Unmanned Aerial Vehicles

was introduced. The main aim of the proposed technique is

the determination of large flat areas not covered by buildings

or vegetation in digital elevation models (DEM). Experiments

TABLE II: Precision and recall for the three areas of the real

world dataset for the proposed algorithm and the one in [8] .

metric\map map1 map2 map3 method

precision 0.7595 0.7446 0.8711 proposed

0.7251 0.7294 0.8678 [8]

recall 0.9786 0.9172 0.4386 proposed

0.9548 0.8883 0.2504 [8]

TABLE III: Precision and recall for the three areas of the

synthetic dataset for the proposed algorithm and the one in

[8].

metric\map map4 map5 map6 method

precision 0.9297 0.9027 0.8216 proposed

0.6169 0.8212 0.5784 [8]

recall 0.7213 0.7578 0.8498 proposed

0.6856 0.7412 0.8212 [8]

on real world and synthetic scenes showed that the algorithm

can detect such areas with good precision and recall. As far

as future work is concerned, this includes the incorporation

of learning methods in the determination of landing sites as

well as inclusion of information coming from color images,

e.g. satellite images from Google Maps. These additions are

expected to increase the algorithm performance and expand its

usability to e.g. areas where no elevation data are available.
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